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A Electrical power and economies of scale determine total data center
size: 50,0001 200,000 servers today

A Servers divided up among hundreds of different services

A Scale-out is paramount: some services have 10s of servers, some
have 10s of 1000s



Tutorial Goal:

A data center Is a factory that transforms and stores bits

Weodll seek to understand t hen

A Surveying what runs inside data centers

A Looking at what demands these applications place on the
physical plant

A Examining architectures for the factory infrastructure

A Surveying components for building that infrastructure



Agendal Part 1

A Applications

I How are they structured, provisioned and managed?
A Traffic and Load Patterns

I What is the load on the infrastructure that results from
the applications?



Agendal Part 1

Applications
I How are they structured, provisioned and managed?



Cloud Services?

Software as a Service (SaaS)
I Search, Email, Social Networking, Data Mining, Utility Computing

The Cloud is the infrastructure
I Data Center hardware and software



Hoping You Take Away

What cloud services look like
Core challenges
A better way?



1 . Cloud Components
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S

ay *
...-.
Tay
"aa,
Tamg,y
..-f.:--.---
L L T s
*
*
*
S

]
]
Taaggmunnt®

itches
Bouncer
.. / switches
for VLB

u
"
u
»
"
»
D ports.. |
| u
»
"
n
"
‘ "
| »
u
"
~ N .
n
u
| »
3
3
»
»
0
0
.
»
.
3
0
0
»
3

o portS/ \_/
D/2 ports; \ A -
D switches D
=" | Top of Rack switch = =
20 s
t
< ports [D2/4] * 20 Servers >
Ll
Ll
L]
o
.
.
Cockpit
Application
P

Components

. Watchdog o~
- Service A
f’ i | /
| Repair
Device Service | | .
Deployment |4 \anager |
Service | /
.\‘ Provisioning ’/ ’
N Core Autopilot Service ’ /
N . Components / /



Cloud Service Components

Internet | Front Ends | Back Ends

i Front Ends may be in small satellite data centers or Content
Distribution Networks

I Back Ends may be in large data centers hosting service specific
and shared resources

? Internet ;: i ;
@ BE shared resources

I

BE service specific resources



Challenges

High scale

i 106s to 1006s of thousands of s
Geo-distribution

I 10sto 100s of DCs, CDN or satellite data center sites
Stringent high reliability and perf requirements

I 99.9th percentile SLASs

I Cost per transaction |/ cost per
I Inexpensive components, stripped of internal redundancy

Complexity
I Plethora of components: Load Balancers, DNS, BGP, operating
system, middl eware, servers, rac

T Plethora of SW and HW failures



Hoping You Take Away

What cloud services look like
I Example: Contact List Service

A better way?
i Example: Microsoftods Autopil ot
I Example: Google File System



Hoping You Take Away

What cloud services look like
I Example: Contact List Service



Contact List Service

Why?

i Email, I M, Sync, Gaming, Musi c,
What?

I Contacts, social network info, auth info, invitations, notifications
How big?

i Order 1B contact lists, 100K transactions per sec (TPS)

Reliability and Perf?
I At the heart of popular interactive services



Observations

Transactions Per Second (TPS)
I Correlates with revenue
I Correlates with infrastructure spend

100K TPS is not too large
I Cannot afford to throw memory at the problem
I Have to go to disk, which is less than ideal
E Takes an eternity
E Failure prone, slow and complicated
I Hard to model, non-deterministic with congestion effects
E Databases offer little help
I Not relational data
I Expensive and hard to maintain referential integrity



Architecture

Front End Tier

I Servers fronted by load balancers
I Partitioned by Access partner and access method

Fast Lookup Tier
I Partitioning by User ID A mapping user to storage

Storage Tier
I Business Logic + Blob Store
E Blob = Binary large object
I Blob Store a shared component
I ldentity and authentication service another shared component



Solution Characteristics

Significant work on deloading storage

I Affinitizing clusters of FEs, BEs, Stores

i Client side caching, delta synchronization

I DB optimization

I In memory compressed data structures
Significant work on systems resilient to storage failures
Significant work on operations automation

A mix of enterprise and purpose built software



Hoping You Take Away

'r
Is there a better way?

i Example: Microsoftodos Autopil ot
.



Cloud Operating System?

No cloud operating system

i Handling discovery, deployment, repair, storage, resource
management, ¢é.

i All service developers grabbling with switches, routers, NICs, load
balancing, network protocols, databases, disks

Creating one is a huge challenge
I Will we have 47

Werner Vogel 6s remark regarding Saa
getting the infrastructure right, versus creating new features:
70% of time, energy, and dollars on undifferentiated heavy lifting



Building it Better?

Two General, Useful Building Blocks

I Autopiloti Mi cr osoft s Recovery Orient
supporting Live Search (Bing)

i GFSTGoogl eds Distributed File Sy:
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supporting Live Search (Bing)



Autopilot Goals

Service developer productivity

i Get management stuff out of devd
Low cost

I Commodity infrastructure

I 8x5 ops (not 24x7) with better reliability
High performance and reliability

I At massive scale; plethora of SW and HW failures

The 3 motivators of most infrastructure projects



How?

Automated data center management platform covering
Provisioning

Deployment

Fault Monitoring

.
.
.
I Recovery

Fundamental, and fundamentally different than how
enterprises and networks are managed today



Autopilot Approach

Fault tolerance philosophy
I Recovery Oriented Computing (RoC)
I Crash-only software methodology

Service developer expectation

I OK'to crash any component anytime (for example, by autopilot
itself), without warning

Not
I Autonomic computing
| Statistical machine learning
I Byzantine fault tolerant



Fault tolerant services

Applications written to tolerate failure with
I No user impact, no data loss, no human interaction

i Ability to continue with some proportion of servers down or
misbehaving

I Capacity to run on low cost, commodity infrastructure

Autopilot incents good habits for distributed systems dev



Autopilot Software Architecture
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I Small strongly consistent
shared state (the truth)

Satellite Servers

I Watchdog, Provisioning,
Deployment, Repair
E Use replicated weakly
consistent state

E Monitors alignment of the data
center intent: roles and
behaviors with data center
reality



Automation

A Health Monitoring A Fault Recovery

AService roles, manifests enforced
AWhere misalignment is detected,

continuous! ) ) ) )
st Autopilot fixes it. Makes it so!
long enough

ARepair escalation: Ignore, Reboot,
Reimage, RMA
AReplicate data, migrate sessions
before reboot
Agnore?

an error is
reported a deployment
action is performed

in Probation too long without

moving to Healthy '&R
MA?

/\ AReturn to Manufacturer

AData Centers make us rethink
Probation :
\/’ supply chain mgt

a repair action is performed



Autopilot Lessons Learned

Ask of the service developer is large, but the return is huge
( more profound than the auton
I Reliability and high perf at scale
I Refactoring of applications for autopilot increased overall reliability
Guard rails needed

I Over sensitive watchdogs or busted logic can trigger too much
repair (false positives)

E Failing limits (repair should not be not worse than the disease)
Autopil ot 1 s fAslow twitcho
I Detection and repair in 10s of minutes
E Transient spurious failures more likely than real ones
EThere are places where this do



Building it Better?

Two General, Useful Building Blocks

I Autopiloti Mi cr osoft s Recovery Orient
supporting Live Search (Bing)

i GFSTGoogl eds Distributed File Sy:



Distributed File Systems

Cosmos (MSFT), GFS* (GOOG), Hadoop (Apache)

I 100s of clusters
I PBs of data on disk
Goals (again)
I Service developer productivity
E Get storage management out of their hair
I Very low cost
E SATA as opposed to SCSI drives
I High performance and reliability
E At massive scale, ongoing HW failures
I SW relatively stable
E Every disk is somewhere in the midst of corrupting its data and
failing
*SOSP 2003



But FirsteéeWhat About S A

Storage Area Networks
I The Good
E Virtualized Storage

E API: read, write small fixed size blocks (e.g., what SQL sever
expects)

i The Bad
E Specialized hardware
E Fiberchannel, Infiniband 0 loss networking
I The Ugly
E Head nodesi special machines blessed to access the SAN
Good abstraction, expensive execution
I Popular in the enterprise
I Unpopular in the cloud



GFS

Designed to meet common case workload
I Very large file (multi-GBs) processing
E E.g., search logs, web documents, click streams
I Reads to large contiguous regions
I Writes that append to rather than overwrite data

Familiar API
| create, delete, open, close, read, and write files



GFS Architecture

Applicati i ) TR et i
pplication (file name, chunk index) GFS master o~ /foo/bar
GFES client ot File namespace :;-’ chunk 2et0
{chunk handle, i
chunk locations) .
Legend:
d mmm)  Data messages
i ' . .
| | Instructions to chunkserver - Control messages
Chunkserver stat
(chunk handle, byte range) Y Hnkserverstate |y

GFS chunkserver GFS chunkserver

chunk data

Linux file system Linux file system

58—~ ‘Bl
One giant file system
I A network share (append only)
How to write good apps on GFS
I Move work to the storage (access local replicas)
E Great sequential 10 on SATA drives
I Map Reduce




Observations

Large Chunk Size
I Reduced frequency of client:master, client:chunkserver interaction
I Increased IO efficiency

Decouple flow of data from flow of control
I Single master for metadata, reliably persisting a log

E Centralized system-wide decisions (optimized chunk
placement)

I Single master (chunkserver) for each chunk, serializing updates to
the chunk

E Heavy lifting done by the chunk servers
Simplicity
I Appending more efficient and resilient to failures than overwriting

I Just a file system that works; optimized for the common case
E GFS abstracts data reliability and data distribution



Lessons Learned

Within the trust domain, devs still step on each other
I Solutions: ACLs, copy on write (can roll back), encryption

Silent data corruption A GFS level checksums
I Hard to drive out weird corner case bugs
E OS drivers, firmware
E Will spend significant time on these
Big win not just the technology but the habits that comes with
I Optimizing for serial IO (Map Reduce, Big Table)



Perspective

What cloud services look like
I User -> DC traffic management
I Front ends, DOS/DDOQOS protection, load balancing, etc
I Back end processing
I Storage
Some of the core challenges
i Reliability
I Performance
i Cost per transaction [/ cost per d
Is there a better way?
I High scale is the way out
| Lights out operations + fault tolerant software
I Amortized storage, redundancy
I Loosely coupled services
i Aggressive timeouts and noptional



Agendal Part 1

'|'
Traffic and Load Patterns

T What is the load on the infrastructure that results from the
applications?



Measuring Traffic |

80% of the packets stay inside the data center
I Data mining, index computations, back end to front end
I Trend is towards even more internal communication

Detailed measurement study of data mining cluster
I 1,500 servers, 79 ToRs
I Logged: 5-tuple and size of all socket-level R/W ops
I Aggregated in flows T all activity separated by < 60 s
I Aggregated into traffic matrices every 100 s
E Src, Dst, Bytes of data exchange

n

TO



Flow Characteristics
DC traffic 1= Internet traffic
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Maximum Overfitting Error

Index of the Containing Cluster

Traffic Matrix Volatility
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Traffic Matrix Index

- Collapse similar traffic
matrices (over 100sec)
Il nto ncl ust e

- Need 50-60 clusters to
cover a dayao

- Traffic pattern changes
nearly constantly

- Run length is 100s to
80% percentile; 99" s
800s



Today, Computation Constrained by Network*
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Figure: In(Bytes/10sec) between servers in operational cluster

Great efforts required to place communicating servers under the same
ToR C Most traffic lies on the diagonal

Stripes show there is need for inter-ToR communication

*Kandula, Sengupta, Greenberg,Patel



Latency

Propagation delay in the data center is essentially O
i Light goes a foot 1 nusac nanosecor
End to end latency comes from
I Switching latency
E 10G to 10G:~ 2.5 usec (store&fwd); 2 usec (cut-thru)
I Queueing latency
E Depends on size of queues and network load
Typical times across a quiet data center: 10-20usec

Worst-case measurement (from our testbed, not real DC, with all2all
traffic pounding and link util > 86%): 2-8 ms

Comparison:
I Time across a typical host network stack is 10 usec
I Application developer SLAs > 1 ms granularity



What Do Data Center Faults Look Like?

Need very high reliability near top
of the tree

I Very hard to achieve

E Example: failure of a
temporarily unpaired core switch
affected ten million users for four
hours

I 0.3% of failure events knocked out
all members of a network
redundancy group




Congestion: Hits Hard When it Hits*
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But Wai t Therebds Mor e



Agenda T Part 2

A Components for Building Networks
I Switches
I Links

A Requirements

I What does the DC infrastructure need to provide to
best support the applications?

A Network Architectures
I Conventional

I Modern Proposals
A Physical Plant & Resource Shaping

I Power provisioning and utilization

45



Agenda T Part 2

A Components for Building Networks
I Switches
I Links

46



Conventional Networking Equipment

Modular routers
i Chassis $20K :
ard $18K f

S

i 8 port 10G-X - $25K

I 1GB buffer memory

I Max ~120 ports of 10G
per switch

Total price in common configurations: $150-200K (+SW&maint)
Power: ~2-5KW

I Supervisor c

Integrated Top of Rack Load Balancers
switches i Spread TCP connections
i 48 port 1GBase-T OVer Servers
i 2-4 ports 1 or 10G-x I $50-$75K each

i Used in pairs ﬁ

Y GE—

47



Switch on Chip ASICs

N
General purpose CPU
for control plane

J

%Switch—on—a—chip ASIC}

A 24 ports 10G Eth (CX4 or SFP+) - $4K to $10K
I 2MB of buffer memory, 16K IPv4 fwd entries
I ~100W power 48



