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Setting

A A managed language, like C# or Java

ASi mple fiatomico bl ocks:
I Strong atomicity
I No explicit Aaborto
I Condition synchronization throu
I NoO access to native code



Microsoft

Research

Acknowledgments

Al d&m reporting on a | ot of o
here

I Each lecture finishes with future reading suggestions pointing to
the original sources

T Let me know 1| f | Ove misundersto

AMy own workodos been in coll a
Cambridge, MSR, and the Microsoft Parallel Computing
Platform group

AThe fAMultiprocessor Archite
Herlihy & Nir Shavit to accompany their excellent book
NThe art of multiprocessor






Microsoft

Research

Lecture 1

Introduction, layering,
STM design space
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Alternatives to keep in mind

STM library AP

Atomic blocks

Synchronized
blocks

\ /

/

Locks
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Atomic-over-STM: where do things go?

A We can shift responsibility between
I Possible extensions to the hardware or OS

I The STM implementation

I The way that the STM implementation is used in implementing
language features

I The guarantees (or lack of them) given by the language to the
programmer

A Design choices in prototypes often reflect different ways
of dividing this responsibility
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Initial assumptions in these lectures

Language constructs

y

Transactional memory

y

Hardware

-

{AYLX S dal G2YAOe of
AONRPY3 G2YAOAGRZ
synchronization

Weak guarantees: onkx-tx
conflicts detected, conflicts
can be detected lazily

Conventional hardware
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{AYLX S dal G2YAO¢
AONRY3 | G2YAOAC
synchronization

Weak guarantees: onkx-tx
conflicts detected, conflicts
can be detected lazily

(1) Intro, layering,

STM design space
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Language constructs OS
guad OrAlG ez

{AYLX S al G2YA
AONRY 3 | 02YA
synchronization

Transactional memory (2) STM examples:
BartokSTM, TL2

(1) Intro, layering,

STM design space

Hardware
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(3) Building (very weak) atomi YA OE
blocks over STM. Masking Ordes
divergence, inconsistency. [z OKNE Y A

0

Language constructs

Adding blocking, wakap,
closed nesting.

Transactional memory (2) STM examples:
BartokSTM, TL2

(1) Intro, layering,

STM design space

Hardware
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(4) Strengthening the memor |

model

(3) Building (very weak) atomi YA OE
blocks over STM. Masking Ordes
divergence, inconsistency. [z OKNE Y A

0

Language constructs

Adding blocking, wakap,
closed nesting.

Transactional memory (2) STM examples:
BartokSTM, TL2

(1) Intro, layering,

STM design space

Hardware
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(5) Research directions: }&| I‘Ch
improving scalability, progress
guarantees

(4) Strengthening the memor

model

(3) Building (very weak) atomi YA OE
blocks over STM. Masking Ordes
divergence, inconsistency. [z OKNE Y A

0

Language constructs

Adding blocking, wakap,
closed nesting.

Transactional memory (2) STM examples:
BartokSTM, TL2

(1) Intro, layering,

STM design space

Hardware
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Desirable properties for atomic blocks

ACode inside an atomic bl ock
than code outside

A What we lose on straight line speed we must make up
for on parallelism
I 10x slower, 100% in atomic blocks => need to use 10 cores

i Unl i kely in practice: Amdahl 0s
memory system
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Desirable properties for atomic blocks

A Formalised as disjoint-access parallelism

A We 6d | icénticting atomic blocks to run in parallel
1. They should be allowed to commit

2. Their 1 mpl ementations shoul dnot
subsystem
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Desirable properties for atomic blocks

Scalable Predictable

A We may want the programmer to be able to anticipate
the likely performance of their code

AOt her things being equal we.
I Fragile static analyses
I Performance cliffs
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Desirable properties for atomic blocks

semantics

AAt omic blocks that Ado what

A ...even if the same location is being accessed directly
and inside an atomic block
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Desirable properties for atomic blocks

semantics progress

A We may want a non-blocking progress guarantee

A (Informally) one thread executing an atomic block
Shoul dnot preclude ot her th
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semantics progress

In these lectures we focus on
the first four properties (a little
more on progress in Lecture 5)
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semantics progress

2 SQft AYyAUALfTfe |02
three, and return to strong semantics
when looking at compilation




Microsoft

Research

Desirable properties for STM

A Fast:
I Individual primitives should be fast
A Scalable:
I Primitives should scale internally (e.g. operations on different
| ocations dondot conflict 1 n mem

I Transactions build over these primitives should scale (e.g. one
transaction should not be forced to roll-back by non-conflicting

accesses in another transaction)

A Predictable:

I Cases where the implementation introduces costs or false
conflicts should be able to be anticipated
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Example STM primitive AP|

A tx = StartTx()

A b = CommitTx(tx)
A b = ValidateTx(tx)
A AbortTx(tx)

A v = ReadTx(tx, addr)
A WriteTx(tx, addr, v)

Transaction management: start a

transaction, attempt to commit one,

force a transaction to abort, test if

a

transaction is valid

All transacted memory
accesses use explicit
ReadTX WriteTx
operations
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Atomic swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

}
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Linked-list insertion

bool Insert( int newVal) { What are the
do { problems here?
tx = StartTx (); -
prev = head;
n= ReadTx(tx , & prev.next );
v= ReadTx(tx , &n.val);
while (v < newVal ) {
prev =n;
n= ReadTx(tx , & prev.next );
v= ReadTx(tx , &n.val);
}
newCell =new Cell( newVal, n);
WriteTx (tx , & prev.next , newCell );
} while (! CommitTx ());

}
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Taxonomy: consistency during tx

A Gold standard:

i During execution a transaction runs against a consistent view of
memory

i Wonodt be Atrickedo into | ooping
i hOpacityo
A What are the advantages / disadvantages when

compared with an implementation giving weaker
guarantees?
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Taxonomy: lazy/eager versioning

A We need some way to manage the tentative updates
that a transaction is making
I Where are they stored?

I How does the I mplementation fin
sees an earlier write)?

ALazy versioning: only make
transaction commits

A Eager versioning: make updates as a transaction runs,
roll them back on abort

A What are the advantages, disadvantages?
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Taxonomy: lazy/eager conflict detection

A We need to detect when two transactions conflict with
one another

A Lazy conflict detection: detect conflicts at commit time

A Eager conflict detection: detect conflicts as transactions
run

A Again, what are the advantages, disadvantages?
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Taxonomy: word/object based

A What granularity are conflicts detected at?

A Object-based:

I Access to programmer-defined structures (e.g. objects)

A Word-based:

I Access to words (or sets of words, e.g. cache lines)
I Possibly after mapping under a hash function

A What are the advantages and disadvantages of these
approaches?
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Next lecture: two examples

A Bartok-STM

I Eager version management, generally lazy conflict detection
(eager for write-writei nencounter time | ocki

I Reads do not reflect a consistent view of the heap

A TL2

I Lazy version management, lazy conflict detection, commit-time
locking

I Reads reflect a consistent view of the heap
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Summary

A Distinguishing language features (atomic) from
Implementation techngiues (STM)

Aln building fatomico we c
I Build an STM with strong properties
I Build strong properties over a weaker STM

A Axes for distinguishing STM primitives:
i Consistency during execution
I Version management mechanism
I Conflict detection point
I Conflict granularity
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Further reading

AfTransactional memor y: afrrceha tdkattas rsatlr sautpyproa s o ,f oMa U roicke

ISCA 1993. Introduced transactional memory.

AfSoftware transact i on aTouitoLe RODCYIN5. InNdducedSTHM vi t, Dan

H

AfSoftware transactiofniatedthedary $brudiymaedc Maurice Herl i

Willian N Scherer [ll. PODC 2003. One of the first practically-focused object-based STMs.

AAConcurrent programming without | ockso, Ragyipracticallydosused,
word-based and object-based STMs.

A flogTM:logbased transactional mlayaram Bobba, MiKhelie D Morokan, Wark D Hill,
David AWood. HPCA 2006. Introduced the eager/lazy taxonomy for versioning and conflict detection.

AROn the correctness oRachidGeemasu Michal apalka. ARePR @008, dntroduced the
idea of Aopacityo.

A Rochester Software Transactional Memory (http://www.cs.rochester.edu/research/synchronization/rstm/) a research
prototype STM API for C++.

A SXM and DSTM (http://www.cs.brown.edu/~mph/) research prototype STM APIs for C# and Java.

Ti

I
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Lecture 2

STM design
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Two examples

A Bartok-STM

I Eager version management, generally lazy conflict detection
(eager for write-writei nencounter time | ocki

I Reads do not reflect a consistent view of the heap

A TL2

I Lazy version management, lazy conflict detection, commit-time
locking

I Reads reflect a consistent view of the heap
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Bartok-STM

A Use per-objectmeta-d at a (A TMWs 0)

A Each TMW is either:
I Locked, holding a pointer to the transaction that has the object open

for update
I Available, holding a version number indicating how many times the
object has been locked

A Writers eagerly lock TMWs to gain access to the object, using
eager version management
I Maintain an undo log in case of roll-back

A Readers log the version numbers they see and perform lazy
conflict detection at commit time
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Example: uncontended swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

}
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Example: uncontended swap

Tx1 Objects read

void Swap( int *a, int *b)

{
do {
mmm) tx= StartTx ()
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

Objects updated

Values
overwritten

}
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Example: uncontended swap

void Swap( int *a, int *b)

{
do {

tx = StartTx ();

‘ va = ReadTx(tx , &a);

vb = ReadTx(tx , &b);

WriteTx (tx , &a, Vvb);

WriteTx (tx , &b, va);

} while (! CommitTx ());

}

Tx1 Objects read
a: v150
- Objects updated
Values
overwritten
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Example: uncontended swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
EEEE) b = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

}

Tx1 Objects read

a: vls0
b: v250

Objects updated

Values
overwritten
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Example: uncontended swap

a:
Tx1

2000

{

void Swap( int *a, int *b)

do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);

EEE) WiiteTx (tx ,&a, vb);

}

WriteTx (tx , &b, va);
} while (! CommitTx ());

v250

2000

Tx1 Objects read

a: vls0
b: v250

Objects updated
a: v150

Values
“nz1=lelelo)| overwritten
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Example: uncontended swap

void Swap( int

{
do {

*a, int *h)

tx = StartTx ();

va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);

EEEE) WriteTx (tx , &b, va);

} while (!
}

CommitTx ());

Tx1 o V150 Objects read
b: v250

Objects updated

a: vis0
b: v250

Values
overwritten
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I[terate over
the read set:

OK so far

OK so far
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Correctness sketch

Open objl for Open obj2 Commit: validate Commit:
read for update objl version unlock obj2

V_V NV

time
Lock prevents concurrent updates

Validation checks no updates

A\

Tx appears atomic after
| ast AOpenol and before
first validation step
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Example: uncontended swap

Objects read

W OXOXORY]}Z y 2
else got there
T A NE G p9ated

void Swap( int

{

do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}

Values
overwritten
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Example: uncontended swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}

Objects read

2 v150 Objects updated

b: v150

Txl a: vls0
b: v250

Values
overwritten
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Example: uncontended swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}

Objects read

Txl a: vls0
b: v250

2 v150 Objects updated
b: v150
Values
overwritten
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Example: uncontended swap

void Swap( int *a, int *b)
{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

—
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Tx-tx Interaction in Bartok-STM

A Read-read: no problem, both readers see the same
version number and verify it at commit time

A Read-write: reader sees that the writer has the object
locked. Reader always defers to writer

A Write-write: competition for lock serializes writers (drop
locks, then spin to avoid deadlock)
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Version overflow in Bartok-STM

Open for update,
see version 17

Commit, set
version 18

A

Open for update, || Commit, set
see version 16 version 17

N V

>

V
|

Open objl for
read, see
version 17

Commit: obj1
back to version
17: oops

A At best this is distasteful; at worst incorrect
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Avoiding version overflow

A A single object cycled through the whole version number
space during a single tx

AEach tx can increment an ob
most once

A Bound the number of concurrent tx that can execute
during a single tx

I Ifatxis about to observe this bound being reached then it just
needs to validate itself
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Bartok-STM

A Designed to work well on low-contention workloads

I Eager version management to reduce commit costs
I Eager locking to support eager version management

A Primitives do not guarantee that transactions see a
consistent view of the heap while running
I Can be sandboxed in managed code...
I ...harder in native code
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TL2

AGl obal ficlockd incremented

A Tx log the global clock when they starti ir ead vrer
A Tx perform lazy version management

AOn reads, check therobjectod:

A At commit:
1. lock tentatively-updated locations
2.l ncrement clockw)(nwrite versiol
3. validate reads again (none older than our rv number)
4. write back updates & store wv into updated objects
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Example: uncontended swap

a
v450

(0[0]0)

void Swap( int
{

Em)elo {

} while (!
}

*a, int  *b)

tx = StartTx ();

va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);

CommitTx ());

v350

2000
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Example: uncontended swap

a.

v450

(0[0]0)

void Swap( int *a,
{
do {

mmm) tx= StartTx ()

WriteTx (tx , &a,
WriteTx (tx , &b,

}

int

*h)

va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);

vb);
va);

}while (' CommitTx ());

b:
T

X

v350
2000

Read set

| -
-erite "

Read version
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Example: uncontended swap

v350
2000

a: b:
TX

v450

(0[0]0)

Read set
void Swap( int *a, int *b)

{
do {

| -
tx = StartTx ();
‘ va = ReadTx(tx , &a);

Write set

vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

Read version

}
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Example: uncontended swap

v350
2000

a: b:
TX

v450

(0[0]0)

Read set
void Swap( int *a, int *b)

{
do {

| -
tx = StartTx ();
va = ReadTx(tx , &a);
m) b = ReadTx(ix , &b);

WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);
} while (! CommitTx ());

Write set

Read version

}
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Example: uncontended swap

a
v450

(0[0]0)

v350

2000
x1

void Swap( int *a, int *b)

{

do {

b:
T Read set

tx = StartTx (); Write set
va = ReadTx(tx , &a); a.val = 2000

vb = ReadTx(tx , &b);

‘ WriteTx (tx , &a, vb); Read version

WriteTx (tx , &b, va);
} while (! CommitTx ());

}
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Example: uncontended swap

b: v350
void Swap( int *a, int *b) 1 -Read set
{ do {

tx = StartTx (); Write set
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);

WriteTx (tx , &a, Vvb); _ '
| 500 Read version
EEEE) WriteTx (tx , &b, va);

}while (' CommitTx ());

a
v450

(0[0]0)

a.val = 2000

b.val = 1000

}
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Example: uncontended swap
m i b: v350
void Swap( int *a, int *b) 1 -Read set
{ do {

tx = StartTx (); Write set
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);

writeTX Cbc 6a, Vb)) 500 | i
: 0[0) Read version
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}

a.val = 2000

b.val = 1000
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Example: uncontended swap

Tx1 Read set
void Swap( int *a, int *b)
{
do {

tx = StartTx (); _ Write set

va = ReadTx(tx , &a); g.://z: ;iggg

vb = ReadTx(tx , &b); :

WriteTx (tx , &a, vb); _ version

WriteTx (tx , &b, va); 200 Read versio

mmmm)} while (| CommitTx ());
}
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Example: uncontended swap

Tx1 Read set

void Swap( int *a, int *b)

{

do {

tx = StartTx (); _ Write set
va = ReadTx(tx , &a); g.://z: _ iggg
vb = ReadTx(tx , &b); :

WriteTx (tx , &a, vb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}
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Example: uncontended swap

Gb2 O2y ff
updates between

. . \ ail NI s Read set
void Swap( int *a, Int *Db)
{
do {
tx = StartTx (); Write set

a.val = 2000

va = ReadTx(tx , &a); b.val = 1000

vb = ReadTx(tx , &b);
WriteTx (tx , &a, vb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}
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Example: uncontended swap

Gb2 O2y
updates between

t AQGAY

a ik NI O2YYAU

Tx1
void Swap( int *a, int *b)

{
do {
tx = StartTx ();
va = ReadTx(tx , &a);
vb = ReadTx(tx , &b);
WriteTx (tx , &a, Vvb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}

a./al = 2000
b.aal = 1000
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Example: uncontended swap

a.

Tx1 Read set

void Swap( int *a, int *b)

{

do {

tx = StartTx (); _ Write set
va = ReadTx(tx , &a); g.://z: _ iggg
vb = ReadTx(tx , &b); :

WriteTx (tx , &a, vb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}
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Example: uncontended swap

a.

Tx1 Read set

void Swap( int *a, int *b)

{

do {

tx = StartTx (); _ Write set
va = ReadTx(tx , &a); g.://z: _ iggg
vb = ReadTx(tx , &b); :

WriteTx (tx , &a, vb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}
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Example: uncontended swap

Tx1 Read set
void Swap( int *a, int *b)
{
do {
tx = StartTx (); _ Write set
va = ReadTx(tx , &a); g.://z: _ iggg
vb = ReadTx(tx , &b); :

WriteTx (tx , &a, vb);
WriteTx (tx , &b, va);

mmmm)} while (| CommitTx ());
}
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Tx-tx Interaction in TL2

A Read-read: no problem, both readers see the same
version number and verify it at commit time

A Reader-tentative-write: commit-time locking means that
the reader can commit if they finish before the writer

A Reader-committed-writer: reader aborts

A Write-write: competition for lock serializes writers at
commit time
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Low-level optimizations in TL2

A Accelerate look-aside into log:

I Use Bloom filter to check if the location may be in the write set
I Can use hashing mechanisms to reduce log searching

ADondét need t he-onlydransactenst i n
ADondt need write versioh f ream tversion £ 1

A Reduce contention on the global version number:
T Combine all version numbers with a thread ID of the last modifier

I Only increment global version number if it differs from our
t hreadOs-vdrsepst wr i te

I Otherwise the global version number and our thread ID are
globally unique
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Performance trade-offs & dangers

Improve concurrency between
transactions (e.g. detect that an
execution idinearizable even
though conflicting transactions
overlapped in time)

Improve the speed
of the STM
primitives, e.g. by
performing less
book-keeping
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Performance trade-offs & dangers

Improve concurrency between
transactions (e.g. detect that an
execution idinearizable even
though conflicting transactions
overlapped in time)

Improve the speed
of the STM e.g. BartokSTM allows a

primitives, e.g. by single tentative writer to each
performing less

book-keeping

object: is the simplification in
the STM worth the loss of
concurrency between
transactions?
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Summary

A Common design features:

I Use locking to arbitrate between writers (e.g. compare with the
complexity of early non-blocking commits) and version numbers
to detect conflicts on reads

I Correctness arguments can both be based on identifying a point
at which a transaction appears atomic

ATL20s use of a global versi:
guarantees to the programmer building over it

A Many implementation variants possible, e.g. addr-to-
TMW via a hash function, writers linked from an object
header, indirection to object versions
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Further reading

A MMcRT-STM: a high performance software transactional memory system foramulti-c o r e r uBnatiniSaha, d\lj-Reza Adl-
Tabatabai, Richard L Hudson, Chi Cao Minh, Ben Hertzberg. PPoPP 2006. Introduced McRT-STM and explored many design
choices.

A n Optimizing memory tr an flaskot Avraharmm Shinnall, David Faaliti. rPLBi 2006M Bartdk-STM.

AnTransactional L o OrkShaieg, Nit Shavit. D[3& 2006. DLi2.c e ,

AfnTi-meased transacti onal me mo rTprvaliRiedel, GhrisflFetder Rascal Fether. IPAAS2605.0 ,
Supporting more concurrency between transactions by not having a fixed linearization point within them.

A A N Z Tridnblocking zero-i ndi r ecti on t r a rFsadEabba,o nGd n gnefmloa nyeds, 6 Wang, James
Moir. TRANSACT 2007. Explores maintaining lock-free progress while still providing good straight-line performance.






Microsoft’
Research

Lecture 3

Buil ding fAatomico
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Example semantics

Atomic blocks appear to

execute exactly once _ _
void Swap(Pair p) {

Atomic blocks run atomically atomic {

wrt other atomic blocks and xg ~ ES !

nor mal code (fnstr ONnga @t;,tp:mi cityo)
Exceptions propagate ) pb = va

normally out of an atomic block }

(erasure semantics; informally

Aatomic X0 == AXO0o in

single-threaded code)

No access to native code
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Why these semantics?

A Many of these are engineering decisions

i1 0m ai ming to keep the definit.i

i1 0m ai ming to provide a model

I I 0m f oc us s i-manorg-tata-stiucureesaenarios rather
than atomic blocks for failure atomicity or to group 1/O

A Different choices may be better in other settings

I E.g. Based on programmer skills, other language features,
possible implementation complexity,...

A Different choices may prove to be better as we gain
experience using atomic blocks

t
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Compilation

Source tdoytecodecompiler; Bytecodeto-native compiler;
(0 & LIA & t A §javddl =F 2aNJ | JIT or traditional compilation

\ \
MSIL

bytecode
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Compilation
Indicate Extendbytecode azald 27F 0
Gl G2 YA O¢ | formatto indicate compilation work goes
in source code block boundaries on here

\ \

Source MSIL

code bytecode

-
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Why divide things this way?

Little information loss from

source code to bytecode void Swap(Pair p) {
try {

Source-to-bytecode works a va = pa;
file at a time, bytecode-to-native vb = p.b;
can see the whole program (or, p-t‘;‘ = Vb;

p.b = va;
at least, see aI_I of the pgrts Ycatch( AtomicException ){
needed so far in execution) }

}

Lower level transformations
possible at bytecode-to-native

Integration between the STM and
other parts of the runtime system



void Swap(Pair p) {
do {
done = true;
try {
try {
= StartTx ();
p.a;
p.b;
vb;
va;

p.b
} finally {

CommitTx ();
}

}catch(  Txinvalid ){
done = false;

}

} while (done);

}

Microsoft

Research

Keep running the
atomic block in a
fresh tx each time

Commit (on
normal orexnexit)

OLQY dzaAy 3
examples for clarity; in

Commit fails by raising
aTxinvalidexception; | NSTAVRTESIHATI T

re-execute GKS O2YLIf
' intermediate code)
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Nailve expansion of data accesses

void Swap(Pair p) {
do {
done = true;
try {

try {
tx = StartTx ();

TxWrite (tx ,& va, TxRead(tx ,& p.a));
TxWrite (tx ,& vb, TxRead(tx ,& p.b));
TxWrite (tx ,& p.a, TxRead(tx ,& vb));
TxWrite (tx ,& p.b, TxRead(tx ,& va));
} finally {
CommitTx ();
}
}catch ( TxlInvalid ) {
done = false;
}
} while (!done);

}
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What are the problems here?

A Using the STM for thread-private local variables

A Repeatedly mapping from addresses to concurrency
control info

ADuplicating concurrency ¢c
at a per-object granularity

on
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Decomposed STM primitive APl

A OpenForRead(tx, obj) | Indicate intent to read from
an object or from a given
A OpenForRead(tx, addr) address

A OpenForUpdate(tx, obj)
A OpenForUpdate(tx, addr)

_— | Indicate intent to update

A LogForUndo(tx, addr) a specific address (&
optional size)
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Using the decomposed API

x
I

p.a;

OpenForRead (tx , p);
X= p.a;

I
=

OpenForUpdate (tx , p);
LogForUndo (tx , & p.b);

p.b =y;
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Implementation using decomposed AP

OpenForUpdate (tx , p);

—OpenForReat e
va = p.a;
—OpenftorReas-tt—pr—
Vb = p.b;
——Openorpeate—(te—y-—
LogForUndo (tx , & p.a);
p.a = vb; —
LogForUndo (tx , & p.b);
p.b = va;

/

Always need update acces
get it first

S.

SecondOpenForReadade

unnecessary by first

SecondOpenForUpdate

made unnecessary by firs

~—
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Improved expansion of data accesses

void Swap(Pair p) {
do {
done = true;
try {

try {
tx = StartTx ();

OpenForUpdate (tx , p);
va = p.a;
vb = p.b;
LogForUndo (tx , & p.a);
p.a = vb;
LogForUndo (tx ,& p.b);
p.b = va;

} finally {
CommitTx ();

}

}catch(  Txlnvalid ){
done = false;

}

} while (done);
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Are we done?

A Local variables

A By-ref parameters

A Method calls

A Sandboxing invalid transactions
A Keeping optimizations safe

A GC integration

A Finalizers

A Condition synchronization
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| ocal variables

AWono6ét see conflicts (in the
A May need to roll-back on re-execution

A Explicitly snapshot on entry to an atomic block, explicitly
roll-back

A Optimization: just do this with locals live on entry to the
atomic block
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Method calls

A Build transacted versions of methods called within
atomic blocks

A Implemented in Bartok-STM by a special suffix on the
name and adjustments to the class hierarchy

A Alternatively JIT them on demand using a transacted vs
normal method table on each object
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By-ref paramters

A Target may be:
I Local variable
I Call erd6s wvariabl e
I Heap object (possibly shared)

A Snapshot SP on start of atomic block, log writes to older
frames
I Why not just log them all?
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Sandboxing zombie transactions

A Those that have become invalid
but donot yet know |

A May access memory
A May raise exceptions

A May attempt system
calls etc

A General principle i validate 0
before revealing any t X dffects
outside the STM world
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Looping / slow zombies

void Method1(Pair p) {

atomic {
ta = p.a;
void Method2(Pair p) {
atomic {
p.a =100;
tb = p.b; p.o =100;
if( ta !'= tbh){ 1}

while (true) {
1388

AMet hod2 runs between Met hod

A The transaction running Method1 becomes a zombie...
but never attempts to commit
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Looping / slow zombies

Add new API function

fValidationTicko

_ _ _ o OpenForRead (p);
ValidationTick guarantees: it will ta = pa:

eventually detect if its calling F}P( P v
: .. : | ta = t
transaction is invalid while (true) {

Call it in any loop not otherwise 1 palldationliciess(;

calling a TM API function

Optimize ValidationTick so it only
does Areal o vali dation occasional

(Could also optimize the placement
of ValidationTick calls)
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Keeping optimizations safe

Original (contrived) source code |

void Clear tx (Pairp){
for( int 1 =0; 1 <10; 1 ++){
p.a =10;
p.b =1,
}
}
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Expanded with decomposed API operatio

void Clear _tx (Pairp){
for( int i =0; i <10; i ++){
OpenForUpdate (tx , p);
LogForUndo (tx , & p.a);

p.a =10;
LogForUndo (tx ,& p.b);
pb =1i;
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Hoisting loopinvariant code

void Clear _tx (Pairp){
p.a =10;
for( int i =0; i <10; i ++){
OpenForUpdate (tx , p);
LogForUndo (tx , & p.a);
LogForUndo (tx , & p.b);
pb =1i;
}
}
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Introduce dependencies

void Clear_tx (Pairp){

for (  Int i =0; i <10; i ++){
tmpl = OpenForUpdate (tx ,p);
mp2 = LogForUndo (tx ,& p.a) <tmpl>;

p.a =10 <tmpZ>;
tmp3 = LogForUndo (tx ,& p.b) <tmpi>;
p.o =1 <tmp3>,
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Transformations must respect dependencic

void Clear tx (Pairp){

tmpl = OpenForUpdate (tx ,p);
tmp2 = LogForUndo (tx ,& p.a) <tmpl>;
tmp3 = LogForUndo (tx ,& p.a) <tmpl>;
p.a =10 <imp2>;
for( int 1 =0; i <10; 1 ++){

p.o =1 <tmp3>,
}



Microsoft

Research

Taming the logs

AWedd |like the |l ogs to grow
data the tx accesses

I Not with the time that it runs for
A We must consider GC of temporaries (later today)

A We must avoid or recover from duplicates in the lob
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Avoiding duplication in Bartok-STM

A Open-for-update log

I Easy, updates are visible

A Undo log

I Deterministically remove duplicates with a bit-map
I Remember: updater has the object open for exclusive access

A Open-for-read log
I Invisible reads
I Probabilistically remove duplicates during tx
I Deterministically remove the rest at GC
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Removing read-log duplicates

address
™~ Take address of
object being opened
for reading
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Removing read-log duplicates

address

™~ Take address of
object being opened
for reading

hash (0..4095)
~.

Hash it to get a table
index
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Removing read-log duplicates

address 0
™~ Take address of

object being opened
for reading

hash (0..4095)
~.

Match => duplicate

Hash it to get a table
No match => may be ne

Look up that slot. i
index

4095
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Incremental cleaning

address  salt (0..4095) B 020 |

saltedaddress

\ 4
hash (0..4095)

taking LSBs

4095

T~ Increment salt on every tx, clear
one table entry per tx
(=> all cleared before salt repeats
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Another contrived program

void Temp() {
Pair result;
atomic {
for( int 1 =0; 1 <100000; i1 ++){
result = new Pair();

result.a =1, .
Lots of temporary objects are

} allocated as the atomic block
return result; T e

1}
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GC Iintegration

A Abort all running tx on GC?
I Not ideal: long running tx will not be able to commit
I Is there a precedent for language features with this kind of perf?

I (We also rely on GC as a fall-back for duplicate log elimination
and to force the validations needed for safe version number
overflow)

A Treat all the references from the logs as roots?
I Not i1 deal: weoOd keep all those
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GC Iintegration

A Principle:
I Consider the possible heaps based on whether tx commit or
abort
i Retain an object 1 f 11t is i#d) ve

A Do we need to consider 2" possibilities with n running tx?
I No: validate all the tx first so we know they are not conflicting

I Consider the world if they all commit, consider the world if they
all roll back
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Conservative algorithm

1. Validate tx

2. Trace heap as V 7
=

-y _v _rv _ry
Normal l
neap 7 7
pointer
v
Overwritten pointer 7

In undo log
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2. Trace heap as V V
normal —
3. Grey targets of
overwritten ptrs
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1. Validate tx

2. Trace heap as ' '
normal —

3. Grey targets of

overwritten ptrs
4. Trace from new

grey objects —
Normal l
heap ' '
pointer

Overwritten pointer
In undo log
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2. Trace heap as 7 V
normal —
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normal E—

3. Roliback, regray
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4. Trace from gray
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2. Trace heap as ' '
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3. Roliback, regray T
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4. Trace from gray '
objects —>

5. Reclaim white
objects

|

6. Restore heap 7 _H7
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Overwritten pointer
In undo log
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Finalizers

Suppose this block is

_ attempted twice
Pair p;

atomic {

p = new Pair(); How many times is

} this printed? (Or is
this program wrong?)

Class Pair {
void Finalize() {
Console.Out.WriteLine (oHel | o Wwnoor)l;d

}
}
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Finalizers

A Remember the intended semantics:

I Exactly once execution

A Transactionally-allocated objects are only eligible for
finalization when the tx commits

A Tentative allocation, non-finalization, and (re-)execution
remains entirely transparent
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Condition synchronization

atomic {
atomic { if (!  buffer.full ) {
buffer.data = 42; } retry |
} puer i S result = buffer.data
buffer.full = false;

This atomic block is
only ready to run
when buffer.full is true

A Semantically: in STM-Haskell we required the scheduler
to only run atomic blocks when they succeed without
calling fAretryo
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Primitive for synchronization

A void WaitTX(tx)
I Semantically equivalent to AbortTx

I Implementation may assume caller will immediately re-execute a
(deterministic) tx

I Implementation may introduce a delay to avoid unnecessary
spinning

A Intuition:

I No point re-executing the consumer until the producer has run
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Compi |l I ng WatlT®t r y

ato_mic { void Consume(Buffer b) {
if (!  buffer.full do {

retry; done = true;

} try {

result = buffer.a tryt{xz StartTx  ();

buffer.full = fe OpenForRead ( tx , b);
} if(! b.full  ){
: WaitTx ();

}
OpenForUpdate (tx , b);
result = b.data ;
LogForUndo (tx ,& b.full );
b.full = false;

} finally {
CommitTx ();

}
}catch(  Txlnvalid ){

done = false;

}

} while ('done);
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Implementing WaltTx

buffer: v150

Val=0

Full=false
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Implementing WaitTx

1. Extend object header

with list of waiters

null

buffer: v150

Val=0

Full=false
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Implementing WaitTXx

1. Extend object header
with list of waiters

null
2. Extend tx records with

amutex& condvarpair g v150

Val=0 Condvar

Full=false
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Implementing WaitTXx

1. Extend object header
with list of waiters

2. Extend tx records with

amutex& condvarpair g v150

3. WaitTxlinks the Val=0 Condvar
consumer to the lists in it

read set Full=false
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Implementing WaitTXx

1. Extend object header
with list of waiters

2. Extend tx records with
amutex& condvarpair & v150

3. WaitTxlinks the Val=0 Condvar
consumer to the lists in it

read set Full=false

4. WaitTxvalidates, locks
the mutex, updates its
status, blocks
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Implementing WaitTXx

1. Extend object header
with list of waiters

2. Extend tx records with
amutex& condvarpair & v150

3. WaitTxlinks the Val=0 Condvar
consumer to the lists in it

read set Full=false

4. WaitTxvalidates, locks
the mutex, updates its
status, blocks

5. CommitTxwvakes
waiters on objects in its
write set
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:ég é(l']KA)/ MHFT ¢, 3P af &
tricks to avoid fixed NB: manyto-many
_ header word allocation relationship, so probably use
1. Extend object heade™ separate doubly linked list
with list of waiters
: 94
2. Extend tx records with
amutex& condvarpair & v150 Mutex
3. WaitTxlinks the Val=0 Condvar
consumer to the lists in it
read set Full=false
4. WaitTxvalidates, locks _
the mutex, updates its Use latch in the header for
status, blocks concurrency control on the

list
5. CommitTvakes

waiters on objects in its
write set
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Conclusion

A Basic transformation to use STM operations look
straightforward but there are lots of detalls

I ...these will vary from language to language

AThereds still a | ot of scop:
reduce the number of STM operations

A Scalability and performance may rely on integration
between the STM and runtime system
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Further reading

AnLanguage support for |lightweight transac tintradncedatomiclTi m Har
blocks built over STM.

A fComposableme mory transactionso, Tim Harris, Maur i cPRPoPRer | i hy.
2005. I ntroduwrEleced fioet byocamagin

AfOptimi zing memory tr an ®lasko Avrahara Shjnnaf, David Terditi. PLD$ 2006 M@omiler
and runtime optimizations for building atomic blocks over STM.

AAnCompiler and runtime support for eRekaAdHTabatabai, Brad Tilevds; e t r &
Vijay Menon, Brian R Murphy, Bratin Saha, Tatiana Shpeisman. PLDI 2006. Compiler and runtime optimizations for
building atomic blocks over STM.

ARA uniform transactional exec diarekoAdamaMelg, AlirReza Atk Tabatabaip\ijay J a v a ¢
Menon, Tatiana Shpeisman, Suresh Jagannathan. ECOOP 2008. STM-based speculative lock elision in Java,
combination of atomic blocks and existing language constructs.
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Lecture 4

Memory models
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A Atomic blocks built over STM
A Integration with the language RTS
A Blocking & wake-up

A Non-conflicting transaction
run and commit in parallel

A Conflicts between transactions
are detected

A But lots of STM-specific
things leak out...
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Undetected conflicting access

atomic {
X++; x = 100;
}

ACan we see fix == 10272

A In most STM implementations a transaction does not
detect a conflicting write from non-transactional code
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Reading non-committed state

atomic {
x =10;

<ABORT> MRS

1007

ACan we see fitemp ==
cappsamMe
0N

AEager versioinphagc
| mpl ementati ons d
data

Ot restr |
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Zombile updates

glomicyl atomic {

1 if(x!=y)z=1,; temp = z;
1; )

X
y

ACan we see fitemp == 1072

A STMs using lazy conflict detection allow atomic blocks to
keep running after conflicts

A Non-transactional code may see these zombies
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Privatization

X_shared =true; x=0;
atomic { :
: atomic
IR Sl SR { X_shared = false;
x = 100; ) - ’
) ) /[ Work on x privately

A Both eager-versioning and lazy-versioning STM
Implementations can allow the store of 100 to stomp on X
during the private work
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What should we do about this?

A Dealing with examples like these is the subject of
ongoing research. There are many options:

I Consider these examples incorrect programs (if so then what do
we still guarantee I f theyore

I Strengthen implementations to run them correctly
I Develop type systems to prevent them being written

A These lectures reflect my thoughts on the problem, and

some of the approaches from the research literature In
mid-2008
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Dealing with this methodically

5STAYS a4/ 2NNBOUTt @
da8YOKNR2YAT SRE LINRPIANI Ya
(in terms of execution
on strong semantics)

/N

Evaluate: Is the definition Ensure that the

a good fit for usage? Do implementation runs

known implementations these with strong
perform OK? semantics
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Provide strong semantics for...

More implementation flexibility;
possibly better performance

All Violationfree Those obeying Those obeying
programs programs dynamic separation static separation

Possibly more implementation
complexity; possibly lower performance
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A The example STMs both run programs obeying static
separation with strong semantics

A Known implementations that support violation freedom
add extra complexity and/or synchronization

A Known implementations of strong atomicity in software
add extra complexity and/or overhead on non-transacted

code

Does these aspects of current implementatio
hint at fundamental impossibility results? Or a

0KSNBE Ff 0SNYI GAQBS AY
invented?




Static separation

Stack || Stack

Stack

Nontransacted
data

Transacted data
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Static separation

+ Very permissive in terms of STM implementation T e.g.
Bartok-STM and T