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In this paper, we propose techniques for modeling and render ing of heterogeneous translucent ma-
terials that enable acquisition from measured samples, int eractive editing of material attributes,
and real-time rendering. The materials are assumed to be opt ically dense such that multiple
scattering can be approximated by a di usion process descri bed by the di usion equation. For
modeling heterogeneous materials, we present the inverse di usion algorithm  for acquiring mate-
rial properties from appearance measurements. This modeli ng algorithm incorporates a regularizer
to handle the ill-conditioning of the inverse problem, an ad joint method to dramatically reduce the
computational cost, and a hierarchical GPU implementation for further speedup. To render an
object with known material properties, we present the  polygrid di usion algorithm , which solves
the di usion equation with a boundary condition de ned by th e given illumination environment.
This rendering technique is based on representation of an ob ject by a polygrid, a grid with regular
connectivity and an irregular shape, which facilitates sol ution of the di usion equation in arbi-
trary volumes. Because of the regular connectivity, our ren dering algorithm can be implemented
on the GPU for real-time performance. We demonstrate our tec hniques by capturing materials
from physical samples and performing real-time rendering a nd editing with these materials.
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2 Jiaping Wang et al.

Fig. 1. Synthesis of a bunny with marble material. (a) Ptatssample. (b) Bunny rendered with the acquired materialehdd) After interactive
editing to add patterns. (d) After placing a pattern at sedéit depth.

1. INTRODUCTION

Many materials in the real world exhibit a complex appeaeathat arises from subsurface scattering of light. For
heterogeneous translucent objects, the light transpdinimtihe material volume is determined by its geometry, the
optical properties of its constituent elements, and théiapdistribution of these elements in the volume. Because o
the complex effects of these various factors on subsurfzattesing, models of these materials have been challenging
to acquire from real objects and to render in real time. Farrtiore, computational costs and/or modeling de ciencies
have made interactive editing of material properties adadift problem.

One approach for generating subsurface scattering effetisacquire and utilize a bidirectional scattering sugfac
re ectance distribution function (BSSRDF) [Nicodemus &t E977] that describes the subsurface transfer of light
between two surface points. Various methods have beenrgessior recovering the BSSRDF of a translucent object
from images captured under sampled lighting conditions\é@dpoints [Goesele et al. 2004; Tong et al. 2005; Peers
et al. 2006]. However, in thisurface-basedpproach, physical material properties cannot be intlitiedited through
modi cations of 4D appearance data, which itself can belitesome to manipulate. Moreover, rendering of surface
appearance involves an integration of BSSRDF contribstfoom all points on the surface. Such global operations
cannot be effectively implemented on the GPU without pregotation from a xed BSSRDF.

Another approach is to construct an explicit model of scittecoef cients throughout the material volume, and
then simulate subsurface scattering based on physicaliplés. Although a material representation can be directly
modi ed in such avolume-base@dpproach, scattering within heterogeneous translucetdrials cannot be rapidly
computed using previous techniques [Stam 1995; Chen eD@4;2.i et al. 2005], thus limiting the ability to edit the
material in practice. Besides the need for of ine renderitiggse methods do not provide a way to reliably acquire
volumetric material models from real world samples.

In this paper, we propose techniques for modeling and rémglef heterogeneous translucent materials that enable
acquisition from measured samples, interactive editinthaferial attributes, and real-time rendering. The madteria
is represented as a discretized volume in which spatiahjant absorption and diffusion coef cients are associate
with each volume element. We focus on multiple scatterind) @sume the material to be optically dense such that
subsurface scattering becomes nearly isotropic and carelbepproximated by a diffusion process [Ishimaru 1978].
This is called the diffusion approximation. In medical invagy the diffusion approximation has been widely used to
model the multiple scattering in heterogeneous humandssgschweiger et al. 2003; Boas et al. 2001]. For rendering
participating media, Stam [1995] used the diffusion appr@tion to model the multiple scattering in heterogeneous
clouds, where the absorption and diffusion coef cients eary in the volume. For subsurface scattering, an analytic
dipole model derived from the diffusion approximation waed by Jensen et al. [2001] for multiple scattering in
homogeneous materials. In this paper, we also addressréatrsacattering, but deal with the general case of multiple
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scattering in heterogeneous materials with the diffusfpraximation.

To model heterogeneous materials, we presenintrerse diffusion algorithrfor recovering a volumetric material
model from appearance measurements by solving an invefasidn problem. For a given distribution of spatially-
variant absorption and diffusion coef cents, the corragiog diffusion process that generates the material appear
can be expressed as a partial differential equation, deaved the volumetric elements, with the boundary condition
given by the lighting environment. Acquiring a volumetriodel from a material sample involves ewversediffusion
problem in which we search for a distribution of spatiallriant absorption and diffusion coef cents such that the
corresponding diffusion process generates the matenmaapnce that is most consistent with the measured surface
appearance in captured images. Since the images recorduah material sample, a solution to the inverse diffusion
problem certainly exists. This inverse problem, howewemvell-known to be ill-posed, since a range of different
volumetric models may have indistinguishable surface agpees [Arridge and Lionheart 1998]. Consequently, the
diffusion equations and image measurements de ne a groaplofions. Since these solutions correspond to the same
visual appearance, any solution from this group providesid volumetric appearance model of the given material.

Finding a solution to the inverse diffusion problem is caafiing due to the nature of the inverse problem and the
large number of variables involved. The inverse diffusioalgbem is usually solved with an iterative optimization
procedure, in which each iteration requires an expensiadignt evaluation. For a volume with elements oman
grid, this gradient evaluation involveé M light diffusion computations, wheid is the number of image measure-
ments. The inverse diffusion problem is also ill-condigdmumerically, which presents convergence problems for
the iterative solver. To ensure stable convergence, wepocate a regularizer on the diffusion coef cients and use a
effective initialization that assigns uniform diffusionef cents among the voxels. We additionally employ an aajoi
method [Lions 1971], widely used in optimal control for giextt computation, to dramatically reduce the cost of the
gradient evaluation down td\2 light diffusion computations. With these schemes and a GRplementation of the
diffusion computation, we show that nding a solution of tingerse diffusion problem becomes feasible for volumes
of moderate size.

For rendering a volumetric model with known material prajgs; we present thpolygrid diffusion algorithm
which solves a diffusion equation whose boundary condisode ned by the given illumination conditions. That
multiple scattering may be modeled as a diffusion process isaobserved by Stam [1995] in the context of partici-
pating media rendering. He solved the diffusion equatioa onbic volume using a regular grid and a nite difference
method (FDM). Our rendering algorithm solves the diffustmuation on 3D volumes of arbitrary shape using a poly-
grid and an FDM. Our algorithm is centered around the potiggpresentation, which facilitates the solution of the
light diffusion equation in arbitrary volumes. A polygrid a grid with regular connectivity and an irregular shape
for a close geometric t without ne sampling. The regularroectivity allows us to develop a hierarchical GPU
implementation of our rendering algorithm for real-timefpemance. We describe how to construct a polygrid on an
arbitrary 3D object, and present a technique for evaluatifigsion equations de ned among the irregular intervdls o
polygrid nodes.

With the proposed technique, models of various materiatsbheareadily captured and interactively transformed
with adjustments of scattering properties as shown in EidurThis system for exible use of real appearance data
provides designers a valuable tool for creating realigtiects with the visual features of heterogeneous transtuce
materials. Indeed, this is the only method to date that sdgpeal-time rendering and editing of such volumes.

2. RELATED WORK

Subsurface scattering of light within a material has tylhydaeen represented with models of radiative light transfe
Hanrahan and Krueger [1993] proposed a model based on amemdional linear transport theory for single scattering
in layered materials. Jensen et al. [2001] presented aipabitodel for subsurface scattering in homogeneous mate-
rials based on an analytic dipole diffusion approximatimnjfDonner and Jensen 2005], a shading model formulated
from multipole theory was proposed for light diffusion in hitlayered translucent materials. We utilize the diffu-
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sion equation in our work, which allows for more general niodeof multiple scattering effects in heterogeneous
translucent materials.

In the following, we review related methods for acquirindpsurface scattering models, and rendering and editing
of materials.

2.1 Acquisition of Subsurface Scattering Models

Subsurface scattering models of heterogeneous materigldeacquired directly from image appearance. Acquisi-
tion methods have been presented for human faces [Debeab@€00], object-based models [Goesele et al. 2004],
material-based models for volumes with an even distrilbutibheterogeneous elements [Tong et al. 2005], and mate-
rial models for general heterogeneous volumes [Peers 20@6]. These surface-based representations are speci c to
the measured object or material. Although the appearaneedterial could potentially be modi ed in these models,
physical material properties cannot be edited in a meauningy.

Models of subsurface scattering may also be acquired threstimation of scattering parameters from a mate-
rial sample. Parameter estimation, however, is often aorded by multiple scattering, whose appearance arises in
a complex manner from a material's scattering properties. Hbmogeneous materials, multiple scattering can be
approximated with analytic models [Jensen et al. 2001; §larf@aan and Nayar 2003], which have greatly facilitated
estimation of scattering parameters. In [Narasimhan e2G06], the effects of multiple scattering are avoided by
diluting participating media to low concentrations, sulshttmultiple scattering becomes negligible and scattgrarg
rameters can be solved from only single scattering. Forbgémeous, optically dense materials, multiple scafgerin
cannot be addressed with such simpli cations. Our methdkdsrst to acquire volumetric models of heterogeneous
materials.

Recently in medical imaging, special measurement deviesgd on time- and frequency-modulated near in-
frared lighting have been proposed for estimating matgriaperties in body tissues with multiple scattering efect
[Schweiger et al. 2003; Boas et al. 2001]. This approachag/sig promise in its early stage of development [Gibson
et al. 2005], but has limited application in computer graghAlthough its use of infrared lighting may be well-suited
for tissue penetration and categorization of volume eldémiamo particular tissue types, general scattering progser
over the full visible spectrum need to be acquired for corapgtaphics purposes. Moreover, existing reconstruction
algorithms are computationally expensive, and are pralobisly for coarse 3D volumes (e.g., 3232 10in [Boas
et al. 2001]) or for 2D slices. Unlike in medical imaging, qouter graphics applications need not recover the actual
scattering coef cients in a material volume, but insteagdhenly to obtain a material model whose appearance is
consistentvith image measurements. This model must be acquired oeduthvisible spectrum and with detailed
material variations for high visual delity. In our work, psent a technique for obtaining such volumetric material
models using conventional photographs. With our ef cientarse diffusion algorithm, we can successfully acquire
3D material models with a high level of detail.

2.2 Material Rendering and Editing

For rendering of BSSRDF models of subsurface scatteringgrakhierarchical schemes [Jensen and Buhler 2002;
Carr et al. 2003] have been proposed to facilitate integmadf BSSRDF contributions from all points on the surface.
Since these hierarchical data structures need to be pratecthpefore rendering, they cannot be used in material
editing. [Mertens et al. 2003] proposed a hierarchical sehéhat supports real-time updates, but since this method
is based on the dipole diffusion model, it can be used onlydadering homogeneous materials. In [Lensch et al.
2003], local subsurface scattering is computed by a locabenlter, while the global scattering is determined from
vertex-vertex transport. Although this method can provideractive rendering speed, precomputation of the local
Iter and global transport makes this approach unsuitabteriaterial editing.

Subsurface scattering has been simulated for volumetrienmbmodels using Monte Carlo methods [Dorsey et al.
1999; Pharr and Hanrahan 2000] and photon tracing [Jensk@lamistensen 1998], but at a considerable expense in
computation. Real-time rendering can be achieved throvgtomputation of light transport [Hao and Varshney 2004;
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Fig. 2. Overview. (a) Rendering with forward diffusion, finche volumetric material propertie&(X) and n(x)) and illumination settingl() to the
outgoing radiancel(). (b) Model acquisition with inverse diffusion, from a sétilumination conditions ;) and measured outgoing radiances
(Lo) to the volumetric material propertie& () and m(x)).

Wang et al. 2005]. However, light transport quantities theate been precomputed with respect to a given volumetric
model are no longer valid after material editing.

For radiance transfer modeled as a diffusion process, tref 88E equations may be numerically solved to deter-
mine material appearance. Multi-grid schemes and simpielume representations have been employed to facilitate
rendering of participating media in [Stam 1995]. Haber ef2005] used embedded boundary discretization to solve
for light diffusion in object volumes of arbitrary shapeptigh not in real time. A nite element method (FEM) could
also be used in computing light diffusion within an arbiyrabject. However, FEMs require decomposition of the
object into tetrahedra, whose irregular connectivity nsa&®U implementation dif cult. In our proposed approach,
real-time evaluation of diffusion is achieved with a poliglgrepresentation of the object volume and an adaptive
hierarchical scheme for diffusion computation that hasfameat implementation on the GPU.

3. OVERVIEW

Figure 2 presents an overview of our approach. We denotelffeetdnterior as volum& and the object surface as
A. The outgoing radiande(x,; W) at a surface point, in directionw, may be computed by integrating the incoming
radiance.(x;; w) from all incident directionsy; and pointsg; on surfaceA:

ZZ

Lo(Xo; Wo) = A WS(Xi;VVi;Xo;Wo)Li(Xi;Wl)(n wi) dwidA();

wheren is the surface normal a§ and S(x;; w; Xo; Wo) is the BSSRDF. The outgoing radiance can be divided into
single- and multiple-scattering components:

Lo(Xo; Wo) = Ls(Xo; Wo) + Lm(Xo; Wo):

The single-scattering compondn{(X,; W,) accounts for light that interacts exactly once with the madbefore
exiting the volume, and may be evaluated by integrating tieelent radiance along the refracted outgoing ray, as
described in Eq. (6) of [Jensen et al. 2001].

In our method, we focus on multiple scattering(Xo; Wo) that consists of light that interacts multiple times within
the object volume, which is the dominant scattering compofa optically dense materials. For highly scattering,
non-emissive materials, the multiple scattering can beamated by a diffusion process described by the following
equation [Ishimaru 1978]:

N (kQINF () m)f (x) = O; X2V, 1)
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with boundary condition de ned on the object surfa&gSchweiger et al. 1995]:
1f ( X) _

f(X)+ 2Ck(X) q(x): X2 A @)

wheref (x) = R4 Lo(X; w)dw is the radlant uence (also known as the scalar irradianceadrant ux), k(x) =
193(m(x) + so(x)] is the diffusion coef cient,m(x) is the absorption coef cient, and{x) = ss(1 @) is the re-
duced scattering coef cient with being the mean cosine of the scattering angle. We d€mg( 1+ Fy,)=(1 Fyy),
whereFy; is the diffuse Fresnel re ectance that is determined by ﬁimc&on indexh of the material [Jensen et al.
2001]. The diffused incoming light at a surface poiris given byq(x) = ,Li(x; wi)(n w)R(h(X); w)dwi, where
R(h(X);w) is the incoming Fresnel transmission term. Note that tHfssion process well describes light transport
between voxels of different optical properties since kth@end mused in Eq. (1) and Eq. (2) may vary throughout the
volume.

With the diffusion approximation, the multiple scattericgmponent of the outgoing radiance is approximated by

ﬂf(xo)

Lin(Xo; We) = %Ft(h(xo) . 3)

wheref (Xo) is computed from Eg. (1) and Eq. (2) [Schweiger et al. 1995séa et al. 2001].

Our work centers on modeling and rendering multiple scagein a heterogeneous material using the diffusion
approximation. For rendering an object with know(x) and k(x) throughout the object volumé, we solve the
diffusion problem with a given illumination conditiag(x) on the object surfacA. Once the solutiorf (x) is found,
the multiple scattering component of the outgoing radiacare be easily evaluated using Eqg. (3). We note that the
diffusion equation assumes scattering to be frequent éntaulge considered nearly isotropic and independent of the
phase function.

In acquiring the material properties from measured appearave need to compute the absorption coef cients
mx) and diffusion coef cientsk(x) based on measured outgoing radiantesm(X;wo) j X2 A; m= 0;1;:::Mg
from the object surface due to multiple scattering uridatifferent illumination condition$ Li:m(x; W) j X2 A; m=
0;1;:::Mg on the object surface. For this purpose, we solve the invdifigsion problem to ndk(x) and mx)
such that the corresponding diffusion problem, which isregped by Eqg. (1), Eq. (2), and Eq. (3), produces the
outgoing radiancef,‘;m(x; Wp) that is most consistent to the measured outgoing radibggéx; w,) under the same
illumination conditiondj.m(X; wi). The inverse diffusion problem is thus formulated as ndthg values ok(x) and
mx) throughout the volume that minimize the objective function

MZZ
a Lom(Wo) LR Wo) *dA(X)dwp: 4)
m=1 w

To obtain multiple scattering components from image measents, a cross-polarization approach as described in
[Debevec et al. 2000] may be employed. We instead utilizereage acquisition scheme described in Section 4.1 that
minimizes the presence of single scattering and surfacctmns in the image data.

4. INVERSE DIFFUSION ALGORITHM FOR ACQUISITION OF MATERIMODEL

To acquire the volumetric material model of a real objectol&ain images of the object under different illumination
conditions and then solve the inverse problem of light difitn on the multiple scattering components. In solving the
inverse diffusion problem, we search for the volumetric eldd1(x); k(x)) whose forward diffusion solution is most
consistent with the acquired images. This procedure isrithestin the following subsections.

4.1 Data Capture

We use a Canon 30D digital camera with a 17-45mm lens to reawgdes of a material sample that is illuminated by
an Optoma DLP projector with a 4500:1 contrast ratio. In ogregiments, the material samples are all block-shaped
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Fig. 3. Two experimental setups used for data acquisitiai.béck-lighting setup for thin material samples. (b) frbgiting for thick material
samples.

and represented as a regular grid with m | sample points{ m |) on the grid nodes. As shown in Figure 3,
we utilize two setups depending on the thickness of the santiplboth setups, we position the sample so that one of
then mfaces is perpendicular to the optical axis of the projed¥or.thin material samples{m 1), the camera is
placed facing the sample from the opposite side, such thatample is imaged with back-lighting. For thick material
samples with little transmission of light through the volkinwe position the camera beside the projector as done
in [Peers et al. 2006]. We will refer to the side of the samplgrfg the camera as the front face.

The camera and projector are calibrated prior to image aitaui. For radiometric calibration of the camera, we
apply the method of [Debevec and Malik 1997]. Geometridxration of both the camera and projector is done with
the technique in [Zhang 1999], where for the projector wgqmtoa chessboard pattern onto different planes. The
white balance of the camera is calibrated with respect tgtbgctor, based on the projection of a white image onto
a Macbeth Color Check&¥ chart with known albedos. The color chart is also used in oméag the black level of
the projector. To avoid interference effects from the prtmes color wheel, we utilize exposure times of at leas01/3
second.

In illuminating the sample, we subdivide the face that reeidirect lighting into 4 4 regions, and separately
project light onto each region while capturing an image sege of the complete sample with a xed aperture and
variable exposure times ranging from 1/30 to 8 seconds.dtbmmethod in [Debevec and Malik 1997], we construct
an HDR image from the image sequence for each illuminatiordition. Vignetting effects from the projector are
minimized by illuminating the sample using only the centethe projector images. This capture process typically
takes about half an hour.

With this capture process, we obtain images of multipletscag data. In the thin-sample setup, the back-lighting
is assumed to scatter multiple times before exiting fronfithiet face, such that captured images contain only multiple
scattering. In the setup for thick samples, we utilize imdg only from surface points that are not directly illumi-
nated by the projector. The appearance of these points sdered to result only from multiple scattering. Since the
projector and camera are aligned perpendicularly to themahsample in both con gurations, we can disregard the
Fresnel transmittance effects on the measured multipkéesicey, and drop the dependencewin Eq. (4). For all
examples in this paper, we follow [Jensen et al. 2001; Torgg.2005] and assume that the refraction index of all
materialsh is 1.3. For Eq. (2) and Eq. (3), this valuelofis used to derive the constadt 2:1489.

4.2 Volumetric Model Acquisition

For each captured image and corresponding lighting camjitve map onto each grid node on the front and back
faces its incoming light intensity and measured outgoinijatace. The material model is then acquired by solving for
the scattering parametets éndm) of each node in the volume that would result in image appe@samost consistent
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Set initial material propertiexg, 113
Set initial search directiordy = 2Z(ko; mp) andpg = o
Repeat following steps untfiy < e

Compute gradiert(k;; m) = df&",fz;;ﬂ : df&”é&m
Setpr = zZ(ki; m)
ractich = - HE fo).
Update search directiogthh = pr+ b & 1, b= max 2+ 210
h i PP

Golden section seardh’by rsnon fu (kem)+ | %
Update solutior(ki+ 1,4+ 1) = (ke;m) + | %k

Table I. Conjugate gradient based algorithm for minimizipg

with the measured data. With tihé measured images of the material sample, we thus aim to nzaithie following
objective function:

M
fuikm= & fm(k;m+ | & kNk(K?
m=1 x2V

wherefm(k; )= doa Lom(X) Lc'f;m(x) % measures the consistency between the measured outgoiaigaaldym(X)
from all front face pointx and the outgoing radiand.[%;m(x) that is computed from the estimated scattering parame-
ters with the illumination condition of imaga. Note that inf,, we drop the dependence @g that is present in Eq. (4)
because of our imaging con guration. The vect&randmrepresent the set of diffusion and absorption coef cients
de ned over all the grid nodes. Since model acquisitionlisdnditioned with respect t&, we add a regularization
terma oy kﬁlk(x)k2 to the objective function, weighted by a constarget to & 5 in our implementation.

To minimize fy, we employ the conjugate gradient algorithm outlined inl&db From an initialization ok and
1 we rst compute the gradient offy with respect tqk; 1) over the set of measured images. The search direction
is then updated with the Polak-Ribiere method [Press ePQ&lR]lL Subsequently, we perform a golden section search
to nd the optimal step lengtth °along the search direction. Finally, we upd&tandmusing the computed gradient
#(k;m and/ . These steps are iterated to updatand-muntil the objective function falls below a threshold set to
e=10 % &,allom(X¥)]? in our implementation. This optimization is performed sgpely on the RGB channels.

To initialize the scattering parameters in this optimiaatiwe solve for the volumetric material model under the
assumption that it is homogeneous, i.e., all the grid nodes the same1 k. Since there exist only two unknowns in
this case, they can be quickly computed using the conjugatient procedure with user-speci ed initial values.

A key step in conjugate gradient optimization is the compaiteof the fyy gradient relative to the unknownandm
values at each grid node. Since the diffusion equation hamnalytic solution, we compute the gradients numerically.
A straightforward approach for gradient computation isearb each of the variables and obtain the resultant change
in objective function value. One forward diffusion simudet would then be necessary to compute each gradient.
Although this method is feasible for a system with few parearee(e.g., a homogeneous volume), it is impractical
for arbitrary heterogeneous volumes which have a large eambunknowns. Speci cally, model acquisition for an
n m | gridwithM measurements wouldrequirea m | M forward diffusion simulations for each iteration,
clearly a prohibitive expense.

4.3 Adjoint Method For Gradient Computation

To signi cantly expedite gradient computation, we take ahage of the adjoint method [Giles and Pierce 1999], a
technique that has been widely used in optimal control [Eib871]. We describe here how to directly use the adjoint
method in our application, and give derivation details irpapdix A.
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To use the adjoint method in our solution, we rst de ne theaadt equation of the original diffusion equation as

N (KOONj () m(x)j ()= 0; X2V, (5)
with boundary condition de ned on the surfaée
. (¥ _2C : .
J 09+ 2Ck() == = TE(Lom()  Lom(); X2 A (6)

where(Lom(X) Lgm(x)) is the difference between the measured outgoing radiaggéx) from all frontal sample

pointsx and the outgoing radiand‘_é;m(x) thatis computed from the diffusion equation with the illunaiion condition
dm of imagem. Givenj , the gradient offy with respect tdc andmat each grid point is computed by

dfw(k;m dk(x) = EoiM Nj m(¥) Nfm(x) 2/ Dk(x);

m=1

7
M
dfw(k;m dm) = & j m(¥)fm(¥);
n=1

wheref y(X) is determined from the diffusion equation with the illumiioa conditiong, of imagem.

In contrast to the original diffusion equation, the adjaorgthod utilizes “virtual” illumination to de ne the bounda
condition. This virtual illuminatio{2C=p)(Lo:m(X) Lgm(x)), which may be negative, arfdare computed from the
diffusion equation using the actual illumination conditidVith the virtual illumination, we solve the adjoint eqjiat
for j , and then determine the gradientfgf relative tok and musing Eq. (7). Using the adjoint method, onliy12
forward diffusion simulations are needed for gradient catapion. Because of its computational ef ciency, the adfoi
method has also been used in [McNamara et al. 2004] for gracienputation in uid control.

4.4 GPU-based Di usion Computation

In model acquisition, forward diffusion simulations aredsot only in gradient computation, but also for evaluating
the objective function in the golden section search. Toestite diffusion equation on a 3D regular grid, we discretize
the diffusion equation as a set of linear equations over tliergpdes using the FDM scheme in [Stam 1995]:

S 6 .
a ﬁk(Vj)f(Vj) ﬁk(Vi)f(Vi) u(vi)f (vi) = 0;
=1

fd (R
o+ 2ckep D - g,

wherev; denotes one of six nodes directly connected to interior ngdéh represents the distance between two
neighboring nodesy(V) denotes the incoming radiance at boundary ngdénd \? is the closest interior node
along the inward normal direction.

This linear system can be numerically solved using the eglas scheme described in [Stam 1995], which involves
considerable computation and is the bottleneck in modeliaitgpn. For ef cient processing, we present a GPU-based
multiresolution scheme that simulates forward diffusiontie pixel shader on grid values kf m andqg packed into
separate 2D textures. This GPU-based method can be reges@ectgular-grid version of the rendering algorithm in
Section 5, where we provide further details.

In solving the diffusion equation on the GPU, we upload &l thlevant data from main memory to texture memory,
and then output the radiant uence results from the framéebdifack to main memory. The remaining optimization
computations are all executed on the CPU. Despite some eaeffor data transfer, an appreciable overall reduction
in computation costs is obtained through GPU acceleration.

(8)
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5. POLYGRID DIFFUSION ALGORITHM FOR RENDERING AND EDITING

After acquiring a material model from a real sample, a volwharbitrary shape can be formed with this material
using the mapping techniques described in [Chen et al. 2B6Aymbescu et al. 2005]. These approaches map the
material properties into a shell layer at the object surfand construct the inner core volume by synthesizing a user-
speci ed material texture or interpolating from the inneundary of the shell layer using mean value coordinates [Ju
et al. 2005].

With a given lighting condition and the material propertitssned throughout the object volume, the subsurface
scattering effects from the object can be rendered in a{basse process. In the rst pass, we compute the incoming
radiance on the object surface, based on shadow map \tisfioitidirectional or point lighting, or from precomputed
radiance transfer techniques [Sloan et al. 2002; Ng et 8B3Pfor environment lighting. In the second pass, we render
the multiple scattering effects by simulating light diffois inside the object volume with the incident radiance an th
surface as the boundary condition. Then, a single scagtéginn and surface specular re ections from the incoming
illumination is computed. The nal rendering result is oioted by adding all of these components together.

To ef ciently solve for light diffusion on the GPU, we extetide FDM scheme on regular volumetric grids to handle
a polygrid de ned in the object volume. A polygrid is a gridtiviregular 6-connections among evenly distributed
nodes inside the volume, and with boundary nodes that ayeatlito the object surface and are each connected to one
interior node along the inward normal direction. With theygoid representation of the object volume, we discretize

the light diffusion equation and its boundary conditioroiatsystem of linear equations:
|
d s
a Wjik(Vj)f (Vj) a Wii k(Vi)f (Vi) U(Vi)f (Vi) =0
- - )

FOO  F(WP
f (VO + 2Ck(v5M= a(vd;

dji

wherev; denotes one of six nodes directly connected to interior wpuath a weightw;; for the Laplacian operator,
as described in Appendix Bl represents the distance between a boundary vidaled the closest interior nod@
along the inward normal direction, a9 denotes the incoming radiance at surface nélde

In the remainder of this section, we describe how to consthecpolygrid of an object volume and how to solve
the diffusion equation on the GPU. We also present a hiei@athcheme for accelerating GPU evaluation of light
diffusion on a polygrid.

5.1 Polygrid Construction

The steps in constructing a polygrid model of the object r@uare shown in Figure 4. We rst manually assemble
a polycube [Tarini et al. 2004] of similar topology that apximates the volume. Within the cubes, we form regular
grids of equal resolution, and connect the grids betweearadj cubes. The interior nodes directly linked to boundary
nodes on the edges or corners of the cube have connectivityltgple boundary nodes, which may lead to artifacts in
the light diffusion computation. We address this problenrdayoving certain nodes and adjusting the links to obtain
single connections to boundary nodes. As shown in Figurg drd (h), we examine axis-aligned 2D slices of the grid
and utilize different grid adjustment schemes dependinthergrid convexity in each slice. This procedure yields a
polygrid de ned in the polycube.

We then map this polygrid to the object volume. To nd a magpiwe rst determine a projection of the polycube
surface onto the object surface, using a PolyCube-MapHiTatial. 2004] or other mesh cross-parameterization
method (e.g., [Kraevoy and Sheffer 2004; Schreiner et 204P0 The boundary nodes of the polygrid are then
mapped to the object surface and adjusted to obtain an eg#ibdtion [Turk 1992]. After that, the interior nodes
directly connected to the boundary nodes are placed witl@mbject volume at a distandealong the inward normal
directions, wherel is one-tenth the average distance between connected hguraties on the object surface. The
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Fig. 4. A 2D illustration of polygrid construction. (a) Ctéey a polycube that approximates the object. (b) Geneagatigrid in the polycube. (c)
Modifying the corner nodes. (d) Projecting boundary nodethé object surface. (€) Mapping nodes connected to boymates to the object
volume. (f) Computing the nal polygrid in the object volumég) and (h) are two schemes used to modify irregular corndes on 2D slices of
the grid.

Fig. 5. The polygrid constructed in a 3D model.

close placement of these nodes to the boundary nodes isleddor accurate handling of the boundary condition. The
remaining interior nodes are then positioned within theia@ in a manner that minimizes the variance of distances
between connected nodes: MiRinerior Var(fk vi - vjk: j / ig), whereVar( ) denotes the variance of a set of scalars,
v; is the 3D position of nodg andj / i indicates that nodgis connected to nodeFigure 4 illustrates this construction
procedure in 2D. In principle, a conformal mapping [Gu and 2803] should be used to preserve the orthogonality of
the original grid connections and minimize distortion (8@@endix B). However, this remains a challenging problem
for 3D volumes, so in practice we utilize the presented vexéaminimization scheme which we have found to yield
acceptable solutions.

This construction scheme maintains the regular connécifinodes and produces locally uniform distributions
of interior grid nodes in the object volume. As exempli edkigure 5, all the interior grid nodes of the polygrid
are 6-connected, and each boundary node is connected ttlyexae interior node. The connectivity between the
boundary grid nodes is not used in rendering and can be igrnothe diffusion computation.

5.2 GPU-based Polygrid Di usion Computation

With the constructed polygrid, we build a system of lineanatgpns for light diffusion. The material properties for
each grid node are sampled from the object volume, and thwrimg illumination is computed for boundary nodes.
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Fig. 6. Flattening a polygrid into a packed 2D texture.

T

Fig. 7. Geometric primitives for nodes with different tevdlaccess patterns. (a) Three types of nodes, rendereddiffémgnt geometric primitives.
Each region is rendered by one primitive. (b) Geometric itiies for some texture blocks with removed nodes.

Although a general purpose GPU-based linear system sabvid be used for computation [Kriiger and Westermann
2003; Bolz et al. 2003], we have designed a more ef cient GRplementation that is speci ¢ to diffusion computa-
tion on a polygrid.

In this method, the polygrid material parameters are pagked set of 2D textures for computation on the GPU.
For ef cient rendering, the textures must be packed suchtiieaconnected neighbors of each node are easily acces-
sible. Towards this end, we organize each texture accotditfie positions of the polygrid nodes within the original
polycube. We traverse the cubes in the polycube in scantuerpand atten the grid of each cube as shown in Fig-
ure 6. The grid in each cube is divided into 5 slices, which are each treated as a texture block and ordetkd
texture by increasingvalue. In packing the texture, we retain the empty positafrgrid nodes that were previously
removed, so that the cubes have slices of equal size. TwoxX@DrésT, and T, are created for the corresponding
scattering parameters, and for the iterative computatiermaintain two swap radiance buffdisandIg that are
organized in the same mannerf&sandT, In addition, we precompute the six weights for the Lapla@aerator,
then similarly pack this data into two textur&g andT,,. The incoming radiance is also packed into a 2D texiyre
according to an access order that will be described later.

After texture packing, we solve the diffusion equationstoapolygrid using the relaxation scheme in [Stam 1995].
Starting from the initial radiant uence valudg, we iteratively update the radiant uence values in the tadiance
buffers until convergence. With the radiant uence at eastiencorresponding to one pixel in the radiance buffer, this
computation can be executed in the pixel shader with paennatcessed from the textures. To reduce texture fetches
in the pixel shader, we sto®= kf in the radiance buffer. In each step, the radiant uenceeslare updated as
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Fig. 8. A 2D illustration of the adaptive hierarchical teaue used in diffusion computation. In this scheme, we x#adues of the blue nodes in
the middle level after initialization from the coarsestdevrhe blue and green nodes at the nest resolution are aded after initialization. Nodes
in the gray region are not used in the diffusion computatioth @e removed from textures.

follows:
. a 6Wji(Vi)fr?(Vj)
0 [y — j )
frea(Vi) = mvi)=k (vj) + 15.1 iji(vi),
i
Ak (DK () d+ 2CkH (V) FAW)
k(v?)d+ ZCk(vi‘bk(v?) '

where right-hand-side operators of the fof{n) involve a texture access, and the radiance buffef fos used as the
texture while the other radiance buffer is used as the rémglearget forf 9, ;.

As shown in Figure 7, there exist three types of nodes/pixethe radiance buffer, each with different texture
access patterns for reaching connected nodes. We rendetygecof node using a different geometric primitive,
represented by colored regions in the gure. For a (blue)entitht lies in the interior of a texture block, four of
its connected neighbors in the polygrid are also adjaceghbers in the 2D texture, while the other two neighbors
can be found with the same offset value in other texture Hod¥e update the values of these nodes by rendering a
quadrilateral with the texture offsets of the two non-adjstmeighbors as vertex attributes. After rasterizatibis, t
offset information can be interpolated from the verticegéah pixel in the quad. In a similar manner, the (green)
nodes on each texture block edge are rendered with a linggvihieee neighbors are adjacent in the texture, and the
texture offsets of the other three are stored as line veitelbutes. The (red) nodes of each texture block corner
are rendered with points, with the texture offsets of allrsixghbors stored as vertex attributes. Slices that contain
removed nodes can also be rendered using these three pesnithll of these geometric primitives and their vertex
attributes can be precomputed and loaded into graphics mydmefore rendering. Since the surface boundary nodes
and the interior nodes are processed differently, we retid@r corresponding geometric primitives in two separate
passes with different pixel shaders. After completing thisiputation, we calculate the output radiance on the sairfac
by updating the boundary nodes in the radiance buffer(ad = R (Xo; Wo)[f \vi)  q(vi)k(vi)]=[2pk(w)]. These
boundary node values are then used as a texture for surfetceegan the nal pass.

With this packing and rendering scheme, the radiant ueralaes are updated with ten texture fetches for interior
nodes and ve texture fetches for surface nodes. Comparf¢rimer and Westermann 2003; Bolz et al. 2003], our
scheme avoids extra texture storage for node connectifitymation and dependent texture accesses in rendering. We
acknowledge that alternative schemes for packing and ramdare possible and may be better, but we nevertheless
have obtained good performance with this method.

fr(1)+ 1(V% =

5.3 Hierarchical Acceleration

For greater ef ciency in computing light diffusion, we enogla hierarchical scheme to accelerate rendering with the
polygrid. In this scheme, we rst construct a multiresotutipolygrid in the object volume. Starting from the original
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Fig. 9. User interface for material editing.

polygrid, the positions and material properties of nodesuatessively coarser levels are determined by averaging
the positions and material properties of its eight childagthe next ner level. For nodes whose children contain
removed nodes, we normalize the result by the number ofiegishildren. Before rendering, we pack the material
properties at each resolution and generate texture pysaimidy, T, Tw1 andT,,. Pyramids need not be generated
for the radiance bufferk, andlg, which can simply be reused for computation at each levekiriguendering, we

rst solve the diffusion equations at the coarsest grid leaad then use the computed radiant uence at each node as
initializations for its children nodes at the next ner lév&his process iterates until a solution at the originalgoid
resolution is obtained.

The hierarchical algorithm can be accelerated by emplogingdaptive scheme in which light diffusion is computed
to different resolutions at different depths in the volun®nce material variations deeper inside the object volume
have more subtle effects on surface appearance, it is smtdd approximate light diffusion at deeper nodes with
coarser-resolution solutions. As shown in Figure 8, afterabtain the solution at a coarse resolution and copy it
to a ner resolution, the radiant uence values at nodes Wetocertain depth are xed, while the nodes closer to
the boundary are updated. In our implementation of this tlapcheme, the computed resolution at different depth
levels is given by the user. Texture blocks whose nodes drasaal in computation at a given level are removed to
save on texture storage.

In our current implementation, we do not use the V-cycle irgrid algorithm to speed up light diffusion computa-
tion, since the multigrid algorithm cannot easily be inamgted into our adaptive scheme. Also, V-cycle multi-grid
algorithms require extra texture storage for residual @mdporary radiant uence values in each level. If all grid
nodes are used in light diffusion, our hierarchical solutidgorithm can be regarded as a simpli ed N-cycle multi-
grid scheme without the V-cycles for each resolution [Petsd. 1992].

A favorable property of the light diffusion algorithm is thiéne coherence between frames can be exploited to
facilitate rendering. For applications in which the ligtgior material changes gradually, the rendering resultef th
last frame provides an excellent initialization for thereunt frame. With good initial values, the number of iteratio
steps can be signi cantly reduced.

5.4 Editing

With this real-time rendering system, the acquired voluioehaterial model can be interactively edited with real-
time feedback on the modi ed appearance. To illustrate ¢hjzability, we developed a simple editing system shown
in Figure 9. In addition to painting new values fotx) and k(x), various ways to modify existing1x) and k(x)
are supported. The user can directly adjuit) andk(x) by multiplying them with or adding them to user-supplied
constants. Alternatively, the user can modulatenhend k values within a pattern mask using a texture. With our
volumetric representation, users can also modify a matgrspeci c depth levels. For a demonstration of a material
editing session, please view the supplemental video.

In our system, all editing operations are executed as pp@iations on the GPU. We maintain extra bufféfsand
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Fig. 10. Acquired material samples. Top row: real image offga. Middle row: reconstructekl along the surface. Bottom row: reconstructad
along the surface. The valueslofind mare scaled for better viewing.

T2 of the k and mtextures as rendering targets for editing. In each fraffeand T, are modi ed by user-speci ed
operations, and then swappedmoandT,, for rendering. To support editing operations on local ragiave store the
positions of grid nodes in a textuig. Then when the user selects a region on the screen for gditiiagompute the
screen projection of each grid node based on its positiamarediting shader, and execute the editing operations only
for the nodes within the user-speci ed local region. In migteediting, we do not use the adaptive scheme, but instead
take advantage of the coherence between frames to reduerirggn computation, which allows for more complex
material editing operations to be executed on the GPU.

6. EXPERIMENTAL RESULTS

We have implemented our material acquisition and rendesysiem on a PC con gured with an Intel Core2Duo
2.13GHZ CPU, 4GB memory, and a Geforce 8800GTX graphics wéttd 768MB graphics memory. The GPU-
based light diffusion and rendering algorithm was impletadiin the OpenGL shading language. For the GPU-based
light diffusion computation used in model acquisition, vepiresent all parameters and computation results as 32-
bit oating-point values for high precision. For light difSion computations on the polygrid, each channek of
and mis quantized to 8-bits and stored together in 24-bit texguidfe use 16-bit oating-point values in rendering
computations, which provides suf cient precision in apeee.

6.1 Model Acquisition

Figure 10 displays the material samples used in our expetsrend the acquirekl and mvalues along the surfaces
of the material volumes. For these samples, the grid résokitlighting con gurations, and computation times are
listed in Table II. We set the grid resolutions accordinggmple size and the material variability in the volume, where
higher resolutions are needed to preserve the rich materi@tions in detailed volumes. With GPU acceleration, the
reconstruction algorithm gains a fty-fold increase in speover a CPU-based implementation on the same platform.
Because of the signi cant surface re ection of the marblmgée, we obtain an approximate measure of its re ectance
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Material Grid Resolution| Illumination | Computation Time (hrs
Wax | 130 53 37 back 2.0
Wax Il 140 75 48 front 4.0
Marble 256 256 20 back 11.0
Arti cial Stone | 128 128 41 back 3.0

Table Il.  Acquisition settings for the different materials

Fig. 11. Model quality vs. number of measurements. ErroB®8RDFs computed from material volumes acquired from reskrial samples
using different numbers of measurements.

component with the front-lighting setup and the method iond et al. 2005], which records one image of the sam-
ple under uniform lighting. The diffuse surface re ectarteem is obtained by subtracting the multiple scattering
contribution from it.

In theory, the diffuse BSSRDF should be densely sampled sarerthat the acquired material volume generates
accurate surface appearances for arbitrary illuminat@mitions. However, because of the redundancy in BSSRDF
data, we have found that models acquired from sparsely smhiplages provide good results in practice. Note that
each image here corresponds to a 2D slice of the 4D BSSRDF.

To examine the relationship between the number of measuntsnaed model quality, we applied our inverse
diffusion algorithm on all material samples shown in Figdf® We subdivide the face that receives direct light-
ing inton n regions that are each separately illuminated. For differerwe acquiredh n images under dif-
ferent illumination as input to our algorithm. Normalizedas were then computed &= é)q;XJZA[Rg(Xi;x,-)

Ra(xi:Xi)]%  &x.x;2alRa(%i:;j)]?, whereRy is the diffuse BSSRDF captured from the original volume, Bfjds that
computed from the acquired material volume. Figure 11 digpthe errors of the material models acquired from four
material samples with different numbers of measurements];2:::8, which indicates that for 16 or more images,
the error is comparable to that reported for the factorizB8&BDF representation in [Peers et al. 2006]. In our current
implementation, we use 16 images under different illumarasettings for model acquisition, which provides faithfu
rendering results exempli ed in Figure 12.

Figure 13 illustrates the role of regularization in optiatinn. The regularization term adds a smoothness constrain
to k in solving the non-linear optimization of the acquisitides while the coef cientl is used to adjust the ef-
fects of the regularization term in non-linear optimizatioNote that without a proper weight, the resulting material
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Fig. 12. Comparison of acquired models to ground truth. ey dllumination settings. Front lighting is applied for Wawhile back lighting is
used for the other material samples. Middle row: Rende®sglts of volumes acquired from 16 images. Bottom row: Reabies of the materials.

Fig. 13. Effect of the regularization parameter on optiri@a Top row: result acquired with an over-weighted regaktion term(/ = 1:0e 4).
Middle Row: result acquired with proper regularizationnteff = 1:0e 5). Bottom Row: result acquired with an under-weighted kagzation
term ( = 1:0e 6). For each row, (a) is one of the captured images used foniation. (b) is the image computed from the acquired meodt
the illumination condition of image (a). In (c), we compahe tvalues along the 1d scanline in (a) and (b), where the medréipresents ground
truth and the blue line represents computed values. (d)@mshpw acquire& and malong the top surface. The valuesiofind mare scaled for

better viewing.
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Fig. 14. Accuracy in material model acquisition. (a) Valoés for the acquired material model (left) at different deptyelis below the front face,

and the ground truth (right). (b) Values offor the acquired material model (left) at different depthsd the ground truth (right). (c) Errors of
BSSRDFs computed from acquired material model using éiffenumbers of measurements. The material model shown anhib) is acquired

from 16 measurements.

Model Polygrid Texture | Rendering Time| Final Speed
Resolution Size (MB) | t1=to=t3 (ms) (fps)

Bunny | 253 16 16 16 24.9 3.9/23.2/11.5 | 25.9(34.7)

Bust 17 32 32 32 18.9 2.5/19.9/7.0 34.0 (52.7)

Bird | 108 24 24 24 39.6 4.0/48.3/13.0 | 15.3(24.0)

Hole | 36 12 12 12 4.8 1.5/8.9/2.1 80.0 (160.4)

Snalil 81 12 12 12 18.9 1.6/14.0/3.1 53.4 (106.7)

Table Ill. Rendering con guration and performance. For teadering timest; indicates the time for theh rendering pass. The nal speed is
measured both without frame coherence and with frame cobergn parentheses).

model yields an inaccurate t to the input data. Typicallypgractice,! is experimentally set by the user. In our
implementation, we found that@e 5 works well for all samples shown in the paper.

Although our approach effectively acquires a detailed apmece model of subsurface scattering, it cannot deter-
mine the actual material properties and their variatiorthénvolume, especially deep within the volume. This results
from object appearance being relatively insensitive tontlagerial composition far beneath the surface. Figures)14(a
and (b) illustrates the properties of a material model aeguirom 16 measurements of a synthetic volume. In Fig-
ure 14(c), we compare the the BSSRDFs generated from théradguaterial model to the BSSRDFs rendered from
the synthetic volume. The acquired material model gene@iBSSRDF that can faithfully serve as an appearance
model. On the other hand, it also lacks the precision neadeoime applications such as solid texture mapping, where
deep volumes may become exposed on the surface.

6.2 Rendering & Editing

Table Ill lists the polygrid resolution at the nest levehd texture size, and rendering performance for all the elesnp
shown in the paper. The polygrid resolution is the producthef number of cubes in the polycube and the grid
resolution in each cube. The polygrid resolution is detagdiby the resolution of the material volume such that each
material voxel corresponds to one grid cell in the objectiomd. Our experiments show that the ploygrid model works
well for materials with different scattering properties.

The texture size includes all textures used for light difinscomputation. In this table, the rendering times are
broken down into the three passes, for incident light cormoan 1), light diffusion ), and nal renderingts). For
the overall rendering speed, the rst number reports then&raate without frame coherence (i.e., radiances inigdliz
to zero), while the second number in parentheses gives #edspith frame coherence. In rendering, we use the
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Fig. 15. Convergence speed of the three schemesXThas represents convergence speed in terms of 100K's ofsrtbdé are processed.

ambient occlusion to determine visibility for environméghting, and the shadow buffer for visibility of local ligihg.

A three-level polygrid with the adaptive scheme is used énrtieasurements for this table. In the nal rendering step,
specular re ections on the surface are computed with a sigeci ed Ward model, and single scattering is ignored.
For the model with marble material, the measured surfaceatance term is also added to the multiple scattering in
this step.

Figure 15 charts the convergence speed of the differenerergimethods on the hole model. Here, the error
of a resultL is computed ag o4 (L(X)  Lo(X))?=4,04L0o(X)%, whereL, is the converged result precomputed with-
out hierarchical and adaptive acceleration. A multi-resoh polygrid with three levels is used in the hierarchical
schemes. The polygrid for the hole model contains 36 cubresttee grid resolution in each cube at the nest level
is12 12 12. Forthe hierarchical method without the adaptive scheveeuse all grid nodes in the light diffusion
computation. In the adaptive scheme, we manually spec#ydtpth of nodes that are involved in computing each
resolution such that the nal error is less thad®. It can be seen that the hierarchical scheme can suladianti
improve light diffusion performance on the polygrid. Witretadaptive scheme, the computation is further accelerated
(a two-fold speedup in this case) to generate a result witkraor below a user-speci ed threshold.

Figure 16 compares images of a bunny model rendered withallygnid diffusion algorithm and the result rendered
by photon mapping. The volumetric material applied to therfyushown in Figure 16(a) (d) is modeled by the user,
while the volumetric material shown in Figure 16(e) and ¢fedited from captured marble volume. All results are
rendered under directional lighting, and only multipletsmang is considered. As shown in the gure, visually fdith
results can be generated with our method. The small discogpan the bunny ear is caused by the distortion of the
polygrid in that area.

Figures 17 (a) and (b) show rendering results for a bust matleke volumetric material properties are acquired
from a marble sample, and a hole model generated with achuiag material. Complex surface appearances from
subsurface scattering and volumetric material variatayesvell preserved with our volumetric appearance model.

In Figure 18, a bird model is rendered with a reconstructexi material and an arti cial stone material. Results
are shown with different viewing and lighting direction$iéTheterogeneity beneath the surface is well handled in our
modeling and rendering technique.

Rendering results of a bunny with different translucentariats edited by the user are shown in Figure 19. Both the
local scattering properties of the material and their tistions are modi ed in these cases. With the volumetric ma-
terial model, editing of physical attributes can be donenrduitive manner. Additional editing results are exhgloit
in Figure 1.

Finally, we display the rendering result of a snail in FigRfe The volumetric material properties of the snail body
are designed by an artist using our editing tool. The arksst painted the opaque snail shell.
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Fig. 16. Comparison of the polygrid based diffusion aldoritto photon mapping. (a)(c)(f) Results rendered by the gralybased diffusion
algorithm. (b)(d)(g) Results rendered by photon mapping.

7. CONCLUSION

In this paper, we proposed ef cient techniques based on iffiestbn equation for modeling and rendering heteroge-
neous translucent materials. A practical scheme is preddat acquiring volumetric appearance models from real
material samples, and for rendering the appearance effestsltiple scattering in real time. With this method, a user
can easily edit translucent materials and their volumeti@ations with real-time feedback.

In rendering, the FDM scheme used in this paper can be regiasian approximate solution for arbitrary-shaped
object volumes. With this approximation, we obtain readistndering results and real-time performance. For object
with ne geometric detail or complex topology, however, theesented polygrid construction scheme may produce
large distortions in some regions, which can lead to rendaaitifacts. We intend to address this issue in future work
by examining better methods for mesh and volume paramatenz

Another problem we plan to investigate is acquisition ofshwgle scattering effects and phase functions of hetero-
geneous translucent materials. In addition, we would likextend our rendering algorithm to real-time deformation
of translucent objects.
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Fig. 17. Rendering results of the bust and the hole models witterials acquired from real samples. (a)(b) the bust
model rendered with marble material. (c)(d) the hole modetlered with wax.

Fig. 18. Rendering results of a bird model with different enals. (a)(b) with wax material. (c)(d) with arti cial
stone material.

Fig. 19. Rendering results of a bunny model. (a) Construftted an acquired wax material. (b-d) Edited with our
system by a user.
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Fig. 20. The rendering result of a snail with local lightinthe translucent material of the snail body was designed
using our editing tool, while the snail shell was modeled ertiered as an opaque surface.

Appendix A: Adjoint Method for the Inverse Di usion Problem

In the following, we show the deduction of the adjoint metfimdM = 1. Generalization to larger values Mfis straightforward.
The adjoint function is the Lagrangian multipligg(x) in the following augmented objective function:

z
fimkifaj )= fimk)  J20FN [KOONF(]  m)f1()gaV;
v

R 2 R
wherefi(mk) = 5 Loa1(X) L('}’;l(x) dA+ | kNkk?aV. From the boundary condition of Eq. (2) and Eq. (3), we see tha
'—5;1()0 =(f1(x) (X)) =2p, wherex 2 A. The adjoint equation is the equation for(x) such thatff;=7f; = 0. By de nition,

the change iff f=1f, for a small perturbation/f, of f1 is the linear component of the differenégm;f1;j 1) fi(m*;f+
dfq;j 1). By Green's formula and the boundary condition in Eq. (2)ffgprwe have
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Therefore, we have

fi mk;fi+dfysjr f1 mkifyja

dfs Lo1(¥) %(fl(x) G(0) dA

df1 ()TN [KOINj 1091 m(x)j 1(gav
. L 1(X)
A

As Tf1=7f1 must be a zero operator, the linear component of the aboverpation must be zero for all possibiE,. So the
adjoint equation is

df1(X)dA+ O(kdf1k?):

N kGNj 1] m(x)j 1(><)= 0 X2V,
1j 1(X 1
Ja09+ 2k T2 = 2 a9 () o) x2 A
And the gradient of the original functlon can be solved ushwadjoint function as
dfy _ 1f1 = Rj 10 Nfy(x) 2/ Dk(X):
dk ~ Tk
df, _ 1fi X2V
dm- m_ = j1(9f1(9);
with the boundary conditiofk=fn= 0 for k andTn=fn= 0 for m
Appendix B: Discrete Partial Derivatives for Forward Di it
To compute the gradient and Laplacian of a funtfoon a nodeyg of the polygrid, we have
_ /L AN A
f(vj) f(vo) WD}(]+ ﬂ_yDy’+ 7z 2
1 7%, 1 7°f 1 72f
t3 et Yt s 2 (10)
L, T Ui Ui
iDyj+ ——-DyjDzj + ——--Dz;Dx;j;
B T VP M 7
wherevj = vp+( Dxj; Dyj; Dzj), j = 1,2;:::,6 are the six nodes connectedvgo For near-regular grids, if the coordinate directions

are roughly along the directions of the grids, we may assinaie t
forj=1;2; jDyjj j DxjjandjDzj j Dxjj;
forj = 3;4; jDxjj j DyjjandjDzjj j Dyjj; (11)
forj = 5;6; jDxjj j DzjjandjDyjj j Dzj:
; 2t . Py 12f .0y
Since 7w DXjDyj 0, gu7zDyjDz; 0, and
written in matrix form:

ﬁZﬁXDz, Dxj 0, 8j, we may discard the last three terms in (10). Then (10) can be

Dx; Dx§:2 Dy, Dy§:2 Dz; Dz§—2 10 7f 1Ix f(vl) f(vo)1
Dx, Dx5=2 Dy, Dy5=2 Dz Dz3=25 B 12 f=1x2 f(v2) f(vo)
Dxs Dx3=2 Dy; Dy5=2 Dz -2 Tt=1y « _ Bf(va) f(vo)
Dx, Dxj=2 Dy, Dyj=2 Dz Dz=2% B 12f=1y? f(va) f(vo)
Dxs Dx2=2 Dys Dy2=2 Dzs Dz§-2 1f=1z f(vs)  f(vo)
Dxg D¢=2 Dy Dy2=2 Dzg Dzz=2  f2f=12 f(ve) f(vo)
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Therefore, 0 0
qf ﬂx f(v1) f(Vo)1
12£=11x2 f(v2) f(vo)
ni=fy & Bf(vs) ()&
12£=1y? f(va) f(vo)ee’
7f=1z f(vs) f(vo)
12§=12 f(ve) f(vo)

where

0 Dx; Dx¢=2 Dy; Dy?=2 Dz; Dz=2
Dxp Dx5=2 Dy, Dy5=2 Dz, Dz=2
w= BDxs Dx2=2 Dys Dy2=2 Dzz Dz=2
Dx4 Dx§=2 Dy, Dy§:2 Dz Dz3=2
Dxs Dxe=2 Dys Dyz=2 Dzg Dzz=2
Dxg Dx5=2 Dyg Dys=2 Dzg Dzg=2
If the chosen coordinate is not along the grid directions,may choose a local coordinate frarp& y® 29, such that the new
coordinate directions are roughly along near-regular djrielctions at/g. Due to the rotational invariance of the Laplacian operator

LR PP
™ 2 12 ne’ ‘Ily‘IZ 2’

we may compute the coef cients df?f=1x®, 12f=1y®, 12f=z% as linear combinations of(vj) f(vo) in the new local
coordinate, and form the coef cient matrix fé(vj) f(vo) in the original coordinate.
In our application, we de ng = kf as in [Stam 1995], and compute the coef cient matfixatv; = vp using a linear system
solver. Therwi; is computed as
Wii = Waj + Waj + Wi -

For the relationships in Eg. (11) to hold on an arbitrary obj@lume, a conformal mapping between the polygrid in tHggqde
and the object volume is needed. Although our mapping map@etxactly conformal, it leads to acceptable solutions.
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