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Overview

Multi-core systems, and concurrent programming
without locks

Transactional memory for managing shared-memory
data structures

Integrating transactional memory into a modern, object-
oriented programming language

Making sense of transactional memory: combining
transactions with libraries, locking, and 10



Merge sort

16MB input (32-bit integers)

Recurse(left)

Recurse(right)

Merge to scratch array

Copy back to input array
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~98% execution time

~2% execution time
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Merge sort, dual core

16MB input (32-bit integers)

Recurse(left)

Recurse(right)

Merge to scratch array

Copy back to input array
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Throughput per core / elements per ms
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Why parallelism?

Parallel hardware
Amdahl’'s law
Concurrency without locks
Non-blocking algorimths
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The power wall

« Power dissipation depends on clock rate,
capacitive load and voltage

— Increases In clock frequency mean more power
dissipated and so more cooling required

— Decreases in voltage reduce dynamic power
consumption
— Role of static power consumption Is increasing with
smaller process sizes
« We've reached the practical power limit for cooling
Commodlty MICIroprocessors

— Can’t increase clock frequency without expensive
cooling
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The memory wall
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1MHz CPU clock, Memory
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memory in 1985




Operations / us

Microsoft

Research

The memory wall
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The ILP wall

ILP = “Instruction level parallelism”

Implicit parallelism between instructions In
a single thread

|dentified by the hardware
— Speculate past memory accesses
— Speculate past control transfer

Diminishing returns
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Power wall + ILP wall + memory wall = brick wall

* Power wall means we can't just clock
processors faster any longer

* Memory wall means that many workload’s
perf is dominated by memory access times

* ILP wall means we can’t find extra work to
keep functional units busy while waiting for
memory accesses
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Why parallelism?

Parallel hardware
Amdahl’s law
Concurrency without locks
Non-blocking algorimths
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Multi-threaded h/w

ALU
ALU

PN WIN P/

PP IWIN R —

Multi-threaded
single core

L1 cache (64KB)

NS WINIE

L2 cache (4MB)

Main memory

 Multiple threads in a
workload with:

— Poor spatial locality

— Frequent memory
accesses
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Multi-threaded h/w

ALU
ALU

PN IWIN [P —

PP IWIN (P —

Multi-threaded
single core

L1 cache (64KB)

L2 cache (4MB)

Main memory
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resource needs
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — common L2
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Multi-core h/w — separate L2
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Multi-core h/w — additional L3
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Multi-threaded multi-core h/w

B WIN(E

B IWIN|EP

B IWNE

Single- Single-
threaded threaded
core core
L1 cache L1 cache
L2 cache L2 cache
v v

L3 cache

Main memory

NS WINIE




Microsoft’

Research

SMP multiprocessor
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NUMA multiproces
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Three kinds of parallel hardware

« Multi-threaded cores
— Increase utilization of a core or memory b/w
— Peak ops/cycle fixed

« Multiple cores

— Increase ops/cycle
— Don'’t necessarily scale caches and off-chip resources
proportionately

« Multi-processor machines

— Increase ops/cycle

— Often scale cache & memory capacities and b/w
proportionately
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Introduction

Why parallelism?

Parallel hardware
Amdahl’'s law
Concurrency without locks
Non-blocking algorimths
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Amdahl’s law

“Sorting takes 70% of the execution time
of a sequential program. You replace the
sorting algorithm with one that scales
perfectly on multi-core hardware. On a
machine with n cores, how many cores do
you need to use to get a 4x speed-up on
the overall algorithm?”
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Amdahl’s law, f=70%
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Amdahl’s law, f=70%

f = fraction of code speedup applies to
¢ = number of cores used
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Amdahl’s law, f=70%

4.0 -
3.5

i

3.0

2.5

Desired 4x
speedup

2.0

1.5

1.0

Speedup achieved

0.5

(perfect scaling on 70%)

0.0

2 3 4 5 6 7 8 9

H#Hcores

10 11 12 13 14 15 16



Speedup
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Amdahl’s law, f=10%

N

Speedup achieved

] I YR Kf Q&

just 1.11x

with perfect scaling

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

H#Hcores



0

Microsoft

Research

Amdahl’s law, f=98%
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Amdahl’s law & multi-core

Suppose that the same h/w budget (space or power) can make us:
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Perf of big & small cores

Assumption: perf = h Kresource

|\
Total perf:
Total perf: 1*1=1
16 *1/4=4
AN
N

1/16 1/8 1/4 1/2

Resources dedicated to core
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Amdahl’s law, f=98%
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Perf (relative to 1 big core)
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Amdahl’s law, f=75%
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Perf (relative to 1 big core)
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Asymmetric chips
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Perf (relative to 1 big core)
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Amdahl’s law, f=75%
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Perf (relative to 1 big core)
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Amdahl’s law, f=5%
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Perf (relative to 1 big core)
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Amdahl’s law, f=98%
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Speedup (relative to 1 big core)
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Amdahl’s law, f=98%
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Speedup (relative to 1 big core)
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Amdahl’s law, f=98%

1+192

256 small

N A DO O NSNA DD O D
NAINZEEN SEN TN SN SN Y s

Leave larger core idle
in parallel section

#HCores



Microsoft’
Research

Introduction

Why parallelism?

Parallel hardware
Amdahl’'s law
Concurrency without locks
Non-blocking algorimths
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What do people say is wrong with locks?

Ease of use Performance
Difficult to l:gl'i:'t
get right 2
Cost of some Non-
implementations Convoy composability
problems
Priority

inversion pbility Deadlock

Blocking
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Example: what we're building

A set of Integers
Represented by a sorted linked list

find(int) -> bool
Insert(int) -> bool
delete(int) -> bool
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The building blocks

* read(addr) -> val
« write(addr, val)
 cas(addr, old-val, new-val) -> val

(I'll assume that memory is sequentially
consistent, and ignore allocation / de-
allocation for the moment)
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Searching a sorted list

+ find(20):

20?

find(20) -> false
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Inserting an item with CAS

* Insert(20):

30 - 20W

N \/

iInsert(20) -> true
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Inserting an item with CAS

* insert(20): * Insert(25):

30 20 \/

30 - 25]

s iﬁ % -
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Searching and finding together

 find(20) -> false * Insert(20) -> true

...but this thread

This thread saw 20 ~ succeeded in putting

was not in the set...

| >3 itin!
F

* |s this a correct implementation of a set?

* Should the programmer be surprised if this happens?

* What about more complicated mixes of operations?
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Correctness criteria

& L findsAiké a set,
Insertslike a set, and

deletedike a set, then
f S Q& Ol f
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Sequential specification
_ < 7\

* |C ' the ;
~ Sequentiallg SQNB 2 Y Specificationg SQNE al eAy 3 gt¢
Ol considering one operation a setdoes, not what a list does,
on the set at a time or how it looks in memory

v

find(int) -> bool
insert(int) -> bool

delete(mt) -> (Pe%gc)eI(ZO)»true/ \ insert(20)->false
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Sequential specification

Let's add:
deleteany() -> int

deleteany()->20 / \ deleteany()->10

This is still a sequentiakpec... just
not a deterministicone
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System model

Thread1l ... Threadn
\ o
. Thr_eads IELE , find/insert/delete
Invocationsand receive \ 7
responses$rom the set
(*method calls/returns) {KI NBR 202S00 o0S®3d aasSideo
N\ /P NN
thesetis read/write/CAS
implemented by making % %

invocations and

nses on memor e ey .
A= % Primitive objects (e.g.

GYSY2NE f20F0A2YyE0
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Sequential history

* No overlapping invocations:

— —

= N —

o |2 I a | %

= A = A = N\

o S Gl :

o =) time
>

o e &
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Concurrent history

Allow overlapping invocations:

insert(10)>true iInsert(20)>true

Thread 1:

time

Thread 2:

find(20)>false
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Linearizability

* |Is there a correct sequential history:
e Same results as the concurrent one

* Consistent with the timing of the
Invocations/responses?
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Example: linearizable

Insert(10)>true Insert(20}>true

Thread 1:

time

Thread 2:

A valid sequential

find(20)—>false history: this concurrent
execution is OK
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Example: linearizable

Insert(10)>true delete(10)>true

Thread 1:

time

Thread 2:

A valid sequential

find(lO)—>false history: this concurrent
execution is OK
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Example: not linearizable

Insert(10)>true Insert(10)>false

Thread 1: —— —_—

time

Thread 2:

delete(10)>true
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Returning to our example

 find(20) -> false * Insert(20) -> true

207

H >10 = > 30 > T
L ) A valid sequential
20

history: this concurrent
execution is OK

Thread 1: oo | find(20)>false
>
Thread 2: T_l insert(20)>true
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Recurring technique

* For updates:

— Perform an essential step of an operation by a
single atomic instruction

— E.g. CAS to Iinsert an item into a list
— This forms a “linearization point”

 For reads:

— ldentify a point during the operation’s execution
when the result is valid

— Not always a specific instruction
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Adding “delete”

* First attempt: just use CAS
delete(10):

10 - 3oV

H | . >10 > 30 > T

\_/
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Delete and insert:

* delete(10) & insert(20):

10 - SOV 30 - ZOV

~_< ~_<

20 )

L
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Logical vs physical deletion

» Use a ‘spare’ bit to indicate logically
deleted nodes:

\Y u
10- 30 30- 30X
S
H > 10 > 30 > T

20
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Introduction

Why parallelism?

Parallel hardware
Amdahl’s law
Concurrency without locks
Non-blocking algorimths
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Progress:
IS this a good “lock-free” list?

hYY 46SQNB y2

static volatile int  MY_LIST =0; pthread_mutex_lock... but
FSQNBE SaaSyuaail
bool find( int key){ same thing
/[ Wait until list available L
while (CAS(&MY_LIST, 0, 1) == 1) {
}

/I Release list
MY _LIST =0;
}
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“Lock-free”

» A specific kind of non-blocking progress
guarantee

* Precludes the use of typical locks
— From libraries
— Or “hand rolled”

» Often mis-used informally as a synonym for

— Free from calls to a locking function
— Fast

— Scalable
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Extending the system model

Thread 1 ... Threadn
/ /

. Thr_eads IELE , % find/insert/delete
Invocationsand receive v 7
responses$rom the set
(*method calls/returns) {KI NBR 2062S00 6So»3ad gasSiéo

NN NINIAN
| thesetis read/write/CAS
implemented by making AR AR

invocations and

responses on memaor e ey .
> % Primitive objects (e.g.

GYSY2NE f20F0A2YyE0
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Execution model

Threads start/finish operations
Threads execute steps in the implementation

1els
1els
1els

N Z - time

|
|
<

ysiui4
ysiui4
ysiui4
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Walt-free

* Athread finishes its own operation if it
continues executing steps

1els
Hels
Mels

- §M7 o time

ysiui4
ysiul
ysiui
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Implementing wait-free algorithms

A few special cases
Hybrids (e.g., wait-free find)

Queuing and helping strategies: everyone
ensures oldest operation makes progress

Niches, e.qg., bounded-wait-free Iin real-
time systems
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Lock-free

« Some thread finishes its operation if threads
continue taking steps

Mels

1els
1els
1els

AV e,

<

ysiui4
ysiui4
ysiui4
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Implementing lock-free algorithms

* Ensure that one thread (A) only has to
repeat work If some other thread (B) has
made “real progress”

— e.g., Insert(x) starts again if it finds that a
conflicting update has occurred

» Use helping to let one thread finish
another’s work
— e.g., physically deleting a node on its behalf
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Obstruction-free

* Athread finishes its own operation if it runs in
Isolation

Mels
1els

- 3\47 time

Interference here can prevent
any operation finishing

ysiui4
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Building obstruction-free algorithms

Ensure that none of the low-level steps
leave a data structure “broken”

On detecting a conflict:

— Help the other party finish

— Get the other party out of the way

Use contention management to reduce
likelihood of live-lock
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Why parallelism?

Parallel hardware
Amdahl’s law
Concurrency without locks
Non-blocking algorimths
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Further reading

“The Art of Multiprocessor Programming”, Herlihy & Shavit
“Computer architecture: a quantitative approach”, Hennessy & Patterson

“The landscape of parallel computing research: a view from Berkeley”,
Asanovic et al (http://www.eecs.berkeley.edu/
Pubs/TechRpts/2006/EECS-2006-183.pdf)

“‘“Amdahl’s law in the multicore era”, Hill & Marty,
(http://www.cs.wisc.edu/multifacet/papers/trl593 _amdahl _multicore.pdf)

“Parallel thinking”, Blelloch
(http://www.cs.cmu.edu/~blelloch/papers/PPoPP09.pdf)



