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Preface

The seeds for this book were first planted in 2001 when Steve Seitz at the University of Washington
invited me to co-teach a course called “Computer Vision for Computer Graphics”. At that time,
computer vision techniques were increasingly being used in computer graphics to create image-
based models of real-world objects, to create visual effects, and to merge real-world imagery using
computational photography techniques. Our decision to focus the applications of computer vision
on fun problems such as image stitching and photo-based 3D modeling from personal photos
seemed to resonate well with our students.

Since that time, a similar syllabus and project-oriented course structure has been used to teach
general computer vision courses both at the University of Washington and at Stanford. (The latter
was a course I co-taught with David Fleet in 2003.) Similar curricula have also been adopted at a
number of other universities and also incorporated into more specialized courses on computational
photography. (For ideas on how to use this book in your own course, please see Table 1.1 in the
Introduction §1.2.)

This book also reflect my twenty years’ experience doing computer vision research in cor-
porate research labs, mostly at Digital Equipment Corporation’s Cambridge Research Lab and
at Microsoft Research. In pursuing my work, I have mostly focused on problems and solution
techniques (algorithms) that have practical real-world applications and that work well in practice.
Thus, this book has more emphasis on basic techniques that work under real-world conditions, and
less on more esoteric mathematics that has intrinsic elegance but less practical applicability.

This book is suitable for teaching a senior-level undergraduate course in computer vision to
students in both computer science and electrical engineering. I prefer students to have either an
image processing or a computer graphics course as a prerequisite so that they can spend less time
learning general background mathematics and more time studying computer vision techniques.
The book is also suitable for teaching graduate-level courses in computer vision (by delving into
the more demanding application and algorithmic areas), and as a general reference to fundamental
techniques and recent research literature. To this end, I have attempted wherever possible to at least
cite the newest research in each sub-field, even if the technical details are too complex to cover in
the book itself.
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In teaching our courses, we have found it useful for the students to attempt a number of small
implementation projects, which often build on one another, in order to get them used to working
with real-world images and the challenges that these present. The students are then asked to choose
an individual topic for each of their small group final projects. (Sometimes these projects even turn
into conference papers!) The exercises at the end of each chapter contain numerous suggestions
for both smaller mid-term projects, as well as more open-ended problems whose solution is still
an active research area. Wherever possible, I encourage students to try their algorithms on their
own personal photographs, since this better motivates them, often leads to creative variants on the
problems, and better acquaints them with the variety and complexity of real-world imagery.

In formulating and solving computer vision problems, I have often found it useful to draw
inspiration from three different high-level approaches:

1. Scientific: build detailed models of the image formation process and develop mathematical
techniques to invert these in order to recover the quantities of interest (where necessary,
making simplifying assumption to make the mathematics more tractable).

2. Statistical: use probabilistic models to quantify the (prior) likelihood of your unknowns and
the noisy measurement processes that produce the input images, then infer the best possible
estimates of your desired quantities and analyze their resulting uncertainties. The inference
algorithms used are often closely related to the optimization techniques used to invert the
(scientific) image formation processes.

3. Engineering: develop techniques that are simple to describe and implement, but that are
also known to work well in practice. Test these techniques to understand their limitation and
failure modes, as well as their expected computational costs (run-time performance).

These three approaches build on each other and are used throughout the book.

My personal research and development philosophy (and hence the exercises in the book) have
a strong emphasis on festing algorithms. It’s too easy in computer vision to develop an algorithm
that does something plausible on a few images rather than something correct. The best way to
validate your algorithms is to use a three part strategy.

First, test your algorithm on clean synthetic data, for which the exact results are known. Sec-
ond, add noise to data, and evaluate how the performance degrades as a function of noise level.
Finally, test the algorithm on real-world data, preferably drawn from a widely variable source,
such as photos found on the Internet. Only then can you truly know if your algorithm can deal
with real-world complexity, i.e., images that do not fit some simplified model or assumptions.

In order to help students in this process, this books comes with a large amount of supplementary
material, which can be found on the book Web site http://research.microsoft.com/~szeliski/Book [
Note: fix URL if necessary |. This material, which is described in Appendix C, includes:


http://research.microsoft.com/~szeliski/Book
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e Pointers to commonly used data sets for the problems, which can be found on the Internet.

e Pointers to software libraries, which can help students get started with basic tasks such as
reading/writing images or creating and manipulating images. Some of these libraries also
contain implementations of a wide variety of computer vision algorithms, which can enable
you to tackle more ambitious projects (with your instructor’s consent, of course :-).

e Slide sets corresponding to the material covered in this book. (Until these sets are ready,
your best bet is to look at the slides from the courses we have taught at the University of
Washington, such as http://www.cs.washington.edu/education/courses/cse576/08sp/.)

e A BibTeX bibliography of the papers cited in this book.

The latter two resources may be of more interest to instructors and researchers publishing new
papers in this field, but they will probably come in handy even with regular students.
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Figure 1.1: The human visual system has no problem interpreting the subtle variations in translu-
cency and shading in this photograph and correctly segmenting the object from its background.
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Figure 1.2: Some examples of computer vision algorithms and applications. (a) Structure from mo-
tion algorithms can reconstruct a sparse 3D point model of a large complex scene from hundreds of
partially overlapping photographs (Snavely et al. 2006). (b) Stereo matching algorithms can build
a detailed 3D model of a building facade from hundreds of differently exposed photographs taken
from the Internet (Goesele et al. 2007). (c) Person tracking algorithms can track a person walking
in front of a cluttered background (Sidenbladh et al. 2000). (d) Face detection algorithms, coupled
with color-based clothing and hair detection algorithms, can locate and recognize the individuals
in this image (Sivic et al. 2006).
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As humans, we perceive the three-dimensional structure of the world around us with apparent
ease. Think of how vivid the three-dimensional percept is when you look at a vase of flowers
sitting on the table next to you. You can tell the shape and translucency of each petal through
the subtle patterns of light and shading that play across its surface, and effortlessly segment each
flower from the background of the scene (Figure 1.1). Or, looking at a framed group portrait, you
can easily count (and name) all of the people in the picture, and even guess at their emotions from
their facial appearance. Perceptual psychologists have spent decades trying to understand how the
visual system works, and even though they can devise optical illusions' to tease apart some of
its principles (Figure 1.3), a complete solution to this puzzle remains elusive (Marr 1982, Palmer
1999, Livingstone 2008).

Researchers in computer vision have in parallel been developing mathematical techniques for
recovering the three-dimensional shape and appearance of objects in imagery. We now have reli-
able techniques for accurately computing a partial 3D model of an environment from thousands of
partially overlapping photographs (Snavely ez al. 2006) (Figure 1.2a). Given a large enough set of
views of a particular object or fagade, we can create accurate dense 3D surface models using stereo
matching (Goesele et al. 2007) (Figure 1.2b). We can track a person moving against a complex
background (Sidenbladh ez al. 2000) (Figure 1.2c). We can even, with moderate success, attempt
to find and name all of the people in a photograph using a combination of face, clothing, and hair
detection and recognition (Sivic et al. 2006) (Figure 1.2d). However, despite all of these advances,
the dream of having a computer interpret an image at the same level as a two-year old (say counting
all of the animals in a picture) remains elusive.

Why is vision so difficult? In part, it is because vision is an inverse problem, in which we
seek to recover some unknowns given insufficient information to fully specify the solution. We
must therefore resort to physics-based and probabilistic models to disambiguate between potential
solutions. However, modeling the visual world in all of its rich complexity is far more difficult
than, say, modeling the vocal tract that produces spoken sounds.

The forward models that we use in computer vision are usually developed in physics (radiome-
try, optics, sensor design) and in computer graphics. Both of these fields model how objects move
and animate, how light reflects off their surfaces, is scattered by the atmosphere, refracted through
camera lenses (or human eyes), and finally projected onto a flat (or curved) image plane. While
computer graphics are not yet perfect (no fully computer-animated movie with human characters
has yet succeeded at crossing the uncanny valley that separates real humans from android robots
and computer animated humans?), in limited domains, such as rendering a still scene composed of
everyday objects, or even animating extinct creatures such as dinosaurs, the illusion of reality is

! http://www.michaelbach.de/ot/sze_muelue
2 The term uncanny valley was originally coined by roboticist Masahiro Mori as applied to robotics (Mori 1970).

It is also commonly applied to computer animated films such as Final Fantasy and Polar Express.
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Figure 1.3: Some common optical illusions and what they might tell us about the visual system.
(a) The classic Miiller-Lyer illusion, where the length of the two horizontal lines appear different,
probably due to the imagined perspective effects. (b) The “white” square B in the shadow and
the “black” square A in the light actually have the same absolute intensity value. The percept is
due to brightness constancy, the visual system’s attempt to discount illumination when interpreting
colors. Image courtesy of Ted Adelson, http://web.mit.edu/persci/people/adelson/checkershadow -
illusion.html. (c) A variation of the Hermann grid illusion, courtesy of Hany Farid, http://www.cs.
dartmouth.edu/~farid/illusions/hermann.html. As you move your eyes over the figure, gray spots
will appear at the intersections. (d) Count the red xs in the left half of the figure. Now count them in
the right half. Is it significantly harder? The explanation has to do with a pop-out effect (Treisman
1985), which tells us about the operations of parallel perception and integration pathways in the
brain.
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perfect.

In computer vision, we are trying to do the inverse, i.e., to describe the world that we see
in one or more images, and to reconstruct its properties such as shape, illumination, and color
distributions (Figure 1.11). It is amazing that humans and animals do this so effortlessly, while
computer vision algorithms are so error prone. People who have not worked in the field often
underestimate the difficulty of the problem. (Colleagues at work often ask me for software to find
and name all the people in photos, so they can get on with the more “interesting” work. :-) This
misperception that vision should be easy dates back to the early days of artificial intelligence §1.1,
when it was initially believed that the cognitive (logic proving, planning) parts of intelligence were
intrinsically more difficult than the perceptual components (Boden 2006).

The good news is that computer vision is being used today in a wide variety of real-world
applications, which include:

e Optical character recognition (OCR): reading handwritten postal codes on letters (Fig-
ure 1.4a) and automatic number plate recognition (ANPR)?;

e Machine inspection: rapid parts inspection for quality assurance using stereo vision with
specialized illumination to measure tolerances on aircraft wings or auto body parts (Fig-
ure 1.4b), or looking for defects in steel castings using X-ray vision;

e Retail: object recognition for automated checkout lanes (Figure 1.4c);

e 3D model building (photogrammetry): fully automated 3D model building from aerial
photographs used in systems such as Bing Maps*;

o Medical imaging: registering pre-operative and intra-operative imagery (Figure 1.4d), or
performing long-term studies of people’s brain morphology as they age;

e Automotive safety: detecting unexpected obstacles such as pedestrians on the street, un-
der conditions where active vision techniques such as radar or lidar do not work as well
(Figure 1.4e); (see also (Miller et al. 2008, Montmerlo et al. 2008, Urmson et al. 2008) for
examples of fully automated driving);

e Match move: merging computer generated imagery (CGI) with live action footage by track-
ing feature points in the source video to estimate the 3D camera motion and shape of the
environment. Such techniques are widely used in the Hollywood (e.g., in movies such as

3 http://en.wikipedia.org/wiki/Automatic_number_plate_recognition
4 http://bing.com/maps
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Figure 1.4: Some industrial applications of computer vision http://www.cs.ubc.ca/spider/lowe/
vision.html: (a) optical character recognition (OCR) http://yann.lecun.com/exdb/lenet/; (b) me-
chanical inspection http://www.cognitens.com/; (c) retail http://www.evoretail.com/; (d) medical
imaging http://www.clarontech.com/; (e) automotive safety http://www.mobileye.com/; (f) surveil-
lance and traffic monitoring http://www.honeywellvideo.com/, Courtesy of Honeywell Interna-

tional Inc.
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Jurassic Park) (Roble 1999, Roble and Zafar 2009), and also require the use of precise mat-
ting to insert new elements between foreground and background elements (Chuang et al.
2002).

e Motion capture (mocap): of actors for computer animation, using retro-reflective markers
viewed from multiple cameras or other vision-based techniques”;

e Surveillance: monitoring for intruders, analyzing highway traffic (Figure 1.4f), monitoring
pools for drowning victims;

¢ Fingerprint recognition and biometrics: for automatic access authentication as well as
forensic applications;

e Other applications: David Lowe’s web site of industrial vision applications, http://www.
cs.ubc.ca/spider/lowe/vision.html, lists many other interesting industrial application of com-
puter vision.

While these are all extremely important applications, they mostly pertain to fairly specialized kinds
of imagery and narrow domains.

In this book, we focus more on broader consumer-level applications, such as fun things you
can do with your own personal photographs and video. These include:

e Stitching: turning overlapping photos into a single seamlessly stitched panorama, as de-
scribed in §9 (Figure 1.5a);

e Exposure bracketing: merge multiple exposures taken under challenging lighting con-
ditions (strong sunlight and shadows) into a single perfectly exposed image §10.2 (Fig-
ure 1.5b);

e Morphing: turning one of your friend’s pictures into another one’s, using a seamless morph
transition (Figure 1.5¢);

e 3D modeling: convert one or more snapshots into a 3D model of the object or person you
are photographing §12.6 (Figure 1.5d);

e Video match move and stabilization: insert 2D pictures or 3D models into your videos
by automatically tracking nearby reference points® §7.4.2, or use the motion estimates to
remove shake from your videos §8.2.1;

> http://en.wikipedia.org/wiki/Motion_capture
® For a fun student project on this topic, see the “PhotoBook” project at http://www.cc.gatech.edu/dvfx/videos/
dvfx2005.html.
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e Photo-based walkthroughs: navigate a large collection of photographs, such as the interior
of your house, by flying between different photos in 3D (§13.1.2 and §13.5.5)

e Face detection: for improved camera focusing as well as more relevant image search §14.2;

e Visual authentication: automatically log different family members onto your home com-
puter as they sit down in front of the Web cam §14.1.

The great thing about these applications is that they are already familiar to most students, or at
least they are technologies that they can immediately appreciate and use with their own personal
media. Since computer vision is a challenging topic, given the wide range of mathematics being
covered’ and the intrinsically difficult nature of the problems being solved, having fun and relevant
problems to work on can be highly motivating and inspiring.

The other major reason why this book has a strong focus on applications is that these can
be used to formulate and constrain the potentially open-ended problems endemic in vision. For
example, if someone comes to me and asks for a good edge detector, my first question is usually
to ask why? What kind of problem are they trying to solve, and why do they believe that edge
detection is an important component?

If they are trying to locate faces §14.2, I usually point out that most successful face detectors
use a combination of skin color detection (Exercise 2.8) and simple blob features §14.2, and do not
rely on edge detection.

If they are trying to match door and window edges in a building for the purpose of 3D recon-
struction, I tell them that edges are a fine idea, but it is better to tune the edge detector for long
edges §3.2.2, §4.2, and then link these together into straight lines with common vanishing points
before matching §4.3.

Thus, it is better to think back from problem at hand to suitable techniques, rather than to
grab the first technique that you may have heard of. This kind of working back from problems
to solutions is typical of an engineering approach to the study of vision, and reflects my own
background in the field. First, I come up with a detailed problem definition and decide on the
constraints and/or specifications for the problem. Then, I try to find out which techniques are
known to work, implement a few of these, and finally evaluate their performance and make a
selection. In order for this process to work, it is important to have realistic test data, both synthetic,
which can be used to verify correctness and analyze noise sensitivity, and real-world data typical
of the way the system will finally get used.

However, this book is not just an engineering text (a source of recipes). It also takes a scientific
approach to the basic vision problems. Here, I try to come up with the best possible models of the

7 These techniques include physics, Euclidean and projective geometry, statistics, and optimization, and make
computer vision a fascinating field to study and a great way to learn techniques widely applicable in other fields.
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(a) Input Photographs (b) 2D Sketching Interface (c) Geometric Model (d) Texture-mapped model

(d)

Figure 1.5: Some consumer applications of computer vision: (a) image stitching: merging different
views; (b) exposure bracketing: merging different exposures; (c) morphing: blending between two
photographs; (d) turning a collection of photographs into a 3D model.
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physics of the system at hand: how the scene is created, how light interacts with the scene and
atmospheric effects, and how the sensors work, including sources of noise and uncertainty. The
task is then to try to invert the acquisition process to come up with the best possible description of
the scene.

The book often uses a statistical approach to formulating and solving computer vision prob-
lems. Where appropriate, probability distributions are used to model the scene and the noisy image
acquisition process. The association of prior distributions with unknowns is often called Bayesian
modeling (Appendix B). It is even possible to associate a risk or loss function with mis-estimating
the answer §B.2, and setting up your inference algorithm to minimize the expected risk. (Con-
sider a robot trying to estimate the distance to an obstacle: it is usually safer to underestimate
than to overestimate.) With statistical techniques, it often helps to gather lots of training data from
which to learn probabilistic models. Finally, statistical approaches enable you to use proven infer-
ence techniques to estimate the best answer (or distribution of answers), and also to quantify the
uncertainty in the resulting estimates.

Because so much of computer vision involves the solution of inverse problems or the estimation
of unknown quantities, my book also has a heavy emphasis on algorithms, especially those that
are known to work well in practice. For many vision problems, it is all too easy to come up
with a mathematical description of the problem that either does not match realistic real-world
conditions or does not lend itself to the stable estimation of the unknowns. What we need are both
algorithms that are robust to noise and deviation from our models, as well as reasonably efficient
in terms of run-time and space. In this book, I go into these issues in detail, using Bayesian
techniques, where applicable, to ensure robustness, and efficient search, minimization, and linear
system solving algorithms to ensure efficiency. Most of the algorithms described in this book are
at a high level, being mostly a list of steps that have to be filled in by students or by reading more
detailed descriptions elsewhere. In fact, many of the algorithms are sketched out in the exercises.

Now that I’ve described the goals of this book and the frameworks that I use, let me devote the
rest of this chapter to two additional topics. The first is a brief synopsis of the history of computer
vision, §1.1. This can easily be skipped by those who want to get “to the meat” of the new material
in this book and do not care as much about who invented what when.

The second is an overview of the book’s contents, §1.2, which is useful reading for everyone
who intends to make a study of this topic (or to jump in partway, since it describes inter-chapter
dependencies). This outline is also useful for instructors looking to structure one or more courses
around this topic, as it provides sample curricula based on the book’s contents.

To support the book’s use as a textbook, the appendices and associated web site contain addi-
tional course materials, including slide sets, test images and solutions, and pointers to software.
The book chapters have exercises, some suitable as written homework assignments, others as
shorter one-week projects, and still others as open-ended research problems suitable as challenging
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Figure 1.6: A rough timeline of some of the most active topics of research in computer vision.

final projects.

As a reference book, I try wherever possible to discuss which techniques and algorithms work
well in practice, as well as provide up-to-date pointers to the latest research results in the areas
that I cover. The exercises can also be used to build up your own personal library of self-tested
and validated vision algorithms, which in the long term (assuming you have the time), is more
worthwhile than simply pulling algorithms out of a library whose performance you do not really
understand.

1.1 A brief history

In this section, I provide a brief personal synopsis of the main development in computer vision
over the last thirty years, or at least those that I find personally interesting and which appear to
have stood the test of time. Readers not interested in the provenance of various ideas and the
evolution of this field should skip ahead to the book overview §1.2.

1970s. When computer vision first started out in the early 1970s, it was viewed as the visual
perception component of an ambitious agenda to mimic human intelligence and to endow robots
with intelligent behavior. At the time, it was believed by some of the early pioneers of artificial
intelligence and robotics (at places like MIT, Stanford, and CMU) that solving the “visual input”
problem would be an easy step along the path to solving more difficult problems such as higher-
level reasoning and planning. According to one well-known story, in 1966, Marvin Minsky at MIT
asked his undergraduate student Gerald Jay Sussman to “spend the summer linking a camera to a
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Figure 1.7: Some early examples of computer vision algorithms (1970s): (a) line labeling (Nalwa
1993), (b) pictorial structures (Fischler and Elschlager 1973), (c) articulated body model (Marr
1982), (d) intrinsic images (Barrow and Tenenbaum 1981), (e) stereo correspondence (Marr 1982),
(f) optical flow (Nagel and Enkelmann 1986).

computer and getting the computer to describe what it saw” (Boden 2006, p. 781).8 We now know
that the problem is slightly more difficult than that.

What distinguished computer vision from the already existing field of digital image processing
(Rosenfeld and Kak 1976) was a desire to recover the three-dimensional structure of the world
from images, and to use this as a stepping stone towards full scene understanding. Winston (1975)
and Hanson and Riseman (1978) provide two nice collections of classic papers from this early
period.

Early attempt at scene understanding involved extracting edges and then inferring the 3D struc-
ture of an object or a “blocks world” from the topological structure of the 2D lines (Roberts 1965).
Several line labeling algorithms were developed at that time (Huffman 1971, Clowes 1971, Waltz
1975, Rosenfeld e al. 1976, Kanade 1980) (Figure 1.7a). Nalwa (1993) gives a nice review of
this area. The topic of edge detection §4.2 was also an active area of research; a nice survey on
contemporaneous work can be found in (Davis 1975).

Three-dimensional modeling of non-polyhedral objects was also being studied (Baumgart 1974,
Baker 1977). One popular approach used generalized cylinders, i.e., solid of revolutions and swept

8 Boden (2006) cites (Crevier 1993) as the original source. The actual Vision Note was authored by Seymour
Papert (1966), and involved a whole cohort of students.
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closed curves (Agin and Binford 1976, Nevatia and Binford 1977) often arranged into parts rela-
tionship? (Hinton 1977, Marr 1982) (Figure 1.7c). Fischler and Elschlager (1973) called such
elastic arrangements of parts pictorial structures (Figure 1.7b). These are currently one of the
favored approaches being used in object recognition §14.4 (Felzenszwalb and Huttenlocher 2005).

More quantitative approaches to computer vision were also developed at the time, including the
first of many feature-based stereo correspondence algorithms §11.2 (Dev 1974, Marr and Poggio
1976, Moravec 1977, Marr and Poggio 1979, Mayhew and Frisby 1981, Baker 1982, Barnard
and Fischler 1982, Ohta and Kanade 1985, Grimson 1985, Pollard et al. 1985, Prazdny 1985)
(Figure 1.7e), as well as intensity-based optical flow algorithms §8.4 (Horn and Schunck 1981,
Huang 1981, Lucas and Kanade 1981, Nagel 1986) (Figure 1.7f). The early work in simultaneously
recovering 3D structure and camera motion §7 also began around this time (Ullman 1979, Longuet-
Higgins 1981).

A more qualitative approach to understanding intensities and shading variations, and explaining
these by the effects of image formation phenomena such as surface orientation and shadows was
championed by (Barrow and Tenenbaum 1981) in their paper on intrinsic images (Figure 1.7d),
along with Marr’s (1982) related 2% -D sketch ideas. This approach is again seeing a bit of a
revival in the work of Tappen ef al. (2005).

A lot of the philosophy of how vision was believed to work at the time is summarized in
David Marr’s (1982) book Vision. (More recent developments in visual perception theory are
covered in (Palmer 1999, Livingstone 2008).) In particular, Marr introduced his notion of the three
levels of description of a (visual) information processing system. These three levels, very loosely
paraphrased according to my own interpretation, are:

e Computational theory: What is the goal of the computation (task) and what are the con-
straints that are known or can be brought to bear on the problem?

e Representations and algorithms: How are the input, output, and intermediate information
represented, and which algorithms are used to calculate the desired result?

e Hardware implementation: How are the representations and algorithms mapped onto ac-
tual hardware, e.g., a biological vision system or a specialized piece of silicon? Conversely,
how can hardware constraints be used to guide the choice of representation and algorithm?
With the increasing use of graphics chips (GPUs) and many-core architectures for computer
vision §C.2, this question is again becoming quite relevant.

As I mentioned earlier in this introduction, it is my conviction that a careful analysis of the problem
specification and known constraints from image formation and priors (the scientific and statistical

% In robotics and computer animation, these linked part graphs are often called kinematic chains.
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Figure 1.8: Examples of computer vision algorithms from the 1980s: (a) pyramid blending (Burt
and Adelson 1983b), (b) shape from shading (Freeman and Adelson 1991), (c) edge detection
(Freeman and Adelson 1991), (d) physically-based models (Terzopoulos and Witkin 1988), (e)
regularization-based surface reconstruction (Terzopoulos 1988), (f) range data acquisition and
merging (Banno et al. 2008).

approaches) must be married with efficient and robust algorithms (the engineering approach) to
design successful vision algorithms. Thus, it seems that Marr’s philosophy is as good a guide to
framing and solving problems in our field today as it was twenty-five years ago.

1980s. In the 1980s, a lot more attention was focused on more sophisticated mathematical tech-
niques for performing quantitative image and scene analysis.

Image pyramids §3.5 started being widely used to perform tasks such as image blending and
coarse-to-fine correspondence search (Rosenfeld 1980, Burt and Adelson 1983a, Burt and Adelson
1983b, Rosenfeld 1984, Quam 1984, Anandan 1989) (Figure 1.8a). Continuous version of pyramid
using the concept of scale-space processing were also developed (Witkin 1983, Witkin ez al. 1986,
Lindeberg 1990). In the late 80s, wavelets §3.5.3 started displacing or augmenting regular image
pyramids in some applications (Adelson ef al. 1987, Mallat 1989, Simoncelli and Adelson 1990a,
Simoncelli and Adelson 1990b, Simoncelli et al. 1992).

The use of stereo as a quantitative shape cue was extended by a wide variety of shape-from-X
techniques, including shape from shading §12.1.1 (Horn 1975, Pentland 1984, Blake er al. 1985,
Horn and Brooks 1986, Horn and Brooks 1989) (Figure 1.8b), photometric stereo §12.1.1 (Wood-
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ham 1981) shape from texture §12.1.2 (Witkin 1981, Pentland 1984, Malik and Rosenholtz 1997),
and shape from focus §12.1.3 (Nayar ez al. 1995). Horn (1986) has a nice discussion of most of
these techniques.

Research into better edge and contour detection §4.2 was also active during this period, (Canny
1986, Nalwa and Binford 1986) (Figure 1.8c), including the introduction of dynamically evolving
contour trackers §5.1.1 such as snakes (Kass er al. 1988), as well as three-dimensional physically-
based models (Terzopoulos et al. 1987, Kass et al. 1988, Terzopoulos and Fleischer 1988, Ter-
zopoulos et al. 1988) (Figure 1.8d).

Researchers noticed that a lot of the stereo, flow, shape-from-X, and edge detection algorithms
could be unified, or at least described, using the same mathematical framework, if they were posed
as variational optimization problems §3.7, and made more robust (well-posed) using regularization
§3.7.1 (Terzopoulos 1983, Poggio et al. 1985, Terzopoulos 1986b, Blake and Zisserman 1987,
Bertero et al. 1988, Terzopoulos 1988). Around the same time, Geman and Geman (1984) pointed
out that such problems could equally well be formulated using discrete Markov Random Field
(MRF) models §3.7.2, which enabled the use of better (global) search and optimization algorithms
such as simulated annealing.

Online variants of MRF algorithms that modeled and updated uncertainties using the Kalman
filter were introduced a little later (Dickmanns and Graefe 1988, Matthies er al. 1989, Szeliski
1989). Attempts were also made to map both regularized and MRF algorithms onto parallel hard-
ware (Poggio and Koch 1985, Poggio et al. 1988a, Fischler et al. 1989). The book by Fischler and
Firschein (1987) contains a very nice collection of articles focusing on all of these topics (stereo,
flow, regularization, MRFs, and even higher-level vision).

Three-dimensional range data processing (acquisition, merging, modeling, and recognition)
continued being actively explored during this decade (Agin and Binford 1976, Besl and Jain 1985,
Faugeras and Hebert 1987, Curless and Levoy 1996) (Figure 1.8f). The compilation by Kanade
(1987) contains a lot of the interesting papers in this area.

1990s. While a lot of the previously mentioned topics continued being explored, a few of them
became significantly more active.

A burst of activity in using projective invariants for recognition (Mundy and Zisserman 1992)
evolved into a concerted effort to solve the structure from motion problem §7. A lot of the initial
activity was directed at projective reconstructions, which did not require the knowledge of cam-
era calibration (Faugeras 1992, Hartley er al. 1992, Hartley 1994a, Faugeras and Luong 2001,
Hartley and Zisserman 2004). Simultaneously, factorization techniques §7.3 were developed to ef-
ficiently solve problems for which orthographic camera approximations were applicable (Tomasi
and Kanade 1992, Poelman and Kanade 1997, Anandan and Irani 2002) (Figure 1.9a) and then
later extended to the perspective case (Christy and Horaud 1996, Triggs 1996). Eventually, the field
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Figure 1.9: Examples of computer vision algorithms from the 1990s: (a) factorization-based struc-
ture from motion (Tomasi and Kanade 1992), (b) dense stereo matching (Boykov et al. 2001), (c)
multi-view reconstruction (Seitz and Dyer 1999), (d) face tracking (Matthews et al. 2007), (e) im-
age segmentation (Belongie et al. 2002b), (f) face recognition (Turk and Pentland 1991a).

started using full global optimization §7.4 (Taylor et al. 1991, Szeliski and Kang 1994, Azarbaye-
jani and Pentland 1995), which was later recognized as being the same as the bundle adjustment
techniques traditionally used in photogrammetry (Triggs ef al. 1999). Fully automated (sparse)
3D modeling systems were built using such techniques (Beardsley ef al. 1996, Schaffalitzky and
Zisserman 2002, Brown and Lowe 2003, Snavely et al. 2006).

Work begun in the 1980s on using detailed measurements of color and intensity combined with
accurate physical models of radiance transport and color image formation created its own subfield
known as physics-based vision. A good survey of the field can be found in the three volume
collection on this topic (Wolff ef al. 1992a, Healey and Shafer 1992, Shafer er al. 1992).

Optical flow methods §8 continued being improved (Nagel and Enkelmann 1986, Bolles et al.
1987, Horn and Weldon Jr. 1988, Anandan 1989, Bergen et al. 1992a, Black and Anandan 1996,
Bruhn et al. 2005, Papenberg et al. 2006), with (Nagel 1986, Barron et al. 1994, Baker et al. 2007)
being good surveys. Similarly, a lot of progress was made on dense stereo correspondence algo-
rithms §11 (Okutomi and Kanade 1993, Okutomi and Kanade 1994, Boykov et al. 1998, Birchfield
and Tomasi 1999, Boykov et al. 2001) (see (Scharstein and Szeliski 2002) for a survey and compar-
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ison), with the biggest breakthrough being perhaps global optimization using graph-cut techniques
(Boykov et al. 2001) (Figure 1.9b).

Multi-view stereo algorithms that produce complete 3D surfaces §11.6 were also an active topic
of research (Seitz and Dyer 1999, Kutulakos and Seitz 2000) (Figure 1.9¢c) that continues being
active today (Seitz et al. 2006). Techniques for producing 3D volumetric descriptions from binary
silhouettes §11.6.2 continued being developed (Potmesil 1987, Srivasan et al. 1990, Szeliski 1993,
Laurentini 1994), along with techniques based on tracking and reconstructing smooth occluding
contours §11.2.1 (Cipolla and Blake 1992, Vaillant and Faugeras 1992, Zheng 1994, Boyer and
Berger 1997, Szeliski and Weiss 1998, Cipolla and Giblin 2000).

Tracking algorithms also improved a lot, including contour tracking using active contours §5.1
such as snakes (Kass et al. 1988), particle filters (Blake and Isard 1998), and level sets (Malladi et
al. 1995), as well as intensity-based (direct) techniques (Lucas and Kanade 1981, Shi and Tomasi
1994, Rehg and Kanade 1994), often applied to tracking faces (Lanitis et al. 1997, Matthews and
Baker 2004, Matthews et al. 2007) (Figure 1.9d) and whole bodies (Sidenbladh er al. 2000, Hilton
et al. 2006, Moeslund et al. 20006).

Image segmentation §5 (Figure 1.9¢), a topic which has been active since the earliest days of
computer vision (Brice and Fennema 1970, Horowitz and Pavlidis 1976, Riseman and Arbib 1977,
Rosenfeld and Davis 1979, Haralick and Shapiro 1985, Pavlidis and Liow 1990), was also an active
topic of research, including techniques based on minimum energy (Mumford and Shah 1989) and
minimum description length (Leclerc 1989), normalized cuts (Shi and Malik 2000), and mean shift
(Comaniciu and Meer 2002).

Statistical learning techniques started appearing, first in the application of principal component
eigenface analysis applied to face recognition §14.1.1 (Turk and Pentland 1991a) (Figure 1.9f) and
linear dynamical systems for curve tracking §5.1.1 (Blake and Isard 1998).

Perhaps the most notable development in computer vision during this decade was the in-
creased interaction with computer graphics (Seitz and Szeliski 1999), especially in the cross-
disciplinary area of image-based modeling and rendering §13. The idea of manipulating real-
world imagery directly to create new animations first came to prominence with image morphing
techniques §3.6.3 (Beier and Neely 1992) (Figurel.5¢) and was later applied to view interpolation
(Chen and Williams 1993, Seitz and Dyer 1996), panoramic image stitching §9 (Mann and Picard
1994, Chen 1995, Szeliski 1996, Szeliski and Shum 1997, Szeliski 2006a) (Figurel.5a), and full
light-field rendering §13.3 (Gortler e al. 1996, Levoy and Hanrahan 1996, Shade er al. 1998) (Fig-
ure 1.10a). At the same time, image-based modeling techniques for automatically creating realistic
3D models from collections of images were also being introduced (Beardsley et al. 1996, Debevec
et al. 1996, Taylor et al. 1996) (Figure 1.10b).
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Figure 3.43: Image warping involves modifying the domain of an image function rather than its
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Figure 3.44: Basic set of 2D geometric image transformations

We then turn our attention to more local general deformations such as those defined on meshes,
§3.6.2. Finally, we show how image warps can be combined with cross-dissolves to create interest-
ing morphs (in-between animations), §3.6.3. For readers interested in more details on these topics,
there is an excellent survey by Heckbert (1986) as well as very accessible textbooks by Wolberg
(1990), Gomes et al. (1999) and Akenine-Moller and Haines (2002). Note that Heckbert’s survey
is on fexture mapping, which is what the topic of warping images onto surfaces is called in the
computer graphics community.

3.6.1 Parametric transformations

Parametric transformations apply a global deformation to an image, where the behavior of the
transformation is controlled by a small number of parameters. Figure 3.44 shows a few examples
of such transformations, which are based on the 2D geometric transformations shown in Figure 2.4.
The formulas for these transformations were originally given in Table 2.1, and are reproduced here
in Table 3.5 for ease of reference.
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| Name | Matrix | #D.OF. | Preserves: | Icon |
translation (r|t], | 2 |orentationt- | [ |
rigid (Buclidean) | | R | ¢ ]m 3 lengths -+ - - - Q
similarity [sR[t] | 4 |angles+--- O
affine (A, 6 | parallelism+---| [/ /
projective | H }M 8 straight lines Q

Table 3.5: Hierarchy of 2D coordinate transformations. The + - - - indicate that each transfor-
mation also preserves the properties listed in the rows below it, e.g., similarity not only reserves
angles, but also parallelism and straight lines. The 2 X 3 matrices are extended with a third [0 1]
row to form a full 3 X 3 matrix for homogeneous coordinate transformations.

procedure forwardWarp(f, h,out g):
For every pixel  in f(x)

1. Compute the destination location ' = h(x)

2. Copy the pixel f(x) to g(x')

Algorithm 3.1: Forward warping algorithm for transforming an image f(x) into an image g(x')
through the parametric transform x’' = h(x).

In general, given a transformation specified by a formula ' = h(x) and a source image f(x),
how do we compute the values of the pixels in the new image g(«), as given in (3.87)? Think
about this for a minute before proceeding and see if you can figure it out.

If you are like most people, you will come up with an algorithm that looks something like
Algorithm 3.1. This process is called forward warping or forward mapping and is shown in Fig-
ure 3.45a. Can you think of any problems with this approach?

In fact, this approach suffers from several limitations. The process of copying a pixel f(x) to
a location @’ in g is not well defined when «’ has a non-integer value. What do we do in such a
case? What would you do?

You can round the value of @’ to the nearest integer coordinate and copy the pixel there, but
the resulting image has severe aliasing and pixels that jump around a lot when animating the trans-
formation. You can also “distribute” the value among its four nearest neighbors in a weighted
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Figure 3.45: Forward warping algorithm: (a) a pixel f(x) is copied to its corresponding location
' = h(x) in image g(x'); (b) detail of the source and destination pixel locations.

(bilinear) fashion, keeping track of the per-pixel weights and normalizing at the end. This tech-
nique is called splatting and is sometimes used for volume rendering in the graphics community
(Levoy and Whitted 1985, Levoy 1988, Westover 1989, Rusinkiewicz and Levoy 2000). Un-
fortunately, it suffers from both moderate amounts of aliasing and a fair amount of blur (loss of
high-resolution detail).

The second major problem with forward warping is the appearance of cracks and holes, es-
pecially when magnifying an image. Filling such holes with their nearby neighbors can lead to
further aliasing and blurring.

What can we do instead? A preferable solution is to use inverse warping (Algorithm 3.2),
where each pixel in the destination image g(x’) is sampled from the original image f(x) (Fig-
ure 3.46).

How does this differ from the forward warping algorithm? For one thing, since ﬁ(ar:’ ) is (pre-
sumably) defined for all pixels in g(«’), we no longer have holes. More importantly, resampling
an image at non-integer locations is a well studied problem (general image interpolation §3.5.1),
and high-quality filters that control aliasing can be used.

Where does the function ﬁ(a:’ ) come from? Quite often, it can simply be computed as the
inverse of h(x). In fact, all of the parametric transforms listed in Table 3.5 have closed form
solutions for the inverse transform: simply take the inverse of the 3 x 3 matrix specifying the
transform.

In other cases, it is preferable to formulate the problem of image warping as that of resampling
a source image f(x) given a mapping x = iL(CB/ ) from destination pixels ' to source pixels @. For
example, in optical flow §8.4, we estimate the flow field as the location of the source pixel which
produced the current pixel whose flow is being estimated, as opposed to computing the destination
pixel where it is going to. Similarly, when correcting for radial distortion §2.1.6, we calibrate the
lens by computing for each pixel in the final (undistorted) image the corresponding pixel location
in the original (distorted) image.

What kinds of interpolation filters are suitable for the resampling process? Any of the filters
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procedure inverseWarp(f, h,out g):

For every pixel «’ in g(x')

~

1. Compute the source location = h(x')

2. Resample f(x) at location x and copy to g(x')

Algorithm 3.2: Inverse warping algorithm for creating an image g(x') from an image f(x) using

the parametric transform ' = h(x).

L:H:/ x=,ﬁ(x’) L

X Hx) X gx)
(b)

Figure 3.46: Inverse warping algorithm: (a) a pixel g(x') is sampled from its corresponding loca-

tion & = h(a') in image f(x); (b) detail of the source and destination pixel locations.

we studied in §3.5.1 can be used, including nearest neighbor, bilinear, bicubic, and windowed sinc
functions. While bilinear is often used for speed (e.g., inside the inner loop of a patch tracking
algorithm, §8.1.3), bicubic and windowed sinc are preferable where visual quality is important.

To compute the value of f(x) at a non-integer location &, we simply apply our usual FIR
resampling filter,

g(z,y) = > f(k,Dh(x —k,y—1), (3.88)
k,l

where (z,y) are the sub-pixel coordinate values and h(z,y) is some interpolating or smoothing
kernel. Recall from §3.5.1 that when decimation is being performed, the smoothing kernel is
stretched and re-scaled according to the downsampling rate 7.

Unfortunately, for a general (non-zoom) image transformation, the resampling rate r is not
well defined. Consider a transformation that stretches the x dimensions while squashing the .
The resampling kernel should be performing regular interpolation along the x dimension while
performing smoothing (to anti-alias the blurred image) in the y direction. This gets even more
complicated for the case of general affine or perspective transforms.

What can we do? Fortunately, Fourier analysis can help. The two-dimensional generalization



166 Computer Vision: Algorithms and Applications (March 24, 2010 draft)

YA YA YA
/
= a?’?‘\ /’X1 \\ ’X’
I AN EENE P NI\
205 Y S
/ N\
TS , T
7 X
(@) (b) (c)

Figure 3.47: Anisotropic texture filtering: (a) Jacobian of transform A and the induced horizontal
and vertical resampling rates {1y, Gy, Gy, Gy} (D) elliptical footprint of an EWA smoothing
kernel; (c) anisotropic filtering using multiple samples along the major axis. Image pixels lie at

line intersections.

of the one-dimensional domain scaling law given in Table 3.1 is
g(Az) & |A|TTGATTS). (3.89)

For all of the transform in Table 3.5 except for perspective, the matrix A is already defined. For
perspective transformations, the matrix A is the linearized derivative of the perspective transforma-
tion (Figure 3.47a), i.e., the local affine approximation to the stretching induced by the projection
(Heckbert 1986, Wolberg 1990, Gomes et al. 1999, Akenine-Mdéller and Haines 2002).

To prevent aliasing, we need to pre-filter the image f () with a filter whose frequency response
is the projection of the final desired spectrum through the A~ transform (Szeliski e al. 2010). In
general (for non-zoom transforms), this filter is non-separable and hence is very slow to compute.
Therefore, a number of approximations to this filter are used in practice, include MIP-mapping,
elliptically weighted Gaussian averaging, and anisotropic filtering (Akenine-Moller and Haines
2002).

MIP-mapping

MIP-mapping was first proposed by Williams (1983) as a means to rapidly pre-filter images be-
ing used for texture mapping in computer graphics. A MIP-map'® is a standard image pyramid
(Figure 3.31), where each level is pre-filtered with a high-quality filter, rather than a poorer quality
approximation such as Burt and Adelson’s 5-tap binomial. To resample an image from a MIP-map,
a scalar estimate of the resampling rate r is first computed. For example, r can be the maximum

16 The MIP stands for multi in parvo, many-in-one.
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of the absolute values in A (which will suppress aliasing), or it can be the minimum (which will
reduce blurring). Akenine-Moller and Haines (2002) discuss these issues in more detail.
Once a resampling rate has been specified, a fractional pyramid level is computed using the
base 2 logarithm,
[ =log,r. (3.90)

One simple solution is to then resample the texture from the next higher or lower pyramid level,
depending on whether it is preferable to reduce aliasing or blur. A better solution is to resample
both images, and to then linearly blend them using the fractional component of /. Since most MIP-
map implementation use bilinear resampling within each level, this approach is usually called
trilinear MIP-mapping. Computer graphics rendering APIs, such as OpenGL and Direct3D, have
parameters that can be used to select which variant of MIP-mapping (and of the sampling rate r
computation) should be used, depending on the desired speed vs. quality tradeoff. Exercise 3.22
has you examine some of these tradeoffs in more detail.

Elliptical Weighted Average

The Elliptical Weighted Average (EWA) filter invented by Greene and Heckbert (1986) is based
on the observation that the affine mapping = Az’ defines a skewed two-dimensional coordinate
system in the vicinity of each source pixel & (Figure 3.47a). For every destination pixel &', the el-
lipsoidal projection of a small pixel grid in &’ onto x is computed (Figure 3.47b). This is then used
to filter the source image g(x) with a Gaussian whose inverse covariance matrix is this ellipsoid.

Despite its reputation as a high-quality filter (Akenine-Mo&ller and Haines 2002), we have found
in our work (Szeliski ef al. 2010) that because a Gaussian kernel is used, the technique suffers
simultaneously from both blurring and aliasing, compared to higher-quality filters. The EWA is
also quite slow, although faster variants based on MIP-mapping have been proposed (see (Szeliski
et al. 2010) for some additional references).

Anisotropic filtering

An alternative approach to filtering oriented textures, which is sometimes implemented in graphics
hardware (GPUs), is to use anisotropic filtering (Barkans 1997, Akenine-Moller and Haines 2002).
In this approach, several samples at different resolutions (fractional levels in the MIP-map) are
combined along the major axis of the EWA Gaussian (Figure 3.47¢c).

Multi-pass transforms

The optimal approach to warping images without excessive blurring or aliasing is to adaptively
pre-filter the source image at each pixel using an ideal low-pass filter, i.e., an oriented skewed sinc
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Figure 3.48: One-dimensional signal resampling (Szeliski et al. 2010): (a) original sampled signal
f(@); (b) interpolated signal g1(x); (c) warped signal gs(x); (d) filtered signal gs(x); (e) sampled
signal f'(i). The corresponding spectra are shown below the signals in figures (f—j), with the
aliased portions shown in red.

or low-order (e.g., cubic) approximation (Figure 3.47a). Figure 3.48, taken from (Szeliski et al.
2010), based on related figures in (Heckbert 1989, Dodgson 1992), shows how this works in one
dimension. The signal is first (theoretically) interpolated to a continuous waveform, then (ideally)
low-pass filtered to below the new Nyquist rate, and then re-sampled to the final desired resolution.
In practice, the interpolation and decimation steps are concatenated into a single polyphase digital
filtering operation (Szeliski ef al. 2010).

For parametric transforms, the oriented two-dimensional filtering and resampling operations
can be approximated using a series of one-dimensional resampling and shearing transforms (Cat-
mull and Smith 1980, Heckbert 1989, Wolberg 1990, Gomes et al. 1999, Szeliski et al. 2010). The
advantage of using a series of 1-D transforms is that these are much more efficient (in terms of
basic arithmetic operations) than large non-separable two-dimensional filter kernels.

In order to prevent aliasing, however, it may be necessary to upsample in the opposite direction
before applying a shearing transformation (Szeliski et al. 2010). Figure 3.49 shows this process
for a rotation, where a vertical upsampling stage is added before the horizontal shearing (and
upsampling) stage. The upper image shows the appearance of the letter being rotated, while the
lower image shows its corresponding Fourier transform.
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Figure 3.49: 4-pass rotation (Szeliski et al. 2010): (a) original pixel grid, image, and its Fourier
transform; (b) vertical upsampling; (c) horizontal shear and upsampling; (d) vertical shear and
downsampling; (e) horizontal downsampling. The general affine case looks similar except that the

Sirst two stages perform general resampling.

3.6.2 Mesh-based warping

While parametric transforms specified by a small number of global parameters have many uses,
local deformations with more degrees of freedom are often required.

Consider, for example, changing the appearance of a face from a frown to a smile (Fig-
ure 3.50a). What is needed in this case is to curve the corners of the mouth upwards while leaving
the rest of the face intact. (See (Rowland and Perrett 1995, Pighin er al. 1998, Blanz and Vetter
1999, Leyvand et al. 2008) for some more sophisticated examples of changing facial expression
and appearance.) To perform such a transformation, different amounts of motion are required in
different parts of the image. Figure 3.50 shows some of the commonly used approaches.

The first approach, shown in Figure 3.50a-b, is to specify a sparse set of corresponding points
in both images. The displacement of these points can then be interpolated to a dense displacement
field, §8, using a variety of techniques (Nielson 1993). One possibility is to triangulate the set of
points in one image (de Berg et al. 2006, Litwinowicz and Williams 1994, Buck et al. 2000) and to
use an affine motion model (Table 3.5), specified by the three triangle vertices, inside each triangle.
If the destination image is triangulated according to the new vertex locations, an inverse warping
algorithm (Figure 3.46) can be used. If the source image is triangulated and as used as a texture
map, computer graphics rendering algorithms can be used to draw the new image (but care must



170 Computer Vision: Algorithms and Applications (March 24, 2010 draft)

Figure 3.50: Image warping alternatives (Gomes et al. 1999): (a) sparse control points — defor-
mation grid; (b) denser set of control point correspondences; (c) oriented line correspondences;
(d) uniform quadrilateral grid.

be taken along triangle edges to avoid potential aliasing).

Alternative methods for interpolating a sparse set of displacements include moving nearby
quadrilateral mesh vertices, as shown in Figure 3.50a, using variational (energy minimizing) inter-
polants such as regularization (Litwinowicz and Williams 1994) §3.7.1, or using locally weighted
(radial basis function) combinations of displacements (Nielson 1993). (See §12.3.1 for additional
scattered data interpolation techniques.) If quadrilateral meshes are used, it may be desirable to
interpolate displacements down to individual pixel values using a smooth interpolant such as a
quadratic B-spline (Farin 1996, Lee et al. 1996b).!

In some cases, e.g., if a dense depth map has been estimated for an image (Shade et al. 1998),
we only know the forward displacement for each pixel. As mentioned before, drawing source pix-
els at their destination location, i.e., forward warping (Figure 3.45), suffers from several potential
problems, including aliasing and the appearance of small cracks. An alternative technique in this
case is to forward warp the displacement field (or depth map) to its new location, fill small holes
in the resulting map, and then use inverse warping to perform the resampling (Shade et al. 1998).
The reason that this generally works better than forward warping is that displacement fields tend
to be much smoother than images, so the aliasing introduced during the forward warping of the

17 Note that the block-based motion models used by many video compression standards (Le Gall 1991) can be
thought of as a Oth order (piecewise constant) displacement field.
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For each pixel X in the destination
DSUM = (0.
weightsum = ()
For each line P; Q;
calculate u,v based on P; Q;
calculate X*; based on u,v and P;'Q;"
calculate displacement I, = X" - X; for this line
dist = shortest distance from X to P; 0
weight = (length® | (a + disn)®
DSUM += D, * weight
weightsum += weight
P X'= X+ DSUM [ weightsum
Destination Image Source Image Image(X) = sourcel

(a) (b)

Figure 3.51: Line-based image warping (Beier and Neely 1992): (a) distance computation and

X"y

position transfer; (b) rendering algorithm; (c) two intermediate warps used for morphing.

displacement field is much less noticeable.

A second approach to specifying displacements for local deformations is to use corresponding
oriented line segments (Beier and Neely 1992), as shown in Figures 3.50c and 3.51. Pixels along
each line segment are transferred from source to destination exactly as specified, and other pixels
are warped using a smooth interpolation of these displacements. Each line segment correspondence
specifies a translation, rotation, and scaling, i.e., a similarity transform (Table 3.5), for pixels in
its vicinity, as shown in Figure 3.51a. Line segments influence the overall displacement of the
image using a weighting function that depends on the minimum distance to the line segment (v in
Figure 3.51aif u € [0, 1], else the shorter of the two distances to P and ()).

For each pixel X, its target location X’ for each line correspondence is computed along with
a weight that depends on the distance and the line segment length (Figure 3.51b). The weighted
average of all target locations X then becomes the final destination location. Note that while Beier
and Neely describe this algorithm as a forward warp, an equivalent algorithm can be written by
sequencing through the destination pixels. The resulting warps will not be identical because line
lengths and/or distances to lines may be different. Exercise 3.23 has you implement the Beier-
Neely (line-based) warp and compare it to a number of other local deformation methods.

Yet another way of specifying correspondences in order to create image warps is to use snakes
§5.1.1 combined with B-splines (Lee ef al. 1996b). This technique is used in Apple’s Shake soft-
ware and is popular in the medical imaging community.

One final possibility for specifying displacement fields is to use a mesh specifically adapted
to the underlying image content, as shown in Figure 3.50d. Specifying such meshes by hand
can involve a fair amount of work; Gomes ef al. (1999) describe an interactive system for doing
this. Once the two meshes have been specified, intermediate warps can be generated using linear
interpolation, and the displacements at mesh nodes can be interpolated using splines.
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Figure 3.52: Image morphing (Gomes et al. 1999). Top row: if the two images are just blended,
visible ghosting results. Bottom row: both images are first warped to the same intermediate lo-
cation (e.g., halfway towards the other image) and the resulting warped images are then blended
resulting in a seamless morph.

3.6.3 Application: Feature-based morphing

While warps can be used to change the appearance or to animate a single image, even more pow-
erful effects can be obtained by warping and blending two or more images using a process now
commonly known as morphing (Beier and Neely 1992, Lee et al. 1996b, Gomes et al. 1999).

Figure 3.52 shows the essence of image morphing. Instead of simply cross-dissolving between
two images, which leads to ghosting as shown in the top row, each image is warped toward the
other image before blending, as shown in the bottom row. If the correspondences have been set
up well (using any of the techniques shown in Figure 3.50), corresponding features are always
aligned, and so no ghosting results.

The above process is repeated for each intermediate frame being generated during a morph,
using different blends (and amounts of deformation) at each interval. Let ¢t € [0, 1] be the time
parameter that describes the sequence of interpolated frames. The weighting functions for the two
warped images in the blend go as (1 — ¢) and ¢. Conversely, the amount of motion that image 0
undergoes at time ¢ is ¢ of the total amount of motion that is specified by the correspondences.
However, some care must be taken in defining what it means to partially warp an image towards a
destination, especially if the desired motion is far from linear (Sederberg et al. 1993). Exercise 3.25
has you implement a morphing algorithm and test it out under such challenging conditions.
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Figure 3.53: A simple surface interpolation problem: (a) nine data points of various height scat-
tered on the grid; (b) second order controlled-continuity thin-plate spline interpolator, with a tear
along its left edge and a crease along its right (Szeliski 1989).

3.7 Global optimization

So far in this chapter, we have covered a large number of image processing operators that take as
input one or more images and produce some filtered or transformed version of these images. In
many applications, it is more useful to first formulate the goals of the desired transformation using
some optimization criterion, and to then find or infer the solution that best meets this criterion.

In this final section, we present two different (but closely related) variants on this idea. The
first, which is often called regularization or variational methods §3.7.1, constructs a continuous
global energy function that describes the desired characteristics of the solution and then finds a
minimum energy solution using sparse linear systems or related iterative techniques. The second
formulates the problem using Bayesian statistics, modeling both the noisy measurement process
that produced the input images as well as prior assumptions about the solution space, which are
often encoded using a Markov random field §3.7.2.

Examples of such problems include surface interpolation from scattered data (Figure 3.53),
image denoising and the restoration of missing regions (Figures 3.56), as well as the segmentation
of images into foreground and background regions (Figure 3.60).

3.7.1 Regularization

The theory of regularization was first developed by statisticians trying to fit models to data that
severely underconstrained the solution space (Tikhonov and Arsenin 1977, Engl et al. 1996). Con-
sider, for example, finding a smooth surface that passes through (or near) a set of measured data
points (Figure 3.53), Such a problem is called ill-posed, since many possible surfaces can fit this
data. Since small changes in the input can sometimes lead to large changes in the fit (e.g., if we
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use polynomial interpolation), such problems are also often ill-conditioned. Finally, since we are
trying to recover the unknown function f(z,y) from which the data point d(x;, y;) were sampled,
such problems are also often called inverse problems. Many computer vision task can be viewed an
inverse problems, since we are trying to recover a full description of the 3D world from a limited
set of images.

In order to quantify what it means to find a smooth solution, we can define a norm on the
solution space. For one dimensional functions f(x), we can integrate the squared first derivative
of the function,

& = /ff(x) dz 3.91)
or perhaps integrate the squared second derivative,
& = / 2. (z) dx. (3.92)

(Here, we use subscripts to denote differentiation.) Such energy measures are examples of func-
tionals, which are operators that map functions to scalar values. They are also often called varia-
tional methods, because they measure the variation (non-smoothness) in a function.

In two dimensions (e.g., for images, flow fields, or surfaces), the corresponding smoothness
functionals are

&= [ Bay) + ey dedy = [ 11| drdy (3.93)
and

Ey = /ffm(x, y) + foy(x, y) + ij(x,y) dx dy, (3.94)

where the mixed 2 fgy term is needed to make the measure rotationally invariant (Grimson 1983).

The first derivative norm is often called the membrane, since interpolating a set of data points
using this measure results in a tent-like structure. (In fact, this formula is a small-deflection ap-
proximation to the surface area, which is what soap bubbles minimize.) The second order norm is
called the thin-plate spline, since it approximates the behavior of thin plates (e.g., flexible steel)
under small deformations. A blend of the two is called the thin plate spline under tension, and
versions of these formulas where each derivative term is multiplied by a local weighting function
are called controlled-continuity splines (Terzopoulos 1988). Figure 3.53 shows a simple example
of a controlled-continuity interpolator fit to nine scattered data points. In practice, it is more com-
mon to find first order smoothness terms used with images and flow fields §8.4, and second order
smoothness associated with surfaces §12.3.1.

In addition to the smoothness term, regularization also requires a data term (or data penalty).
For scattered data interpolation (Nielson 1993), the data term measures the distance between the
function f(x,y) and a set of data points d; = d(z;, y;),

Ea = f (i, ys) — di]". (3.95)

7
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For a problem like noise removal, a continuous version of this measure can be used,

Ea= [1fw,y) = dlw, ) du dy. (3.96)

To obtain a global energy that can be minimized, the two energy terms are usually added
together,
E=E1+AE,, (3.97)

where &; is the smoothness penalty (either £, or & or some weighted blend), and A is called the
regularization parameter, which controls how smooth the solution should be.

In order to find the minimum of this continuous problem, the function f(z,y) is usually first
discretized on a regular grid.'"® The most principled way to perform this discretization is to use
finite element analysis, i.e., to approximate the function with a piecewise continuous spline, and to
then perform the analytic integration (Bathe 2007).

Fortunately, for both the first order and second order smoothness functionals, the judicious
selection of appropriate finite elements results in particularly simple discrete forms (Terzopoulos
1983). The corresponding discrete smoothness energy functions become

Ey = > so(i, )i+ 1,7) = £(i.5) — 920, )] (3.98)
isy(m’)[f(i,j +1) = f(3,5) = 9,(i, )
and
E, = h—2§;cx@,jnf<i+»Lj)——2f(Aj)+—f(i—»Lj)P (3.99)

+ 20 (6, ) f i+ 1,5+ 1) = fi+1,5) — f(i,5+ 1) + (i, 5))
+ ey (i, 5)[f (5 + 1) = 2 (6, 4) + f(i,5 — 1),

where h is the size of the finite element grid. The h factor is only important if the energy is being
discretized at a variety of resolutions, as in coarse-to-fine or multigrid techniques.

The optional smoothness weights s, (7, j) and s,(7,j) control the location of horizontal and
vertical tears (or weaknesses) in the surface. For other problems, such as colorization (Levin et
al. 2004) and interactive tone mapping (Lischinski er al. 2006a), they control the smoothness in
the interpolated chroma or exposure field, and are often set inversely proportional to the local
luminance gradient strength. For second order problems, the crease variables ¢, (i, 7), ¢, (4, 7), and
¢y (i, j) control the locations of creases in the surface (Terzopoulos 1988, Szeliski 1990a).

18 The alternative of using kernel basis functions centered on the data points (Boult and Kender 1986, Nielson 1993)
is discussed in more detail in §12.3.1.
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The data values g, (i, ) and g,(i, j) are gradient data terms (constraints) used by algorithms
such as photometric stereo §12.1.1, HDR tone mapping §10.2.1 (Fattal et al. 2002), Poisson blend-
ing §9.3.4 (Pérez et al. 2003), and gradient-domain blending §9.3.4 (Levin et al. 2004). They are
set to zero when just discretizing the conventional first order smoothness functional (3.93).

The two dimensional discrete data energy is written as

Eq =Y w(i,j)[f(i,j) — d(i, )], (3.100)
i?j
where the local weights w(i, j) control how strongly the data constraint is enforced. These values
are set to zero where there is no data, and can be set to the inverse variance of the data measure-
ments when there is (see (Szeliski 1989) and §3.7.2).
The total energy of the discretized problem can now be written as a quadratic form

E=FE;+ )\E,=x"Ax — 22"b + ¢, (3.101)

where © = [f(0,0) ... f(m — 1,n — 1)] is called the state vector."

The sparse symmetric positive-definite matrix A is called the Hessian since it encodes the
second derivative of the energy function.’’ For the one-dimensional first order problem, A is
tridiagonal, while for the two-dimensional first order problem, it is multi-banded with 5 non-zero
entries per row. We call b the weighted data vector. Minimizing the above quadratic form is
equivalent to solving the sparse linear system

Az — b, (3.102)

which can be done using a variety of sparse matrix techniques, such as multigrid (Briggs et al.
2000) and hierarchical preconditioners (Szeliski 2006b), as described in Appendix A.5.

While regularization was first introduced to the vision community by Poggio et al. (1985)
and Terzopoulos (1986b) for the problem such as surface interpolation, it was quickly adopted
by other vision researchers for such varied problems as edge detection §4.2, optical flow §8.4,
and shape from shading §12.1 (Poggio et al. 1985, Horn and Brooks 1986, Terzopoulos 1986b,
Bertero et al. 1988, Brox et al. 2004). Poggio et al. (1985) also showed how the discrete energy
defined by (3.99) and (3.100) could be implemented in a resistive grid, as shown in Figure 3.54.
In computational photography §10, regularization and its variants are commonly used to solve
problems such as high-dynamic range tone mapping (Fattal et al. 2002, Lischinski et al. 2006a),
Poisson and gradient-domain blending (Pérez et al. 2003, Levin et al. 2004, Agarwala et al. 2004),
colorization (Levin et al. 2004), and natural image matting (Levin et al. 2008).

19 We use x instead of f because this is the more common form in the numerical analysis literature (Golub and Van

Loan 1996).
20 In numerical analysis, A is called the coefficient matrix (Saad 2003), while in finite element analysis (Bathe

2007), it is called the stiffness matrix.
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f(i+1,j+1)

Figure 3.54: Graphical model interpretation of first order regularization. The white circles are
the unknowns f (i, j) while the dark circles are the input data d(i, j). In the resistive grid interpre-
tation, the d and f values encode input and output voltages, and the black squares denote resistors
whose conductance is set to s, (%, ), s,(%,7), and w(i, j). In the spring-mass system analogy, the
circles denote elevations and the black squares denote springs. The same graphical model can
also be used to depict a first-order Markov random field (Figure 3.55).

Robust regularization

While regularization is most commonly formulated using quadratic (Ls) norms, c.f. the squared
derivatives in (3.91-3.94) and squared differences in (3.99-3.100), it can also be formulated using
non-quadratic robust penalty functions (Appendix B.3). For example, (3.99) can be generalized to

By = Y soli.p(fli+1.4) = £(i.)) (3.103)

sy p(f (G + 1) — F(i ),

where p(x) is some monotonically increasing penalty function. For example, the family of norms
p(x) = |z are called p-norms. When p < 2, the resulting smoothness terms become more
piecewise continuous rather than totally smooth, which can better model the discontinuous nature
of images, flow fields, and 3D surfaces.

An early example of robust regularization is the graduated non-convexity (GNC) algorithm in-
troduced by Blake and Zisserman (1987). Here, the norms on the data and derivatives are clamped
to a maximum value

p(z) = min(2?, V). (3.104)

Because the resulting problem is highly non-convex (it has many local minima), a continuation
methods is proposed, where a quadratic norm (which is convex) is gradually replaced by the non-
convex robust norm (Allgower and Georg 2003). (Around the same time, Terzopoulos (1988) was
also using continuation to infer the tear and crease variables in his surface interpolation problems.)
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Today, it is more common to use the L; (p = 1) norm, which is often called total variation
(Chan et al. 2001, Tschumperlé and Deriche 2005, Tschumperlé 2006, Kaftory et al. 2007). Other
norms, whose influence (derivative) more quickly decays to zero are presented in (Black and Ran-
garajan 1996, Black et al. 1998) and discussed in (Appendix B.3).

Even more recently, so called hyper-Laplacian norms with p < 1 have gained popularity, based
on the observation that the log-likelihood distribution of image derivatives follows a papproz0.5 —
0.8 slope and is therefore a hyper-Laplacian distribution (Simoncelli 1999, Levin and Weiss 2007,
Weiss and Freeman 2007, Krishnan and Fergus 2009). Such norms have an even stronger tendency
to prefer large discontinuities over small ones. See also the related discussion in §3.7.2, (3.113).

While least squares regularized problems using L, norms can be solved using linear systems,
other p-norms require different iterative techniques such as iteratively reweighted least squares
(IRLS), Levenberg-Marquardt, or alternation between local non-linear subproblems and global
quadratic regularization (Krishnan and Fergus 2009). Such techniques are discussed in §6.1.3 and
Appendices A.3 and B.3.

3.7.2 Markov Random Fields

As we have just seen, regularization, which involves the minimization of energy functionals defined
over (piecewise) continuous functions, can be used to formulate and solve a variety of low-level
computer vision problems. An alternative technique is to formulate a Bayesian model, which sep-
arately models the noisy image formation (measurement) process, as well as assumes a statistical
prior model over the solution space. In this section, we look at priors based on Markov random
fields, whose log-likelihood can be described using local neighborhood interaction (or penalty)
terms (Kindermann and Snell 1980, Geman and Geman 1984, Marroquin et al. 1987, Li 1995,
Szeliski et al. 2008).

The use of Bayesian modeling has several potential advantages over regularization (see also
Appendix B). The ability to model measurement processes statistically enables us to extract the
maximum information possible from each measurement, rather than just guessing what weighting
to give the data. Similarly, the parameters of the prior distribution can often be /earned by ob-
serving samples from the class we are modeling (Tappen 2007). Furthermore, because our model
is probabilistic, it is possible to estimate (in principle) complete probability distributions over the
unknown being recovered, and in particular to model the uncertainty in the solution, which can
be useful in latter processing stages. Finally, Markov random field models can be defined over
discrete variables such as image labels (where the variables have no proper ordering), for which
regularization does not apply

Recall from (3.67) in §3.4.1 (or see Appendix B.4), that according to Bayes’ Rule, the poste-
rior distribution for a given set of measurement y, p(y|x), combined with a prior p(x) over the
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unknowns x, is given by

x)p(x
plaly) — LYEPE) (3.105)
p(y)
where p(y) = [pp(ylz)p(x) is a normalizing constant used to make the p(x|y) distribution
proper (integrate to 1). Taking the negative logarithm of both sides of (3.105), we get
— log p(x|y) = —log p(y|x) — log p(x) + C, (3.106)

which is the negative posterior log likelihood.
To find the most likely (maximum a posteriori or MAP) solution & given some measurements
y, we simply minimize this negative log likelihood, which can also be though of as an energy,

E(x,y) = E4y(x,y) + E,(x). (3.107)

(We drop the constant C' because its value does not matter during energy minimization.) The first
term E4(x,y) is the data energy or data penalty, and measures the negative log likelihood that the
data were observed given the unknown state . The second term E,(x) is the prior energy, and
plays a role analogous to the smoothness energy in regularization. Note that the MAP estimate
may not always be desirable, since it selects the “peak” in the posterior distribution rather than
some more stable statistic—see the discussion in Appendix B.2 and (Levin et al. 2009).

For image processing applications, the unknowns « are the set of output pixels

x =[f(0,0)...f(m—1,n—1)],
and the data are (in the simplest case) the input pixels
y =1[d(0,0)...d(m —1,n—1)]

as shown in Figure 3.55.

For a Markov random field, the probability p(x) is a Gibbs or Boltzmann distribution, whose
negative log likelihood (according to the Hammersley-Clifford Theorem) can be written as a sum
of pairwise interaction potentials,

Ep(®)=>" > Vigea(f(i,5), f(k1)), (3.108)

(i.3) (k,DEN(i,5)

where N (i, j) denotes the neighbors of pixel (i, 7). In fact, the general version of the Theorem
says that the energy may have to evaluated over a larger set of cligues, which depend on the order
of the Markov Random field (Kindermann and Snell 1980, Geman and Geman 1984, Bishop 2006,
Kohli et al. 2009b, Kohli et al. 2009a).
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d(i,j)O f(i+1,j+1)

Figure 3.55: Graphical model for a Ny neighborhood Markov random field. (The blue edges
are added for an Ny neighborhood.) The white circles are the unknowns f (i, j), while the dark
circles are the input data d(i, j). The s,(i, j) and s,(%, j) black boxes denote arbitrary interaction
potentials between adjacent nodes in the random field, and the w(i,j) denote the data penalty
functions. The same graphical model can also be used to depict a discrete version of a first-order
regularization problem (Figure 3.54).

The most commonly used neighborhood in Markov random field modeling is the A\, neigh-
borhood, where each pixel in the field f(i, j) interacts only with its immediate neighbors. Fig-
ure 3.55, which we previously used in Figure 3.54 to illustrate the discrete version of first-order
regularization, shows an Ay MRF. The s, (4, j) and s, (i, j) black boxes denote arbitrary interaction
potentials between adjacent nodes in the random field, and the w(7, j) denote the data penalty func-
tions. These square nodes can also be interpreted as factors in a factor graph version of the (undi-
rected) graphical model (Bishop 2006), which is another name for interaction potentials. (Strictly
speaking, the factors are (im-proper) probability functions whose product is the (un-normalized)
posterior distribution.)

As we will see below in (3.111-3.112), there is a close relationship between these interaction
potentials and the discretized versions of regularized image restoration problems. Thus, to a first
approximation, we can view energy minimization being performed when solving a regularized
problem and the maximum a posteriori inference being performed in an MRF as equivalent.

While N, neighborhoods are most commonly used, in some applications, N3 (or even higher
order) neighborhoods perform better at tasks such as image segmentation because they can better
model discontinuities at different orientations (Boykov and Kolmogorov 2003, Rother ef al. 2009,
Kohli et al. 2009b, Kohli et al. 2009a).
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Binary MRF's

The simplest possible example of a Markov random field is a binary field. Examples of such
fields include 1-bit (black and white) scanned document images as well as images segmented into
foreground and background regions.

To denoise a scanned image, we set the data penalty to reflect the agreement between the
scanned and final images,

and the smoothness penalty to reflect the agreement between neighboring pixels

Once we have formulated the energy, how do we minimize it? The simplest approach is to
perform gradient descent, flipping one state at a time if it produces a lower energy. This approach
is known as contextual classification (Kittler and Foglein 1984), iterated conditional modes (ICM)
(Besag 1986), or highest confidence first (HCF) (Chou and Brown 1990) if the pixel with the largest
energy decrease is selected first.

Unfortunately, these downhill methods tend to get easily stuck in local minima. An alternative
approach is to add some randomness to the process, which is known as stochastic gradient descent
(Metropolis et al. 1953, Geman and Geman 1984). When the amount of noise is decreased over
time, this technique is known as simulated annealing (Kirkpatrick ef al. 1983, Carnevali ef al. 1985,
Wolberg and Pavlidis 1985, Swendsen and Wang 1987) and was first popularized in computer
vision by Geman and Geman (1984) and later applied to stereo matching by Barnard (1989), among
others.

Even this technique, however, does not perform that well (Boykov et al. 2001). For binary
images, a much better technique, introduced to the computer vision community by Boykov et
al. (2001) is to re-formulate the energy minimization as a max-flow/min-cut graph optimization
problem (Greig et al. 1989). This technique has informally come to be known as graph cuts in
the computer vision community (Boykov and Kolmogorov 2010). For simple energy functions,
e.g., those where the energy is identical for neighboring unlike pixels, this algorithm is guaranteed
to produce the global minimum. Kolmogorov and Zabih (2004) formally characterize the class of
binary energy potentials (regularity conditions) for which these results hold, while newer work by
Komodakis et al. (2008) and Rother et al. (2007) provide good algorithms for the cases when they
do not.

In addition to the above mentioned techniques, a number of other optimization approaches have
been developed for MRF energy minimization, such as (loopy) belief propagation and dynamic
programming (for one-dimensional problems). These are discussed in more detail in Appendix B.5
as well as the recent comparative survey paper by Szeliski ef al. (2008).
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Ordinal-valued MRFs

In addition to binary images, Markov Random Fields can be applied to ordinal-valued labels such
as grayscale images or depth maps. The term ordinal implies that the labels have an implied
ordering, e.g., that higher values are lighter pixels. In the next subsection, we look at unordered
labels such as source image labels for image compositing.

In many cases, it is common to extend the binary data and smoothness prior terms as

and

which are robust generalizations of the quadratic penalty terms (3.100) and (3.99) first introduced
in §3.7.1, (3.104). As before, the w(%, j), s, (¢, j) and s, (4, j) weights can be used to locally control
the data weighting and the horizontal and vertical smoothness. Instead of using a quadratic penalty,
however, a general monotonically increasing penalty function p() is used. (Different functions can
be used for the data and smoothness terms.) For example, p, can be a hyper-Laplacian penalty

pp(d) = |dIP, p<1, (3.113)

which better encodes the distribution of gradients (mainly edges) in an image than either a quadratic
or linear (total variation) penalty.?! Levin and Weiss (2007) use such a penalty to separate a trans-
mitted and reflected image (Figure 8.17) by encouraging gradients to lie in one or the other image,
but not both. More recently, Levin et al. (2007) use the hyper-Laplacian as a prior for image de-
convolution (deblurring), and Krishnan and Fergus (2009) develop a faster algorithm for solving
such problems. For the data penalty, p; can be quadratic (to model Gaussian noise), or the log of a
contaminated Gaussian (Appendix B.3).

When p, is a quadratic function, the resulting Markov Random Field is called a Gaussian
Markov Random Field (GMRF), and its minimum can be found by sparse linear system solving
(3.102). When the weighting functions are uniform, the GMRF becomes a special case of Wiener
filtering §3.4.1. Allowing the weighting functions to depend on the input image (a special kind of
conditional random field, which we describe below) enables quite sophisticated image processing
algorithms to be performed, including colorization (Levin et al. 2004), interactive tone mapping
(Lischinski et al. 2006a), natural image matting (Levin ez al. 2008), and image restoration (Tappen
et al. 2007).

21 Note that unlike a quadratic penalty, the sum of the horizontal and vertical derivative p-norms is not rotationally
invariant. A better approach may be to locally estimate the gradient direction and to impose different norms on the
perpendicular and parallel components, which Roth and Black (2007) call a steerable random field.
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(c) (d)

(b)

Figure 3.56: Grayscale image denoising and inpainting: (a) original image; (b) noise corrupted

image with missing data (black bar); (c) restored using loopy belief propagation; (d) restored using
expansion move graph cuts. Images are from http://vision.middlebury.edu/ MRF/results/ (Szeliski
et al. 2008).

When p, and/or p, are non-quadratic functions, gradient descent techniques such as non-linear
least squares or iteratively re-weighted least squares can sometimes be used (Appendix A.3). How-
ever, if the search space has lots of local minima, as is the case for stereo matching (Barnard 1989,
Boykov et al. 2001), more sophisticated techniques are required.

The extension of graph cut techniques to multi-valued problems was first proposed by Boykov
et al. (2001). In their paper, they develop two different algorithms, called the swap move and
the expansion move, which iterate among a series of binary labeling sub-problems to find a good
solution (Figure 3.57). Note that a global solution is generally not achievable, as the problem
is provably NP-hard for general energy functions. Because both these algorithms use a binary
MRF optimization inside their inner loop, they are subject to the kind of constraints on the energy
functions that occur in the binary labeling case (Kolmogorov and Zabih 2004). Appendix B.5.4
discusses these algorithms in more detail, along with some more recently developed approaches to
this problem.

Another MRF inference technique is belief propagation (BP). While belief propagation was
originally developed for inference over trees, where it is exact (Pearl 1988), it has more recently
been applied to graphs with loops such as Markov Random Fields (Freeman et al. 2000, Yedidia
et al. 2000). In fact, some of the better performing stereo matching algorithms use loopy belief
propagation (LBP) to perform their inference (Sun ez al. 2003). LBP is discussed in more detail in
Appendix B.5.3 as well as the recent comparative survey paper on MRF optimization (Szeliski et
al. 2008).

Figure 3.56 shows an example of image denoising and inpainting (hole filling) using a non-
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(a) initial labeling (b) standard move (¢c) a-f-swap (d) a-expansion

Figure 3.57: Multi-level graph optimization from (Boykov et al. 2001): (a) initial problem configu-
ration; (b) the standard move only changes one pixel; (c) the a-f-swap optimally exchanges all o
and (-labeled pixels; (d) the a-expansion move optimally selects among current pixel values and
the « label.

quadratic energy function (non-Gaussian MRF). The original image has been corrupted by noise
and a portion of the data (black bar) has been removed. In this case, the loopy belief propagation
algorithm computes a slightly lower energy and also a smoother image than the alpha-expansion
graph cut algorithm.

Of course, the above formula (3.112) for the smoothness term E,, (i, j) just shows the simplest
case. In more recent work, Roth and Black (2009) propose a Field of Experts (FoE) model, which
sums up a large number of exponentiated local filter outputs to arrive at the smoothness penalty.
Weiss and Freeman (2007) analyze this approach and compare it to the simpler hyper-Laplacian
model of natural image statistics. Lyu and Simoncelli (2009) use Gaussian Scale Mixtures (GSMs)
to construct an inhomogeneous multi-scale MRF, with one (positive exponential) GMRF modulat-
ing the variance (amplitude) of another Gaussian MRF.

It is also possible to extend the measurement model to make the sampled (noise-corrupted)
input pixels correspond to blends of unknown (latent) image pixels, as in Figure 3.58. This is the
commonly occurring case when trying to de-blur an image. While this kind of a model is still
a traditional generative Markov Random Field, finding an optimal solution can be difficult be-
cause the clique sizes get larger. In such situations, gradient descent techniques such as iteratively
reweighted least squares can be used (Joshi ef al. 2009). Exercise 3.31 has you explore some of
these issues.

Unordered labels

Another case with multi-valued labels where Markov Random Fields are often applied are un-
ordered labels, i.e., labels where there is no semantic meaning to the numerical difference between
two labels values. For example, if we are doing terrain classification from aerial imagery, it makes
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d(i,j)O f(i+1,j+1)

Figure 3.58: Graphical model for a Markov random field with a more complex measurement
model. The additional colored edges show how combinations of unknown values (say in a sharp
image) produce the measured values (a noisy blurred image). The resulting graphical model is still
a classic MRF and is just as easy to sample from, but some inference algorithms (e.g., graph cut
based algorithms) may not be applicable because of the increased network complexity, i.e., state
changes during the inference become more entangled, and the posterior MRF has much larger
cligues.

no sense to take the numeric difference between the labels assigned to forest, field, water, and
pavement. In fact, the adjacencies of these various kinds of terrain each have different likelihoods,
so it makes more sense to use a prior of the form

Ep(i,5) = 526, )V U0 5), 10 + 1, 7)) + 8y(6, )V (13, 9), 1@, 5 + 1)), (3.114)

where V (I, [1) is a general compatibility or potential function. (Note that we have also replaced
f(4,7) with [(7, j) to make it clearer that these are labels rather than discrete function samples.) An
alternative way to write this prior energy (Boykov et al. 2001, Szeliski et al. 2008) is

E,= Y Vol ly), (3.115)
(P.9)eN
where the (p, ¢) are neighboring pixels and a spatially varying potential function V,, , is evaluated
for each neighboring pair.

An important application of unordered MRF labeling is seam finding in image compositing
(Davis 1998, Agarwala ef al. 2004) (see Figure 3.59, which is explained in more detail in §9.3.2).
Here, the compatibility V}, ,(l,,, ,) measures the quality of the visual appearance that would result
from placing a pixel p from image [, next to a pixel ¢ from image /,. As with most MRFs, we
assume that V, ,(l,l) = 0, i.e., it is perfectly fine to choose contiguous pixels from the same
image. For different labels, however, the compatibility V,, ,(I,.,,) may depend on the values of the
underlying pixels /;,(p) and I;, (q).
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Figure 3.59: An example of an unordered label MRF (Agarwala et al. 2004). Strokes in each of the
source images on the left are used as constraints on an MRF optimization, which is solved using
graph cuts. The resulting multi-valued label field is shown as a color overlay in the middle image,

and the final composite is shown on the right.

Consider, for example, where one image I, is all sky blue, i.e., Io(p) = Iy(q) = B, while the
other image I; has a transition from sky blue, I;(p) = B, to forest green, [,(q) = G.

P 1A P 1A

Iy : 1

In this case, V}, ,(1,0) = 0 (the colors agree), while V}, ,(0,1) > 0 (the colors disagree).

Conditional random fields

In a classic Bayesian model (3.105-3.107),

p(x|y) o< p(ylx)p(x), (3.116)

the prior distribution p() is independent of the observations y. Sometimes, however, it is useful
to modify our prior assumptions, say about the smoothness of the field we are trying to estimate, in
response to the sensed data. Whether this makes sense from a probability viewpoint is something
we will discuss below, once we have explained the new model.

Consider the interactive image segmentation problem shown in Figure 3.60 (Boykov and Funka-
Lea 2006). In this application, the user draws foreground (red) and background (blue) strokes, and
the system then solves a binary MRF labeling problem to estimate the extent of the foreground
object. In addition to minimizing a data term, which measures the pointwise similarity between
pixel colors and the inferred region distributions §5.5, the MRF is modified so that the smoothness
terms s,(x,y) and s,(z,y) in Figure 3.55 and (3.112) depend on the magnitude of the gradient
between adjacent pixels.??

22 An alternative formulation that also uses detected edges to modulate the smoothness of a depth or motion field
and hence to integrate multiple lower level vision modules is presented in (Poggio et al. 1988b).
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Figure 3.60: Image segmentation example (Boykov and Funka-Lea 2006). The user draws a few
red strokes in the foreground object and a few blue ones in the background. The system computes
color distributions for the foreground and background and solves a binary MRF. The smoothness
weights are modulated by the intensity gradients (edges), which makes this a conditional random
field (CRF).

Since the smoothness term now depends on the data, Bayes’ Rule (3.116) no longer applies.
Instead, we use a direct model for the posterior distribution p(x|y), whose negative log likelihood
can be written as

E(xly) = FEu(z,y)+ E(z,y)

= > Vo(@py)+ Y. Viglap, x4, y), (3.117)
P (p.9)EN

using the notation introduced in (3.115). The resulting probability distribution is called a condi-

tional random field (CRF), and was first introduced to the computer vision field by Kumar and

Hebert (2003), based on earlier work in text modeling by Lafferty ez al. (2001).

Figure 3.61 shows a graphical model where the smoothness terms depend on the data values.
In this particular model, each smoothness term depends only on its adjacent pair of data values,
i.e., terms are of the form V), ,(z,, Z4, Yp, y,) in (3.117).

The idea of modifying smoothness terms in response to input data is not new. For example,
Boykov and Jolly (2001) used this idea for interactive segmentation, as shown in Figure 3.60, and
it is now widely used in image segmentation §5.5 (Blake er al. 2004, Rother et al. 2004), denoising
(Tappen et al. 2007), and object recognition §14.4.3 (Winn and Shotton 2006, Shotton et al. 2009).

In stereo matching, the idea of encouraging disparity discontinuities to coincide with intensity
edges goes back even further to the early days of optimization and MRF-based algorithms (Poggio
et al. 1988b, Fua 1993, Bobick and Intille 1999, Boykov et al. 2001) and is discussed in more
detail in §11.5.

In addition to using smoothness terms that adapt to the input data, Kumar and Hebert (2003)
also compute a neighborhood function over the input data for each V,(x,, y) term, as illustrated in
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d(i,j) f(i+1,j+1)

Figure 3.61: Graphical model for a conditional random field (CRF). The additional green edges
show how combinations of sensed data influence the smoothness in the underlying MRF prior
model, i.e., s,(i,j) and s,(i,7) in (3.112) depend on adjacent d(i,j) values. These additional
links (factors) enable the smoothness to depend on the input data. However, they make sampling
from this MRF more complex.

d(i,j) O f(i+1,j+1)

Figure 3.62: Graphical model for a discriminative random field (DRF). The additional green edges
show how combinations of sensed data, e.g., d(i,j + 1) etc. influence the data term for f(i, 7).
The generative model is therefore more complex, i.e., we cannot just apply a simple function to the
unknown variables and add noise.



3.7. Global optimization 189

Figure 3.63: Structure detection results using an MRF (left) and a DRF (right) (Kumar and Hebert
2000).

Figure 3.62, instead of using the classic unary MRF data term V),(x,, y,) shown in Figure 3.55.%
Because such neighborhood functions can be thought of a discriminant functions (a term widely
used in machine learning (Bishop 2006)), they call the resulting graphical model a discriminative
random fields (DRF). In their paper, Kumar and Hebert (2006) show that DRFs outperform similar
CRFs on a number of applications such as structure detection (Figure 3.63) and binary image
denoising.

Here again, one could argue that previous stereo correspondence algorithms also look at a
neighborhood of input data, either explicitly, because they compute correlation measures (Crimin-
isi et al. 2006) as data terms, or implicitly, because even pixel-wise disparity costs look at several
pixels in either the left or right image (Barnard 1989, Boykov et al. 2001).

What, then are the advantages and disadvantages of using conditional or discriminative random
fields instead of MRFs?

Classic Bayesian inference (MRF) assumes that the prior distribution of the data is independent
of the measurements. This makes a lot of sense: if you see a pair of snake eyes on your first throw
at craps, it would be unwise to assume that they will always show up thereafter. However, if after
playing for a long time you detect a statistically significant bias, you may want to adjust your prior.

What CRFs do, in essence, is to select or modify the prior model based on observed data.
This can be viewed as making a partial inference over additional hidden variables or correlations
between the unknowns (say a label, depth, or clean image) and the knowns (observed images).

In some cases, the CRF approach makes a lot of sense, and is in fact the only plausible way to
proceed. For example, in grayscale image colorization §10.3.1 (Levin et al. 2004), the best way to
transfer the continuity information from the input grayscale image to the unknown color image is
to modify local smoothness constraints. Similarly, for simultaneous segmentation and recognition

23 Kumar and Hebert (2006) call the unary potentials V},(z,, y) association potentials and the pairwise potentials
Vi.q(®p, Yq, y) interaction potentials.
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(Winn and Shotton 2006, Shotton et al. 2009), it makes a lot of sense to permit strong color edges
to influence the semantic image label continuities.

In other cases, such as image denoising, the situation is more subtle. Using a non-quadratic
(robust) smoothness term as in (3.112) plays a qualitatively similar role to setting the smoothness
based on local gradient information in a Gaussian MRF (GMRF) (Tappen et al. 2007). (In more
recent work, Tanaka and Okutomi (2008) use a larger neighborhood and full covariance matrix on
arelated Gaussian MRF.) The advantage of Gaussian MRFs, when the smoothness can be correctly
inferred, is that the resulting quadratic energy can be minimized in a single step. However, for situ-
ations where the discontinuities are not self-evident in the input data, such as for piecewise-smooth
sparse data interpolation, (Blake and Zisserman 1987, Terzopoulos 1988), classic robust smooth-
ness energy minimization may be preferable. Thus, as with most computer vision algorithms, a
careful analysis of the problem at hand and desired robustness and computation constraints may
be required to choose the best technique (i.e., caveat emptor).

Perhaps the biggest advantage of CRFs and DRFs, as argued by Kumar and Hebert (2006) and
Tappen et al. (2007), is that learning the model parameters is sometimes easier (see also (Blake et
al. 2004)). While learning parameters in MRFs and their variants is not a topic that we cover in
this book, interested readers can find more details in recently published articles (Kumar and Hebert
2006, Tappen et al. 2007, Tappen 2007).

3.7.3 Application: Image restoration

In §3.4.2, we saw how two-dimensional linear and non-linear filters can be used to remove noise
and/or enhance sharpness in images. Sometimes, however, images are degraded by larger prob-
lems, such as scratches and blotches (Kokaram 2004). In this case, Bayesian methods such as
MRFs, which can model spatially varying per-pixel measurement noise, can be used instead. An
alternative is to use hole filling or inpainting techniques (Bertalmio et al. 2000, Bertalmio et al.
2003, Criminisi et al. 2004), as discussed in §5.1.4 and §10.5.1.

Figure 3.56 shows an example of image denoising and inpainting (hole filling) using a Markov
Random Field. The original image has been corrupted by noise and a portion of the data (black
bar) has been removed. In this case, the loopy belief propagation algorithm computes a slightly
lower energy and also a smoother image than the alpha-expansion graph cut algorithm.

3.8 Additional reading

If you are interested in exploring the topic of image processing in more depth, some popular text-
books include (Lim 1990, Crane 1997, Gomes and Velho 1997, Jihne 1997, Pratt 2001, Gonzales
and Woods 2002, Russ 2007, Burger and Burge 2008). The pre-eminent conference and journal
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in this field are the IEEE Conference on Image Processsing and the IEEE Transactions on Image
Processing.

For image compositing operators, the seminal reference is (Porter and Duff 1984) while (Blinn
1994a, Blinn 1994b) provide a more detailed tutorial. For image compositing, Smith and Blinn
(1996) were the first to bring this topic to the attention of the graphics community, while Wang and
Cohen (2007a) provide a recent in-depth survey.

In the realm of linear filtering, Freeman and Adelson (1991) provide a great introduction to
separable and steerable oriented band-pass filter, while Perona (1995) shows how to approximate
any filter as a sum of separable components.

The literature on non-linear filtering is quite wide an varied, and includes such topics as bilat-
eral filtering (Tomasi and Manduchi 1998, Durand and Dorsey 2002, Paris and Durand 2006, Chen
et al. 2007, Paris et al. 2008) and related iterative algorithms (Saint-Marc et al. 1991, Nielsen et
al. 1997, Black et al. 1998, Weickert et al. 1998, Weickert 1998, Barash 2002, Scharr et al. 2003)
and variational approaches (Chan et al. 2001, Tschumperlé and Deriche 2005, Tschumperlé 2006,
Kaftory et al. 2007).

Good references to image morphology include (Haralick and Shapiro 1992, §5.2) (Bovik 2000,
§2.2) (Ritter and Wilson 2000, §7) (Serra 1982, Serra and Vincent 1992, Yuille ef al. 1992, Soille
2006).

The classic paper for image pyramids is the Laplacian pyramid by Burt and Adelson (1983a)
along with its pyramid blending companion (Burt and Adelson 1983b). Wavelets were first intro-
duced to the computer vision community by Mallat (1989). Good tutorial and review papers and
books include (Strang 1989, Simoncelli and Adelson 1990b, Rioul and Vetterli 1991, Chui 1992,
Meyer 1993, Sweldens 1997). Wavelets are widely used in the computer graphics community to
perform multi-resolution geometric processing (Stollnitz ef al. 1996), and have also been used in
computer vision for similar applications (Szeliski 1990b, Pentland 1994, Gortler and Cohen 1995,
Yaou and Chang 1994, Lai and Vemuri 1997, Szeliski 2006b), as well as for multi-scale oriented
filtering (Simoncelli ef al. 1992) and denoising (Portilla et al. 2003).

While image pyramids §3.5.2 are usually constructed using linear filtering operators, some
recent work has started investigating non-linear filters, since these can better preserve details and
other salient features. Some representative papers include (Gluckman 2006a, Gluckman 2006b,
Lyu and Simoncelli 2008) in the computer vision literature, and (Bae ef al. 2006, Farbman et al.
2008) in computational photography.

High-quality algorithms for image warping and resampling are covered both in the image pro-
cessing literature (Wolberg 1990, Dodgson 1992, Gomes et al. 1999, Szeliski et al. 2010) and in
computer graphics (Williams 1983, Heckbert 1986, Barkans 1997, Akenine-Moller and Haines
2002), where they go under the name of texture mapping. Combination of image warping and
image blending techniques are used to enable morphing between images, which is covered in a
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series of seminal papers and books (Beier and Neely 1992, Gomes et al. 1999).

The regularization approach to computer vision problems was first introduced to the vision
community by Poggio et al. (1985) and Terzopoulos (1986a)(1986b)(1988) and continues to be a
popular framework for formulating and solving low-level vision problems (Ju e al. 1996a, Nielsen
et al. 1997, Nordstrom 1990, Brox et al. 2004, Levin et al. 2008). More detailed mathemati-
cal treatment and additional applications can be found in the applied mathematics and statistics
literature (Tikhonov and Arsenin 1977, Engl et al. 1996).

The literature on Markov Random Fields is truly immense, with publications in related fields
such as optimization and control theory that few vision practioners are even aware of. A good
guide to the latest techniques is the book edited by Blake e al. (2010). Other recent articles that
contain nice literature reviews and/or experimental comparisons include (Boykov and Funka-Lea
2006, Szeliski et al. 2008, Kumar et al. 2010b).

Seminal papers on Markov Random Fields include the work of Geman and Geman (1984),
who introduced this formalism to computer vision researchers, Black and Rangarajan (1996), who
showed how independent line process could be replaced with robust pairwise potentials, Boykov ef
al. (2001), who developed iterative binary graph cut algorithms for optimizing multi-label MRFs,
Kolmogorov and Zabih (2004), who characterized the class of binary energy potentials required
for these techniques to work, and Freeman et al. (2000), who popularized the use of loopy belief
propagation for MRF infernece. Many more additional references can be found in the preced-
ing section on Markov Random Fields §3.7.2, the subsequent sections binary segmentation using
MRFs §5.5, and Appendix §B.5 on MRF inference techniques.

3.9 Exercises

Ex 3.1 (Color balance) Write a simple application to change the color balance of an image by
multiplying each color value by a different user-specified constant. If you want to get fancy, you
can make this application interactive with sliders.

1. Do you get different results if you take out the gamma transformation before/after doing the
multiplication? Why or why not?

2. Take the same picture with your digital camera using different color balance settings (most
cameras control the color balance from one of the Menus). Can you recover what the color
balance ratios are between the different settings? You may need to put your camera on a
tripod and/or align the images manually or automatically to make this work. Alternatively,
use a color checker chart (Figure 10.3b), as discussed in §2.3 and §10.1.1.
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3. If you have access to the RAW image for the camera, perform the demosaicing yourself
§10.3.1, or downsample the image resolution to get a “true” RGB image. Does your camera
perform a simple linear mapping between RAW values and the color-balanced values in a
JPEG? Some high end cameras have a RAW+JPEG mode, which makes this comparison
much easier.

4. Can you think of any reason why you might want to perform a color twist §3.1.2 on the
images? See also Exercise 2.9 for some related ideas.

Ex 3.2 (Compositing and reflections) §3.1.3 describes the process of compositing an alpha-matted
image on top of another one. Answer the following questions and optionally validate them experi-
mentally:

1. Most captured images have gamma correction applied to them. Does this invalidate the basic
compositing equation (3.8), and if so, show should it be fixed?

2. The additive (pure reflection) model may have limitations. What happens if the glass is
tinted, especially to a non-gray hue? How about if the glass is dirty or smudged? How could
you model wavy glass or other kinds of refractive objects?

Ex 3.3 (Blue screen matting) Set up a blue or green background, e.g., by buying a large piece
of colored posterboard, take a picture of the empty background, and then of the background with
a new object in front of it. Pull the matte using the difference between each color pixel and its
assumed corresponding background pixel, using one of the techniques described in §3.1.3 and/or
(Smith and Blinn 1996).

Ex 3.4 (Difference keying) Implement a difference keying algorithm, e.g., §3.1.3 and (Toyama et
al. 1999), consisting of the following steps:

1. Compute the mean and variance (or median and robust variance) at each pixel in an “empty”
video sequence.

2. For each new frame, classify each pixel into foreground or background (set the background
pixels to RGBA=0).

3. (Optional) Compute the alpha channel, and composite over a new background.

4. (Optional) Clean up the image using morphology §3.3.1, label the connected components
§3.3.4, compute their centroids, and track them from frame to frame. Use this to build a
“people counter”.
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(Optional — remove this) Build a “people remover” through median filtering.

Ex 3.5 (Photo effects) Write a variety of photo enhancement / effects filters: contrast, solarization

(quantization), etc. Which ones are useful (perform sensible corrections), and which ones are more

creative (create unusual images)?

Ex 3.6 (Histogram equalization) Compute the gray level (luminance) histogram for an image,

and equalize it so that the tones look better (and the image is less sensitive to exposure settings).

You may want to use the following steps:

1.

2.

Convert the color image to luminance §3.1.2.

Compute the histogram, the cumulative distribution, and the compensation transfer function
§3.1.4.

. (Optional) Try to increase the “punch” in the image by ensuring that a certain fraction of

pixels (say 5%) are mapped to pure black and white.

(Optional) Limit the local gain f’(I) in the transfer function. One way to do this is to
limit f(I) < ~[I and/or f'(I) < -y while performing the accumulation (3.9), keeping any
unaccumulated values “in reserve”. (I’ll let you figure out the exact details. :-)

. Compensate the luminance channel through the lookup table, and re-generate the color im-

age using color ratios (2.116).

(Optional) Color values that are clipped in the original image, i.e., have one or more saturated
color channels, may appear unnatural when remapped to a non-clipped value. Extend your
algorithm to handle this case in some useful way.

Ex 3.7 (Local histogram equalization) Compute the gray level (luminance) histograms for each

patch, but add to vertices based on distance (a spline).

1

2.

3

4.

5

Build on previous exercise (luminance computation)
Distribute values (counts) to adjacent vertices (bilinear)
Convert to CDF (look-up functions)

Optional low-pass filtering of CDFs

Interpolate adjacent CDFs for final lookup
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Ex 3.8 (Padding for neighborhood operations) Write down the formulas for computing the padded
pixel values f(i, j) as a function of the original pixels values f(k, () and the image width and height
(M, N) for each of the padding modes shown in Figure 3.12. For example, for replication (clamp-
ing),
s k = max(0, min(M — 1,17)),
= f(k,l
A N )

Hint: you may want to use the min, max, mod, and absolute value operators in addition to the
regular arithmetic operators.

e Describe in more detail the advantages and disadvantages of these various modes.

e (Optional) Check what your graphics card does by drawing a texture-mapped rectangle
where the texture coordinates lie beyond the [0.0,1.0] range and using different texture
clamping modes.

Ex 3.9 (Separabile filters) Implement convolution with a separable kernel. The input should be
a grayscale or color image along with the horizontal and vertical kernels. Make sure you support
the padding mechanisms developed in the previous exercise. You will need this functionality for
some of the later exercises. If you already have access to separable filtering in an image processing
package you are using (such as IPL), skip this exercise.

e (Optional) Use Pietro Perona’s (1995) technique to approximate convolution as a sum of a
number of separable kernels. Let the user specify the number of kernels, and report back
some sensible metric of the approximation fidelity.

Ex 3.10 (Discrete Gaussian filters) Discuss the following issues with implementing a discrete
Gaussian filter:

e If you just sample the equation of a continuous Gaussian filter at discrete locations, will you
get the desired properties, e.g., will the coefficients sum up to 0? Similarly, if you sample
a derivative of a Gaussian, do the samples sum up to O and/or have vanishing higher order
moments?

e Would it be preferable to take the original signal, interpolate it with a sinc, blur with a
continuous Gaussian, then pre-filter with a sinc before re-sampling? Is there a simpler way
to do this in the frequency domain?

e Alternatively, would it make more sense to produce a Gaussian frequency response in the
Fourier domain and to then take an inverse FFT to obtain a discrete filter?
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e How does truncation of the filter change its frequency response? Does it introduce any
additional artifacts?

e Are the resulting two-dimensional filters as rotationally invariant as their continuous ana-
logues? Is there some way to improve this? In fact, can any 2D discrete (separable or
non-separable) filter be truly rotationally invariant?

Ex 3.11 (Sharpening, blur, and noise removal) Implement some softening, sharpening, non-linear
diffusion (selective sharpening / noise removal filters, such as Gaussian, median, and bilateral
§3.3.1, as discussed in §3.4.2.

Take blurry or noisy images (shooting in low light is a good way to get both) and to try to
improve their appearance and legibility.

Ex 3.12 (Steerable filters) Implement Freeman and Adelson’s (1991) steerable filter algorithm.
The input should be a grayscale or color image, and the output should be a multi-banded image
consisting of GY° and G9°. The coefficients for the filters can be found in (Freeman and Adelson
1991).

Test the various order filters on a number of images of your choice, and see if you can reliably
find corner and intersection features. These filters will be quite useful later to detect elongated
structures such as lines §4.3.

Ex 3.13 (Distance transform) Implement some (raster-scan) algorithms for city block and Eu-
clidean distance transforms. Can you do it without peeking at the literature (Danielsson 1980,
Borgefors 1986)? If so, what problems did you come across and resolve?

Later on, you can use the distance functions you compute to perform feathering during image
stitching §9.3.2.

Ex 3.14 (Connected components) Implement one of the connected component algorithm from
§3.3.4 or (Haralick and Shapiro 1992, §2.3), and discuss its computational complexity.

e Threshold or quantize an image to obtain a variety of input labels and then compute the area
statistics for the regions that you find.

e Use the connected components that you have found to track of match regions in different
images or video frames.

Ex 3.15 (Fourier transform) Prove the properties of the Fourier transform listed in Table 3.1, and
derive the formulas for the Fourier transforms listed in Tables 3.2 and 3.3. These exercises are very
useful if you want to become comfortable with working with Fourier transforms, which is a very
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useful skill when analyzing and designing the behavior and efficiency of many computer vision
algorithms.

Ex 3.16 (Wiener filtering) Estimate the frequency spectrum of your personal photo collection,
and use this to perform Wiener filtering on a few images with varying degrees of noise.

1. Collect a few hundred of your images by re-scaling them to fit within a 512 x 512 window
and cropping them.

2. Take their Fourier transforms, throw away the phase information, and average together all of
the spectra.

3. Pick two of your favorite images and add varying amounts of Gaussian noise, o, € {1,2,5,10,20}
gray levels.

4. For each image/noise combination, determine by eye which width of a Gaussian blurring
filter o, gives the best denoised result. You will have to make a subjective decision between
sharpness and noise.

5. Compute the Wiener filtered version of all the noised images, and compare these against
your hand-tuned Gaussian-smoothed images.

6. (Optional) Do your image spectra have a lot of energy concentrated along the horizontal and
vertical axes (f, = 0 and f, = 0)? Can you think of an explanation for this? Does rotating
your image samples by 45° move this energy to the diagonals? If not, is it possible that this is
due to edge effects in the Fourier transform? Can you suggest some techniques for reducing
such effects?

Ex 3.17 (Deblurring using Wiener filtering) Use Wiener filtering to deblur some images.
1. Modify the Wiener filter derivation (3.65)—(3.73) to incorporate blur (3.74).

2. Discuss the resulting Wiener filter in terms of its noise suppression and frequency boosting
characteristics.

3. Assuming that the blur kernel is Gaussian and the image spectrum follows an inverse fre-
quency law, compute the frequency response of the Wiener filter and compare it to the un-
sharp mask.

4. Synthetically blur two of your sample images with Gaussian blur kernels of different radii,
add noise, and then perform Wiener filtering.





