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Figure 1.4: Some industrial applications of computer vision http://www.cs.ubc.ca/spider/
lowe/vision.html: (a) optical character recognition (OCR) http://yann.lecun.com/
exdb/lenet/; (b) machine inspection http://www.cognitens.com/; (c) retail http://
www.evoretail.com/; (d) medical imaging http://www.clarontech.com/; (e) automo-
tive safety http://www.mobileye.com/; (f) surveillance and traffic monitoring http://www.

honeywellvideo.com/.
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Motion capture (mocap): of actors for computer animation, using retro-reflective markers
viewed from multiple cameras or other vision-based techniques®;

Surveillance: monitoring for intruders, analyzing highway traffic (Figure 1.4f), monitoring
pools for drowning victims;

Fingerprint recognition: for automatic access authentication as well as forensic applica-
tions;

Other applications: David Lowe’s web site of industrial vision applications, http: //www.
cs.ubc.ca/spider/lowe/vision.html, lists many other interesting industrial applica-
tion of computer vision.

While these are all extremely important applications, they mostly pertain to fairly specialized kinds

of imagery and narrow domains.

In this book, we focus more on broader consumer-level applications, such as fun things you

can do with your own personal photographs and video. These include:

Stitching: turning overlapping photos into a single seamlessly stitched panorama, as de-
scribed in §9 (Figure 1.5a);

Exposure bracketing: merge multiple exposures taken under challenging lighting con-
ditions (strong sunlight and shadows) into a single perfectly exposed image §10.2 (Fig-
ure 1.5b);

Morphing: turning one of your friend’s pictures into another one’s, using a seamless morph
transition §8.3.2 (Figure 1.5¢);

3D modeling: convert one or more snapshots into a 3D model of the object or person you
are photographing §12.6 (Figure 1.5d);

Video match move and stabilization: insert 2D pictures or 3D models into your videos
by automatically tracking nearby reference points® §7.4.2, or use the motion estimates to
remove shake from your videos §8.2.1;

Photo-based walkthroughs: navigate a large collection of photographs, such as the interior
of your house, by flying between different photos in 3D (§13.1.2 and §13.5.5)

Face detection: for improved camera focusing as well as more relevant image search §14.2;

>http://en.wikipedia.org/wiki/Motion_capture
® For a fun student project on this topic, see the “PhotoBook” project at http://www.cc.gatech.edu/
dvix/videos/dvEx2005.html.


http://www.cs.ubc.ca/spider/lowe/vision.html
http://www.cs.ubc.ca/spider/lowe/vision.html
http://en.wikipedia.org/wiki/Motion_capture
http://www.cc.gatech.edu/dvfx/videos/dvfx2005.html
http://www.cc.gatech.edu/dvfx/videos/dvfx2005.html
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e Visual authentication: automatically log different family members onto your home com-
puter as they sit down in front of the Web cam §14.1.

The great thing about these applications is that they are already familiar to most students, or at
least they are technologies that they can immediately appreciate and use with their own personal
media. Since computer vision is a challenging topic, given the wide range of mathematics being
covered’ and the intrinsically difficult nature of the problems being solved, having fun and relevant
problems to work on can be highly motivating and inspiring.

The other major reason why this book has a strong focus on applications is that these can
be used to formulate and constrain the potentially open-ended problems endemic in vision. For
example, if someone comes to me and asks for a good edge detector, my first question is usually
to ask why? What kind of problem are they trying to solve, and why do they believe that edge
detection is an important component?

If they are trying to locate faces §14.2, I usually point out that most successful face detectors
use a combination of skin color detection (Exercise 2.9) and simple blob features §14.2, and do not
rely on edge detection.

If they are trying to match door and window edges in a building for the purpose of 3D recon-
struction, I tell them that edges are a fine idea, but it’s better to tune the edge detector for long
edges §3.2.1, §4.2, and then link these together into straight lines with common vanishing points
before matching §4.3.

Thus, it’s better to think back from problem at hand to suitable techniques, rather than to
grab the first technique that you may have heard of. This kind of working back from problems
to solutions is typical of an engineering approach to the study of vision, and reflects my own
background in the field. First, I come up with a detailed problem definition and decide on the
constraints and/or specifications for the problem. Then, I try to find out which techniques are
known to work, implement a few of these, and finally evaluate their performance and make a
selection. In order for this process to work, it’s important to have realistic test data, both synthetic,
which can be used to verify correctness and analyze noise sensitivity, and real-world data typical
of the way the system will finally get used.

However, this book is not just an engineering text (a source of recipes). It also takes a scientific
approach to the basic vision problems. Here, I try to come up with the best possible models of
the physics of the system at hand: how the scene is created, how light interacts with the scene and
atmospheric effects, and how the sensors work, including sources of noise and uncertainty. The
task is then to try to invert the acquisition process to come up with the best possible description of
the scene.

7 These techniques include physics, Euclidean and projective geometry, statistics, and optimization, and make
computer vision a fascinating field to study and a great way to learn techniques widely applicable in other fields.
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(a) Input Photographs (b) 2D Sketching Interface (c) Geometric Model (d) Texture-mapped model
(d)

Figure 1.5: Some consumer applications of computer vision: (a) image stitching: merging different

views; (b) exposure bracketing: merging different exposures; (c) morphing: blending between two
photographs; (d) turning a collection of photographs into a 3D model.
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The book often uses a statistical approach to formulating and solving computer vision prob-
lems. Where appropriate, probability distributions are used to model the scene and the noisy image
acquisition process. The association of prior distributions with unknowns is often called Bayesian
modeling (Appendix B). It is even possible to associate a risk or loss function with mis-estimating
the answer §B.2, and setting up your inference algorithm to minimize the expected risk. (Consider
a robot trying to estimate the distance to an obstacle: it’s usually safer to underestimate than to
overestimate.) With statistical techniques, it often helps to gather lots of training data from which
to learn probabilistic models. Finally, statistical approaches enable you to use proven inference
techniques to estimate the best answer (or distribution of answers), and also to quantify the uncer-
tainty in the resulting estimates.

Because so much of computer vision involves the solution of inverse problems or the estimation
of unknown quantities, my book also has a heavy emphasis on algorithms, especially those that
are known to work well in practice. For many vision problems, it is all too easy to come up
with a mathematical description of the problem that either does not match realistic real-world
conditions or does not lend itself to the stable estimation of the unknowns. What we need are both
algorithms that are robust to noise and deviation from our models, as well as reasonably efficient
in terms of run-time and space. In this book, I go into these issues in detail, using Bayesian
techniques, where applicable, to ensure robustness, and efficient search, minimization, and linear
system solving algorithms to ensure efficiency. Most of the algorithms described in this book are
at a high level, being mostly a list of steps that have to be filled in by students or by reading more
detailed descriptions elsewhere. In fact, many of the algorithms are sketched out in the exercises.

Now that I’ve described the goals of this book and the frameworks that I use, let me devote the
rest of this chapter to two additional topics. The first is a brief synopsis of the history of computer
vision, §1.1. This can easily be skipped by those who want to get “to the meat” of the new material
in this book and do not care as much about who invented what when.

The second is an overview of the book’s contents, §1.2, which is useful reading for everyone
who intends to make a study of this topic (or to jump in partway, since it describes inter-chapter
dependencies). This outline is also useful for instructors looking to structure one or more courses
around this topic, as it provides sample curricula based on the book’s contents.

To support the book’s use as a textbook, the appendices and associated web site contain addi-
tional course materials, including slide sets, test images and solutions, and pointers to software.
The book chapters have exercises, some suitable as written homework assignments, others as
shorter one-week projects, and still others as open-ended research problems suitable as challenging
final projects.

As a reference book, I try wherever possible to discuss which techniques and algorithms work
well in practice, as well as provide up-to-date pointers to the latest research results in the areas
that I cover. The exercises can also be used to build up your own personal library of self-tested
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and validated vision algorithms, which in the long term (assuming you have the time), is more
worthwhile than simply pulling algorithms out of a library whose performance you do not really
understand.

1.1 A brief history

[ Note: This whole section could definitely use some sanity checking from other researchers who
know the older literature better. |

In this section, I provide a brief personal synopsis of the main development in computer vision
over the last thirty years, or at least those that I find personally interesting and which appear to have
stood the test of time. Readers not interested in the provenance of various ideas and the evolution
of this field should skip ahead to the book overview §1.2.

1970s. When computer vision first started out in the early 1970s, it was viewed as the visual
perception component of an ambitious agenda to mimic human intelligence and to endow robots
with intelligent behavior. At the time, it was believed by some of the early pioneers of artificial
intelligence and robotics (at places like MIT, Stanford, and CMU) that solving the “visual input”
problem would be an easy step along the path to solving more difficult problems such as higher-
level reasoning and planning. According to one well-known story, in 1966, Marvin Minsky at MIT
asked his undergraduate student Gerald Jay Sussman to “spend the summer linking a camera to a
computer and getting the computer to describe what it saw” (Boden 2006, p. 781).> We now know
that the problem is slightly more difficult than that.

What distinguished computer vision from the already existing field of digital image processing
(Rosenfeld and Kak 1976) was a desire to recover the three-dimensional structure of the world
from images, and to use this as a stepping stone towards full scene understanding. Winston (1975)
and Hanson and Riseman (1978) provide two nice collections of classic papers from this early
period.

Early attempt at scene understanding involved extracting edges and then inferring the 3D struc-
ture of an object from the topological structure of the 2D lines (Roberts 1965). Several line labeling
algorithms were developed at that time (Huffman 1971, Clowes 1971, Waltz 1975, Rosenfeld et
al. 1976, Kanade 1980) (Figure 1.6a). Nalwa (1993) gives a nice review of this area. The topic of
edge detection §4.2 was also an active area of research; a nice survey on contemporaneous work
can be found in (Davis 1975).

Three-dimensional modeling of non-polyhedral objects was also being studied (Baumgart 1974,
Baker 1977). One popular approach used generalized cylinders, i.e., solid of revolutions and swept

8 Boden (2006) cites (Crevier 1993) as the original source.
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Figure 1.6: Some early examples of computer vision algorithms (1970s): (a) line labeling (Nalwa
1993), (b) pictorial structures (Fischler and Elschlager 1973), (c) articulated body model (Marr
1982), (d) intrinsic images (Barrow and Tenenbaum 1981), (e) stereo correspondence (Marr 1982),
(f) optical flow (Nagel and Enkelmann 1986).

closed curves (Agin and Binford 1976, Nevatia and Binford 1977) often arranged into parts rela-
tionship? (Hinton 1977, Marr 1982) (Figure 1.6¢). Fischler and Elschlager (1973) called such
elastic arrangements of parts pictorial structures (Figure 1.6b). These are currently one of the
favored approaches being used in object recognition §14.4 (Felzenszwalb and Huttenlocher 2005).

More quantitative approaches to computer vision were also developed at the time, including the
first of many feature-based stereo correspondence algorithms §11.2 (Dev 1974, Marr and Poggio
1976, Moravec 1977, Marr and Poggio 1979, Mayhew and Frisby 1981, Baker 1982, Barnard
and Fischler 1982, Ohta and Kanade 1985, Grimson 1985, Pollard et al. 1985, Prazdny 1985)
(Figure 1.6e), as well as intensity-based optical flow algorithms §8.4 (Horn and Schunck 1981,
Huang 1981, Lucas and Kanade 1981, Nagel 1986) (Figure 1.6f). The early work in simultaneously
recovering 3D structure and camera motion §7 also began around this time (Ullman 1979, Longuet-
Higgins 1981).

A more qualitative approach to understanding intensities and shading variations, and explaining
these by the effects of image formation phenomena such as surface orientation and shadows was
championed by (Barrow and Tenenbaum 1981) in their paper on intrinsic images (Figure 1.6d),
along with Marr’s (1982) related 2% -D sketch ideas. This approach is again seeing a bit of a
revival in the work of Tappen et al. (2005).

% In robotics and computer animation, these linked part graphs are often called kinematic chains.
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A lot of the philosophy of how vision was believed to work at the time is summarized in
David Marr’s (1982) book Vision. (More recent developments in visual perception theory are
covered in (Palmer 1999, Livingstone 2008).) In particular, Marr introduced his notion of the three
levels of description of a (visual) information processing system. These three levels, very loosely
paraphrased according to my own interpretation, are:

e Computational theory: What is the goal of the computation (task) and what are the con-
straints that are known or can be brought to bear on the problem?

e Representations and algorithms: How are the input, output, and intermediate information
represented, and which algorithms are used to calculate the desired result?

e Hardware implementation: How are the representations and algorithms mapped onto ac-
tual hardware, e.g., a biological vision system or a specialized piece of silicon? Conversely,
how can hardware constraints be used to guide the choice of representation and algorithm?
With the increasing use of graphics chips (GPUs) and many-core architectures for computer
vision §C.2, this question is again becoming quite relevant.

As I mentioned earlier in this introduction, it is my conviction that a careful analysis of the problem
specification and known constraints from image formation and priors (the scientific and statistical
approaches) must be married with efficient and robust algorithms (the engineering approach) to
design successful vision algorithms. Thus, it seems that Marr’s philosophy is as good a guide to
framing and solving problems in our field today as it was twenty-five years ago.

1980s. In the 1980s, a lot more attention was focused on more sophisticated mathematical tech-
niques for performing quantitative image and scene analysis.

Image pyramids §3.4 started being widely used to perform tasks such as image blending and
coarse-to-fine correspondence search (Rosenfeld 1980, Burt and Adelson 1983a, Burt and Adelson
1983b, Rosenfeld 1984, Quam 1984, Anandan 1989) (Figure 1.7a). Continuous version of pyramid
using the concept of scale-space processing were also developed (Witkin 1983, Witkin et al. 1986,
Lindeberg 1990). In the late 80s, wavelets §3.4.3 started displacing or augmenting regular image
pyramids in some applications (Adelson ef al. 1987, Mallat 1989, Simoncelli and Adelson 1990a,
Simoncelli and Adelson 1990b, Simoncelli et al. 1992).

The use of stereo as a quantitative shape cue was extended by a wide variety of shape-from-X
techniques, including shape from shading §12.1.1 (Horn 1975, Pentland 1984, Blake ef al. 1985,
Horn and Brooks 1986, Horn and Brooks 1989) (Figure 1.7b), photometric stereo §12.1.1 (Wood-
ham 1981) shape from texture §12.1.2 (Witkin 1981, Pentland 1984, Malik and Rosenholtz 1997),
and shape from focus §12.1.3 (Nayar ef al. 1995). Horn (1986) has a nice discussion of most of
these techniques.
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Figure 1.7: Examples of computer vision algorithms from the 1980s: (a) pyramid blending (Burt
and Adelson 1983b), (b) shape from shading (Freeman and Adelson 1991), (c) edge detection
(Freeman and Adelson 1991), (d) physically-based models (Terzopoulos and Witkin 1988), (e)
regularization-based surface reconstruction (Terzopoulos 1988), (f) range data acquisition and
merging (Banno et al. 2008).

Research into better edge and contour detection §4.2 was also active during this period, (Canny
1986, Nalwa and Binford 1986) (Figure 1.7c¢), including the introduction of dynamically evolving
contour trackers §5.1.1 such as snakes (Kass et al. 1988), as well as three-dimensional physically-
based models (Terzopoulos et al. 1987, Kass et al. 1988, Terzopoulos and Fleischer 1988, Ter-
zopoulos et al. 1988) (Figure 1.7d).

Researchers noticed that a lot of the stereo, flow, shape-from-X, and edge detection algorithms
could be unified, or at least described, using the same mathematical framework, if they were posed
as variational optimization problems §3.6, and made more robust (well-posed) using regularization
§3.6.1 (Terzopoulos 1983, Poggio et al. 1985, Terzopoulos 1986, Blake and Zisserman 1987, Bert-
ero et al. 1988, Terzopoulos 1988). Around the same time, Geman and Geman (1984) pointed out
that such problems could equally well be formulated using discrete Markov Random Field (MRF)
models §3.6.2, which enabled the use of better (global) search and optimization algorithms such as
simulated annealing.

Online variants of MRF algorithms that modeled and updated uncertainties using the Kalman
filter were introduced a little later (Dickmanns and Graefe 1988, Matthies er al. 1989, Szeliski
1989). Attempts were also made to map both regularized and MRF algorithms onto parallel hard-





