Parallel = Functional
The way of the
future

Simon Peyton Jones (Microsoft Research)

FP Exchange, April 2011



>

Thesis

The free lunch is over. Muticores are here. We have
to program them. Thisis hard. Yada-yada-yada.

Programming parallel computers

A Plan A. Start with a language whose computational fabric is

by-default sequential, and by heroic means make the program
parallel

A Plan B. Start with a language whose computational fabric is
by-default parallel

Every successful large -scale application of parallelism
has been largely declarative and value -oriented

A SQL Server

A LINQ

A Map/Reduce

A Scientific computation

Plan B will win . Parallel programming will increasingly
mean functional programming



Antithesis

Parallel functional programming was tried in
the 800s, and basic

Then Now

Uniprocessors were getting faster Uniprocessors are stalled
really, really quickly.

Our compilers were erappy naive, so Compilers are pretty good
constant factors were bad

The parallel guys were a dedicated They are regular Joe Developers
band of super-talented programmers

who would burn any number of cycles

to make their supercomputer smoke.

Parallel computers were really Everyone will has 8, 16, 32 cores,

expensive, so you needed 95% whether they use them or not. Even

utilisation using 4 of them (with little effort) would
be a Jolly Good Thing




Antithesis

Parallel functional programming was tried in
the 800s, and basi cs

Then Now

We had no story about Lots of progress
(a) locality, A Software transactional memory
(b) exploiting regularity, and A Distributed memory
(c) granularity A Data parallelism
A Generating code for GPUs

This talk



Functional programming to the

rescue?
AodJust use a functional
troubl es are overo

A Right idea:
A-Ne-side-effeets— Limited side effects

A Strong guarantees that sub -computations do not
Interfere

A But far too starry eyed. No silver bullet:
A one size does not fit all

Aneed to oOothink parallel6:

sequential data dependencies, no language will
save you!



Functional programming to the

rescue?

4 - A O0cost mod§d
A Different problems need T
different solutions. idea of what an
A Shared memory vs distributed memory _operation Costs,

A Transactional memory without t(’j‘értgirl‘g herin
A Message passing
A Data parallelism Examples:
A Locality A Send message: copy
A Granularity data or swing a
. pointer?
A Map/reduce A Memory fetch:
A ...on and on and on... uniform access or do
, cache effects
A Common theme: dominate?
A the cost model matters dy ou ¢ Thread spawn: tens
j ust say Ol eave it of cycles or tens of

thousands of cycles?
Scheduling: can a
thread starve?

A no single cost model is right for all




Concurrency

A Goalexpress the oOnataofapdgras t r
Involving lots of concurrent I/O (  eg a web serer, or

responsive GUI, or download lots of URLs in parallel)

A Makes perfect sense with or without ~ multicore
A Most threads are blocked most of the time

A Usually done with
A Thread pools
A Event handler
A Message pumps

A Really really hard to get right, esp when combined with
exceptions, error handling

NB: Significant steps forward in F#/C# recently: Async<T> See
http://channel9.msdn.com/blogs/pdc2008/t111



http://channel9.msdn.com/blogs/pdc2008/tl11

Parallelism

A Sole goal: performance using multiple cores
Aéat the cost of a more cor

A#include o0StdTal k. iobo
A Clock speeds not increasing
A Transistor count still increasing
A Delivered in the form of more cores
A Often with an inadequate memory bandwidth

ANo alternative: the onl
law Is to write parallel code



My conclusion

A Use a functional language

A But offer many different approaches to
parallel/concurrent programming, each with
a different cost model

A Do not force an up -front choice:
A Better one language offering many abstractions

Aét han many | anguages offer
A (HPF, map/reduce, pthreads é )



This talk

’ Lots of different concurrent/parallel
Multicore programming paradigms (cost models)
in Haskell
Use Haskell!

Semi-implicit
parallelism
Evaluate pure

functions in
parallel

Task parallelism
Explicit threads,
synchronised via locks,
messages, or STM

Data parallelism

Operate simultaneously on
bulk data

Modest parallelism Massive parallelism

Hard to program Modest parallelism Easy to program
Implicit synchronisation Single flow of control
Easy to program Implicit synchronisation

Slogan: no silver bullet: embrace diversity




Parallel
programming
essential

Task parallelism
Explicit threads,
synchronised via locks,
messages, or STM




Expressing concurrency

A Lots of threads, all performing 1/0
A GUIs
A Web servers (and other servers of course)
A BitTorrent clients

A Non-deterministic by design

Ve

A Needs
A Lightweight threads
A A mechanism for threads to coordinate/share

A Typically: pthreads /Java threads +
locks/condition variables



What you get in Haskell

A Very very lightweight threads
A Explicitly spawned, can perform I/O
A Threads cost a few hundred bytes each
A You can have (literally) millions of them

A 1/0 blocking via epoll => OK to have hundreds of
thousands of outstanding I/O requests

A Pre-emptively scheduled

A Threads share memory

7

A Coordination via Software Transactional
Memory (STM)



/0O in Haskell

main=do{putStr (r ever se 0
,putStr ono o}

AEffects are explicit in the type system
O(reverse oOyesao)NoeffectsSt r
O(putStr ono 6 ) . : -- Ca®haye)effects

AThe main program is an effect-ful
computation

0 main :: 10 ()



newRef::a -> |0 (Ref a)
readRef :: Refa ->10 a

MUtable state writeRef :: Refa ->a->10 ()

main =do {r <- newRef 0
, INCR 1
;S < readRef r
, print s }

INCR :: Ref Int ->10 ()
INCRr=do {v <- readRef r
, writeRef r (v+1)

}

Reads and
writes are
100% explicit!

YoUu canot
(r + 6), because
r:: Ref Int




Concurrency in Haskell
forklO :: 10 () -> 10 Threadld

A forklO spawns a thread
A It takes an action as its argument

webServer . RequestPort -> O ()

webServer p =do { conn < acceptRequest p
, forklO (serviceRequest conn)
, webServer p}

serviceRequest :: Connection -> 10 ()
serviceRequestc = do { e 1 nter

No event-loop spaghetti!




Coordination in Haskell

A How do threads coordinate with each other?

main = do { r <- newRef 0
, forklO  (incRr)

, INCR 1
) Aargh!
Arace
INCR :: Ref Int ->10 ()

INCRr=do {v <- readRef r
, writeRef r (v+1) }




What’s wrong with locks?

A 10-second review:

A
A

A

A

Races:. due to forgotten locks
Deadlock: | ocks acquired

_ost wakeups: forgotten notify to condition
variable

Diabolical error recovery : need to restore
Invariants and release locks in exception
handlers

These are serious problems. But even worse...

n



Locks are absurdly hard to get
right

Scalable double -ended queue: one lock per cell
(N (N
& (N 2
i1+l gl I
= X
% No interference If }

ends ofar e gho
apart

But watch out when the queue
IS O, 1, or 2 elements long!



Coding style

Difficulty of concurrent
gueue

Sequential code

Undergraduate




