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What Can We (HCI) Learn from Log Analysis?

} Logs are the traces of human behavior
X aSSy UKNRdAdzAK GKS fSyasSa

1 Actual behaviors
As opposed to recalled behavior
As opposed to subjective impressions of behavior
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Benefits

Pt 2NIONFAG 2F NBIFE 0SKIFGA2Z2NX ¢
X LYR_UKSNBEFT2NBEZ | Y2NB O2YLX Si
AYyOt dzRAY 3 GKS 2ySa LIS2LX S R2y Qi

} Large sample size / liberation from the tyranny of small N
Coverage (long tail) & Diversity

} Simple framework for comparative experiments

} Can see behaviors at a resolution / precision that was
previously impossible

1 C Can inform more focused experiment design
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Drawbacks

1 Not annotated

00: 32 énow | knowé
1 Not controlled 00:35 ¢ you get a Ic
00: 38 OAre Filipinc
00:40 How does that have to do with what
] | justé.did...?
} No demographics 00:43  Ummmé
00: 44 So thatds whe

ore | i ke, wher e
s relateéummé

you
152848y QG whgtf dza G(KS'

} Privacy concerns
AOL / Netflix / Enron Facebookpublic
Medical data / other kinds of personally identifiable data



What Are Logs for This Discussion?

1 User behavior events over time

User activity primarily on web
Edit history
Clickstream
Queries
Annotation / Tagging

PageViews
X Fff 20KSNJ AyaaNdzySyalotsS S@Sy

Web crawls (e.g., content changes)
E.g., programmatic changes of content



How to Generate Logs

}  Use existing logged data
Explore sources in your community (e.d., proxy logs)
Work with a company (e.g., intern, visiting researcher)
Construct targeted questions

+  Generate your own logs
Focuses on questions of unigue interest to you

1 Construct community resources
Shared software and tools
Client side logger (e.g., VIBE logger)
Shared data sets

Shared experimental platform to deploy experiments (and to attract
visitors)

Other ideas?



Interesting Sources of Log Data

+ Anyone who runs a Web services

1 Proxy (or library) logs at your institution

1 Publically available social resources
Wikipedia (content, edit history)
Twitter
Delicious Flickr
Faceboolpublic data?

} Others?
GPS
Virtual worlds
Cell call logs



Other Kinds of Large Data Sets

} Mechanical Turk (may / may not be truly {okge)

Other rater panels, particularly ones that generate behavioral
logs

1 Medical data sets

1 ¢CSYLR2NIYf NBO2ZNRA 2F Ylyeée
Example: logs from web servers for your web site
Example: an app that generates logs
I fF GKS aAyaldNHz¥SYGiSR {1S00KdzL
Akers, et al., 2009



Audience Discussion

+ What kind of logs do you need to analyze?

} What kinds of logs does your work generate?

+ Open Discussion
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Overview

} Perspectives on log analysis
Understanding User Behavior (Teevan)
Design and Analysis of Experiments (Tang & Jeffries)
Discussion on appropriate log study design (all)

+ Practical Considerations for log analysis
Collection & storage (Dumais)
Data Cleaning (Russell)
Discussion of log analysis & HCI community (all)
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Section 1.
Understanding User Behavig

12

JaimeTeevan& SusarDumais
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Kinds of User Data

User Studies

Controlled interpretation of
behaviorwith detailed
instrumentation

User Panels
In the wild, realworld
tasks, probe for detail

Log Analysis
No explicit feedback but
lots of implicit feedback
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Kinds of User Data

Observational

User Studies

Controlled interpretation of In-lab behavior
behaviorwith detailed observations
instrumentation

User Panels
In the wild, reaiworld
tasks, probe for detalil

Ethnography, field studies
case reports

Log Analysis
No explicit feedback but Behavioral log analysis
lots of implicit feedback

Goal: Build:an abstract picture of lbehavior
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Kinds of User Data

Observational Experimental

User Studies

Controlled interpretation of In-lab behavior Controlled tasks, controlle:
behaviorwith detailed observations systems, laboratory studie
instrumentation

User Panels
In the wild, reaiworld
tasks, probe for detalil

Ethnography, field studies  Diary studies, critical
case reports incident surveys

Log Analysis
No explicit feedback but Behavioral log analysis
lots of implicit feedback

A/B testing, interleaved
results

Goal:Buld:an labstract pictere of behavior
Godl. [Recidef i onepappioachbisthetten thamanother
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Web Service Logs

} Example sources
Search engine
Commercial site

+ Types of information
Queries, clicks, edits
Results, ads, products

} Example analysis
Click entropy

Teevan, Dumais arldebling To
Personalize or Not to Personaliz
Modeling Queries with Variation
In User IntentSIGIR 2008
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Web Browser Logs

} Example sources

Proxy
Logging tool

} Types of information

URL visits, paths followed
Content shown, settings

} Example analysis
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Web Browser Logs

} Example sources
Proxy
Logging tool

} Types of information
URL visits, paths followed
Content shown, settings

} Example analysis

DIfflIE

Teevan, Dumais arldebling A
Longitudinal Study of How

Highlighting Web Content Chang

Affects .. InteractionsCHI 2010
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Rich Client -Side Logs

} Example sources
Client application
Operatingsystem

} Types of information

Web client interactions
Other clientinteractions

1 Example analysis
{0dzFF LQOS {

Dumais et alStuff I've Seen: A
system for personal information
retrieval and reuse. SIGIR 2003
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Logs Can Be Rich and Varied

1 Web service
Search enging
Commerce site

1 Web Browser
Proxy
Toolbar
Browser plugn

+ Client application

20

1 Interactions
Queries, clicks
URL visits
System interactions

1 Context

Results
Ads
Web pages shown



Using Log Data

+ What can we learn from log analysis?
12 KFEG OFyQu 6S fSEFENY FTNRY f
} How can we supplement the logs?

21



Using Log Data

+ What can we learn from log analysis?
b2gY 1 02dz0 LIS2LIX SQa O0SKI GA 2N
Later: Experiments
12 KFEd OlFyQi 6S t€SEFENY FNRY f
} How can we supplement the logs?

22



Generalizing About Behavior

Buttons clicks
Structured answers
Information use
Information needs

What people think

23

Compare to | Today at 3:36 AM

Main contact: @
Alternate contact:

What's happening?

By~ @\)'

First Mame

Friends
452 friends

' chi 2011

What's on your mind?

Attach: KeHl E 'ﬂl -
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Generalizing Across Systems

- : Buiild .
Bing version 2.On}W Logs from a particular run

feafures

Bing use Logs from a Web search engine

. Bujild .
Web search engine usgl.. From many Web search engines

systems
Search engine use | From many search verticals

Bujildl n
Information seekingrngw CNE2 Y 0 NE g a SNA Z

todls
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What We Can Learn from Query Logs

} Summary measures Queries appear 3.97 times
Query frequency [Silverstein et al. 1999]
Query length 2.35 terms Navigational,
] ] [Jansen et al. 1998] Informational,
+ Analysis of query intent Transactional
. [Broder 2002]
Query types and topics N
g ol abrireds = 1
} Temporal features ' Sessions 2.20
Session length . - queries long
] B I e [Silverstein et al. 1999]
Common reformulations

[Lau and Horvitz, 1999]

1 Click behavior

retrieval function o
b: fi hand-t
Relevant reSUItS for query avg. clickrank E,EEE.M 6.131;::1,33 6.04+ ut?.gz
Queries that lead to clicks [Joachims 2002]
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chi 2011
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chi 2011
restaurantsvancouver
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uist conference

chi 2011

daytrips inbc, canada
uist2011

chi program
chi2011.org
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fairmont waterfront hotel
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10:41am 2/18/10
10:44am 2/18/10
10:56am 2/18/10
11:21am 2/18/10
11:59am 2/18/10
12:01pm 2/18/10

12:17pm 2/18/10
12:18pm 2/18/10
1:30pm 2/18/10
1:30pm 2/18/10
1:48pm 2/18/10
2:32pm 2/18/10
2:42pm 2/18/10
4:56pm 2/18/10
5:02pm 2/18/10

142039
142039
142039
659327
318222
318222

318222
142039
554320
659327
142039
435451
435451
142039
142039
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chi2011 10:41am 2/18/10 142039
pan pacific hotel 10:44am 2/18/10 142039
fairmontwaterfront hotel 10:56am2/18/10 142039
chi2011 Query 3/10 659327
restaurantsvanc typ olo gy 8/10 318222
vancouvemcC reSiadiciis—xeroxpri—erx8/10 318222
| Query behavior’ 3442
chi2011 1zxopitrzizorrd 142039
daytrips inbc, canada 1:30pm 2/18/10 554320
1:30pm 2/18/10 659327

chi program 1:48pm 2/18/10 142039
2:32pm 2/18/10 435451

markackerman 2:42pm 2/18/10 435451

fairmont waterfront hotel  4:56pm 2/18/10 142039
2gchi2011 5:02pm 2/18/10 142039



chi2011

pan pacific hotel
fairmont waterfront hotel

10:41am 2/18/10
10:44am 2/18/10

10:56am 2/18/10

chi2011 Query 3/10
restaurantsvanc 8/10
typolo
vancouvemc reSic Yp u_.vg,}/. —ei28/10
Query behavior’
Chl 2011 .LL.J.U'JIII Ll LO]) J.\)

daytrips inbc, canada

chi program

markackerman

fairmont waterfront hotel

29chi 2011

1:30pm 2/18/10

Long term trends,

2:32pm 2/18/10
2:42pm 2/18/10

4:56pm 2/18/10

5:02pm 2/18/10

Uses of Analysi:
A Ranking

A System design
E.g., caching
A User interface

A Test set
development

A Complementary
research
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Partitioning the Data

} Language

1 Location
1 Time A
. User activity
. Individual |
+ Entry point
1. Device
} System variant [Baeza Yates et al. 2007]
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Partition by Time

1 Periodicities
1 Spikes
} Realtime data

New behavior
Immediate feedbac

1 Individual

31

Within session
ACross sessions

4% -

Ll
==

2% 1

(o

—+— Enteramment

Catezorical Percent over Time ——(amas
Healih

Perzonal Fmance
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[Beitzel et al. 2004]



Partition by User

Overlapping Click Queries — 5072 queries (39%)
All queries: Equal Click Queries — 3777 (29%)
1 0,
e Single Identical Click Multiple Identical Clicks | Some Common Clicks No Common Clicks
3737 (29%) 40 (< 1%) 1295 (10%) 7988 (61%)
Equal Query Queries Navigational Queries
36 (< 1% 635 (5% 485 (4%
4256 (33%) 3100 (24%) e (5%) (4%)
Different Query o i o .
8804 (67%) 637 (5%) 4 (< 1%) 660 (5%) 7503 (57%)

[Teevan et al. 2007]

} Temporary ID (e.g., cookie, IP address)
High coverage but high churn
Does not necessarily map directly to users

} User account
Only a subset of users
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What Logs Cannot Tell Us
S2 L

Limited to existing interactions
Behavior can mean many things

bt SQa Ay iSyii

1 821X 804 &dOOSA

1t S2LX SQa SELIS YYSiyO0S

1t S2LJX SQa FGOGSYyuAzy

bt S2LX SQa o0StASTa 2F gKI G Q:
}

}
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Example: Click Entropy

} Question: How ambiguous,_ . ... S

IS a query?
} Approach: Look at

variation in clicks.
[Teevan et al. 2008]

} Click entropy

Low if no variation
human computer interaction

High if lots of variation
hci
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Which Has Lower Variation in Clicks?

} (www.usajobs.gow. federal government jobs
} find phone number,/msn live search
} [Singapore pooly. singaporepools.CoMresuis change

\
Click entropy = 1.5 Click entropy = 2.0 D
A A
Result entropy = 5.7 Result entropy = 10.7 ®

~
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Which Has Lower Variation in Clicks?

} www.usajobs.gov v. federal government jobs

} find phone number v. msn live search

} singapore pools v. singaporepools.comasuis change
y tiffanyv/UA T F I yé Qa

} nytimesv,connecticut NEWSPapers result quality varies

/ o
Click entropy = 2.5 Click entropy = 1.0 '
Click position = 2.6 Click position = 1.6 A



Which

Has Lower Variation in Clicks?

} www.usajobs.gov v. federal government jobs

} find p
} singa

none number v. msn live search

DOrepools v. singaporepools.coMesults change

VOATFFlIYye O GAFTFI YyeEQa
} nytimesv. connecticutnewspapers Result quality varies

} [campbellssoup recipew. vegetable soup recipe

} :SOCCeI' I'Ule]S/_ hOCkey equi)Dment Task affects # of clicks

\ 2
Click entropy = 1.7 Click entropy = 2.2
Clicks/user = 1.1 Clicks/user = 2.1 ~



Dealing with Log Limitations

- .
{@ fairmont waterfrant hotel - Bing - Windaws Internet Explorer =

} I OOk at data @\J" hittp:/fwwvw bing.com/search?q=fairmont - waterfront i+ | ## | X | [ fairmont waterfront hotel
i Favorites fairmont waterfront hotel - Bing % v B v = o v Pagev Safetyv Tools~

MNews Maps More | MSH Hotmail ]

OING =" = === ok

Where you seawching speciically for ts page
Web

RELATED SEARCHES AL § 1-10 of 1,120,000 results - Advanced M
Lo ok Lo Mo Longer

Lomhar ) Loa Doy
Fairmont Waterfront ) Spons sites
Vancouver The mmersee e srorsoredstes
Bool mont Waterfront, Vancouver. No

Fairmont Le Chateau

Howe o e tha pge o} L4
Yo Ot

Frontenac rese| ST Fai
Fairmont Royal York il SW
fos on
HD.IEI [T e — nt Vancouver Hotel at Fairmont Fair
FE'”’_”_U”‘ Royal Plan a stunning waterfront location. With
Pavilion lavis nt Waterfront is an unforgettable The
Fairmont Franz luxu The
Klammer WA le - Mark as spam Low
S Savey e e oy W

Fairmont San Jose CA

} Supplement the data | ..o = ==
Enhance log data

] 2t €t SOG 324a20A1F 0SSR AYT2NXYIGAZ2Y

Instrumented panels (critical incident, by individual

Converging methods

Usability studies, eye tracking, surveys,
field studies, diary studies

Internal preview

€ Internet | Protected Mode: On v H100% v

38



Example: Re -Finding Intent

} Largescale log analysis offeding
[Tyler andTeevar2010]

Do people know they arefending?
Do they mean to réind the result they do?
Why are they returning to the result?

1 Smaliscale critical incident user study
Browser plugn that logs queries and clicks
Pop up survey on repeat clicks and 1/8 new clicks

1 Insight into intent + Rich, re&forld picture
Refinding often targeted towards a particular URL
Not targeted when query changes or in same session
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Summary: Understanding User Behavior

} Log data gives a rich picture of real world behavior
} There are many potential sources of log data

+ Partition the data to view interesting slices

} Recognize what the data can and cannot tell you

+ Supplement logs with complementary data

40



Section 2: Design and Analysis of
Experiments

41

Robin Jeffries & Diane Tang



What Do We Mean by an Experiment?

} A change to the user experience, directly or indirectly
Have a hypothesis

Collect metrics to verify / nullify hypothesis
Measurability is key!

} Running on a live (web) app; data coming in from real
users, doing their own tasks

} Multiple arms each providing different experiences
At minimum, the new experience and the origigahtrol

Can be an entire space of parameters with multiple value:
for each parameter

42 R



Example Changes and Hypotheses

} Visible changes:
Underlines: if | remove underlines, the page will be cleaner
and easier to parse and users will find what they need faster
LeftNav. by adding links to subpages, users will be able to
better navigate the site
Adding a new feature: the usage of this feature is better than
what was previously shown in its place

} Less visible changes:

Ranking: if | change the order of the (search) results, users wil
find what they are looking for faster (higher up on the page)

43 R



Why Do Experiments?

} To test your hypothesis

In reality (or ultimately):. gather data to make an
Informed, datadriven decision

1 Little changes can have big impacts. You won't know
until you measure It.

} With big changes, who knows what will happen. You
Intuition Is not always correct

} Law of unintended side effectsvhat you wanted to
Impact gets better, but something else gets worse.
You want to know that.



What Can We Learn from Experiments?

} How (standard) metrics change

1 Whether/How often users interact with a new
feature

1 How users interact with a new feature

} Whether behavior changes over time. (learning/
habituation)

But, remember, you are following a cookie, not a
person
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What CWeal@drn from Experiments?

+ WHY: figuring out why people do things
Need more direct user input

+ Tracking a user over time
Without special tracking software: only have a cookie
Cookie !'= user

}  Measuring satisfaction / feelings directly
Only indirect measures (e.g., how often users return)

Did users even notice the change?

Did users tell their friends about feature x?

Did users get a bad impression of the product?

Did the users find the product enjoyable to use?

Is the product lacking an important feature?

Would something we didn't test have done better than what we did test?

Is the user confused and why?
46 R
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Section Outline

} Background
} Experiment design:
What am | testing & what am | measuring?
} EXperiment sizing:
How many observations do | need?
} Running experiments:
What do | need to do?
} Analyzing experiments:
LQ@YWS 3J20 YdzYOSNAIZ 6KI
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Basic Experiment Definitions

} Incoming request R has:

Cookie C

Attributes A:
Language, country, browser, etc.

Experiment:

Diversion: is a request in the experiment?
Unit of diversion: cookie vs. request
May also depend on attributes

Triggering: which subset of diverted requests does an
experiment actually change (impact)?

Eg., weatheroneboxvs. page chrome
Page chrome: triggering == diversion
Weatheronebox triggering << diversion

On triggered requests, experiment changes what is served to
the user
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Examples: Weather Onebox vs. Page Chrome

» Weather for Mountain View, CA 94043 - ~dd to iGoogle
52°F | °C Thu Sat Sun

Current: Clear ' ‘
Wind: N at 3 mph

Humidity: 61%
62°F | 42°F 68°F | 45°F 7O°F | 50°F 689°F | 49°F
Detailed forecast: The Weather Channel - Weather Underground - AccuWeather

Ad dS h
Go Ogle IdEtE recovery SEErCh Advanced search
Preferences

Weh Fesults 1- 10 of about 155,00
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Experiment Design

+ What decision do you want to make?

1+ 3 Interlinked questions:

What do you want to test?
What is the space you will explore/what factors will you

vary?
What hypotheses do you have about those change:

What metrics will you use to test these hypotheses”

} How will you make your decision?
Every outcome should lead to a decision
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Decisions, Goals, Underlying Assumptions

+ Ultimately: have a goal, make a decision

Goal: improve the user experience

Assumption: if users find what they are looking for faster,
then the user experience is improved

Decision: Will making the page less cluttered change how
qguickly users find what they want?

Goal: increase feature usage

Decision: Will changing the appearance of links on the
page increase the click through to this feature?

Goal: Increase time on site

Decision: Will adding dancing hamsters to the page lead

visitors to spend more time on the site?
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Changes: Design Space

+ Which factors do you want to vary?
E.g.layout, positioning, features, colors, size, etc.

1 Practical:

Are there options that are unacceptable?
Eg., Blue text on blubackground
Fullfactorial (all possible combinations) or not?
L yIfeara A ahidGkdtoris design T2 N y 2V
More arms in full factoriady increase in total work
Experiment size & number of arms can be an issue for full factorial
Confounds/nuisance factors
Not always possible to isolate: have a plan

Example: images coming from a separate server, which sometimes
goes down, so image is not shown. Want to treat those requests
differently than the requests that produce the intended results
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Example: Video Inclusions

1 Show a playable thumbnail of a video in web results f
highly ranked video results

} Explore different visual treatments for thumbnagsd
different levels of triggering the thumbnail

1 Treatments:
1. Thumbnall on right and conservative triggering
2. Thumbnail on right and aggressive triggering
3. Thumbnail on left and conservative triggering
4. Thumbnail on left and aggressive triggering
5. Qontrol (never show thumbnail; never trigger)

A Note: this is not a complete factorial experiment
(should have 9 conditions)
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. G()() le fsuperbow| commercials ] [ Search J Advsnced Search
Video &~ |

InC|USionS Web [# Show options... Results 1 - 10 of abo

News results for superbowl commercials

Super Bowl Commercials: Super bowl ads. are they funny? - 19 hours ago

Super Bowl Commercials: Super bowl ads. We will update you on the Super

Bowl 44 commercials here. | have been waiting since mid of 2009 to catch up
CBC.cs NFL ...

TV Shows Now! (blog) - 19290 related articles »

Post Super Bowl: Ads. ads and more ads -

Reuters UK (blog) - 1413 related articles »

Super Bowl Commercials: Oprah. Dave and Jay Make it Easier to Take ... -

The Faster Times - 3 related articles »

Latest resulis for superbowl commercials - Pause

Super Bowl Ad — Oprah Winfrey. Jay Leno & David Letterman starrer ...

Entertainment and Showbiz! - 2 minutes ago

The Super Bowl commercial ads which were selling for US $3.1 million per 30-seconds slot
were another thing to look up to as giant companies unveiled their ...

Errors of Enchantment » Super Bowl Commercial Hits Close to Home

Errors of Enchantment - 2 minutes ago

| watched the Super Bowl last night and while the game was quite good, the commercials
were pretty lame overall. However, one commercial by ...

Watch all The Super Bowl Commercials in 2010 and Vote for the Best One

Super Bowl Commercials SuperBowl-Ads.com - News, Polls, History

Super Bowl Commercials - Super Bowl Advertising - Watch all your favorite Super Bowl ads.
www.superbowl-ads.com/ - Cached - Similar -

2010 Super Bowl Commercials - NFL FanHouse
Watch the 2010 Super Bowl commercials online. Every 2010 Super Bowl ad is here.
superbowlads fanhouse.com/ - Cached - Similar -

Superbowl Commercials | 2010 Super Bowl Ads & Commercials
Hundreds of superbowl commercials shown from 1960 to 2010. Our Super Bowl ads are
carefully selected from dozens of online services, so you don't have to go ...
www.superbowl-commercials.org/ - Cached - Similar -

Video results for superbowl commercials

Hyundai Super Bowl XLIV
Advertising Brett ...

32 sec - 5 days ago
www.youtube_.com

Hulu's Superbowl Commercial

- 60sec
{ 1 min 3 sec - Feb 1, 2009 R
| www.youtube.com

54




Hypotheses

+ Given the proposed changes, what effects do you expect
to see?

azNb O2YyONBIS UGKIFIY daAlG oAff
Will it impactwhat users dg how oftenthey do it how longit
will take, theirsatisfactior?

+ How will you measure these changes?
What vs. why
HypotheseC metrics
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Metrics

1 Which metrics?

Often lots of metrics
What vs. why; need suite of metrics to answer multiple gquestions

Some matter all the time: overall usage, whole page parsing, etc.

Some matter to your hypothesis:
GLYONBI aSR TSI (dzZNB dzal 3S¢Y Of A O
GOl aASNI G2 LI NARASEY GAYS G2 TFTANARUG
aSUNAO& YIé& GRA&I ANBSE
Is TTR (time to result) faster, but success lower?

Is TTR faster, but users never come back?
Is TTR faster, but only for a subset of users (who overwhelm the metric)?

+ How big of a change in the metrics matter?
Statistical vs. practical significance
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Putting It Together: Experiments

} GQven the decisions and space of possible changes:
Get set of possible arms
} For each arm, what are the hypotheses & metrics?

How different are the hypotheses?
Which hypotheses are measurable?
Do we need to run all possible arms to make the decision?

} Given this smaller set of arms, now come the practical

ISSUes:

How big do the arms need to be to get reasonable metrics?
Given that, how many arms can | actually run?

What else do | need to think about in order to actually run an
experiment?
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Experiment Sizing: Overview

1 Metrics
Power: How big a change do you want to detect? How man

observations will you need in order to detect that change?
}+ Triggering
How much of the incoming traffic is actually affected?
1 Power + TriggerinG How big your experiment is
How many arms you can run concurrently?

How big Is each arm?
What is the exposure risk (if this is a product)?
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Power

} Power Is the probability that when there really is a
difference, you will statistically detect it

} Power depends on:

What you want to measure

Size of difference you want to be able to detect
Standard error of the measurement

Number of observations

+ Power can (and should be) calculated before you run

the experiment

Too many studies where it was discovered after the fact that there wasn
enough power to detect the effect of interest

There are standard formulas, e.g., en.wikipedia.org/\d@tatistical _power
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Power Example: Variability  Matters

Effect Size StandardError Observations

Required

Metric A 1% 4.4 4,100,000

Metric B 1% 7.0 10,300,000



Power: Variance of Logs Data

} Logs data has high variance
Users vary widely: sophistication, language, strategy, etc.
Tasks vary widely

} Independence assumptions may not hold

Cookies vs. requests

Seqguence of events from a cookie are correlated
S

LT L OfAO1ISR 2y | GakKz2g Y2NBé Ayl o
LT L ljdzZSNASR F2NJ I G2LAOC 0STF2NBFZI LQY
LT L aSFNDODK | t20 G2RIFéX LQY Y2NB f A

Interacts with metrics (requegtased metric vs. cookieased metric)
Changes variance

1 How to measure variance
G2o0lffeay I'm Qgad 'n @ao X S E LIS N.
Perexperiment: preperiods and posperiods
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Sizing and Triggering

+ Triggering: what fraction of traffic actually shows the change?
} Power calculation: need X requests to detect change of C%

} Triggering fraction: expt. affects Y (fraction) of requests

} Actual experiment size: X/Y

} Approach valid only if counterfactuals are logged in the contro

Experiment: when does weatheneboxshow?

Control: when would weathesneboxhave shown?
(counterfactual)

LY &a2YS OlFasSazx e2dz OFyQi ARS
you have to calculate metrics on the full set of (diluted) data
+ If no counterfactual, need to measure (C * Y)% change in
metric on all traffic
The smaller Y is, the more dilution you have
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Experiment Sizing: Example

Metric
Standard

63

1%

5%

20%

50%

10%

10%

10%

52,500

52,500

52,500

52,500

5,250,000

1,050,000

262,500

105,000

Effect Size if N{ QueriedNeeded

Counterfactuals

(Measured on
All Traffic)

0.1%
(10% * 1%)

0.5%
(10% * 5%)

2%
(10% * 20%)

5%
(10% * 50%)

in Expt. (No
Counterfactuals
Logged)

525,000,00C

21,000,000

1,312,500

210,000



Sizing: Other Design Choices

} How long will you need to run your experiment, given your
sizing calculations?
How many arms do you have?
How much traffic can you devote to your experiment arms?

} Power vs. risk tradeffs
| 26 YlIyeé dzaSNR | NB é2dz gAftfAy3
user experienc€ how many users do you want to annoy?)
Risk of exposure (for potential new products)

Sequential vs. simultaneous arms

Sequential reduces risk, but introduces analysis issues such as seasonal
and other timing issues (holidays, major weather event)

} How many days?

Shorter means faster, but units of weeks smooth out day of week
effects
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Within -subject vs. Between -subject

1 Within-subject:
Has bwer varianceneed less traffic to get significant metrics

Two options:

Within-results: interleaved results (e.g., search results)
Within-results is inherently within subject

Within-subject: time slicing show expt. and control at different times
Interleaved: very useful, but primarily for ranking changes
Same number of results, no Ul changes
Timeslicing: withiruser variance lower, but users may have different
tasks, be on different OS/browsers, in different locations, etc.
} Betweensubject: More broadly useful, but higher variance,
will need more traffic
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Running Experiments

1 Selecting a population (diversion)
} Controls
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Selecting a Population

} A population is a set of people
In particular location(s)
Using particular language(s)
During a particular time period
Doing specific activities of interest

} Important to consider how those choices might impact
your results
Chinese users vs. US users during Golden Week
Sports related change during Super Bowl week in US vs. UK

Users in English speaking countries vs. users of English Ul vs.
users in US
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Controls

+ A control is the standard user experience that you are
comparing a change to

} What is the right control?

Gold standard:
Equivalent sample from same population
Doing similar tasks
Using either:

The existing user experience
I 0FAaStAYS AQYAYAYLFTE G0Z2ZNRAY dE dza
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How Controls Go Wrong

} Treatment is opin

+ Treatment or control limited to subset (e.g., treatment
only for English, control worlaiide)

1 Treatment and control at different times

1 Control is all the data, treatment Is
limited to events that showed something novel (no
counterfactual)

+ Not logging counterfactuals at experiment time.
Often very hard to reversengineer later
Gives a true applem-apples comparison

But, not always possible (e.g., if wHatdisplay decisions are
being made "on the fly")
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Analyzing Experiments

1 SAnity checking
1 Metrics, confidence intervals, slicing
1 Mix vs. metric shifts
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Sanity Checking

Before looking at the metrics to draw conclusions,
make sure that you believe the numbers!

+ Eg., overall traffic
Very few changes impact overall traffic
Number of cookies, % of traffic

} Break data down along different dimensionslicings

E.g., do you see different effects with different browsers? In
different countries?

+ Things that can screw things up
Bots visiting your site (did you mess with them?)
If you got mentioned in a blog, did that cause a traffic spike

Don't bother looking at other metrics unless
sanity checks pass!
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Managing Real World Challenges

+ Data from all around the world

E.qg., collecting data for a given day (start/end times differ), collecting
"daytime" data

1 Oneof-a-kind events
Death of Michael Jackson/Anna Nicole Smith
Problems with data collection server
Data schema changes

+ Multiple languages
Practical issues in processing many orthographies
E.g., dividing into words to compare query overlap

Restricting language:
[ Fy3dz- 3S  O2dzy i NB
vdzSNeE I y3dzr3S r 'L tFy3dza 3S
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When is a Metric Change Significant?

} Confidence interval (C.l.): interval around the
treatment meanthat contains the true value of the
mean x% (typically 95%) of thene

1 C.l.s that do not contain the control mean are
statistically significant (statistically different from the
control)

} This Is an independent test for each metric

Thus, you will get 1 in 20 results (for 95% C.I.s) that are
spurious-- you just don't know whiclones

} C.l.s are not necessatrily straightforward to compute.
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How to Interpret  Significant Metrics

1 If you look at enough metrics, something will be significant by
chance.

Confidence interval only tells you there is a 95% chance that this
difference is real; not 100%

If only a few things significant, is chance the likely explanation?
Look for converging evidence (many metrics are correlated; do all the
metrics correlated with this one move in the same direction?)

} If your parameters are continuous, you may be ableto
)\yuSNJ_JEquS 2 NJ SEuNJ L2t GS (
odzi 2y Qad HET K29 ¢2dd R Moy

} You can miss significance because the true difference is
GAYyekl SN 2NJ 0SOlFdzaS é&2dz R2y

If you did your sizing right, you have enough power to see all the
differences of practical significance
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More on Metrics

+ Your experiment may have diverted on 10% of events, but onl
triggered on 20% of those events.

Which denominator are you using?
L0 Qa 200A2dza G2 221 Fd GKS
change, but what about the overall impact?
Eg., if your change slows things down, those who stay may have a
great experience, but what about those who left?
} Slicing up the data
Country, language, browser, etc.

Great way to understand the effects better
Is most of the change coming from users of browser X; in country Y?

Ta

1L NSSR (2 0SS OIFINBFfdzZ NBY YAE ¢
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SIi mpsonodos ParadoxX:
Simultaneous Mix and Metric Changes

Batting averages

Derek Jeter 12/48 183/582 195/630
.250 314 310

DavidJustice 104/411 45/140 149/551
253 321 270

Changes in mix (denominators) make combined metrics
(ratios) inconsistent with yearly metrics
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More on SIi mpsonos Par

} Neither the individual data (the yearly metrics) or the
combined data is inherently more correct

It depends, of course, on what your hypothesis is
+ Once you have mix changes (changes to the

denominators across subgroups), all metrics (changes to
the ratios) are suspect

Alwayscompare your denominators across samples

Maybe the point of the experiment was to produce a mix
change

Can you restrict analysis to the data not impacted by the mix
change (the subset that didn't change)?

Minimally, be up front about this in awriteup
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Detailed Analysis C Big Picture

} Not all effects will point the same direction

Take a closer look at the items going in the "wrong" direction

Can you interpret them?

E.g., people are doing fewer ngxages because they are finding their
answer on the first page

Could they bartifactual?
What if they are real?
What should be the impact on your conclusions? on your decision?

} Significance and impact are not the same thing
Couching things in terms of % change vs. absolute change
helps
A substantial effect size depends on what you want to do with
the data
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Summary:
Critical Steps When Designing EXxperiments

} Determine your hypotheses
1 Decide on which metrics

1 Slze your experiment
Take the triggering fraction into account

If at all possible, identify the counterfactual events in the
control

} Sanity check your data

} Make sure you have enough power to not miss effects of
Interest; look for converging evidence to keep from acting
on spuriously significant results

152y QU0 3IASG o0A0 o0& {AYLAZ2YQ:
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Discussion
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OQur story to this

} Perspectives on log analysis

Understanding user behavior Jamie
What you can / cannot learn from logs
Observations vs. experiments
Different kinds of logs

How to design / analyze large log®bin & Dianeg
Selecting populations
Statistical Power
Treatments
Controls

Experimental error
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Discussion

+ How might you use logs analysis in your research?

+ What other things might you use large data set analysis t
learn?
Timebased data vs. nehme data

} Large vs. small data sets?
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Section 3: Practical Considerations for L

Analysis

84

Susan Dumaignd Daniel MRussell
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Overview

} Data collection and storaggsusan Dumais]
Logging the data
Storing the data
Using the data responsibly

} Data analysigsDaniel M. Russell]
How to clean the data

} Discussion: Log analysis and the HCI community
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Section 3A:
Data Collection, Storage and Use
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Susan Dumais and Jaime Teevan
Microsoft Research



Overview

} Logging the data

} Storing the data

} Using the data responsibly

} Building largescale systems otdf-scope
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A Simple Example

} Logging search Queries and Clicked Results

dumais
N
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A SIimple Exampl e

} LoggingQueries

Basic data: <query, userlID, time>

-

.

~

(cont

Which time? tlm@llent senad 1:ImeServerrecelvetlmeServerseneI tlmeCIlent receive

Additional contextual data:
Where did the query come from?
What results were returned?

What algorithm or presentation was
Other metadata about the state of th
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