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Part 1: 
 

Tests from Satisfiability  Proofs  
 

(Whitebox  Fuzzing for Security Testing)  
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Security is Critical (to Microsoft)  

ÅSoftware security bugs can be very expensive:  

ðCost of each Microsoft Security Bulletin: $Millions  

ðCost due to worms (Slammer, CodeRed, Blaster, etc.): $Billions  

ÅMany security exploits are initiated via files or packets  

ðEx: MS Windows includes parsers for hundreds of file formats  

ÅSecurity testing: òhunting for million-dollar bugsó 

ðWrite A/V (always exploitable), Read A/V (sometimes 
exploitable), NULL -pointer dereference, division -by-zero 
(harder to exploit but still DOS attacks), etc.  
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Hunting for Security Bugs  

ÅMain techniques used by òblack hatsó:  

ðCode inspection (of binaries) and  

ðBlackbox  fuzz testing  

ÅBlackbox  fuzz testing:  

ðA form of blackbox  random testing [Miller+90]  

ðRandomly fuzz  (=modify) a well -formed input  

ðGrammar-based fuzzing : rules that encode òwell-formedóness + 
heuristics about how to fuzz (e.g., using probabilistic weights)  

ÅHeavily  used in security testing  

ðSimple yet effective: many bugs found this way é 

ðAt Microsoft, fuzzing  is mandated by the SDL Ą 

 

I am from 

Belgium too! 
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Introducing Whitebox Fuzzing  

Å Idea: mix fuzz testing with dynamic test generation  

ð Dynamic symbolic execution  

ð Collect constraints on inputs  

ð Negate those, solve with constraint solver, generate new inputs  

ð Ą do òsystematic dynamic test generationó (=DART) 

Å Whitebox  Fuzzing = òDART meets Fuzzó 

Two Parts:  

1. Foundation: DART (Directed Automated Random Testing)  

2. Key extensions (òWhitebox  Fuzzingó), implemented in SAGE 
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Automatic Code -Driven Test Generation  

Problem: 

 Given a sequential program with a set of input parameters, 
generate a set of inputs that maximizes code coverage  

    = òautomate test generation using program analysisó 

    This is not  òmodel-based testingó                                   
(= generate tests from an FSM spec)  
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How? (1) Static  Test Generation  

ÅStatic analysis to partition the programõs input space 
[King76,é] 

ÅIneffective whenever symbolic reasoning is not possible  

ðwhich is frequent in practiceé (pointer manipulations, complex 
arithmetic, calls to complex OS or library functions, etc.)  

Example: 

int obscure(int x, int y) {  

  if (x==hash(y)) error();  

  return 0;  

}  

Canõt statically generate 
values for x and y  
that satisfy òx==hash(y)ó ! 
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How? (2) Dynamic Test Generation  

ÅRun the program (starting with some random inputs),            
gather constraints on inputs at conditional statements, 
use a constraint solver to generate new test inputs  

ÅRepeat until a specific program statement is reached 
[Korel90,é] 

ÅOr repeat to try to cover ALL feasible program paths: 
DART = Directed Automated Random Testing                 
= systematic dynamic test generation [PLDIõ05,é] 

ðdetect crashes, assertion violations, use runtime checkers 
(Purify,é) 
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DART = Directed Automated Random Testing  

Example: 

int obscure(int x, int y) {  

  if (x==hash(y)) error();  

  return 0;  

}  

 

 

 

 

- start with (random) x=33, y=42  Run 1 : 

- solve: x==567  Ą solution: x=567   

- execute concretely and symbolically:  
   if (33 != 567)   |    if (x != hash(y))  

constraint too complex  
Ą simplify it:  x != 567  

- new test input: x=567, y=42  

Run 2 : the other branch is executed  
 All program paths are now covered !  

ÅObservations:  

ðDynamic test generation extends static test generation  with 
additional runtime information: it is more powerful  

ðThe number of program paths can be infinite: may not terminate!  

ðStill, DART works well for small programs (1,000s LOC)  

ðSignificantly improves code coverage vs. random testing  
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DART Implementations  

Å Defined by symbolic execution, constraint generation and solving  
ð Languages: C, Java, x86, .NET,é 

ð Theories: linear arith ., bit -vectors, arrays, uninterpreted  functions,é 

ð Solvers: lp_solve, CVCLite, STP, Disolver, Z3,é 

Å Examples of tools/systems implementing DART:  
ð EXE/EGT (Stanford): independent [õ05-õ06] closely related work 

ð CUTE = same as first DART implementation done at Bell Labs  

ð SAGE (CSE/MSR) for x86 binaries and merges it with òfuzzó testing for finding 
security bugs  ( more later ) 

ð PEX (MSR) for .NET binaries in conjunction with òparameterized-unit testsó for 
unit testing of .NET programs  

ð YOGI (MSR) for checking the feasibility of program paths generated statically 
using a SLAM-like tool  

ð Vigilante  (MSR) for generating worm filters  

ð BitScope  (CMU/Berkeley) for malware analysis  

ð CatchConv (Berkeley) focus on integer overflows  

ð Splat  (UCLA) focus on fast detection of buffer overflows  

ð Apollo (MIT/IBM) for testing web applications                                   éand more! 
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Whitebox  Fuzzing [NDSSõ08] 

ÅWhitebox  Fuzzing = òDART meets Fuzzó 

ÅApply DART to large applications (not unit)  

ÅStart with a well -formed input (not random)  

ÅCombine with a generational  search (not DFS)  
ðNegate 1-by-1 each constraint in a path constraint  

ðGenerate many children for each parent run  

ðChallenge all the layers of the application sooner  

ðLeverage expensive symbolic execution  

ÅSearch spaces are huge, the search is partial é                                                   
yet  effective  at finding bugs !  

Gen 1 
parent 
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Example 
 

void top(char input[4])  

{  

   int cnt = 0;  

   if (input[0] == ôbõ) cnt++; 

   if (input[1] == ôaõ) cnt++; 

   if (input[2] == ôdõ) cnt++; 

   if (input[3] == ô!õ) cnt++; 

   if (cnt >= 3) crash();  

}  

input = ñgoodò 

I 0!=óbô 

I 1!=óaô 

I 2!=ódô 

I 3!=ó!ô 

Negate each constraint in path constraint 
Solve new constraint Ą new input 

Path constraint:  

good 

goo! 

bood 

gaod 

godd 

Ą I 0=óbô 

Ą I 1=óaô 

Ą I 2=ódô 

Ą I 3=ó!ô 

Gen 1 
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The Search Space  
 

void top(char input[4])  

{  

   int  cnt  = 0;  

   if (input[0] == ôbõ) cnt ++;  

   if (input[1] == ôaõ) cnt ++;  

   if (input[2] == ôdõ) cnt ++;  

   if (input[3] == ô!õ) cnt ++;  

   if ( cnt  >= 4) crash();  

}  

If symbolic execution is perfect  
   and search space is small,  
   this is verification  ! 
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SAGE (Scalable Automated Guided Execution)  

ÅGenerational search  introduced in SAGE  

ÅPerforms symbolic execution of x86  execution traces  
ðBuilds on Nirvana, iDNA  and TruScan  for x86 analysis  

ðDonõt care about language or build process 

ðEasy to test new applications, no interference possible  

ÅCan analyse any file -reading Windows applications  

ÅSeveral optimizations to handle huge execution traces  
ðConstraint caching and common subexpression  elimination  

ðUnrelated constraint optimization  

ðConstraint subsumption for constraints from input -bound loops 

ðòFlip-countó limit (to prevent endless loop expansions) 

 



Page 15 June 2011 TAPõ2011 

Check for 

Crashes 

(AppVerifier) 

Code 

Coverage 

(Nirvana) 

Generate  

Constraints 

(TruScan) 

Solve 

Constraints 

(Z3) 

Input0 
Coverage 

Data 
Constraints 

Input1 

 

 
Input2 

é 

 
InputN 

 

SAGE Architecture  

MSR algorithms 

& code inside 

(2006-2011) 

SAGE was mostly developed by CSE 

(2006-2008) 
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Some Experiments  

ÅSeven applications ð 10 hours search each  

App Tested  #Tests  Mean Depth  Mean #Instr.  Mean Input 
Size  

ANI  11468 178 2,066,087  5,400  

Media1 6890  73 3,409,376  65,536  

Media2  1045 1100 271,432,489  27,335  

Media3  2266  608  54,644,652  30,833  

Media4  909  883  133,685,240  22,209  

Compressed 
File Format  

1527 65 480,435  634  

OfficeApp  3008  6502  923,731,248  45,064  

Most much (100x) bigger than ever tried before! 
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Generational Search Leverages Symbolic Execution  

ÅEach symbolic execution is expensive  

 

 

 

ÅYet, symbolic execution does not dominate search time  

SymbolicExecutor

Testing/Tracing/Coverage
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Since Aprilõ07 1st  release: many new security bugs found 
(missed by blackbox  fuzzers , static analysis)  

ðApps: image processors, media players, file decoders,é 

ðBugs: Write A/ Vs, Read A/ Vs, Crashes,é 

ðMany triaged as òsecurity critical, severity 1, priority 1ó      
(would trigger Microsoft security bulletin if known outside MS)  

ðExample: WEX Security team for Win7  
ÅDedicated fuzzing lab with 100s machines Ą 

Å100s apps (deployed on 1billion+ computers)  

Å~1/3 of all fuzzing bugs found by SAGE !  

ðSAGE = gold medal at Fuzzing Olympics                                            
organized by SWI at BlueHatõ08 (Octõ08) 

ðCredit due to entire SAGE team + users !  

SAGE Results 
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WEX Fuzzing Lab Bug Yield for Win7  

Å 100s of apps, total number of 
fuzzing bugs is confidential  

Å But SAGE didnõt exist in 2006 

Å Since 2007 (SAGE 1 st  release), 
~1/3 bugs found by SAGE  

Å But SAGE currently deployed 
on only ~2/3 of those apps  

Å Normalizing the data by 2/3, 
SAGE found ~1/2 bugs 

Å SAGE was run last in the lab, 
so all SAGE bugs were missed 
by everything else!  

 

Default 

Blackbox  

Fuzzer 

+ Regression 

All Others SAGE 

How fuzzing bugs found (2006-2009) : 

SAGE is running 24/7 on 100s machines: 

ñthe largest usage ever of any SMT solverò 

N. Bjorner + L. de Moura (MSR, Z3 authors) 
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SAGE Summary 

ÅSAGE is so effective at finding bugs that, for the first 
time, we face òbug triageó issues with dynamic test 
generation  

ÅWhat makes it so effective?  

ðWorks on large applications (not unit test, like DART, EXE, etc.)  

ðCan detect bugs due to problems across components  

ðFully automated (focus on file fuzzing)  

ðEasy to deploy (x86 analysis ð any language or build process !)  
Å1st  tool for whole -program dynamic symbolic execution at x86 level  

ðNow, used daily in various groups at Microsoft  

 


