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The State of Search 

ÅWhat does the user want? 

 

 

 

ÅBut what if the user first did the following: 
Click! 

Results are generally independent of what  

the user has done or learned. 

 

The state of search is mostly stateless. 

Results are generally independent of what  

the user has done or learned. 

 

The state of search is mostly stateless. 



Context in Information Retrieval 

ÅContext 
ï/ǳǊǊŜƴǘ ǘŀǎƪ ŦƻŎǳǎ όǘǊƛǇ ǇƭŀƴƴƛƴƎΣ ƳǳǎƛŎΣ Χύ 

ïLong-term preferences 

ïDemographics: gender, age 

ïGeographic: current location, location in query 

ïUser activity: queries issued, results clicked, pages 
viewed 

ÅChallenge: Enable a context representation 
focused on user activity to reflect the task in 
which the user is currently engaged. 



Class-Based Context: A Simplified View 

 
 
 
 
 
 
 
ÅChallenges: 
ïAccurately classify results and queries 
ïIdentify and represent task-relevant context 
ïUse intent distribution (e.g. for ranking and prediction) 

Query 
Identified  

Task-Relevant  
Context 

Intent 

Use Behavior  
to Update Context + = 



Talk Overview 

ÅIntroduction 
 

ÅRefined Experts [Bennett & Nguyen, SIGIR 2009] 

ïAccurate classification into a hierarchy. 
 

ÅClassification-Enhanced Ranking [Bennett et al., WWW 2010] 

ïObtaining & using a class distribution to improve ranking. 
 

ÅPredicting Short-¢ŜǊƳ LƴǘŜǊŜǎǘǎ Χ [White et al., CIKM 2010] 

ïUpdating & inferring intent from query and context.  
 

ÅSummary 



Classifying Web Pages into Topics 

Åresearch.microsoft.com 

 

 

 

 

 

 

 

 

Classes 
    0.23 computers 

    0.10 science 

    0.08 society/issues 

    0.07 reference 

    0.07 reference/education 

Example: 



 
 
 
 
 
 
 
 

 
 
Å Here: use classification as a basis for context representation. 
ÅMore generally: web taxonomies have been repeatedly 

demonstrated to be useful in improving browsing and search.  
[Dumais & Chen, 2000; Dumais et al., 2001, Zhang et al., 2005] 
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The Actual Label? 
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Problems with Hierarchical 
Classification 

ÅData are very sparse at the leaf nodes in a 
hierarchy. 

ÅErrors made at higher levels propagate to 
ƭƻǿŜǊ ƭŜǾŜƭǎΦ Ҧ ǇǊŜŘƛŎǘ ŜǊǊƻǊǎ ŀƴŘ ǎǘƻǇ 
propagation. 

ÅAs we travel up the hierarchy, the diffusity of 
general concepts can lead to more complex 
ŘŜŎƛǎƛƻƴ ǎǳǊŦŀŎŜǎΦ Ҧ ƴƻƴ-linear models. 
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Refinement 

 
Top-down to reduce error propagation 
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Refined Experts 

 

Top-down to reduce error propagation 

Bottom-ǳǇ ǘƻ ǇǊƻǇŀƎŀǘŜ ǳǇ άŦƛǊǎǘ-ƎǳŜǎǎέ ŜȄǇŜǊǘ ƛƴŦƻǊƳŀǘƛƻƴ 
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Hierarchical Learner 

 The training examples of the 
board games category include all 
documents belonging to the 
games categories. 



Other Select Related Work 

ÅMcCallum et al. (1998)  
ïShrinkage of parameters based on parents to help improve 

data sparsity problems. 
 

ÅJordan & Jacobs (1994) HME, Ruiz & Srinivasan (1999) 
variant of HME 
ïExperts at leaves and gating at internal nodes fit with EM 

algorithm. 
 

ÅXue et al. (2008) 
ïTwo stage ς category search to reduce to a smaller 

dynamic hierarchy and then classify into smaller hierarchy. 



Contributions of Refined Experts  

ÅIdentify and address two underlying machine 
learning issues for hierarchical classification 
 

ÅDerive general framework applicable to other 
base learning algorithms 
 

ÅFocus on large-scale taxonomies where joint 
optimization is difficult 



Training Distribution 

 
C1 

C2 C3 

C4 C5 C7 C6 



Test Distribution Drift 
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Refinement 

ÅUse cross-validation on the training set to predict 
test distribution. 
 

ÅTraining examples are predicted to be at node 
unioned with actual at node. 
 

ÅComputational complexity 
ïTraining: Parallelization by level.  Cost primarily cross-

validation. 

ïTesting: Prediction cost is the same. 

 



Complex Decision Surfaces 

 



Complex Decision Surfaces 

 



Modeling Non-Linear Decision 
Surfaces 

ÅUnion of two or more linear surfaces is non-linear 
in general. 
 
ÅGiven a binary feature capturing whether a 

document belongs to a child, the surface 
becomes linear again. 
 
ÅIntroduce metafeatures where membership is 

predicted from the bottom-up before making a 
top-down final decision. 



Extending with Metafeatures 
Standard Bag-of-Words 

Predictions as metafeatures 



Refined Experts 

ÅStarting at leaves, use cross-validation to produce 
metafeatures for a node. 
 
ÅAt top, run refinement training algorithm 

augmented with metafeatures. 
 
ÅComputational complexity 
ïTraining: Parallelization by level.  Cost about 2x 

refinement. 
ï¢ŜǎǘƛƴƎΥ tǊŜŘƛŎǘƛƻƴ Ŏƻǎǘ Ŏŀƴ ōŜ ƳǳŎƘ ƘƛƎƘŜǊ ǘƻ άǇƻƭƭέ 

experts from bottom.  Can be distributed. 



The Refined Experts Solution 

ÅError Propagation 

ïPredict the test time distribution at a node. 

ïIncorporate when training model. 

 

ÅComplex decision surfaces high in the hierarchy 

ï¢Ǌŀƛƴ άŦƛǊǎǘ ƎǳŜǎǎέ ƳƻŘŜƭǎ ŀǎ ŜȄǇŜǊǘǎ ŦǊƻƳ ōƻǘǘƻƳ-up. 

ïMake use of expert information when making final 
prediction top-down. 
 



A Hierarchical Web Ontology 

ÅDMOZ Open Directory project 

ïhttp://www.dmoz.org/, Open source web 
ontology. 

http://www.dmoz.org/


Experiment Setup 

Å Base classifier: Linear-SVM 
 

Å Data representation: bag-of-words, tf-idf, unit sphere 
normalization. 
 

Å All methods optimize F1 (Scut) 
 

Å Selected 9 sub-hierarchies of ODP data 
ïAdult, Computer, Game, Health, Home, Kids & Teens, Reference, 

Science, Shopping  
ï22635 categories total 
ïNumber of Documents: 1,188,524/ 509,454 (train/test) 

 

Å Here we present the average results for these sub-hierarchies. 



Halting Error Propagation 

Hierarchical SVM Refinement Refined Experts 

Macro F1 0.302  0.326 (7.9%) 0.361 (19.6%) 

Micro F1 0.365 0.414 (13.2%) 0.468 (28.0%) 

Country/ 
Language 

A 

Australia 

Argentina 

B 

Belgium 

Brazil 

Χ 



Adding Expert Information 

Hierarchical SVM Refinement Refined Experts 

Macro F1 0.302  0.326 (7.9%) 0.361 (19.6%) 

Micro F1 0.365 0.414 (13.2%) 0.468 (28.0%) 



Refined Experts Summary 

Å Refinement: addresses error propagation 
ï8-13% improvements overall 
ïTraining is slightly more time 
ïPrediction is computationally as efficient 

Å Refined Experts: Refinement + complex surfaces 
ï20-28% improvements overall 
ïMore intensive training and testing 
ïHighly parallelizable 

Å Future Work 
ïValue of information by considering weights of bottom-up categories. 
ïUse of insights in approximate graphical models. 

ÅOur learning model is flexible. The base-classifier can be replaced 
by any other learners. 



Talk Outline 

ÅIntroduction 
 

ÅRefined Experts [Bennett & Nguyen, SIGIR 2009] 

ïAccurate classification into a hierarchy. 
 

ÅClassification-Enhanced Ranking [Bennett et al., WWW 2010] 

ïObtaining & using a class distribution to improve ranking. 
 

ÅPredicting Short-¢ŜǊƳ LƴǘŜǊŜǎǘǎ Χ [White et al., CIKM 2010] 

ïUpdating & inferring intent from query and context.  
 

ÅSummary 



Classification-Enhanced Ranking 

ÅLong-standing general research intuition that 
classification can help rank search results. 

ïMatching results to query class, diversification of 
results, personalization profiles. 
 

ÅObtaining relevance gains challenging 

ïQuery Classification: little information (2-3 words) 

ïUncertainty in both query and doc classification. 
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Select Related Work 

Å Broder et al. (2007); Gabrilovich et al. (2009) 
ï Match ad classes to query classes. 
ï Infer query classes using weight derived from search engine/ranker. 

Å Sahami & Heilman (2006) 
ï Aggregate words of returned results as context for query-query kernel for 

query suggestions. 

Å Beeferman & Berger (2000) 
ï Clustering of queries using bipartite graph ς requires clicks on shared queries. 

Å Beitzel et al. (2007) 
ï Classify queries to route to appropriate database ς akin to vertical selection. 

Å Y55 /ǳǇ нллр ŀƴŘ ŘŜǊƛǾŀǘƛǾŜǎ ό{ƘŜƴ Ŝǘ ŀƭΦΣ ΨлрΣ ΨлсΤ ±ƻƎŜƭ Ŝǘ ŀƭΦΣ ΩлрΤ 
YŀǊŘƪƻǾŀŎǎ Ŝǘ ŀƭΦ Ψлрύ 
ï Use external resources (e.g. WordNet and intermediate taxonomies) to 

improve query classification over 800 manually labeled  (unrevealed) queries. 



Classification-Enhanced Ranking 
Contributions 

ÅUse class information to improve relevance 
directly. 
 

ÅDevelop features that measure: 

ïǉǳŜǊȅ ŀƳōƛƎǳƛǘȅΣ ǎǇŜŎƛŦƛŎƛǘȅ ƻŦ ŀ ¦w[Σ  ŀƴŘ ¦w[Ωǎ 
ŎƻǾŜǊŀƎŜ ƻŦ ǉǳŜǊȅΩǎ ǘƻǇƛŎǎ όŀƳƻƴƎ ƻǘƘŜǊ 
properties). 
 



Dealing with Class Uncertainty 

ÅPredict URL classes. 

ÅInfer query class using class of result URLs, 
weighted by estimated relevance. 

ÅAdd new features derived from the class 
distributions of query and results to the 
ranker. 

ÅLearn model incorporating class information. 

Ҧ LƳǇǊƻǾŜŘ wŀƴƪŜǊ 



Query Class = What the user wants 

ÅAssumption: ideal query class distribution is an 
aggregate of the class distributions of relevant 
URLs.  
 

ÅTo estimate query class, weight URL classes by 
relevance of the URL. 
 

ÅTo estimate URL relevance, use click distributions 
to predict URL relevance. 
 



Types of Ranking Features 

ÅURL Features: a feature whose value depends 
only on the URL. 
 

ÅQuery Features: a feature whose value 
depends only on the query. 
 

ÅQuery-URL: a feature whose value depends on 
both query and URL. 



URL Features 

ÅURLClassEntropy 

ïEntropy of P(class | URL). 

ïIntuition: URLs on fewer topics may be preferred 
higher in the ranking (more focused). 



Specificity of a URL 

ÅURLClassEntropy 
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