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Why Preferences? 

Learning Consensus from Preferences at Scale 

Beyond Consensus 

Discussion 





Used widely in search and advertising to: 

Train ranking algorithms 

Measure progress 

Which system to deploy 
Is the system better than it previously was? 

Is it better than alternative models? 

Is that difference significant? 

Assess performance against competitors 

Identify which components of the system need 
improvement 
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Rank for two systems 
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Get five-point rel. 
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Convert to ñGainò 
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Weight by rank 

Multiply and Add to get DCG 
System 1: 65.55 

System 2: 56.69 

Divide by ideal (68.30) to get NDCG/100 
System 1: 96.0 

System 2: 83.0 



High Variability in Judged Relevance of Page 

Can lead to incorrect conclusions of system 
improvement (and deployment of wrong version). 

Can cause incorrect assessment of performance 
relative to competitors. 

Introduces noise in training data for ranker. 

Coarser-grained distinctions 

May mask real discernible differences in page 
quality. 




