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ABSTRACT

In this paper, we address the task of identifying the spaalxer
name in audio content. Identification of speakers by namgstiel
improve the readability of the transcript and also proviaéditional
meta-data which can help in finding the audio content of a@ger
We present a conditional maximum entropyagent) framework for
this problem which yields superior performance and lersidfitvell
to incorporating different types of information. We takevadtage
of this property of maxent to explore new features for thiktaVe
show that supplementing standard lexical triggers witbrimfation
such as speaker gender and position of speaker name meatfimnas
us large gains in performance. At 95% precision, we incrélase
recall to 67% from the trigger baseline of 38%.
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know them by name, we could use the acoustic similarity to-ide
tify these same speakers in the content of interest. Thesebma
some meta-data associated with the content such as shovipeesc
tion which names the speakers. Finally, visual featurek aswisual
similarity or captions in video could be used if the videovaitable

as well.

Previously, [2, 3, 4] have developed systems which used thely
linguistic patterns such as word n-grams in the audio trgptscfor
identifying the speakers. [5] has used acoustic simildsaged on
acoustic models for known speakers for whom training dast®to
identify their re-occurrence in the test data.

Our approach builds upon this previous work and uses a canbin
tion of linguistic and acoustic information rather tharyieg solely
on either. We propose the use of conditional maximum entropy

Index Terms— Speaker recognition, Maximum entropy methods framework (naxent) for this task. Conditional maximum entropy

1. INTRODUCTION

The amount of audio/video content available online hasemsed
tremendously over the recent years. This has generateitlecsisie
interest in providing effective tools to the users for firglthe con-
tent of interest and then effectively navigating throughhiitomatic
speech recognition (ASR) and audio indexing play an imporiale
in making the content searchable. However, additional rdata for
the content such as speaker turn segmentation is very usefat
proving the readability and understanding of the ASR outftte
task of segmenting the audio content by speaker turns is tkrasv
speaker diarization. Significant recent work on automatieaker
diarization has taken place recently [1]. Speaker didgdratienti-
fies all the audio segments belonging to a particular spelatr
ever it does not identify the speaker by name. Ability to tifgrihe
speaker would be further beneficial to the user since thenaake
of the speaker allows the user to quickly bring to bear allréed
world knowledge about the person into understanding théeobn

The user may be better able to understand the context arghass

varying importance to different speakers.

Speaker identification by name provides useful meta-dataufe
dio search as well since it allows the user to search by thaekspe
name in addition to the text of what was said. The task of iigng

the speaker names has been aptly called “who really spoka?the

in [2] and this is the task that we will address in this paper.

In general, there are several useful pieces of informatibithv
could help for this task. In a formal news, an informatiorfab\s
or a presentation, the speakers may introduce either ttessser
other speakers by name; or they may simply refer to each bther
name while talking. If we have heard some speakers previcusl
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framework provides a sound theoretical mechanism for ategg
different types of features. We show how it can be used to @wenb
linguistic and acoustic features which have been used quishyi.
We also investigate new features for this task in this fraorkvand
show its benefit empirically. In this paper, we have limitedselves
to acoustic and linguistic information sources and haveerptored
the use of meta-data or video information.

This paper is organized as follows. In Section 2, we frame the
speaker identification problem using a simple probabilistiodel.
In Section 3, we provide an overview of the current stat¢hefart
system. In Section 4, we describe our conditional maximutropg
model framework. We then proceed describe the novel featues
investigated in Section 5. In Section 6, we present the éxeetal
results on the Hub4 Broadcast News corpus and conclude in Sec
tion 7.

2. PROBLEM FORMULATION

iThe input for our problem consists of a unit of acoustic datacly

as a single show) with associated text transcript and segieam

by speaker turns (diarization). Input speaker turns arepgd by
the same speaker, such that all turns of a single speakértininit

of acoustic data, form a speaker clusteThe process of obtaining
the text transcript and diarization is out of the scope ofpttublem

we address. Our task consists of assigning a speaker nreach
speaker clustee. We use a conditional probability modél(s|c)

and conditional maximum probability as the decision ruleséme
usage scenarios, the cost of assigning a wrong speaker raute c
be higher than the cost of not assigning a speaker name @baleal
with this, we add a threshold on the conditional probability to the
decision rule. So, we assign a speaker ndme arg max, P(s|c)

if P(3]c) > ¥. Otherwise, we are not confident enough to make a
prediction and leave the speaker name as unknown. We use prec



sion and recall as the evaluation metrics and changiatjows us to
control the trade-off between the two. The particular ofieggpoint

for ¥ is usually driven by the application. We will describe fuath
details and refinements of this general model in the follgnsec-

tions.

3. OVERVIEW OF STATE-OF-THE-ART

At the time of writing, the state of the art is a probabilidtiigger
feature system described by Tranter [2], which we hendefiater
to as the Tranter system. In this section, we provide a teghH
overview of the Tranter system. Please refer to [2] for detfithe
system and a detailed discussion of the evaluation franiewor

3.1. Lexical rule learning

The idea is to latch on linguistic patterns which are charistic of
a speaker denomination.

Previous Speaker rules). We use the notafidn) to refer to the set
of candidate speakers for cluster c.

3.3. Lexical features for maxent

We have reproduced the Tranter system as our baseline. \ile use
only ¥ to control the trade-off between precision and recall. We
have referred to our reproduction of the Tranter system ad\th
gram system in the remainder. We have tested the N-gramrmsyste
some of the experimental configurations reported in [2] andd
the results to be very similar.

We have also used exactly the same information used by time Tra
ter system in the maxent framework. In maxent, the modelntépe
on the data only through the feature functions. We define tafea
function corresponding to each rule in the N-gram systenr.ifro
stance, the feature function corresponding to the r@er r ent
Speaker: is [nane] speaking will be 1 whenever the
speaker name which is precededibynd followed byspeaking is

In Broadcast News, speakers may be announced, introdure the the hypothesized speaker for the speaker cluster undeideoation.

selves, or have their name reminded by the next speakerefbiner

This system with just these feature functions constituteshseline

a speaker name for an audio segment may be found in the pseviodfor exploration of new features in the maxent framework ancet

current, or next segment. For instance, after encountexitrgin-
ing utterance “This is John Simpson speaking from ...", ad¥y
rule: Current Speaker: This is [nane] speaking

f r omis formed. A probability is associated with this rule whistai
relative frequency over the training data of how often[thane] is
the correct speaker of the current segment in this contéxtilely,
rules are formed for predicting if tHenane] refers to the speaker
of the previous or the next segment. All possible 2-5 grarasaire
formed using 2 tokens to the left and right of theane] token.
The Tranter system maps certain groups of words to categkens
to increase robustness. For example, both “BBC News” andCAB
News” are replaced by category tokeSHOW .

Since the number of rules thus collected may be prohibitivel
large and the relative frequencies may not be good estinfatéise
sparsely occurring rules, the Tranter system only uses mtéch
have 5 or more instances in the training data. The Trant¢ersys
also uses a threshold on the probability associated with rde to
control the number of rules which are retained. Varying thigsh-
old can also affect the trade-off between precision andlreca

3.2. Lexical rule application

Attesttime, to determine the probability of assigning aedgge name
sto aclustek, first the set of all applicable rulég(s) which support
such assignment is determined. In determining the sete$i(s),

a back-off system is used to retain only those rules whichnate
completely contained by a larger n-gram rule. For exampkertle
Current Speaker: is [nane] speaki ngwillcause the
smaller ruleCur rent Speaker: is [nane] to be dropped
from R (s). After determiningR (s), Tranter system uses a heuristic
combination of associated rule probabilitigsas follows:

P(sle) x 1 — H (1-pr)

reR(s)

@)

Only those speakers for whidR(s) is non-empty are considered
as the candidate speaker names for the clustéFhus, candidate
speaker set for a given clusterare all the speaker names which
occur at least once either in the acoustic segments belpngithe
cluster or in the acoustic segments which are adjacent @diestic

ferred to simply asnaxent. We note that unlike the N-gram system,
in maxent framework the parameters are trained jointly &edoa-
rameter combination is a normal part of the training process

4. MAXIMUM ENTROPY MODEL

The first contribution of this work is to replace the probaii¢ trig-
ger model with a regularized log-linear model [6]. Speclficahe
probability of a hypothesized speaker is given by:

oS unt00)

Here, f, are feature functions which together form the feature wecto
of sizeF’. The ), are the parameters of the maxent model Zp¢c)

is a normalization constant which ensures that probadslisum to
one. SpecificallyZx () = 3=, cse) eXP(r—y Mefi(s',¢)). The
model parameters;, are trained using Generalized Iterative Scaling
to optimize the posterior probability of the paramet&rgiven the
training data with a Gaussian prior [7].

We use a single pooled varianeé for all features, set heuris-
tically to 1.5. In practice, system performance seemed relatively
insensitive over a large range ®f Since the normalization constant
tends to contrast the ground truth label against any otloed,|#his
model is best suited for classification tasks such as thisAlse, it
is ideally suited for combining features of a different typaultiple
features may fire simultaneously without a special commnatile.

Continuous features are quantized and split into seveaalifes,
thereby providing the ability to learn arbitrarily shapastbgrams.

Finally, we remark that the Tranter combination rule folfoa
log-linear functional form forl — P(s|c) with binary features for
each ruler, and\, = log(1 — p»).

P(s|c) =

1
70 )

5. NEW FEATURES

The second contribution of this work lies in the investigatof new
features for this task. Tranter lexical features are alwagsent in
the system and constitute the baseline for work on new featiwe

segments of the cluster (due to the presence of Next Speaker adescribe below additional features which we investigated.



5.1. Position information

Intuitively, the name of the speaker is more likely to be nmd
around the first or last appearance of the speaker in a show.
pursue this intuition by introducing features related te tblative
position of the segment containing the claimed speaker naitie
respect to the first and the last segment of the speaker clugte
first segment of the cluster is representedasnd the last segment
ass;.

For each cluster, we defined seven relative position categor
depending on whether the segment in which claimed speakee na
occurs isl) just beforeSy, 2) in Sy, 3) just afterSy, 4) just before

the train and test sets. We train speaker adapted 192 Ga@sii
acoustic models for all speakers in the training databas¢k lbe
training speaker with associated audip, and maximuma pos-
Briori adapted modelM,. The presented test speakeis defined
similarly on test data. The universal gender dependentdgvaokd
model isM. We compute the normalized cross log-likelihood (CLR)

p(Ok| M)
p(Ox|M)

p(O;| M)
p(O;|M)

. 1 1
CLR(k, 7) N, log + N log 3)
J

If greater than zero, it is indicative th&tand; might be different

S;,5) in Sy, 6) just afterS;, 7) anywhere else. We associate a binary instances of the same speaker. The histogram of normalizé&d C

feature with each position category which is 1 if the clairspdaker
name occurs within that category and is 0 otherwise.

Based on the analysis of the training set, we found that tise po
tion feature is informative and decided to use it. Figure dwshthe
discrimination power of the position feature on the test set
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Fig. 1. Discrimination potential of position category: Bar forcea
position represents the percentage of claimed speakersniantiee
position which are true speaker names. Wide variation inbie
heights is indicative of the useful discrimination power.

In contrast, we performed similar analysis over the trajrget for
the position of the claimed speaker name within its own sered
found that it did not seem to possess any discriminative pand
therefore did not use it.

5.2. Gender information

Another effective feature pertains to gender. The intnitiere is that
the gender as indicated by the name of the claimed speakeldsho
match the gender which is inferred from the acoustic dateatfer
speaker cluster of interest. The first name is used to infegémder
of the claimed speaker name. The gender is also extractedtfre
audio of the speaker cluster using a gender-dependent GMM wi
192 Gaussians each trained on the training set. The binatyrée
matches the two independently acquired gender identities.

5.3. Acoustic speaker ID

values on the test data in Figure 2 supports this hypoth&sison-
vert the CLR value into features we quantized the CLR valoes4
buckets and associated a binary feature with each bucketvalbes
were selected by looking at the histogram on the training set
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Fig. 2. CLR Histogram on test (tst). Pos line represents CLR his-
togram for same speaker, and neg line represents CLR hastogr
for different speakers. Significant non-overlapping a@fabe his-
tograms indicate usefulness.

6. EXPERIMENTS

Experiments were carried out on two subsets of the Hub4 Basd
News training database (train96: LDC97S44, LDC97T22n8di
LDC98S71, LDC98T28). To increase the statistical signifazof
results, we decided to use 85h of test.

6.1. Experimental framework

The Hub4-1997 was used as the training data while the HuB8-19
is the test set. Both sets have been labelled manually witherece
transcriptions and speaker names. In this paper, we haderate
erence (manual) text transcript and reference diarizdtiothe test
set. The approach is extensible to the use of ASR generated te
transcript and the use of automatic diarization system.

The training set is about 83 hours and the test set is about 85
hours. The number of speaker clusters for which true sped&ar
tity is available is 1267 for the the training and 1296 for thst set.
Similar to the Tranter system, our approach can recovergbaker
name only if the speaker name occurs in the transcript ofibaker
cluster or neighboring segments. This imposes an upperdbonn
maximum achievable recall on the test set of 83%.

Similar to the Tranter system, only the multiple word speake
names are treated as true speaker identities and all thesaihe
ignored. We are aware of some errors in the speaker nameénigbel

We use the information contained in the normalized cross logfrom [2] as well as our own observations, however, we haveant

likelihood value which is widely used in speaker identifioatlitera-
ture [8]. This is useful only for speakers which are commamken

rected these corpus errors and we treat the misspelled rasniés
they were different speakers.



6.2. Results and discussion -
Table 1. System recall scores at 95% precision.

Figure 3 shows the results of all the system configuratiorth@test [ System | Recall
set. With the same lexical trigger features, the maxenesysiut- N-gram 38%
performs the N-gram system. We attribute the gain to theidisc maxent 47%
native nature of the conditional training of parametersigmaxent maxent + pos 58%
framework. In contrast, N-gram system uses maximum likelth maxent + pos + ac 58%
estimates of parameters. The maxent system jointly trhiedea- maxent + pos + ac + genddr 67%

ture combination parameters in contrast to the N-gram systhere
the rule combination is heuristic.

With the position feature and gender information incorpeda
into the maxent system, system performance is much improvesl
results also show that the acoustic feature (CLR) beats litti-
dence on overall performance. As mentioned before, CLR obn o
gglr[i)nzgLttgfsz(tjtmnlﬁgrzp:rik:l;?)S f;g tsrjé';l ig?ntnig:wss?fﬁl. Ii@our N-gram system while using the same set of .Ietxical featuresr O
common speake’rs account for 10% of the speakers in the test Sexperlmental re'_sults show that at a fixed precision of 95% pest

L . : " axent system increases the recall from 38% to 67%.
and 30% of the test set in time-weighted proportion. An ifsuf In this paper, we have used the reference transcripts andadia

tck']ingﬂl;{mnk;%h?szn;agi:ig:]ealr?g;)erlé I%Vl\r/ ?I’:Sec{;.?ling;l\;e\eﬁrrc(;;n tion for the test set. In the future, we will study how_reptzgpthese
improvement two components by their automatic counterparts will aftetper-
: formance. Other factors which can affect the performaneettze
use of an automatic named entity recognizer and a test dosimedn
1 ‘ ‘ ‘ ‘ ‘ ‘ is different from the broadcast news domain. We are alsonjian

further study on syntactical, acoustic and prosodic festur

such as position and gender features and empirically verifieir
usefulness for this task. We showed the benefit of the sourldatie
for joint training of the parameters in the maximum entronfe-
work by demonstrating better performance than the stathesfirt

0.95
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