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ABSTRACT

By studying trouble tickets from small enterprise networkege
conclude that their operators neetktailedfault diagnosis. “at

is, the diagnostic system should be able to diagnose not onl

generic faults (e.g., performance-related) but also apiin speci ¢
faults (e.g., error codes). It should also identify culpata ne gran-
ularity such as a process or rewall con guration. We buildsgs-

tem, calledNetMedic, that enables detailed diagnosis by harnessing

the rich information exposed by modern operating systems ap-
plications. It formulates detailed diagnosis as an infeeeproblem
that more faithfully captures the behaviors and interacti@f ne-
grained network components such as processes. “e primargleh
lenge in solving this problem is inferring when a componeright
be impacting another. Our solution is based on an intuitieetinique
that uses the joint behavior of two components in the pasttineate
the likelihood of them impacting one another in the preséie nd
that our deployed prototype is e ective at diagnosing fautiat we
injectin alive environment. “e faulty componentis correttidenti-
ed as the most likely culprit in 80% of the cases and is alrabstys
in the list of top ve culprits.

Categories and Subject Descriptors

C.4 [Performance of systems] Reliability, availabilitgrsiceability
General Terms

Algorithms, design, management, performance, relialyilit
Keywords

Enterprise networks, applications, fault diagnosis

1. INTRODUCTION

Diagnosing problems in computer networks is frustratingodi
ern networks have many components that interact in compleysv
Con guration changes in seemingly unrelated les, resaitwgs
elsewhere in the network, and even so ware upgrades canwtiat
worked perfectly yesterday. “us, the development of tootshelp
operators diagnose faults has been the subject of muchrodsaad
commercial activity 2, 4,5, 6,11, 12,17, 21].

Because little is known about faults inside small entegpnist-
works, we conduct a detailed study of these environmentsiéaeh
a surprising conclusion. As we explain below, existingaéestic sys-
tems, designed with large, complex networks in mind, fatirslat
helping the operators of small networks.

Our study is based on trouble tickets that describe problesas
ported by the operators of small enterprise networks. Weeobs
that most problems in this environment concern applicat&peci ¢
issues such as certain features not working or serversnigigierror
codes. Generic problems related to performance or reatityadie
in a minority. “e culprits underlying these faults range fim bad
application or rewall con guration to so ware and driver bgs.

We conclude that detailed diagnosis is required to helpeiws
erators. “atis, the diagnostic system should be capablelerving
both generic as well as application-speci c faults and ehiifying
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culprits at the granularity of processes and con guratiotrees. Di-
agnosis at the granularity of machines is not very usefulei@rs
o en already know which machine is faulty. “ey want to know wait

)i,s amiss in more detail.

Existing diagnostic systems fall short because they dilokrde-
tail or require extensive domain knowledge. “e systems farde en-
terprises, such as Sherlo&,[target only performance and reacha-
bility issues and diagnose at the granularity of machinesy’essen-
tially sacri ce detail in order to scale. Other systemsjsagPinpoint
for online servicesd] and SCORE for ISP network&T], use exten-
sive knowledge of the structure of their domains. Extendhrgm to
perform detailed diagnosis in enterprise networks woulgliiee em-
bedding detailed knowledge of each application's depeciésrand
failure modes. “e range and complexity of applications id& mod-
ern enterprises makes this task intractable.

Can detailed diagnosis be enabled with little applicatipacs c
knowledge? By developing a system calletMedic, we show that
the answer is yes. “e two keys to our solution aré: framing de-
tailed diagnosis as an inference problem that is much ri¢han cur-
rent formulations R, 5, 17, 32]; andii) a novel technique to estimate
when two entities in the network are impacting each otherhwiit
programmed knowledge of how they interact.

Our formulation models the network as a dependency graph of

ne-grained components such as processes and rewall careg
tion. While dependency graphs have been used previo@sy 17,
32], our formulation is di erent. One di erence is that it captes
the state of a network component using many variables ratinen
a single, abstract variable that denotes overall healtker&it vari-
ables capture di erent aspects of component behavior. Rstaince,
the variables for a process may include its resource consampe-
sponse time for its queries, and application-speci ¢ agpsach as
fraction of responses with error codes. Another di erenséiat our
formulation allows for components impacting each other one
plex ways depending on their state; existing formulatiGsiane that
faulty components hurt dependent components irrespectiizéhe
nature of the failure. “ese di erences are necessary for ebang
and diagnosing a rich set of failure modes. For instance thgreor
not a faulty process hurts other processes on the same maden
pends on its resource consumption. For correct diagnolsesntodel
must capture the behavior of the process in detail as wellas éor
both possibilities.

“e goal of diagnosis in our model is to link a ected componest
to components that are likely culprits, through a chain opdedency
edges. “e basic primitive required is inferring the likeltod that
the source component of a dependency edge is impacting tst de
nation. “is inference is challenging because componentteiract in
complex ways. And because we want to be application agnestic
cannot rely on knowing the semantics of individual stateialies.

Our insight is to use the joint behavior of the componentsiiet
past to estimate impact in the present. We search in the histd
component states for time periods where the source comptmen
state is “similar” to its current state. If during those pads the des-
tination component is o en in a state similar to its currertege, the
chances are that it is currently being impacted by the sooorepo-
nent. If not, it is likely that the source component in its cent state
is not impacting the destination component.

Our system,NetMedic, builds on this insight to identify likely
culprits behind observed abnormal behaviors in the netwoid



Observed symptom

Identi ed cause

“e browser saw error codes when accessing A so ware update had changed the Web server's con guratidn.the new con guration, it was

1 | some of the pages on the Web server evennot correctly processing some required scripts. “e operataevas aware of the update but not of

though they had correct permissions.

the con guration change.

An application was observing intermittently/|
high response times to its server.

An unrelated process on the server's machine was internmittg consuming a lot of memory.

Some of the clients were unable to accesy
speci c feature of a Web-based application.

de rewall con guration on a router along the path was blocking https tra c that was required
for that feature. "e operator did not know when or how the rewall con guration had changed.

“e malil client (Outlook) was not showing
up-to-date calendar information.

A remote folder on the client machine was unmounted during aflagmentation operation. “e
operator did not know that defragmentation could lead to thenmounting of a remote folder.

None of the clients in the network could send
email.

“e con guration of the client was overriden with incorrect mail server type. “e probable cause
of the change was a bug in the client so ware that was trigget®y an overnight update.

Database server refused to start.

“e server was miscon gured. “e operator did not know how that happened.

An application client was getting RPC errorg
when contacting the server.

A low-level service (IPSec) on the client machine was intpting application tra c. “e oper-
ator did not know how the service got turned on or that it coulimhterfere with the application.

“e clients were experiencing poor perfor-
mance to a database server.

Another client was generating too many requests.

“e network latency between hosts was high.

A buggy process was broadcasting UDP packets at a high rate.

10

“e database server was returning errors to g

A port that was being used by the problematic clients had bésocked by a change in rewall

subset of the clients. con guration on the server machine. “e operator was not awa of the con guration change.

Table 1. Example problems in our logs.

rich information on component states needed for detailedgtio- We randomly selected 0.1% of the cases and read them manually
sis is already exported by modern operating systems andcappl We decided to read the cases to get detailed insights intoahee of
tions [20, 25]. NetMedic takes as input simple templates (e.g., a ma-the problems and also because the unstructured nature ddtjsede-

chine depends on all active processes) to automaticallgl tue de-
pendency graph amongst components. It implements histmaged
reasoning in a way that is robust to idiosyncrasies of realldvdata.
It uses statistical abnormality detection as a pruning stepvoid
being misguided by components that have not changed apgiobci
And it uses simple learning techniques to extract enougémaht in-
formation about state variables to compete favorably wittlaeme
that uses domain knowledge.

We evaluate our approach by deployikgtMedic in two environ-
ments, including a live environment with actively used depk. In
this environmentNetMedic built a dependence graph with roughly

1000 components and 3600 edges, with each component peplulat

by roughly 35 state variables. By injecting faults drawmfoar trou-
ble tickets, which comprise both fail-stop and performapoablems,
we nd that in almost all casesetMedic places the faulty component
in the list of top ve causes. In 80% of them, the faulty compohis
the top identi ed cause. Compared to a diagnostic methodslasn
current formulations, this ability represents a ve-folshprovement.

We show thatNetMedic is more e ective because its history-based

technique correctly identi es many situations where theqaonents
are not impacting each other. Additionally, this abilitygéres only
a modest amount of history (30-60 minutes).

2. PROBLEMS IN SMALL ENTERPRISES

To understand what plagues small enterprise networks, vee an

lyze trouble ticket logs from an organization that provideshnical

support for such networks. “e logs indicate that the netwodizes

vary from a few to a few hundred computers. To our knowledgeso
is the rst study of faults in such networks.

ed our attempts at automatic classi cation. We discardexes that
were incomplete, contained internal communication betwseap-
port personnel, or contained non-faults such as forgottasgwords.
Our analysis is based on the remaining 148 cases. While tesss
represents a small fraction of the total, we nd that the riéisig clas-
si cation is consistent even when we use only a randomlycéete
half of these cases.

We rst describe example cases from our logs and then proaide
broader classi cation of all that we read.

2.1 Example problems

Tablel shows ten problems in our logs that we nd interesting.
Our intentis to provide concrete descriptions of a diverseas prob-
lems rather than being quantitatively representative. @ethat the
range of symptoms is large and consists of applicationispecors
as well as performance and reachability issues. “e rangeraferly-
ing causes is large as well and consists of bugs, con guratianges,
overload, and side-e ects of planned activities.

While it may be straightforward to design point solutionsdach
of these problems, itis challenging to design a comprekerssistem
that covers all of them. "e design and implementation of sueh
system is a goal of our work.

2.2 Classi cation results

Table?2 classi es the cases that we read along three dimensions

to understand the demands on a diagnostic system—the fanlps
toms that it should detect and the culprits that it should idigy.

“e rstdimension captures whether the faultimpacted an ind
vidual application or the entire machine (i.e., many apgiions on

Our logs span an entire month (Feb '08) and contain 450K casest). It does not relate directly to the underlying cause. Fatance,

A case documents the information related to a problem, meas
a free form description of oral or electronic conversatiogiween
the operator of the small enterprise network and the suppeison-
nel. Most cases span multiple conversations and descréyatblem
symptoms, impact, and the culprit if identi ed. A case alsmtains
other information such as when the network was behaving redtyn
and any recent changes that in the operator's knowledge raag h
resulted in the abnormality.

Since the logs contain only faults for which operators coted
an external support organization, they may not be represgre of
all problems that occur. ey are likely biased towards thaet op-
erators struggle to diagnose independently and need help wi

the machine category includes cases where a faulty appticat-
pacted the entire machine. “e data shows that most of the ple
reports refer to individual applications and hence monita ma-
chine health alone will miss many faults. To detect theséfaa
diagnostic system must monitor individual applications.

“e second category is based on how the fault manifests. We see

that application-speci c defects account for a majoritytbé cases.
“ese include conditions such as the application serversurgiing
error codes, features not working as expected, and a highbeum
of failed requests. “e prevalence of such symptoms indicatke
need to track application-speci ¢ health. Unlike the morengric
symptoms, itis unclear how a diagnostic system can trackegifon



1. What was impacted
An application 125 (84.5%)
Entire machine 23 (15.5)
2. Symptom
Application-speci ¢ faults 88 (59.5%)
Failed initialization 19 (12.8)
Performance 15 (10.1)
Hang or crash 15 (10.1)
Unreachability 11 (7.4)
3.ldenti ed cause
Other con guration 44 (29.7%)
Application con guration 28 (18.9)
So ware bug 20 (13.5)
Driver bug 10 (6.8)
Overload 6 (4.1)
Hardware fault 3 (2.0
Unknown 37 (25.0)

Table 2. A classi cation of the problems in our logs.

health without knowing application semantics or requiringlp from
the application. We show later how we handle this issue.

“e nal category shows the root causes of the faults. In 19% of
the cases, the application con guration was incorrect. “aggest
cause, however, was some other con guration element in thvé-e
ronment on which the application depends. We de ne other €on
guration quite broadly to include the lower-layer servicthat are
running, the rewall con guration, the installed devices@ device
drivers etc. For 25% of the faults, the underlying causeccoat be
identi ed but recovery actions such as a reboot xed somevaany.

Unlike other settings10, 18 22, it appears from the logs that in
most cases incorrect con guration was not a result of mistgkn
the part of the operators. Rather, con guration was ovetten by
a so ware update or a bug without their knowledge. In many @th
cases, the con guration change was intentional but the ap®s did
not realize the e ects of that change.

2.3 Discussion

Statistics aside, the overall picture that emerges fronidps is
that small business networks are very dynamic. “ey underge-f
guent changes, both deliberate (e.g., installing new eafitins, up-
grading so ware or hardware) as well as inadvertent (etmgéering
of latent bugs, automatic updates). Each change impacty c@m-
ponents in the network, some of which may be seemingly utedla

Detecting individual changes is rather easy. Applicatiamd op-
erating systems today expose plenty of low-level inforomatior in-
stance, Windows Vista exposes over 35 di erent aspectsiafeegs's
current behavior. However, complex interactions and unkncse-
mantics make it hard to use this information to identify theasons
behind speci ¢ abnormalities of interest to operators.

While our study is based on small enterprise networks, wietel
that the kinds of problems it reveals also plague large entaas. Ex-
isting diagnostic systems for large enterprises such ato8k¢§?] are
not capable of diagnosing such faults. In order to scale fheus on
coarser faults such as a DNS server failing completely. @tk asks
whether the detailed faults that we observe in our logs cadidg-
nosed if scalability is not a prime concern. If our technigwan be
scaled, they will bene t large enterprises as well. We dis¢iow to
scaleNetMedic in §8.

3. PROBLEM FORMULATION

We now formulate the diagnosis problem in a way that helpgope
ators with the kinds of issues that we uncover in our logs. Gual is
to build a system that can narrow down the likely causes nesibte
for a wide range of faults such as poor performance, unrdaititya
or application speci c issues. “is ability is the rst and peénaps the
hardest aspect of troubleshooting. Once the operatorsidavii ed

Generic variables
% processor time
% user time
io data bytes/sec
thread count
page faults/sec
page le bytes
working set

Table 3. Example variables in Web server state. In all therese28
generic and 126 application speci ¢ variables.

Application variables
current les cached
connection attempts/sec
les sent/sec
get requests/sec
put requests/sec
head requests/sec
not found errors/sec

the true culprit using our system, they can proceed to rapgithe
fault. Automatic repair is not our goal in this work.

We want our system to have the following two properties.

1. Detail: "e system should be able to diagnose both applica-
tion speci ¢ and generic problems. Further, it should idiéntikely
causes with as much speci city as possible. If a processpsnsible,
it should identify that process rather than the hosting mimeh If ap-
plication con guration is responsible, it should identifige incorrect
con guration rather than simply blaming the application.

“e need for detailed diagnosis clearly stands out in our logs
Most faults are application-speci c. “e callers o en knew hich
machine was faulty but did not know what aspect was faulty.

2. Application agnosticism: “e system should rely on minimal
application speci c knowledge. Enterprises run numeropplea-
tions across the board. Itis intractable for a general déesgic system
to contain knowledge of every possible application.

“ese two properties are con icting. How can application spec
faults be detected without application knowledge? Foransg, the
straightforward way to detect that an application clientéseiving
error messages is through knowledge of the protocol. Detgédults
that are not re ected in protocol messages may require everem
application knowledge. We layout the problem and explaiwivee
reconcile these con icting goals below.

3.1 Our inference problem

“ere are several approaches that one might consider to diage
faults in a computer network. To be able to diagnose a widgeaof
faults, we take an inference-based approach rather thamdtance,
arule-based approachdg However, our goals require a richer net-
work model than current inference models. We rst describg o
model and then explain how it di ers from existing models.

We model the network as a dependency graph between compo-
nents such as application processes, host machines, angucan
tion elements. “ere is a directed edge between two comporseifit
the source directly impacts the destination. “e dependengsaph
may contain cycles—in particular, two components may bexeated
by edges in both directions. Our system automatically coress the
dependency graph.

“e state of a component at any given time consists of visibtela
invisible parts, of which only the former is available to =or in-
stance, the visible state of an application process inslgdeeric as-
pects such as its processor usage and some applicationespec
pects. “e invisible state may include values of program \abies
and some other application-speci ¢ aspects. Tab#ows a subset
of the variables that form the Web server process's visthte & our
prototype. We represent visible state using multiple Vaga, each
corresponding to a certain aspect of the component's behnate
set of variables di ers across components. “e diagnostic®m is
unaware of the semantics of the variables.

Given a component whose visible state has changed relative t
some period in the past, our goal is to identify the comporsdiiely
responsible for the change. In other words, we want to idgritie
causes underlying an observed e ect. Each identi ed cabasghe
properties thati) its visible state changes can explain the observed
e ect; i) its visible state changes cannot be explained by visilile sta
changes of other components.



Figure 1. lllustration of Problem 8 in Table 1. “e rectangles are
processes and the ellipses are host machines. “e relevantse of
the components is shown in brackets.

Forinstance, consider Figutewhich illustrates Problem 8 of Ta-
ble 1. Both clients experience high response times becayse is
overwhelming the server. Suppose we want to diagnose whgthe
sponse time is high fo€,icim . Although the load orserverleads to
high response times, we want to identify.i. as the culprit, since
Cproli ¢ IS responsible for botBervers high load andC,icim's high re-
sponse times, and its behavior cannot be explained by otisérle
factors. It may have been externally impacted, but lackurther
visibility, the diagnosis will identify it as the culprit.

Figure 2. Computing the weight of the edge from S to D.

4. USING HISTORY TO GAUGE IMPACT

Solving our inference problem requires us to estimate when a

component might be impacting another. “e primary di culty in

this estimation is that we do not know priori how components in-
teract. Our lack of knowledge stems from application agic@sn.
Even if we had not chosen an application-agnostic approa@p-
pears unrealistic to embed detailed knowledge of compoimet-
action into the design of the diagnostic system. For instarticere

is no general way to specify how network path congestion ittga
application processes because the impact varies acrdgsasipps.

We do not assume that the e ect being diagnosed represents a 'One could use time to rule out the possibility of impact alaeg-

deterioration. “us, our system can be used to explain any oja,
including improvements. “is agnosticism towards the naterof

tain dependency edges. A componentthatis currently betgavor-
mally is likely not impacting one that is currently abnormé&lor in-

change and the lack of knowledge of the meaning of state varistance, in Figurd, because the host machine@fm is behaving

ables lets us diagnose application-speci ¢ behaviorsaitapplica-
tion knowledge. If applications export their current exfearce, e.g.,
number of successful and failed transactions, the systeatsithese
experiences as part of the state of the application processliag-
noses any changes in them. We assume that the state varaables
well-behaved—small changes in component behaviors leaelto
atively small changes in variable values and signi cantaveiral
changes are detectable using statistical methods. We atltthis
assumption holds for the state variables exported by thepmmants

in our prototype.

3.2 Limitations of existing models

Existing modelsZ, 5,17] di er from our formulation in three im-
portant ways that makes them unsuitable for detailed diaigd-irst,
they use a single variable to represent component healtiveer, if
exposing and diagnosing a rich set of failure modes is d&st@m-
ponent state must be captured in more detail. One might beatieah
to abstract away the detail and just present a faulty-onthgatatus
for each component, but some types of component failuresaichp
other components while others do not. For instance, an apjion
process has the ability to hurt other processes on the sanohimes,
but typically, it hurts them only when it consumes a lot of oesces
and not otherwise. To correctly determine if a process isaotmg
others, its state must be captured in more detail.

In principle, a component with multiple variables is lodiga
equivalent to multiple components with a variable each. tag
tice, however, the di erence is signi cant. Dividing a compent
into constituent variables forces us to consider intemaasi within
those variables. Given the internal complexities of congts and
that there can be hundreds of variables, this division sagmitly in-
creases the complexity of the inference problem. Furtlewawill
show, keeping a multi-variate component intact lets usasttuseful
information from the collective behavior of those variable

normally, we can rule it out as a possible culprit. Howevenet
based elimination is limited because it cannot deduce waiatpact-
ing what. Returning to the example, we see that both clieswegal as
ServerandMachinesenerare abnormal. Time-based elimination alone
cannot tell which of these might be the culprit. Instead, westruse

a more precise analysis based on the states of various canfson

Our level of detail makes the challenge more daunting. Com-
ponent states include many variables (e.g., some apjlitcagx-
pose over Yy variables in our implementation); it is not umenmon
for at least some variables to be in an abnormal state at ang.ti
Amidst this constant churn, we need to link observed e ectéteir
likely causes, while ignoring unrelated contemporanecwenges
and without knowinga priori either the meanings of various state
variables or the impact relationship between components.

We address this challenge using a novel, history-basedtprém
“is primitive extracts information from the joint historical behavior
of components to estimate the likelihood that a componertus-
rently impacting a neighbor. We use this estimated liketiido set
edge weights in the dependency graph. “e weights are thenduse
to identify the likely causes as those that have a path of imgact
edges in the dependency graph leading to the a ected compione

We provide in this section the intuition underlying our histy-
based primitive; we explain irt83how exactly it isimplemented in a
way that is robust to the real-world complexities of compote&ates.

In Figure2, assume that the current state of the source component S
is Snow @nd of the destination D i®nw. We want a rough estimate

of the probability that S being i8,w has driven D intoDpoy. We
compute this by searching through the history for periodsentthe
state of S was “similar” t8,,. Informally, similarity of state is a
measure of how close the values are for each variable. Weityuan

it in a way that does not require the knowledge of the semaruifc

the state variables and appropriately emphasizes theaii@gpects

of the component's behavior. “e edge weight is then a measofe

Second, existing models assume a simple dependency model liow similar toDn is the state of D in those time periods. If we do

which a faulty component hurts each dependent componenk wit
some probability. Turning again to the faulty process exiEngove,
we can see that whether a component impacts another deparas i
more complex way on its current state.

Finally, existing models do not allow circular dependendig
which two components have a direct or indirect mutual depence.
When viewed in detail, circular dependencies are commagol&or
instance, processes that run on the same machine are myided|
pendent, and so are processes that communicate.

not nd states similar toS,o in the history, a default high weight is
assigned to the edge.

Intuitively, if D's state was o en similar t®,,, when S's state was
similar to Spow, the likelihood of S being i8,o having driven D into
Dnow is high. Alternately, if D was o en in dissimilar states, thihe
chances are th&,,, does not lead t® 0.

“is reasoning is reminiscent of probabilistic or causal ief-
ence [L3, 23. But because component states are multi-dimensional,
real-valued vectors, we are not aware of a method from thekis
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Figure 3. "e work- ow of NetMedic.

that we can directly apply. Crudely, what we are computitigéon-
ditional probabilityProb(D = DnowjS = Snow) @and assuming thatit re-
ects causality. Conditional probability in general doest measure
causality, but we nd that the assumption holds frequentipagh in
practice to facilitate e ective diagnosis. Further, we @binfer com-
plex probabilistic models to predict the conditional prdtility for
each pair of S-D states; such models typically require & koaiming
data. Instead, we estimate the required probability on desrtzased
on whatever historical information is available.

Consider how our use of history helps in Figute'e estimated
impact fromServerto C,icim Will be high if in the past time periods
whensServerhad high inbound request rate,;.im had high response
time along with normal outbound request rate. “e estimatechpact
from Serverto Cpyoiic Will be low if during those time period€pii ¢
had normal outbound request rate. On the other hand, thenested
impact from Cpojic to Serverwill be high if Cyeiic never had high
outbound request rate in the past orServerhad high inbound re-
quest rate whenever it did. “is way, we obtain a high impacttha
throughServerfrom Cyroii ¢ t0 Cyiciim , Without the need for interpret-
ing client and server state variables.

Whether the weight is correctly determined for an edge dejsen
of course on the contents of the history. We nd that estinmati
the correct weight for every edge is not critical. What is orant
for accurate diagnosis is an ability to correctly assignvaueight
to enough edges such that the path from the real cause to é@ste
shines through. We show later that our method can accomghsh
using only a modest amount of history.

5. DESIGN

“e work ow of NetMedic is depicted in Figur@. Its three main
functional pieces capture the state of network componeag@ngrate
the dependency graph, and diagnose based on componerg atade
the dependency graph. We describe each piece below.

5.1 Capturing component state

“ere are many ways to partition a network into constituent ca-
ponents. Our partitioning is guided by the kinds of faultattappear
in our logs—components in our current design include apgiion
processes, machine, and network paths, as well as conigaraf
applications, machine, and rewalls. "e machine componebtin-
dles the hardware and the OS.

In addition, we also include a virtual component, called Sbt
(short for Neighbor set). A NbrSet represents the collechehav-
ior of communication peers of a process. Its state variaiglpesent
information such as tra ¢c exchanged and response time aggted
based on the server-side port. In the presence of redundamess
(e.g., for DNS), it helps model their collective impact om ttlient
process. Similarly, it models the collective impact offal ¢lients for
a server process. Using a NbrSet instead of individual dépecies
allows us to model the dependencies more accuragly [

“e granularity of diagnosis is determined by the granulayiiof
the modeled components. For instance, using the full nekvpath
as a componentimplies that culprits will not be identi edtae level

Machine  CPU utilization, memory usage, disk usage, amount
of network and other 10

p Generic variablesCPU utilization, memory usage,

rocess ;

amount of network and other 10, response time to
servers, tra c from clients
Application speci c variable®/hatever is available

NbrSet State relevant to communication peers, e.g., indoun
and outbound tra c, response time

Path Loss rate and delay

Cong All relevant key-value pairs

Table 4. Example state variables thatetMedic captures.

of individual switches. Our framework, however, can be edéa to
include ner-grained components than those in our currergsign.

NetMedic periodically captures the state of each component as a
multi-variable vector. State is stored in one-minute bitesbin size
represents a trade-o —bigger bins have lower overheadputiicing
component state but limit our ability to diagnose shortdi faults.

“e value of a variable represents some aspect of the compoben
havior during that time bin. "e number of variables and theimean-
ings vary across components. Talllshows a subset of aspects that
are currently included for each component type.

A process is identi ed by its complete command line, rathwarn
the process ID. Such identi cation ensures that across rimecte-
boots and process restarts, process instances with thecsammsand
line (e.g..c: nmssghbinnsglservrexe ssqlexpres$ are considered to
be the same functional componer®(.

Process state is a union of two parts. “e rst part captures
generic, application-independent aspects such as ressucon-
sumed and tra ¢ exchanged. We maintain tra c information pe
port and also log which other processes this process comoates
with, which is used for dependency graph generation. “e sado
part of process state consists of application speci ¢ \demand re-
ects di erentaspects of current application experiencels as frac-
tion of failed requests, number of requests of a certain tgpe In-
cluding it in the process state lets us diagnose applicat@ti ¢ ab-
normalities without application knowledge.

We describe in §how various component state variables are cap-
tured, including how application-speci c variables arptaed with-
out application knowledge.

5.2 Generating the dependency graph

We model the network as a dependency graph among compo-
nents in which there is an edge from a component to each ofiits d
rectly dependent components. We automatically generassitaph
using a set of templates, one template per component typgeir&i
shows the set of templates we have currently de ned. A tetaplas a
componenttype in the center, surrounded by other comportgpés
that impact it directly. Edges in the real dependency grapites
spond to edges in the templates. For instance, if the teraftata
machine shows that it depends on its processes, we intraaluedge
from each of its processes to it.

“e templates in Figure 4 can be easily interpreted. “ey show
that a machine depends on its processes and its con guratfom
application process depends on its con guration, its Nbr8e host
machine, and the con guration of the machine. While a prezes-
lies on other processes on the machine because of resowgegh
we do notinclude that dependency directly in the templakes.non-
communicating processes, that dependency is indirect,jated by
the machine. We currently ignore inter-process interactioat does
not involve exchanging IP packets (e.g., through shared angm
IP communication is captured using NbrSet. "e NbrSet of a fress
depends on local and remote rewall con gurations, the pesses
it is communicating with and the network paths. Finally, awerk
path between two machines depends on all machines thatimggfe
c into it and the amount of other tra c, that is, tra ¢ from ho sts
outside the monitored network.



In our current templates, con guration components do not-de
pend on anything else. If con guration changes explain tleztbe-
ing diagnosed, we identify the con guration component as tul-
prit, without attempting to identify what changed the corugation.
ExtendingNetMedic to remember what modi ed the con guration
can enable such identi cation if neede8(].

We can see from the templates that the resulting dependency

graphs can be quite complex with a diverse set of dependeaoig
many cycles, e.g., Proceds1NbrSet of Process? Process2
NbrSet of Procesdl Processl. “e next section describes how we
perform an accurate diagnosis over this graph.

5.3 Diagnosis

Diagnosis takes as input the (one-minute) time bin to analsmd
the time range to use as historical reference. “is time rardyges not
need to be contiguous or adjacent to the time bin of interégé.only
assume that it is not dominated by the fault being diagnosiar
instance, if a con guration fault occurs at night but its etis ob-
served the next morningyetMedic needs historical reference before
the fault (e.g., the previous morning) to diagnose the e. &ption-
ally, the operator can also specify one or more a ected coneps
whose abnormal behavior is of interest. Ifle unspeci ek identify
such components automatically as all that are behaving rahalty .
“e output of the system is a ranked list of components that are-
pacting each a ected component of interest. “ere is a separést
for each a ected component.

Diagnosis proceeds in three steps (Figdyerirst, we determine
the extentto which various components and variables atesttally
abnormal. Second, we compute weights for edges in the depeyd
graph. “ird, we use edge weights to compute path weights amd-p
duce a ranked list of likely culprits.

5.3.1 Computing abnormality

Given historical values of a variable, we want to detect hiow a
normal its value is at the time of diagnosis. For purposes wik
become clear later, we need a ne-grained measure of abrlidyima
addition to a simple binary decision as to whether a variablab-
normal. While the semantics of some variables may be knovastm
have application-speci ¢, undocumented semantics. Owl g@not
to cra a perfect detector but to design a simple one that veowell
in practice without knowing semantics before hand.

For abnormality computation, we assume that the values ef th
variable approximate the normal distribution. Per the gahtimit
theorem, this is a reasonable assumption because the \afloes
variables tend to be sums or averages (e.g., memory usagehev
sampling time bin. Ifuands are the variable's mean and standard
deviation over the historical time range, the abnormalityaluev at
the time of diagnosis i}erf(sip—%)j, whereerf(:) is the error function.

“e formula is double the probability of seeing values betwegand
v in a normal distribution with parametensands. It ranges from 0
to 1, and the higher end of the range corresponds to valuesattea
far from the mean, i.e., towards the tails of the normal dizition.

Given the abnormality for each variable, the abnormalityaof
component is the maximum abnormality across its variables.

“e abnormality values computed above are used in two ways.
“ey can be used directly, for instance, as multiplicativectars. “is
usage is robust to the exact method for computing abnormali
long as the rst order trend of the variable values are captusuch
that less likely values have higher abnormality.

s

Figure 4. "e templates used by NetMedic to automatically gener-
ate the dependency graph.

as normal is less desirable than the other way around. Ouseho
threshold re ects this preference.

5.3.2 Computing edge weights

Let S and D be the source and destination of a dependency edge.
If either S or D is behaving normally, it is unlikely that Srigdacting
D and we assign a low weight to the edge. “e exact value of thgeed
weight is not critical in this case. However, since compyitpath
weights involves multiplying edge weights, edge weighieaf are
brittle in the face of errors. Hence, we use an edge weightloid
our experiments.

If both S and D are abnormal, we use their joint historical &eh
ior to determine the edge weight. L&f,, andDy.w be their respec-
tive states during the time bin of diagnosis. We rst divideethis-
tory where both components co-exist irkaequal-sized chunks, each
consisting of one or more time bins. Within each chunk we itign
the time bin in which S was in a state most similargg,,. We then
compute how similar on average D waslig,,, during those times.
More precisely:

D) = éL(:l(lj Dt, Dnowj) Wk,
éE:;LWk

E(S! 1)
wherety is the time bin in chunk where the state of S was most sim-
ilar, andjDy, Dnowj is the di erence between the two state vectors.
“e di erencing of two states (explained below) produces a mber
between 0 and 1.

“e term wy is a relative weighting factor for di erent chunks.
We specifywi = 1 j S, Snowj if jSy,  Snowi  d; it is O otherwise.
“is speci cation places a higher weight on historical stat¢hat are
more similar. And it excludes chunks of time where the mostikir
source state di ers by more that Because historical states that di er
more already have a lower weight, the main reason for thie gsit
to avoid computing the probability based on dissimilar staalone.
Our experiments use a relaxdaf 1=3.

Dividing the history intok disjoint chunks and looking for the
most similar state in each helps base the weight computatioa
diverse set of time windows. Alternately, we could gicime bins
where the source state was most similar. But this methoddchials
results to temporally close bins that may be dependent jhggtd a
less e ective factoring out of other aspects that impactdistina-
tion state. We nd that even small values &fsu ce for accurate
diagnosis. We uske = min(10;number of time bins in history) for ex-
periments in this paper.

When no usable historical information exists, e.g., beeatfisn-
su cient history or because similar source states do nosgxive as-

“e abnormality values are also used to make a binary decision sign a high weight of 0.8 to the edge. “is assignment assunfesg t

as to whether a variable or component is abnormal. For this-de
sion, we use a threshold of 0.8. Like all binary decisiondnba
mality, we face a trade-o between agging a non-existenh@b
mality and missing a real one. We prefer the former becausedge
weight computation assumes that normally behaving comptseo
notimpactothers. “us, declaring potentially abnormal cgoonents

a fault is more likely to stem from a component that was notrsee
in a similar state previously. It has the desired behavi@assiuming
impact rather than exonerating possibly responsible congmts.

“e basic procedure for di erencing states: When computing
state di erences, our intent is to get a robust measure of fuifx
ferently a component is behaving at di erent points in tim&tate



di erences are based on di erences in the values of indialdvari-

ables. “e dierence between two state vectors withvariables is
akL,jdj=L, whered' is the di erence of the-th variable normalized
by the observed range. “atisd' = (Vj, Vhow)=(Vinax ), where

i
Vinin

variable and each variable of the neighbor. We consider #nable
relevantif the Pearson correlation coe cientis greateatha thresh-
old (0:8) for any neighbor variable. Linear correlation does not-cap
ture all kinds of relationships but is easy to compute andksarell

vi, andv,, are the values of the variable at the two time bins, andfor the kinds of variables that we see in practice.

Vinaandvi
all time. Normalization means that the di erence for eachiahle is
between 0 and 1. It ensures that a variable does not domiresiause
its values are drawn from a bigger range.

Con guration components are handled di erently for compnt
state di erences. “e di erence is zero if the values of all nables
are identical. It is one otherwise. For con guration compmts, any
change in the value of even a single variable could repressghif-
icant functional shi . We thus err on the side of deeming eysuch
change as signi cant.

Robust weight assignment with unknown variable semantics:
“e procedure above is a starting point; while it works well some
cases, itis not robust to the presence of a large and divetséari-
ables in component states. “e underlying problem is that ijeally
emphasizes all variables, irrespective of the fault beiagmbsed,
the uniqueness of the information represented by that \@eaor
whether the variable is relevant for interaction with thegteor un-
der consideration. Equal emphasis on all variables diktts di er-
ences, which hinders diagnosis. For instance, even whenanay
process is consuming 100% of the CPU, its state may appeiarsim
to other times if the vast majority of its state variables aneelated
to CPU usage.

are the maximum and minimum values observed across

“e state di erence for non-con guration components a er ap
plying these three extensiongés;jdj a r')=(&}a r'), whereL and
d' are as before anal is abnormality of the variable. e termr' is
a binary indicator that denotes if thieth variable is included in the
computation. Itis 1 if the variable is relevant to interaetiwith the
neighbor and represents non-redundant information.

d) Account for aggregate relationshipSome variables in machine
state (e.g., CPU usage) are sums of values of process garigbhi-
larly, some variables in server process state (e.g., imgpimna c) are
sums of values across its client processes. We discovercandra
for such relationships when computing state di erences. fellow-
ing discussion is in the context of a machine and its proces&e
same procedure is used for server and its client processes.

If the variable values of di erent components were synctizeal
in time, discovering aggregate relationships would be.€assum
of the values of appropriate process variables would betlgxae
value of a machine variable. But because variables valugbena
sampled at di erent times, the sum relationship does notchple-
cisely. We thus use an indirect way to infer which machinealdes
are aggregates. We instantiate virtual variables whosesaépre-
sent the sum of identically named process variables; onealivari-
able is instantiated per name that is common to all procesSesn

If we knew variable semantics, we could pick and choose thos&0ugh we do not know their semantics, variables have names, (

that matter to the fault being diagnosed. We now describemxt
sions to the basic procedure that create a similar e ect ouittre-
quiring knowledge of variable semantics. "e simplest of oexten-
sions leverages the abnormality of variables and the otirerbased
on automatically inferring the relevant properties of statriables.
a) Weigh variables by abnormalitylnstead of treating the variables
equally, we use abnormality of a variable as the relativghwai the
state di erence. “is weighting biases the state di erencevards
variables related to the e ect currently being diagnosextifstance,
while diagnosing an e ect related to CPU usage, the abnatynaf
aspects related to CPU usage will be higher.

b) Ignore redundant variables:We ignore variables that represent
redundant information with respect to other variables oéttompo-
nent. “is extension helps prevent an over-representatiohagrtain
aspects of the component's behavior. For instance, our inastex-
port used as well as available memory, each in units of biies,
bytes, and megabytes. If we include all six variables, die dif-
ferences will be biased towards memory-related aspectsnmé
harder to diagnose other aspects.

To discover variables that are not redundant, we want to lfook
independent componentd]. Instead of running a full-blown inde-
pendent component analysis, we approximate via a simpleistew
that works well in our setting. We compute linear correlatibe-
tween pairs of variables in the component and then identifgues
of variables such that the Pearson correlation coe cientizeen ev-
ery pair of variables is above a threshddBj. We select one variable
to represent each cligue and deem others to be redundant.
¢) Focus on variables relevant to interaction with neighbAmong
the remaining variables, we ignore those that are irrelet@mter-
action with the neighbor under consideration. For instanaile
considering the impact of a machine on an application pracese
exclude variables for error codes that the process recomas peer
process. By reducing the noise from irrelevant variablgs,éxclu-
sion makes weight assignment more robust.

We infer whether a variable is relevant to interaction witiet
neighbor by checking if it is correlated to any of the neigttbwari-
ables. Speci cally, we compute the linear correlation leetvthis

“CPU usage”), and a name refers to the same behavioral aagress
processes. We then check if any machine state variabletilytagr-
related (with coe cient> 0.9) with a virtual variable. If so, we con-
clude that the machine variable is an aggregate of the quoreting
process variables.

We use aggregate relationships in several ways. First,places
the variable value in the machine with that of the virtualiehbte, i.e.,
sum of values of the corresponding process variable. Seedmeh
computing the edge weight from a machine to its process, e act
the contribution of the process itself. Speci cally, as@-processing
step before searching for similar machine states, the wafleach
aggregate variable in the machine state at each time birdiscesl
by the value of its corresponding process variable. “e remiag
process is as before.

Such pre-processing lets us compute the state of the preeess
vironment without its own in uence. Without it, we may not d a
similar machine state in history and hence falsely assiggltaweight
for the machine-to-process edge. Consider a case whereaavayn
process starts consuming 100% CPU. If such an event has pet ha
pened before, we will not nd similar machine states in thetbiy
with 100% CPU usage. Instead, by discounting the impactoptb-
cess, we will likely nd similar machine states and nd thais only
the process that is behaving di erently. “ese ndings willarrectly
lead to a low weight on the machine-to-process edge.

Finally, when estimating the impact of a process on the maghi
if similar process states are not found, we assign weigletthas the
contribution of the process. "at is, we do not use the defatligh
weight. For each aggregate variable, we compute the frettian the
process's value represents in the aggregate value. “e marirsuch
fraction is used as the weight on the edge. “is modi cation lps by
not blaming small processes just because they are newabofinew
processes is common, and we do not wish to impugn such presess
unless they also consume a lot of resources.

5.3.3 Ranking likely causes

We now describe how we use the edge weights to order likely
causes. “e edge weights help connect likely causes to theseoved
e ects through a sequence of high weight edges. Howeveikainl



Rank(c! e u (I(c! € S(c)) !

I(c! &)= max(weightw (p) of acyclic pathg from cto e)
Figure 5. An example dependency graph. “e labels on edges de- ~1n ife=e 1
note whether the computed weight was highH) or low (L). W(p)= OjL;1E(g) ~ Wheree; e, are edges of the path,

CEQ) is edge weight

causes may also have high weight edges leading to the eféoterm S(c) = &excl(c! € AewhereCis set of all components,
est."ese include those that lie along paths from responsibhuses Ae is the abnormality oé
?hu; ir:wn%é;lso include others if weights on those edges overatst Figure 6. Our methodology for ranking causes.

As an example, consider the dependency graph in Figuieor
simplicity, we show whether the edge weight is high ér low (L)
instead of numeric values. Assume that we set out to diagtizse
abnormal behavior of the component labelednd that the real cul-
prit C is impacting it throughB. Accordingly,C is connected t&
through a path of high weight edges, but so arandD (via the path
D-B-E). Let us further assume thatis also hurtingaA and that the
high weight fromD to B is erroneous.

Our goalisto rank causes such that more likely culprits Hawer
ranks. A compact representation of our ranking function fi@®n
in Figure6. “e rank of a component c with respect to an a ected
component of interestis based on the product of two measures, and
components with larger products are ranked lower. “e rst nasure
I(c! e)is the impact fromc to e. "e second measureS(c) is a score
of the global impact of.

Together, the two measures help achieve our goal. “e impact
I(c! e) from one component to another is the maximum weight
across all acyclic paths between them, where path weigh igeto-
metric mean of edge weights. Per this measure, in FigueC, and
D have high impact ot but A has a low impact. "e scoreS(c) of a
component is the weighted sum of its impact on each other comp
nentin the network, where the abnormality of the componenised
as the weight. Components that are highly impacting morecabral

components will have a higher score. Per this measure, iréigc erage processor usage due to data collection is under 1% xaee

\tAFIlI” have a(ljowebr rank thqtlshandhp, ﬁgsplte Ek:e |naccurgte We'glht 0(? usage at a given time depends on the level of activity on thehina.
eD B edge because It has high Impact to many abnormal N0des.q 46t of data transmitted for analysis is under 250 bytper

Of course, in any given situation whether the real culprisgelow 50004 per machine. From these overheads and our experétice
rank deF"?r.‘dS on the exact values O.f edges weights a_lnd COmDONE 515 analysis, we believe that the current version@Medic can
abnormalities. We nd in our evaluation that real culpritaie low  gc16 15 100-machine networks, which su ces for small epteses.
ranks the vast majority of the time. See §for a discussion on scalingetMedic further.

While the data collection part of our system knows the megsin
6. IMPLEMENTATION of some variables (e.g., tra c exchanged), we do not use itifat-
mation in the analysis. Treating variables with known andknown
meanings identically greatly simpli es analysis. It alsakas analy-
sis platform-independent and applicable to a range of emvinents
with di erent sets of known variables. All that is required port
NetMedic to a di erent environment is to implement data collection
on non-Windows machines. Much of the needed informationlis a
ready there, e.g., isyslogor theproc le system R5] in Linux. De-
veloping a Linux prototype is part of our future work.

a custom utility that snoops on all socket-level read andencalls.
“is snooping yields the identity of the calling processe®oal with
the IP addresses and ports being used on both ends. It leterus ¢
nect communicating processes and measure how much tra g/the
exchange. We also estimate response times from these devkét
events as the time di erence between read and write calidutting
these response times as a variable in the process state thegnose
faults that delay responses even if the application doesxpmise this
information as a counter.

We measure path loss rate and delay by sending periodic probe
to machines with which a monitored machine communicatesr Fo
paths that go outside the monitored network, we measure e p
up to the gateway.

NetMedic monitors machine, rewall, and application con gura-
tion stored in the Windows registry as well as les. We reddelt
evant information once upon start and register callbackstdture
changes. Machine con guration includes information abowrining
services, device drivers, and mounted drives. Applicatmmgura-
tion may be spread over multiple locations. Currently, tis¢ f lo-
cations for an application is an input teetMedic, but we plan to au-
tomatically infer where application con guration residasing so -
ware package managers and by tracking application reasi[88]l

Our data collectors are light-weight. In our deploymente tiav-

We have implementeNetMedic on the Windows platform. Our
implementation has two parts—data collection and analysigst
part captures and stores the state of various componentsséeond
part uses the stored data to generate the dependency grabtoaA
duct diagnosis.

“e main source of data is the Windows Performance Counter
framework R(]. Using this framework, the operating system (OS)
and applications export named counters and update theiuesl
Each counter represents a di erent aspect of the exporbetsvior.
“Performance” isf)a misnomer for this frr)amework begause jteses 7. EVALUATION
non-performance aspects as well. e OS exports many machine  We now evaluat®etMedic to understand how well it does at link-
wide counters such as processor and memory usage. It algotexp ing e ects to their likely causes. We nd thatetMedic is highly ef-
generic process-level aspects such as resource consoieptits. In - fective. Across a diverse set of faults it identi es the eotrcompo-
addition, many processes export application-speci c deus. See nent as the most likely culprit (82 in over 80% of the cases. “is
Table3 for some counters exported by the Web server. ability only slights degrades in the face of simultaneouoslyurring

NetMedic reads the values of all exported counters periodically.faults (§.5. In contrast, a coarse diagnosis method performs rather
We do not interpret what a counter represents but simply me&eh  poorly—only for 15% of the faults, is it able to identify therect
counter a state variable of the component to which it beloMghile component as the most likely culprit. We show that the e getiess
most counters represent values since the last time they reai@ ~ of NetMedic is due to its ability to cut down by a factor of three the
some represent cumulative values such as the number ofixegp number the edges in the dependency graph for which the sasrce
since the process started. We identify such counters araveztheir ~ deemed as likely impacting the destinatior” (§. We also nd that
current behavior by subtracting the values at successaaings. the extensions to the basic procedure for edge weight assigisig-

“e Performance Counter interface does not tell us which pro- ni cantly enhance the e ectiveness of diagnosig 4 and a modest
cesses in the network are communicating with each other. ¥é u amount of history seems to be su cient {&6).



Evaluation Platforms: We have deployed our prototype in two en-
vironments. “e primary one is a live environment. “e deploynent
spans ten client machines and a server machine inside amiagya
tion. "e clients are actively used desktops that belong tdwateers
and have all the noise and churn of regularly used machines.

Because we are not allowed to instrument the real servefssn t
environment, we deploy our own. Asis common in small enté&ses,
our server machine hosts multiple application serverdyiding Ex-
change (email), IIS (web) and MS-SQL (database). Co-hasteld
cation servers are challenging for diagnostic systems @lication
interactions are more intertwined. "e server processeseady ex-
port several application speci ¢ counters.

We implemented custom client processes to communicate with

our application servers. “e existing client processes or ttlesktops
communicate with the real servers of our organization, aedauld
not experiment with them without disrupting our volunteer©ur
clients export application speci ¢ counters similar to g@exported
by real clients, such as number of successful and failecestgure-
quests of various types, etc.

Our second environment consists of three clients machimes a
a server. Because this environment is completely dedidatedr
experiments, it is a lot more controlled. We do not considenibe
a realistic setting and unless otherwise stated, the ebelow are
based on the rst environment. We present some results frowa t
controlled setting to compare hoMetMedic behavesin two disparate
environments with di erent workloads, applications etc.

(a) Live environment (b) Controlled environment
Figure 7. E ectiveness ofCoarseand NetMedic for each fault.

bilities are not signi cant, as long as one is high and theestis low.
Once these edge weights are assigned, the causes are reakeati-
ner thatis similar td\etMedic. Keeping the ranking method the same
for Coarsdets us focus the evaluation in this paper on our method
for inferring impact among neighbors. We omit results thiabss that
our ranking method outperforms several other alternatives

Metric: Our metric to evaluate diagnosis is the rank assigned to the
real cause for each anticipated e ect of a fault. For each,fae re-
port the median and the maximum rank assigned across itsiplalt

e ects. Forinstance, for Problem 1, all Web clients thatiise ASPX
pages are expected to be a ected. We study the rank assigribd t
con guration of Web server for each such client. "e median m&

Methodology: Ideally, we would like to diagnose real faults in our represents average case behavior, i.e., what an operaddswlag-

deployment but are hindered by the inability to monitor resrvers.
We are also hindered by ground truth, which is required to end
stand the e ectiveness of diagnosis, being o en unavaddbt real
faults. Hence, most of the results below are based on fahdtsie
inject. We do, however, present evidence thietMedic can help with
faults that occuin situ (87.7).

We inject the diverse set of ten faults shown in Tahla\e stay
as close to the reported fault as possible, including thd kirappli-
cation impacted. For instance, for Problem 1, we miscongjthre
1IS server such that it stops serving ASPX pages but corginaev-

nosing a randomly chosen e ect of the fault would experienee
maximum rank represents the worst case.

What should the rank be for the diagnosis to be useful to an op-
erator? Clearly, lower ranks are better, with a rank of oniadper-
fect. However, even the ability to place the real cause mitre top
few ranks helps administrators avoid many potential catisaithey
would otherwise have to consider (close to 1000 in our dapkyt).

7.1 Dependency graph properties
We brie y describe the dependency graph constructed adtuess

ing HTML pages. Similarly, to mimic Problem 4, we made an émai gleven machines in our live environment. “e exact numbersrya

client depend on information on a mounted drive.

Except for the experiments irv&5 where we inject multiple faults
simultaneously, each fault is injected by itself. We ingaath fault at
least 5 times, at di erent times of the day (e.g., day versght,
to verify that we can diagnose it in di erent operating cotidns.
Cumulatively, our experiments span a month, with data atiten
and fault injection occurring almost non-stop.

For diagnosis, we specify as inputNetMedic a one minute win-
dow that contains a fault. We did not specify the exact e extiag-

with time but the graph has close to a 1000 components and 3600
edges. With roughly 70 processes per machine, most of thesiod
in the graph correspond to processes. Correspondinglyéséma-
jority of the edges are between components on the same magchin
such as edges between machines and processes. Edges tteattcon
components on di erent machines (e.g., due to communicgiino-
cesses) are a much smaller fraction. Hence, the dependeaply g

is highly clustered, with clusters corresponding to maeisiand the
graph size grows roughly linearly with the number of maclsiriés

nose; ratheNetMedic diagnoses all the abnormal aspects in the net- jinear growth in graph complexity makes it easier to soseMedic

work. Unless otherwise speci ed, for each fault we use an-tang
history. “e historical period is not necessarily fault-fee In fact, it
0 en contains other injected faults as well as any naturatigurring
ones. We do this for realism. In a live environment, it is akhon-
possible to identify or obtain a fault-free log of behavior.

to larger networks.

Each component provides a rich view of its state in our deploy
ment. Processes have 35 state variables on average, rowadfhdy
which are generic variables representing resource usaigetiverest
are application speci ¢ and vary with the application. li&ger, for

A coarse diagnosis methodWe know of no detailed diagnosis tech- instance, exports 128 application-speci ¢ variables. hiaes have
niques to comparéletMedic against. To understand the value of de- over a hundred variables in their state. “us, there are plgmif vari-
tailed history-based analysis &EtMedic, we compare it against a ables that are already exported by real applications anchting sys-
Coarsaliagnosis method that is based loosely on prior formulagion tems for detailed diagnosis to be possible. But the shets stthis
that use dependency graphs such as Sherlock and Sxdrg.["is observable state makes understanding variable semarticgidg.
method uses the same dependency grapNesledic. But unlike  NetMedic's ability to be application agnostic allows diagnosis tokwo
NetMedic, it captures the behavior of a component with one variable even as new applications emerge or variable semantics ehang
that represents whether the componentis behaving norniaige-
termination regarding normal behavior is made in the samg a&in
NetMedic. Also unlikeNetMedic, Coarsehas simple component de-
pendencies. A component impacts a neighboring componettt i
high probability (of 0.9) when both ofthem are abnormal. @thvise,
the impact probability is low (0.1). "e exact values of thepeoba-

7.2 Effectiveness of diagnosis

Figure7(a)shows the e ectiveness NEtMedic andCoarsecross
all faults injected in the live environment. “e lines connéthe me-
dian ranks and the error bars denote the maximum ranks. “e two
curves are independently sorted based on the median rank.
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Figure 8. (a) CDF of the percentage of components that are ab-
normal during a fault. (b) CDF of the percentage of edges thare
assigned a high weight in the dependency graph.

| N
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Figure 9. Value ofNetMedic's extensions to the basic procedure.

Figure8(b) shows the CDF of the percentage of edges in the de-
pendency graph that are assigned a high weighO(75) by each

We see that for 80% of the faults the median rank of the correctscheme. We see that this percentage is 35-45%darseand 10-

cause is one withietMedic. “atis, NetMedic frequently places the
real culprit at the top of the list of likely causes. For abes except
one, the median rank of the correct cause is ve or lower. “e ma
imum ranks are o en close to the median ranks, representiogd)
worst-case behavior as well. “ese results suggest takledic can
help operators diagnose such faults in their networks.

In contrast, diagnosing these faults wiGoarsewould likely be
a frustrating exercise. “e correct cause is assigned a rahére in

15% forNetMedic, which represents reduction by a factor of 3. “is
reductionin likely spurious high-weight edges leads todepossible
causes being strongly connected to the a ected componestylting
in fewer false positives and lower ranks for real causes.

Simply changing the requirement for deeming a componenbas a
normal (e.g., using a higher abnormality threshold or reaqug more
state variables to be abnormal) may reduce false posiBugse nd
that doing so can hurt. It runs the risk of excluding the realgrit

fewer than 15% of the cases. For over 60% of the cases, teetcorr from the list altogether; the culprit or a component on thelpérom

cause has a median rank of more than ten.

We examined cases wheketMedic assigned a median rank
greater than three to the correct cause. We nd that thesenccer-
respond to performance faults, which include Problems 2y8%in
Tablel. “e side-e ects of these faults lead to abnormality in many
components in the network. For instance, a process that tlogs
CPU disturbs many other processes on its machine, each afhwhi
can appear abnormal. A few of the victim components can geae
lower than the correct cause if there is insu cient history¢orrectly
determine the direction of impact. Diagnosis of non-perfance
faults, which tend to be more prevalent(8) turns out to be easier
as they disturb fewer components in the network.

Let us consider now the results from the controlled envir@mn
shown in Figure/(b). We reduce thg-axis range for this graph be-
cause the environment has fewer components. We selthsliedic
e ectively diagnoses faults in this setting as well.

Interestingly,Coarseperforms much better in this setting. In the
live environment, for the worst 20% of the cases, its mediak is 35
or higher. Here, the median rank is 8 or higher, a sharp imemment
even a er accounting for the di erence in the numbers of coowp
nents. “us, in going from the controlled to the more dynamicral
realistic setting, the ability doarselegrades sharply. “is degrada-
tion stems from the fact that the live environment has moraatmal
components. Because of its simplistic component stateslapen-
dency modelsCoarseannot e ectively infer which components are
impacting each other, and many components get ranked lohen t
the real culprit.NetMedic, on the other hand, shows no such degra-
dation in our experiments and appears better equipped towaan-
dling the noise in real environments. “e next section invégates in
more detail why the methods di er.

7.3  Why NetMedic outperforms Coars&

NetMedic outperformsCoarserimarily because atthe level of de-
tail that we observe at, components are o0 en abnormal. Assalte

it to the e ect of interest may appear normal.

7.4 Benet of extensions

We now study the value of the extensions to edge weight assign
ment by comparing them to two other methods. e rstis the bas
procedure, without the extensions. For the second methustead
of automatically inferring relationships between vareg)lwe hand
code them, based on our knowledge of what each variablegepts.
Given that the number of variables is quite large, we hardedatbwl-
edge of only those that are relevant for diagnosing the $attkt we
inject. Beyond programming these relationships, the rétte pro-
cedure stays the same. Comparison with this “HandPickedhot®
guanti es any reduction in diagnostic e ectiveness due to desire
to be application agnostic and treating these variablepagque.

Figure9(a) shows the diagnostic e ectiveness of all three meth-
ods. Comparing the basic procedure wifloarsen Figure7(a)re-
veals that it more frequently assigns a rank of one to theazzirrause.
“is frequency is 44% versus the 14% Gfoarse But overall, the ba-
sic procedure is quite fragile. In fact in the worst 20% ofc¢hses, it
assigns a higher rank to the correct cause tGaarse

“e extensions help make the basic idea practical—an 80% fre-
guency of assigning a rank of one to the correct cause anchi-sig
icant reduction in the ranks of the correct cause for half fhelts.
Closer examination reveals that such faults o en corresptmper-
formance issues. As mentioned previously, performancisfhave
more side e ects than con guration faults. “e extensions abetter
able to si through this noise.

Figure9(a)also shows that the performancendtMedic is close
to HandPicked us, the extensions extract enough semantic infor-
mation for our task to not require embedding knowledge ofighte
semantics into the system.

To investigate in more detail, we separately consider ttersion
that weighs variables based on their abnormality valuestaadther
three extensions that infer variable relationships. Fefi(b) shows

Coarsassigns a high weight to many edges and ends up erroneouskie median rank for 80th and 95th percentile of the faultshatite

connecting many non-responsible components to the obskrfe
fects. By looking at component states in detail and alloviimgom-

basic procedure, with only the abnormality extension, letvedic,
which includes all extensions. We see that both factoringhinor-

plex dependencieNgtMedic assigns a low weight to many edges evenmality and variable relationships are useful.

when both end points are abnormal simultaneously.

Figure8(a)shows the CDF of the percentage of components that /-5 Multiple simultaneous faults

are abnormal during the periods covering various faults.S&fe that
this percentage is quite high (20-40%).

We now study the ability oNetMedic to diagnose multiple, si-
multaneously occurring faults. In a dynamic network, sibanle-



Figure 10. E ectiveness ofCoarse NetMedic
when diagnosing two simultaneous faults.

ous faults are possible and it is desirable that the diagnsgstem
correctly match each e ect to its own likely cause. Here, mjedit
two faults simultaneously. With 10 basic faults, there &eaidique
fault pairs. Of these, 9 fault pairs “interfere” in that thieypact the
same application processes. We inject the 36 non-interfepiairs
and evaluate our ability to link each e ect to its underlyioguse.
Figure 10 shows that withNetMedic the median rank for the

Figure 11. NetMedic's e ectiveness
when using di erent history sizes.

Figure 12. "e ranks assigned to abnormal
processes in the absence of injected faults.

lectten one-minute intervals to diagnose and use 30-mitarig his-
tory for each. In 75% of the casé®tMedic blames the process itself
for its abnormality whileCoarseloes so for only 5% of the cases. Our
monitored desktops are not resource constrained duringtrobthis
monitored period. “e inferences ofNetMedic are more consistent
than Coarséor this setting.

We manually examine many cases in whigtMedic assigns a

correct cause is one for over 80% of the cases. Compared to tHagh rank to an a ected process. In nearly all of them, the tapked

single-fault case, there is some degradation in diagnasisieeness,
speci cally in the maximum rank, which represents the warase
operator experience. “ere is no deterioration in the mediaank,
which represents the average case. “ese results suggesttea in
the presence of multiple faulk&tMedic can o en o enlink an e ect
to its correct cause.

In contrast,Coarsaloes signi cantly worse. “e median rank is
one for only 15% of the cases. Curiously, compared to théesifagilt
results in Figure/(a), Coarseappears to do better in therange of
20-60%. Itis not the case th@barses better at diagnosing multiple-
fault cases than single-fault cases. “e seemingly bettefgrenance
is a result of the fact that the two sets of experiments hawzatit
fault type mixtures; the double-fault scenarios have a éidfraction
of faults for whichCoarsénas modest performance.

7.6 Impact of history

Next, we study the impact of the size of the history on the e ec
tiveness oNetMedic. Figurellshows results with using 590 min-
utes of history. We see that using 30 or 90 minutes performsedls
as our previous experiments that use 60 minutes of historsing)
5 minutes of history performs signi cantly worse; 10% of faelts
have median ranks above 20. Based on these results we cettitaid
30 minutes of historical data su ces for most faults. Rec¢h#t this
history does not need to be fault-free and our experimengshistory
that contains other faults.

Preliminary evidence suggests that using history from nuyre
namic periods (e.g., day versus night) helps discount spsrcon-
nections between components better. Investigating theneaif his-
tory that works best in various settings is a subject of ongavork.

7.7 In situ behavior

We conclude our evaluation with evidence thetMedic can help
with naturally occurring faults as well. Consider a commoeisario
for a process: plenty of available resources on the host imegctine
network appears normal, and the relevant con guration etgns
have not changed recently. If the process appears abnomihlg
scenario, a good diagnostic method should blame the pratssdf
for this abnormality rather than, for instance, other preses. We
evaluateNetMedic on exactly this scenario, i.e., on ruling out impact
among components that happen to be abnormal simultaneoluéy
focus this analysis on interactions within monitored dexlg since
we could not monitor the real servers in our organization.

Figurel2shows the rank assigned ByarseandNetMedic to ab-
normal processes. “is datais based on a ve hour monitoringiod
during which none of our own clients are running. We randonsly-

cause is a virus scanning process or a sync utility processur
deployment environment, such processes o en hog resouoves
short durations andNetMedic appears to correctly blame these pro-
cesses rather than the a ected process.

8. SCALING NetMedic

While motivated by problems inside small enterpridéstMedic
can also help large enterprises that su er similar probléfitscan
be scaled up. “ere are two challenges in scaliNgtMedic; we be-
lieve that both are surmountable and addressing them is glaour
future work. “e rst challenge is to carry out diagnosis-reted
computation over large dependency graphs. “e primary bettleck
in this computation is calculating component abnormalityckedge
weights. "ese calculations are parallelizable as they carmlbne in-
dependently for each edge and component. In fact, they canizs
distributed to the machinesthat are being monitored beeghs vast
majority of dependency edges are between components orathe s
machine (e.g., between a process and its host machinehdtuttie
calculation of individual edge weights can be sped up thhofagt
correlation methods33]. Once the edge weights are computed, the
remaining calculations are those that underlie rankingljkcauses.
“ese calculations are akin to those of Sherloc [in their simplicity
and can thus scale to very large graphs.

“e second challenge in large deployments is that of data col-
lection, storage and retrieval. For this challenge, we earrhge
the large body of existing work on managing data that is simtib
ours. “is body includes methods for very-lightweight dataolttec-
tion [3, 28], for e cient data compression 8, 9], and for searching
(compressed) history for similar stateld] 24, 26).

9. RELATED WORK

Diagnosing faults in computer networks is hard and has thits w
nessed much commercial and research activity. We divideed|
work into four broad categories.

Inference-based: “ese systems identify the faulty component
based on a model of dependencies among components? 32).
Because they target large-scale networks, the focus ¢ihgxéys-
tems is scalable analysis with simple modiisMedic provides de-
tailed diagnosis in small business networks and di ers irtbihe
challenges that it overcomes (e.g., unknown variable séasaand

in the way it models components and dependencies.

Rule-based: “ese systems, which are also known as expert sys-
tems, diagnose based on a set of pre-programmed rdj|&$,[16, 21].

“eir main limitation is a lack of generality: they only diagase faults



for which they have been pre-programmed. Because buildindea
database that covers a large fraction of possible faultsconagplex
network is di cult, we chose an inference-based approach.
Classi er-based: “ese systems train o ine on healthy and un-
healthy states, and when current system state is fed thetp tde-
termine if the system is unhealthy and the likely cauger]. It is
unclear how such schemes fare on faults not present in theitig
data and extensive training data is hard to get. Some sysitteapt
to overcome the “unknown fault” limitation of learning appaches
by training on data from multiple networksl| 29]. A recent exam-
ple is NetPrints, which detects home router con guratiohst are
incompatible with applications. “is approach is enabled Iiye fact
that the set of compatible router con gurations is much steathan
the number of sharing networks. It may not, however, gerieeaio
more complex con gurations or to other kinds of faults. Fastance,
itis di cult to diagnose performance faults using informiain from
other networks because performance is a complex functiothef
speci ¢ hardware, so ware, and topology used by a network.
Single-machine: While we focus on diagnosing faults across ma-
chines in a network, there is extensive work on diagnosingt$a
within individual machines 3, 27, 28, 30, 31]. NetMedic borrows
liberally from this body of work, especially in the light-ight yet
extensive data gathering, con guration monitoring and tase of
system history. However, cross-machine diagnosis preseritjue
challenges and single-machine diagnosis methods o en dodiro
rectly translate. Lik&letMedic, Strider B(Q] uses historical state dif-
ferences. It represents a machine with a single vector thatains
all Windows registry entries and detects faulty entriesiogrdncing
this vector across time and across other similar machiNegvedic
considers a broader and noisier input (e.g., applicatiafiggenance),
includes component interactions in its analysis, and destaowider
range of faults. It also does notrely on controlled, repgatecutions
of the troubled application to infer which state variables eelevant.
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10. CONCLUSIONS o7

NetMedic enables detailed diagnosis in enterprise networks with[18]
minimal application knowledge. It was motivated by what toro
knowledge is the rst study of faults in small enterprisésdmbines  [19]
arich formulation of the inference problem with a novel t@ue to [20]
determine when a component might be impacting another. Inext
periments, it was highly e ective at diagnosing a diverdeséaults
that we injected in a live environment.

Modern operating systems and applications export muchitita
information regarding their behavior. In theory, this infmation can
form the basis of highly e ective diagnostic tools. In réglthe tech-
nology was lacking. One class of current systems uses thansem
tics of this information to diagnose common faults based @8-p |25
programmed fault signature4§]. Another class focuses exclusively [26]
on certain kinds of faults such as performance that do noures
this information [2]. Even in combination these two classes of tech- [27]
niques are unable to diagnose many faults that enterprisearés
su er. “e techniques developed in our work are a step towardls [28]
ing this void. “ey enable diagnosis of a broad range of fauhst are
visible in the available data, without embedding into theteyn the
continuously evolving semantics of the data.
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