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Abstract

Recent work on Internet measurement and overlay networks
has shown that redundant paths are common between pairs of
hosts and that one can often achieve better end-to-end perfor-
mance by adaptively choosing an alternate path [8, 27]. In
this paper, we propose an end-to-end transport layer protocol,
mTCP, which can aggregate the available bandwidth of those
redundant paths in parallel. By striping one flow’s packets
across multiple paths, mTCP can not only obtain higher end-
to-end throughput but also be more robust under path failures.
When some paths fail, mTCP can continue sending packets
on other paths, and the recovery process normally takes only
a few seconds. Because mTCP could obtain an unfair share
of bandwidth under shared congestion, we integrate a shared
congestion detection mechanism into our system. It allows
us to dynamically detect and suppress paths with shared con-
gestion so as to alleviate the aggressiveness problem. mTCP
can also passively monitor the performance of several paths
in parallel and discover better paths than the path provided
by the underlying routing infrastructure. We also propose a
heuristic to find disjoint paths between pairs of nodes using
traceroute. We have implemented our system on top of over-
lay networks and evaluated it in both PlanetLab and Emulab.

1 Introduction

Recent work on Internet measurement and overlay networks
has shown that redundant paths are common between pairs
of hosts [27]. One can often achieve better end-to-end per-
formance by adaptively choosing an alternate path other than
the direct Internet path [8]. At the same time, stub networks
are increasingly resorting to multihoming to improve the re-
liability of their network connectivity [5]. The reliability is
usually achieved by having sufficiently disjoint paths to the
destinations of interest. Moreover, with the rapid growth of
wireless coverage, mobile users can often have access to mul-
tiple communication channels simultaneously [17, 21]. All of
the above means redundant paths are quite common between
pairs of hosts.
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Our goal is to design an end-to-end transport layer protocol
(mTCP) which can not only aggregate the bandwidth of sev-
eral paths concurrently but also enhance the robustness under
path failures by taking advantage of redundant paths. Com-
pared with the conventional single-path TCP flows, mTCP
stripes a flow’s packets across several paths. It can be viewed
as a group of single-path subflows, with each subflow going
through a separate path. A number of challenges arise when
one attempts to develop a transport layer protocol that utilizes
multiple paths simultaneously.

First, the traditional congestion control mechanism in TCP
needs to be modified in order to fully exploit the aggregate
bandwidth of the multiple paths used by mTCP. If one were
to use the traditional congestion control mechanism on the
whole flow (wherein the congestion window for the entire
flow is halved for every packet loss), the mTCP connection
would remain under-utilized in the following scenario. As-
sume that one of the sub-flows is using a heavily congested
path. Severe packet losses on that path will result in repeated
shrinkage of the window, resulting in sub-optimal use of the
other sub-flows that remain uncongested. mTCP therefore
needs to perform congestion control on each subflow inde-
pendently so as to minimize the negative influence of con-
gested subflows.

Second, paths may fail during data transmission. mTCP
should not stall as long as there exists one operational path.
It should be able to quickly detect failed paths and continue
sending or retransmitting packets on live paths.

Third, when subflows of a mTCP flow share congested
links, the whole flow can obtain an unfairly larger share of
bandwidth than other single-path TCP flows since each sub-
flow behaves as a single-path TCP flow. To alleviate this ag-
gressiveness problem, we integrate a shared congestion detec-
tion mechanism into our system so as to identify and suppress
subflows that traverse the same set of congested links.

Finally, there might exist many alternate paths between a
pair of source and destination nodes. We want to select a
small number of candidate paths for mTCP flows since it is
impractical to use all the paths simultaneously. We use a



heuristic to identify and select disjoint paths using traceroute.
This can minimize the possibility of shared congestion and
concurrent path failures.

We do note that mTCP provides performance benefits only
when there are multiple paths that do not share congested
physical links. Although in today’s Internet, many congested
or bottleneck links lie at the edge of the network and limit
the performance benefits of mTCP, this is likely to change
with the growing popularity of high speed Internet access.
In [6], Akella, Seshan and Shaikh measured a diverse set
of paths traversing Tier-1, Tier-2, Tier-3, and Tier-4 ISPs.
They discovered that about 50% of the paths have bottle-
neck links that are located within ISPs or between neighbor-
ing ISPs. The available capacity of those bottleneck links are
less than 50Mbps, well below the 100Mbps Ethernet speed
that could be attained within local area networks. In such
situations, mTCP is likely to find multiple paths that are not
constrained by the bandwidths attainable at the edge of the
network. Other scenarios where mTCP could find an use-
ful set of disjoint paths to transmit data include multi-homed
clients [5].

We also note that our focus is on improving the perfor-
mance and robustness for large data transfers. Although most
flows on the Internet are small, most of the traffic on the Inter-
net is contributed by a small percentage of big flows [34, 13].
Therefore, improving the performance of such big flows is
important. Additionally, while small flows might not neces-
sarily benefit from throughput aggregation, they might still
benefit from mTCP’s robustness that would enable them to
quickly detect and recover from path failures.

To the best of our knowledge, we are the first to implement
and evaluate a transport layer protocol that can utilize redun-
dant paths concurrently in real systems. We try to provide a
comprehensive design that addresses the inter-related issues
of sub-flow congestion control, unfair use of congested links,
path selection, and recovery from path failures. We believe
that it is beneficial to tackle all of these issues in a single
tightly-coupled system. For instance, suboptimal decisions
from the path selection mechanism could be corrected by a
mechanism that detects the use of shared congested links.
Alternately, shared congestions could be detected easily by
monitoring TCP events (such as fast retransmits) without re-
quiring separate probe messages. Furthermore, the system
could quickly recover from failures by maintaining and trans-
mitting along multiple paths. Finally, a mTCP flow can pas-
sively monitor the performance of several paths in parallel
and estimate their available bandwidths. The bandwidth esti-
mates are typically more accurate than the estimates provided
by the underlying overlay routing mechanisms. This in turn
can help select better paths.

The rest of the paper is organized as follows: Section 2 will
describe related work. Section 3 will discuss the specific de-
sign problems of mTCP in detail. Section 4 briefly describes
the implementation of our system. Section 5 demonstrates the

results from experiments conducted on PlanetLab [25] and
Emulab [2]. Finally, Section 6 concludes.

2 Related Work

The general idea of using multiple paths in a network to ob-
tain better performance has been explored in a number of dif-
ferent research efforts. We briefly discuss how our work re-
lates to previous research in this area.

One area of related work is the use of striping [32] or
inverse-multiplexing in link-layer protocols to enhance the
throughput by aggregating the bandwidth of different links.
Adiseshu et al [4], Duncanson et al [12] and Snoeren [29]
provide link-striping algorithms that address the issues of
load-balancing over multiple paths and preserving in-order
delivery of packets to the receiver. These efforts propose
transparent use of link-level striping without requiring any
changes to the upper layers of the protocol stack.

Another area of related work is the use of multiple paths
by transport protocols to enhance reliability [10, 24, 20, 9].
Banerjea [10] proposed the use of redundant paths in his dis-
persity routing scheme to improve reliable packet delivery for
real-time applications. Nguyen and Zakhor [24] also propose
the use of multiple paths to reduce packet losses for delay-
sensitive applications. They employ UDP streams to route
data whose redundancy is enhanced through forward error
correction techniques.

The most directly relevant related work is the use of multi-
ple paths for improving the throughput or robustness of end-
to-end connections. Several application-layer approaches
have been proposed to improve throughput by opening mul-
tiple TCP sockets concurrently [7, 14, 19, 28], but the mul-
tiple TCP connections utilize the same physical path. These
approaches obtain an unfair share of the throughput of con-
gested links and seem to primarily benefit from increased
window sizes over long-latency connections. SCTP [31] is
a reliable transport protocol which supports multiple streams
across different paths. However, it does not provide strict or-
dering across all the streams, and it cannot utilize the aggre-
gate bandwidth on multiple paths as we do. The systems that
are closest to what is described in this paper is R-MTP [21]
and pTCP [16]. R-MTP provides bandwidth aggregation by
striping packets across multiple paths based on bandwidth es-
timation. It estimates the available bandwidth by periodically
probing the paths. As a result, its performance greatly re-
lies on the accuracy of the estimation and the probing rate.
It could suffer from bandwidth fluctuation as shown in [16].
pTCP uses multiple paths to transmit TCP streams and de-
scribes mechanisms for striping packets across the different
paths. They however assume the existence of a separate
mechanism that identifies what paths to use for their pTCP
connections, and they also do not address the issues of re-
covering from path failures or obtaining an unfair share of
the throughput of congested links if the paths are not disjoint.



Their study is also limited to simulations using ns[3].

3 Design

The design of our system seeks to satisfy three goals. First,
given several paths, mTCP should be able to make full use of
the available bandwidth on those paths. Second, when mTCP
uses paths with shared congested links, it should be able to
alleviate the aggressiveness problem by suppressing some of
the paths. Third, when some paths fail, mTCP should quickly
detect and recover from the failures.

3.1 Transport Layer Protocol

mTCP provides the same semantics to applications as TCP.
It preserves properties such as reliability and congestion con-
trol. Because mTCP uses several paths in parallel, it has to
decide how to stripe packets across the paths and how to man-
age congestion control for each subflow.

3.1.1 Congestion Control

In mTCP, all subflows share the same send/receive buffer.
Packets are assigned sequence numbers in the same way as
in TCP. But it does congestion control independently on each
subflow. Each subflow maintains a congestion window as in
TCP. The congestion window changes independently as the
subflow adapts to the network state. When there are no packet
losses in the subflow, it linearly increases. Upon detecting
packet losses, it is halved. When timeout occurs, it is reset to
one and the subflow enters slow-start.

mTCP strives to keep all subflows independent from each
other. Suppose we had used only one global congestion win-
dow for the entire flow that limits the total amount of out-
standing data across all subflows. The packet losses on any
one of the paths will cause the global congestion window to
be halved. If one subflow happens to traverse a heavily con-
gested path, it can keep the global congestion window small,
and the other subflows will not be able to utilize the available
bandwidth on other good paths. In fact, this can sometimes
decrease the throughput of the whole flow to be even lower
than that of a single-path TCP flow on a single good path.
This phenomenon was also studied in [16].

3.1.2 Estimating Outstanding Packets

TCP uses (sndnxt - snduna) to estimate the number of out-
standing packets in the network. (For convenience, we as-
sume packets are of the same size and use packets instead of
bytes for discussion.) Here sndnxt is the next packet to be
sent and snduna is the next packet for which an ACK is ex-
pected. The difference should be no more than the congestion
window (cwnd). In mTCP, since packets are striped across

different paths, we need to keep track of how many outstand-
ing packets are in each path to ensure that the number does
not exceed the cwnd of that path.

Our mTCP is based on TCP SACK [22], which is an ex-
tension of TCP Reno. In Reno, the receiver only reports the
greatest packet number that arrives in-order. But in mTCP,
different paths have different latencies. Many packets can ar-
rive at the receiver out-of-order. We want to accurately know
which packets have been received, irrespective of whether or
not they arrived in-order. This helps us to compute the num-
ber of outstanding packets on each path, which is essential for
performing congestion control separately on each subflow. In
SACK, the sender maintains a scoreboard data structure to
keep track of which packets have or have not been received.
An acknowledgment (ACK) packet may carry several SACK
blocks, where each SACK block reports a non-contiguous set
of packets that has been received. The first SACK block re-
ports the most recently received packet and additional SACK
blocks repeat the most recently reported SACK blocks. The
SACK blocks allows the sender to identify what packets have
been newly received irrespective of whether or not the data
packets arrive in-order.

We augment the scoreboard data structure so that it records
the path over which each packet is transmitted or retransmit-
ted. For each path;, we maintain a pipe; to represent the num-
ber of outstanding packets on path;. pipe; is incremented
by 1 when the sender either sends or retransmits a packet
over path;. It is decremented when an incoming ACK in-
dicates that a packet previously sent on path; has been re-
ceived. New packets are allowed to be sent over path; only
when pipe; < cwnd;. Retransmitted packets require special
handling. Suppose the original packet is sent over path; and
the retransmitted packet is sent over path ;. When the retrans-
mitted packet is ACKed, the sender decrements both pipe;
and pipe; by 1, because it represents two packets having left
the network: the original one on path;, which is assumed to
be lost, and the retransmitted one on path;, which has been
received. We want to emphasize that the original and retrans-
mitted packets do not have to be sent over the same path. We
will discuss this in more detail in Section 3.1.4. Finally, if
path; times-out, pipe; will be reset to 0.

3.1.3 Fast Retransmit

Since mTCP sends packets along several paths with different
latencies, packets can arrive at the receiver out-of-order. In
traditional TCP, duplicate acknowledgments (dupack) are as-
sociated with packet losses, and dupacks typically trigger fast
retransmits. In mTCP, since some of the dupacks are caused
by packet reorderings, the system should be careful in using
fast retransmits.

Although packets sent through different paths may be re-
ceived out-of-order, packets within each subflow will still
mostly arrive in-order. Each path; therefore maintains the
following path-specific state: sndunaj;, the next packet requir-



ing an ACK over the given path, and dupack;, the number of
dupacks received for that path. If an incoming ACK indicates
the receipt of a packet sent through path; and if that packet is
snduna;, this packet is considered to be in-order within that
subflow. If that packet is greater than snduna;, dupack; is in-
cremented by 1. When dupack; reaches dupthresh =3, path;
will enter fast retransmit and fast recovery.

3.1.4 Sending Packets

mTCP separates the decisions of when to send a packet,
which packet to send, and which path to use to send the
packet. The sender is allowed to send a new packet when
there exists at least one path; satisfying pipe; < cwnd;. The
packet to send is usually determined by sndnxt, which rep-
resents the next packet to send as in TCP. But if there is a
path; with packets to retransmit, i.e. path; is in fast recovery,
the sender has to retransmit those packets inferred to be lost
before sending any new data packets. Once again the score-
board is consulted to determine whether there are any such
packets that need to be retransmitted. Otherwise, a new data
packet determined by sndnxt will be sent.

Next, the sender needs to decide the path over which the
packet will be sent. There may be several candidate paths.
We associate a score of pipe;/cwnd; with each path;. We
choose the path with the minimum score. This form of pro-
portional scheduling results in a fair striping of packets and
avoids sending a burst of packets on one path.

Because mTCP separates the decisions about when to send,
which to send and which path to use for sending, it has more
flexibility in striping packets. By postponing the decision
about which path to use until just before sending out the
packet, it can quickly adapt to dynamic variations in path
characteristics. If a path encounters congestion or fails, its
cwnd will be reduced. mTCP does not have to wait for the
re-opening of the cwnd on that path to retransmit the out-
standing packets. It can instead retransmit the packets on
other paths. We want to emphasize that, unlike the re-striping
scheme used in pTCP [16], our scheme will not retransmit
packets that have already been received, because we can pre-
cisely infer missing packets from the scoreboard data struc-
ture.

3.1.5 Single Reverse Path

In our design, despite the fact that data packets are striped
over several paths, all ACKs return over the same path. There
are two advantages of using a single path for conveying
ACKs. First, it preserves the ACK ordering for all the sub-
flows. If ACKs are conveyed through different paths, this may
introduce ACK reorderings even within one subflow, which
will increase the burstiness of the sender. Second, striping
ACKSs across different paths makes our system more com-
plicated. The receiver has to maintain additional state about
which ACKs are sent through which paths. We instead keep

the receiver side as simple as possible, following the design
principle of TCP.

The advantage of using multiple reverse paths is that it
is more robust to congestion or failure. Note however that
ACKs are typically small and are less likely to cause conges-
tion than data packets. In addition to this, we try to avoid
congestion by selecting the best path among all the candidate
paths as the reverse path for sending ACKs. This will be dis-
cussed in Section 3.3. Recovering from failures of the single
reverse path is a little more complicated. If we stripe ACKs
across multiple paths, although the scheme is more robust to
failures, we have to constantly suffer from ACK reorderings.
Since failures generally will not occur very often, by using a
single reverse path, we trade-off a performance degradation
during failure recovery for better performance during normal
operation. In Section 3.5.2 of our paper, we show that the fail-
ure recovery time of mTCP is reasonably small even though
it uses a single reverse path.

3.1.6 Comparison with Multiple TCP sockets

We could have avoided much of mTCP’s complexity by open-
ing separate TCP sockets for each path and then striping pack-
ets at the application layer [28]. But this approach has lim-
itations that can prevent us from efficiently aggregating the
bandwidth of multiple paths. To fully utilize the bandwidth
of multiple paths, we must ensure that the amount of data
striped over a path is proportional to the bandwidth of that
path. This can be very difficult to achieve in Internet-like set-
tings where the path conditions could vary. Modifying TCP
directly gives us more flexibility on striping data streams over
multiple paths. We can decide, for each packet, an appro-
priate path the packet should traverse, and this decision is
made just before the packet is sent out. This is especially
useful for migrating the outstanding packets on bad paths to
good paths when the quality of paths changes dynamically
or during path failures. Striping at the application layer can-
not adapt to changes in path quality responsively. The pTCP
study [16] has shown in simulations that such a scheme can-
not fully utilize multiple paths when the number of paths ex-
ceeds two.

3.2 Shared Congestion Detection

When mTCP uses paths that are not completely disjoint and
if some of the shared physical links are congested, the whole
mTCP flow will obtain more bandwidth than other single-
path TCP flows along those congested links, since each of
the subflows behaves as a TCP flow. mTCP tries to alleviate
the aggressiveness problem by detecting shared congestion
among its subflows and suppressing some of them. Previous
work [26, 15, 18, 33] on shared congestion detection is based
on the observation that if two single-path flows share con-
gestion, packets from two flows traversing a congested link at
about the same time are likely to be either dropped or delayed.



Rubenstein et al. [26] actively inject probing packets through
the two paths to compute the correlation of packet losses or
packet delays and thereby identify shared congestions.

We could certainly use one of the approaches mentioned
above in our system since shared congestion detection is in-
dependent from other parts of the system. We however take a
simpler approach based on the following observations. mTCP
transmits a steady stream of packets through different paths.
In this setting, there is no need to send probing packets. In-
stead, one can passively monitor the subflows by studying
the behavior of the data packets.Furthermore, since individ-
ual packet drops will result in fast retransmits along the cor-
responding subflows, the sender can detect shared conges-
tions by examining the correlations between the fast retrans-
mit times of the subflows. Since data packets also double
as probe packets and since there are a large number of data
packets transmitted through a subflow, our passive monitor-
ing strategy requires little overhead and generates a continu-
ous stream of information resulting in fast detection of shared
congestion.

3.2.1 Detecting Shared Congestion using Fast Retrans-
mits

Let us focus on detecting shared congestion between a pair
of subflows. For more than two subflows, we need to detect
shared congestion between every pair of them. In the fol-
lowing discussion, we say that two subflows are correlated if
the corresponding paths share congestion; otherwise, they are
independent. We first assume that two paths have the same
latency so that we do not have to worry about the time syn-
chronization problem between them. Later, we will extend
our algorithm so that it can deal with paths with different la-
tencies.

Each time that a subflow enters fast retransmit, the sender
records a timestamp in the subflow’s list of fast retransmit
events. After some time, we have two lists of timestamps, S
and T, from two flows: (s1,$2,...,5,) and (1,2, ...,1,). Each
timestamp represents a fast retransmit event. Then we try to
match a timestamp s; in S with ¢; in T If |s; — ;| < interval,
we call (s;,7;) a match. Intuitively, a match means the two
subflows enter fast retransmit around the same time. This
also means packets from the two flows are dropped at about
the same time, so it is likely they share the same congested
link. We define match(S,T) to be the maximum number of
pairs (s;,2;), such that s; matches #;. Please note that each s;
cannot be matched with multiple ¢;. Finally, two subflows are
considered to be correlated if:

Match(S,T)
min(m,n)

>0

ratio =

ratio is intended to identify what fraction of fast retrans-
mits occur at about the same time in the two subflows. Since
some of the fast retransmits are due to congestion on disjoint

links, ratio reflects the level of shared congestion. We con-
sider two subflows to be correlated when ratio is greater than
some threshold §.

Our method uses fast retransmits instead of individual
packet losses to infer shared congestion. This is because
when a data flow encounters congestion, there normally will
be a burst of packet losses. All these losses are caused by one
congestion period at some link. Therefore, a fast retransmit
corresponds more directly to a congestion period, much more
so than any individual packet loss. We would like to declare
(si,j) to be a match only when packets from two subflows are
dropped at one link during the same congestion period. So
interval cannot be too small, otherwise even if s; and #; occur
in the same congestion period, the system will not detect the
match. On the other hand, interval cannot be too large, oth-
erwise the system would consider (s;,#;) to be a match even
when they are not due to shared congestion. Although the
shared congestion detection may not work well under active
queue management schemes, most routers on today’s Internet
use drop-tail queues, which lead to periods of bursty losses
during congestion. In [35], the authors find that 95% of the
duration of bursty losses are less than 220ms. So interval
should be on that time scale. We will study how to choose
interval and & in more detail in Section 5.4.

3.2.2 Estimating Convergence Time

We need to emphasize that our goal is to suppress correlated
subflows in order to alleviate the aggressiveness problem. We
need to detect shared congestion as quickly as possible. Other
efforts focus more on the accuracy of shared congestion de-
tection, and they may take several hundred seconds to reach
a decision. This does not work well for our purpose, because
a mTCP flow could have ended before shared congestion is
detected.

Our algorithm works as follows. After some number of
fast retransmit events have been observed, we will check
for shared congestion between the two subflows. If there is
shared congestion, we can suppress one of them. Otherwise,
we will wait until the occurrence of the next fast retransmit
to check for shared congestion again. The question we now
address is determining the number of fast retransmit events
that we need to observe before we start checking for shared
congestion.

We use a heuristic to estimate the probability of two fast
retransmit events from two independent flows accidentally
occurring within a small period of time. Suppose the fast re-
transmit events of two subflows, S and T, are completely inde-
pendent when two subflows are independent, we compute the
average interval of two consecutive fast retransmit events in
S:intervaly = %, where now is the current time when shared
congestion detection is invoked. interval; is computed in a
similar way. Then we define p = % Sup-
pose n > m, we have interval, < interval, and interval =

g x interval;. For each s;, if there exists a match ¢;, s;



must be in the (¢; — interval,t; + interval). Because we as-
sume s; and ¢; are independent events, the probability that s;
matches some ¢; is roughly p. So the total expected num-
ber of matches is roughly E(Match(S,T)) = pm. Because
min(m,n) = m, we will misinterpret S and T to share conges-
tion if Match(S,T) > dm. According to Chernoff bound [11]:

€ = Prob|[(Match(S,T) > dm] < e mP@lIp)

where D(3||p) = Sln% +(1-9) ln%%i. So we need to wait

form=— %ﬁp) fast retransmit events to ensure that the prob-

ability of a false positive is less than {. We will see in Sec-
tion 5.4 the convergence time is mostly within 15 seconds
in our Emulab and PlanetLab experiments. We want to em-
phasize that even if a false positive does occur, it will only
degrade a mTCP flow into a single-path flow.

This heuristic might encounter problems when
min(intervals,interval;) < 2 X interval. Because interval is
small (200ms in our experiments), this can only occur when
a path is so heavily congested that fast retransmit happens
almost every 400ms. The mTCP flows will try to suppress
such paths, because using them will not bring much benefit.
This is discussed in Section 3.4.1.

Finally, when two paths have different latencies, there is
a time-lag, L, between them. We estimate L by shifting one
sequence, say T, by dt in time and calculating Matchg,(S,T)
on sequences (s1, 52, ..., Sy) and (t; +dt, 1 +dt, ..., t, +dt)
as described before. Because the L between two paths can
be at most one RTT (where RTT is the larger round trip
time of the two paths), we go through all possible value dr
in (—RTT,RTT) incrementally using some fundamental step
x, then choose dt that maximizes Matchg,(S,T) as L. This is
similar to calculating the correlation between two signals.

3.3 Path Selection

In the previous sections, we assumed that flows have a num-
ber of candidate paths. Now we describe how to obtain such
information. We use Resilient Overlay Networks (RON) [8]
as our underlying routing layer. RON is an application-layer
overlay. When mTCP starts, it queries RON to obtain multiple
paths between a source-destination pair. For each pair, RON
provides the direct Internet path and alternate single-hop indi-
rect paths through other RON nodes. With a RON of n nodes,
there are m = n — 1 paths between each pair. RON uses a
score to represent the quality of each path based on latency,
loss rate or throughput. RON can effectively bypass perfor-
mance failure or path faults by using an alternate path with
higher score. In the following, we only use the throughput
score.

Since m can be large (greater than 10 in our experiments),
mTCP will only select at most & (5 in our experiments) paths
from them. A single-path flow will normally select the path
with the best score, which we call the RON path. mTCP could

select the k best paths. But this simple strategy may select
paths with many overlapping physical links. This leads to two
disadvantages: First, paths are more likely to fail simultane-
ously, which is bad for the robustness. Second, paths are more
likely to share congestion, which is bad for performance. To
avoid these problems, we want to select sufficiently disjoint
paths.

We use a heuristic based on traceroute to estimate the dis-
jointness of paths. Using traceroute, we can obtain the IPs of
the routers along a path and the latency of each physical link.
Due to IP aliases, the same router might have different IPs in
different paths. We use “Ally”, a tool from Rocketfuel [30],
to resolve IP aliases and assign a unique IP to each router.
Although some routers may not respond to traceroute probes
and the alias resolution may not be completely accurate, we
only use the traceroute information as a hint to estimate path
disjointness and eliminate many of the significantly overlap-
ping paths. We also rely on the techniques described in Sec-
tion 3.2 to further detect shared congestion.

After alias resolution, suppose we have the IPs of two paths
X = (x0,X1,--,%m) and ¥ = (yo,y1,...,yn). Let L be the set
of overlapping links of X and Y, we define the overlapping
between X and Y as: Overlapping(X,Y) = Y ;c; latency(l).
An alternative is to use the size of L to quantify the de-
gree of overlap. We use latency instead because we hope
to distinguish among different types of link. Most nodes on
PlanetLab are connected through ethernet links to backbones.
Those ethernet links usually have smaller latency than back-
bone links. Because the sharing of the local ethernet links are
almost unavoidable, we focus on finding disjoint paths that
traverse different backbone links. By using link latencies,
Overlapping(X,Y) will be mostly determined by the shared
backbone links instead of ethernet links. This argument might
not be true if nodes are connected through modem or wireless
links that have high latency. Using traceroute to find disjoint
paths is only suitable for small-scale overlay networks. As the
number of nodes increases, we need a more scalable way to
discover disjoint paths. In [23], Nakao, Peterson and Bavier
propose to use BGP information to find disjoint Autonomous
System (AS) paths, which incur little cost. Although disjoint
AS paths are not as fine-grained as disjoint router-level paths,
it would greatly simplify disjoint path search by providing a
small set of promising candidate paths which we can further
verify using traceroute.

Finally, we estimate the disjointness of X and Y by:

B Overlapping(X,Y)
Min(Latency(X),Latency(Y))

We say that X and Y are disjoint if Disjoint(X,Y) > .
Using the disjointness metric between each pair of paths, we
select at most k paths from m paths using a greedy algorithm
as follows: (1) Initialize the set of selected paths to be empty.
(2) Pick the path with the highest score from the set of m
paths and check if it is disjoint from all the previously se-
lected paths. (3) If so, select this path, otherwise pick the path

Disjoint(X,Y) =1
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Figure 1: CDF of number of disjoint paths between node-
pairs

with the next highest score and repeat step (2) until we find £
paths or we have tried all m paths. The first selected forward
path and the reverse path will always be the RON path, which
is optimized for throughput in RON.

Figure 1 plots the cumulative distribution function (CDF)
of the number of disjoint paths between 630 node pairs based
on traceroute among 36 PlanetLab nodes that are used in our
experiments. When 3 decreases, the number of disjoint paths
between node-pairs increases. We want a 3 such that there
are sufficient number of disjoint paths which we can choose
from while eliminating most significantly overlapping paths.
When B = 0.5 (the value used in our experiments), 90% of
node-pairs have more than 4 disjoint paths but less than 16
disjoint paths. If we use a larger B, many node pairs will not
have enough candidate disjoint paths.

3.4 Path Management
3.4.1 Path Suppression

In mTCP, a subflow f; on path; may be suppressed because of
one of three reasons: First, f; shares congestion with another
subflow f; and its throughput T(f;) is lower than T (f;). This
is because we do not want mTCP to be too aggressive to other
single-path TCP flows. Second, suppose f; has the highest

throughput among all the subflows and if T(f;) < %’C’) (for
some constant ® > 1), then f; may be suppressed. This is
because path; is too poor and using it does not bring much
benefit. Third, path; fails.

We define a family of mTCP flows, called MP,; flows. An
MP, flow will try to use at least d (d > 1) paths, which means
we will not suppress any path because of shared congestion
when the number of paths being used is less than or equal to d.
The value of d is a tradeoff between performance/robustness
and friendliness. With a larger d, mTCP can obtain more
bandwidth because it uses more paths. And it is more reli-
able because the probability that d paths fail simultaneously
gets smaller as d increases. But it can be more aggressive
to single-path flows under shared congestion. The aggres-
siveness problem can be alleviated by suppressing some sub-
flows. But when there are only d subflows, no subflow would
be suppressed. The actual value of d should be decided by the
application. Applications that want higher performance and
more reliability should choose a larger d. Applications that

care more about friendliness should choose a smaller d. In
our experiments, we choose d = 1 to demonstrate how much
performance improvement mTCP can obtain without being
too aggressive to other TCP flows.

3.4.2 Path Addition

An MP; flow can dynamically add new paths because of two
reasons: First, some paths that are not being used become
better than those paths that are being used. Second, it is us-
ing less than d paths because some paths were suppressed.
mTCP will periodically update the information about all the
paths by querying RON. If an unused path has a much higher
score than a path being used, it can start using the new path.
Then it runs the path suppression algorithm on all the paths
to suppress any paths with shared congestion. By doing this,
mTCP can gradually replace bad paths with good ones. This
is especially useful for long-lived flows.

3.5 Path Failure Detection and Recovery
3.5.1 Failure Detection

mTCP may encounter path failures during transmission. If all
the paths fail simultaneously, we call it a fatal path failure,
otherwise we call it a partial path failure. We will focus on
partial failures in this section. To recover from fatal failures,
mTCP relies on the routing layer to establish new paths just
like single-path flows.

When a path fails, the data packets sent over it will no
longer be acknowledged (ACKed) because the packets have
been dropped. We maintain one failure detection timer,
timer;, for each path;. When a data packet sent over path;
is ACKed, timer; is reset. path; is considered to have failed
when timer; expires.

We need to decide a timeout value I; for timer;. On one
hand, we want a small /; so that failures can be detected
quickly. On the other hand, I; cannot be too small, otherwise
it may misinterpret a good path to have failed. The retrans-
mission timeout (RT O;) provides a good base for computing
I;. First, during timeout, the sender will go into idling and
no packets will be ACKed in that period. So I; should be at
least greater than RT O;. Second, several consecutive timeouts
means either the path has failed or it is heavily congested. In
either case, we would like to abandon path;. So we choose
I; = xRTO;. Here y reflects how many consecutive retrans-
mission timeouts mTCP is willing to tolerate before it con-
sider a path to have failed. In our experiments, we choose
X = 2, because we have observed that consecutive retrans-
mission timeouts rarely occur on good paths. We should em-
phasize that even if a good path is misinterpreted as a failed
one, it will only degrade the performance of mTCP to that of
a single-path flow in the worst case. The path addition tech-
nique described in Section 3.4.2 allows us to reclaim a path if
it had been previously misinterpreted to be a failed path.



3.5.2 Failure Recovery

We now describe how to recover from failure after timer; ex-
pires. Since all ACKs return over the same path, we call that
path a primary path. The other paths are auxiliary paths.
We need to distinguish between primary and auxiliary path
failures. When an auxiliary path,; fails, the sender will mark
path; as failed and retransmit the outstanding packets of path;
over other paths. When a primary path fails, the situation is
more complicated. Because all the ACKs are lost, it may ap-
pear to the sender that all paths have failed. To deal with this
problem, sender records the time 7; when path; is detected to
have failed. Suppose at time now, the primary path,, is also
detected to have failed and let the timeout of timer, be I,.
We know that path, must have failed at some point between
now — I, and now. For an auxiliary path;, if now — I, <,
its failure is possibly due to the failure of path,,. In this case,
we will change the status of path; to be active and the sta-
tus of path, to be failed. After doing this for all the paths,
the sender starts to send packets over all active paths. Dur-
ing this period, these data packets serve as “probing” packets
that solicit ACKs from the receiver. All timers are stopped to
prevent any auxiliary path from being misinterpreted as failed
due to the lack of an active primary path during this period.
The receiver will also detect the primary path failure because
it no longer receives any data packets over that path. Then it
elects a new primary path and sends ACKs along that path in
response to those “probing” packets from sender. It chooses
the best path (based on the path score in RON) among all
the active paths to be the new primary path. Later, when the
sender receives the ACKs and knows that a new primary path
has been elected, it restarts all the timers and proceeds as nor-
mal.

Typically, RT O; is one second, therefore /; is two seconds.
The total detection and recovery time will be between two
and three seconds in most cases. The interruption due to par-
tial path failures will be fairly short. Furthermore, partial path
failure does not cause mTCP to stall since packets will con-
tinue to be transmitted through active paths. Since mTCP
uses several paths concurrently and since it typically employs
disjoint paths, the probability of fatal path failures is much
lower than that of single-path failure. mTCP is therefore more
robust than single-path flows.

4 Implementation

Our system is implemented at the user-level and is com-
posed of a Portable User-Level TCP/IP stack (PULTI) and
an overlay router/forwarder modified from RON. RON is an
application-layer overlay on top of the Internet. PULTI and
RON run in two separate processes. We modified RON so that
it can communicate with PULTI using UDP sockets and ex-
port the multiple paths between a source-destination pair. The
whole system does not require any root privilege, and hence
it can be easily deployed on shared distributed platforms

such as PlanetLab. Currently, it runs on Linux, NetBSD and
FreeBSD. Note that although our system in build on top of
overlay networks, it will work in a non-overlay setting as
well. The only requirement of our system is that there ex-
ists an underlying routing system that can provide multiple
paths between a source-destination pair and let us select paths
for sending packets. RON is just one of such systems. Our
system will also work in other Internet settings, such as multi-
homed hosts.

PULTT is a full user-level TCP/IP stack based on FreeBSD
4.6.2. We extract the network-related code from the ker-
nel source and wrap it with some basic kernel environment
support, such as timing, synchronization and memory alloca-
tion. We do not modify any network-related code. Because
FreeBSD 4.6 does not support SACK, we also add SACK-
related code in PULTI which is required by our system. OS
dependent information is hidden by device drivers. With
different device drivers, PULTI can send or receive through
a UDP socket, IP_QUEUE in Linux or a divert socket in
FreeBSD. PULTI provides standard socket interface and sup-
ports multiple applications through multithreading. It can
query RON to learn about multiple paths between a source-
destination pair. The mTCP code only affects a few files in
PULTTI. It can be easily moved into FreeBSD kernel.

5 [Evaluation

5.1 Methodology

In this section, we validate our protocol in both emulation
and real-world deployment. The emulations are run on Em-
ulab [2], which is a time- and space-shared network emu-
lator. Emulab consists of several hundred PCs, which can
be configured to emulate different network scenarios. Users
can specify parameters such as packet loss rate, latency, and
bandwidth. While an experiment is running, the experiment
gets exclusive use of the assigned machines. While Emulab
provides a controlled environment for our experiments, we
further conduct experiments on PlanetLab, a wide-area dis-
tributed testbed for running large-scale network services [25].
The experiments on the PlanetLab allow us to study our
protocol for Internet settings, where latency, bandwidth and
background traffic are more realistic and unpredictable.

5.2 Utilizing Multiple Independent Paths

In this experiment, we study whether mTCP can obtain the to-
tal available bandwidth over multiple independent paths. We
use the topology in Figure 2 on Emulab. Because each PC
in Emulab has four Ethernet cards, each node can have at
most four links. There are six endhosts (H;) and ten routers
(Rj). RON is running on the six endhosts to construct an
overlay network. All routers have drop-tail queues. The
source and destination nodes are Hy and Hs respectively.
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Figure 3: Throughput of mTCP flows with combined or sep-
arate congestion control as number of paths increases from 1
to 5

Each of the remaining endhosts provides an alternate path.
For example, we can use H; to construct an alternate path
(Ho,Ro,R6,R1,H,R1,R3,Rs,Hs). So the topology contains
five independent paths, which include one direct path and four
alternate paths. We use the direct path as the reverse path
for ACKs. The capacity of all the paths is 16Mbps and their
RTTs vary from 52-147ms. The figure annotates each link
with its corresponding bandwidth and latency. The arrows
represent background flows. We use Iperf [1] to generate 25
TCP and 25 1Mbps UDP flows as background traffic, with 5
TCP and 5 UDP flows on each path. Each experiment runs
for 40 seconds and the results are obtained by averaging three
runs.

Figure 3 shows the results when the number of paths
used by mTCP increases from 1 to 5. In this figure, “com-
bined” represents mTCP flows with congestion control per-
formed on the entire flow, “separate” represents regular
mTCP flows with congestion control performed separately on
each subflow, and “NxSingle-path flow” is the throughput of
a single-path flow on one path multiplied by the number of
paths. Because each path has the same available bandwidth,
“NxSingle-path” throughput represents the ideal throughput
of a mTCP flow. The results verify that mTCP can effectively
aggregate the available bandwidth on multiple independent
paths. The results also show that higher throughput can be
achieved only when congestion control is performed for each
subflow separately.

Path Intermediate node RTT(ms)
0 direct path 80.165
1 planetlabl.nbgisp.com 112.503
2 planet2.berkeley.intel-research.net 71.639
3 planet2.pittsburgh.intel-research.net 96.641
4 planet2.seattle.intel-research.net 90.305

Table 1: Independent paths between Princeton and Berkeley
nodes on PlanetLab.
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Figure 4: Throughput percentage of individual flows

We conduct similar experiments on PlanetLab. We use one
node in Princeton and one node in Berkeley as source and
destination nodes. As shown in Table 1, the four Intel nodes
serve as intermediate nodes for the alternate paths. We only
use the four alternate paths in this experiment, because they
do not share any congestion links. To verify this, we exam-
ined the traceroute data to find that any pair of the alternate
paths only share the initial and final hops, which are unavoid-
able. The capacity of these two links are 100Mbps, which is
far greater than the total throughput of the single-path TCP
flows on these four paths. Therefore, we conclude that the
initial and final hops are not congested and the four alternate
paths are independent.

Each experiment measures the throughput of flows lasting
for 60 seconds. The average throughput of three runs is re-
ported. For convenience, we use T'(i) to denote the through-
put of a single-path flow on path;. Similarly, T(i,j) de-
notes the throughput of a mTCP flow using path; and path;.
In Figure 4, (i,j) on the x-axis means path; and path; are
used in that experiment. We first run single-path flows on
path; and path; respectively, then run a mTCP flow on both
paths simultaneously. The corresponding column compares
the percentage that the throughput of an individual flow, T (i),
T(j) or T(i,j), contributes to the total throughput of these
flows. Ideally, we expect T'(i,j) = T(i) + T (), so the per-
centage of T(i,j) should be around 50%. With the excep-
tion of the experiment involving path; and pathy, which suf-
fered from unexpected bandwidth variations, the rest of the
experiments indeed provide the expected throughputs. The
last column in Figure 4 shows the result of the experiment
using pathy, paths, and paths. Again, the net throughput of
T(2,3,4)is close to the sum of T'(2), T(3) and T'(4). We have
conducted experiments between different source-destination
pairs on PlanetLab. The results are similar. We omit them
due to space constraints.



Path Intermediate node RTT(ms)
0 direct path 80.165
1 planetlab02.cs.washington.edu | 102.890

Table 2: Paths used in the failure recovery experiment.
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Figure 5: cwnd of primary/auxiliary paths, primary fails

5.3 Recovering from Partial Path Failures

Now we will study whether mTCP can quickly recover from
partial path failures using experiments on PlanetLab. Because
path failures on the Internet are unpredictable, we intention-
ally introduce failures by killing the appropriate RON agent.
The source and destination nodes are still the Princeton and
Berkeley nodes. The paths are shown in Table 2.

The two graphs in Figure 5 show how the congestion win-
dow (cwnd) of the primary and auxiliary paths changes over
time. As shown in the first graph in Figure 5, the primary path
fails at about 20s. It is quickly detected so that the cwnd of
the subflow on this path is reduced to 0. At the same time, the
cwnd of the subflow on the auxiliary path also decreases to 0O,
because the auxiliary path was misinterpreted to have failed
(as explained in Section 3.5.2). But a few seconds later, the
subflow on the auxiliary path recovers from this false decision
by restoring its cwnd to the previous value with slow start.
Finally the auxiliary path becomes the new primary path and
the whole flow proceeds using only one path. The behavior of
mTCP during auxiliary path failures is similar, and we omit
the corresponding results.

The total recovery time of mTCP during partial path fail-
ures is only about 3s, which is negligible for most applica-
tions. In contrast, a TCP flow will completely stall when its
path fails, and it typically takes about 18s for RON to estab-
lish a new path. RON is optimized for quickly recovering
from path failures. On wide area network that uses BGP to
detect failures, recovery could take several minutes. Hence,
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Figure 6: Two independent paths used in shared congestion
detection

Figure 7: Two paths that completely share congestion

mTCP is more responsive and robust than single-path flows.

5.4 Detecting Shared Congestion

In this section, we will evaluate shared congestion detection.
We first use experiments on Emulab to study the behavior of
our algorithm with different parameters in a controlled envi-
ronment. Then we further validate it using experiments on
PlanetLab. The topologies for the Emulab experiments are
shown in Figures 6 and 7. Between the source node Hy and
the destination node H», there is one direct path and one al-
ternate path through the intermediate node H.

In Figure 6, The two paths only share the initial and final
hops with link capacities of 100Mbps. We generate 12 TCP
flows and 18 1Mbps UDP flows as background traffic, with 2
TCP flows and 3 UDP flows on each link between each pair
of neighboring routers. With this scheme, we ensure that con-
gestion only occurs on the links between pairs of routers and
not on the links between endhosts and routers. As a result,
the two paths (Ho,H>) and (Hy,H;,H,) are independent.

In Figure 7, The two paths share the four links between
Hp and Rs. We generate 8 TCP flows and 8 1Mbps UDP
flows as background traffic, with 2 TCP and 2 UDP flows on
each of the four shared links. By doing this, we ensure that
congestion only occurs on the four shared links. As a result,
paths (Hy,H,) and (Hy, H;,H,) share congested links.

We run mTCP flows for 300s using the two paths in Fig-
ure 7. The results in Figure 8 compare the estimated ratio
of shared congestion with different interval values of Sms,
10ms, 25ms, 50ms, 100ms, 200ms, and 400ms. Each data
point represents the average of five runs. As interval in-
creases from 5 to 100ms, ratio increases quickly from 0.4
to 0.8 as expected. When interval increases beyond 100ms,
ratio only increases slightly. When interval is 400ms, ratio
reaches 0.96. The ideal ratio is 1 because the two paths share
all the congestion.
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Figure 9: On two independent paths, ratio decreases faster
when interval is smaller

We next run mTCP flows for 300s on the two paths in Fig-
ure 6. The results are shown in Figure 9, which plots ratio
over time for different interval values of Sms, 25ms, 100ms,
200ms and 400ms. As explained in Section 3.2, a smaller
interval will lead to smaller estimated values of ratio. At the
end of the experiments, ratio drops quickly from 0.39 to 0.28
when interval decreases from 400 to 200ms. When interval
deceases further, ratio drops more slowly until it reaches 0.14
when interval = Sms. The ideal ratio is 0 because the 2 paths
are independent. We also notice that the ratio curve for a
smaller interval value decreases faster than that for a larger
interval.

According to the above experiment results, an interval
value between 100 and 200ms seems to balance the goal of
minimizing both false negatives and false positives. Conse-
quently, the ratio threshold & should fall between 0.3 and 0.8.
If it is less than 0.3, it is very likely to cause false positives
when the interval is 200ms. If it is greater than 0.8, it can
easily cause false negatives when the interval is 100ms. By
setting interval = 200ms and & = 0.5, we successfully de-
tect shared congestion between the two paths in all five runs
for the topology in Figure 7. For the topology in Figure 6,
no shared congestion is detected and the two paths are deter-
mined to be independent as expected.

Next, we go on to evaluate the shared congestion detection
on PlanetLab. As explained in Section 3.2, by setting interval
to be no less than the congestion period during which bursty
losses occur, we can avoid false negatives. In [35], the au-
thors find that 95% of the duration of bursty losses on the
Internet are very short-lived (less than 220ms). By choos-
ing an interval around that value, we should be able to avoid
most false negatives. At the same time, the average time be-
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Path | Run1l | Run2 | Run3
12 No No No
13 No No No
14 No No No
23 No No No
24 N/A Yes No
34 No No No

Table 3: Shared congestion detection for independent paths.

Path Intermediate node RTT(ms)
0 direct path 80.165
1 planetlab2.cs.duke.edu 96.138
2 planetlab2.cs.cornell.edu | 100.382
3 vn2.cs.wustl.edu 92.267

Table 4: Paths with shared congestion on PlanetLab.

tween consecutive fast retransmits is mostly on the order of
several seconds or more, much greater than 220ms. (Oth-
erwise, mTCP will suppress such path because the path is
too lossy.) Therefore, this interval value will also allow us
to avoid most false positives, as long as we wait for enough
number of fast retransmits. In the following experiments, we
report the results using interval = 200ms and & = 0.5.

We first need to choose paths such that we can be reason-
ably sure as to whether they share congestion or not. Then,
we can compare the measured results with the expected re-
sults. We conduct two sets of experiments. The mTCP flow
is running on a pair of paths for 60 seconds in each exper-
iment. As explained in Section 3.2, the probability of false
positive decreases very fast as the number of fast retransmit
increases. We find that a 60 second period is long enough for
our algorithm to converge. Each experiment is repeated three
times. We use the Princeton and Berkeley nodes as source
and destination in all experiments, but we choose different
pairs of paths in different sets of experiments.

In the first set of experiments, we use the four alternate
paths in Table 1, where we know that all these paths are inde-
pendent. The results are in Table 3. The first column shows
the pairs of paths used by the mTCP flows. The remain-
ing three columns show the results. A No means two paths
are independent, a Yes means they share congestion, and N/A
means one of the subflows is suppressed because its through-
put is much lower than the other subflow before the end of the
experiment. All the results in Table 1 conform to our expecta-
tion except the one false positive for using path; and pathy.
As explained before, a false positive will only degrade the
performance of the mTCP flow to that of a single-path flow.

The second set of experiments use the paths in Table 4.
From traceroute, we know the underlying physical links of
any pair of these paths are mostly overlapping, so they should
share congested links. The results are shown in Table 5. The
first column gives the pairs of paths used in the experiments.



Path | Runl Run2 | Run3 | Average
01 7.000 9.975 4.266 7.080
02 4.276 3.223 6.011 4.503
03 6.847 3.263 | 14.214 8.108
12 | 12.184 | 8906 | 16.804 | 12.631
13 4.478 | 10.101 | 13.131 9.237
23 | 12380 | 9.873 | 17.845 | 13.366

Table 5: Shared congestion detection for correlated flows.

Figure 10: All paths share congestion in this topology

The following three columns give the time in seconds when
shared congestion is detected in each run. The last column
gives the average detection time. Shared congestion is cor-
rectly detected in all cases.

Unlike other shared congestion detection algorithms, our
algorithm seeks to minimize the detection time while main-
taining a low false positive rate. In the second set of experi-
ments, shared congestion is correctly detected mostly within
15 seconds. At the same time, such early decisions do not
cause too many false positives in the first set of experiments.

5.5 Alleviating Aggressiveness with Path Sup-
pression

In this section, we demonstrate mTCP can be more friendly to
other single-path flows by suppressing its subflows that share
congestion. We construct the topology of Figure 10 on Emu-
lab. The source and destination nodes are Hy and Hs. There
are one direct path and four alternate paths provided by the re-
maining four endhosts. Their RTTs are from 124ms to 133ms
and they share the three links between Rg and Hs. We gener-
ate 12 1Mbps UDP flows as background traffic, with 4 UDP
flows on each of the three shared links. By doing this, we

Figure 11: MP; flows are less aggressive than other mTCP
flows
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Figure 12: Path suppression helps avoid using bad paths.

ensure that all five paths share congestion. Each experiment
runs for 300 seconds and the results are obtained by averaging
three runs.

In Figure 11, the first five columns give the throughput of
the flows when the number of paths being used increases from
one to five. The first column is the throughput of single-path
TCP flows. Under shared congestion, the mTCP flows be-
come more aggressive as they use more paths. The sixth
column shows the throughput of the mTCP flow with path
suppression. Although it uses five paths in the beginning,
it quickly detects shared congestion and suppresses all but
one path. So its throughput is very close to that of a single-
path flow and less aggressive than the flow using all five paths
without suppression.

5.6 Suppressing Bad Paths

In this experiment, we demonstrate that mTCP can effectively
aggregate the bandwidth of multiple paths with sufficiently
differing characteristic, and path suppression can help avoid
the penalty from using bad paths. We use the same topol-
ogy as in Figure 2. The bandwidth of direct path is still
16Mbps. But the bandwidth of four alternate paths is 1/2,
1/4, 1/8 and 1/1000 of the bandwidth of the direct path. In
Figure 12, (1,1/n) on the x-axis means the direct path and al-
ternate path with 1/n bandwidth are used in that experiment.
We first run a single-path flow on each path respectively, then
run a mTCP flow on both paths. The corresponding column
compares the percentage that the throughput of an individ-
ual flow contributes to the total throughput of these flows.
Ideally, the throughput percentage of mTCP flows should be
50%. Figure 12 shows mTCP can efficiently utilize the aggre-
gate bandwidth of two paths even when one path has only 1/8
the bandwidth of the other path. The mTCP flows in the last 2
columns use the direct path and the alternate path with 1/1000
bandwidth. Such a scenario could occur when a path becomes
heavily congested or even temporarily fails. Using such bad
paths can bring no benefit but impair the performance of the
whole flow. Because most packets are lost along that path, it
persistently causes timeouts. While packets can still be sent
over the other path for some time, the flow will finally stall
when the send/receive buffer is exhausted. As explained in
Section 3.4.1, mTCP will suppress the paths with too low
a throughput to avoid such penalty. (We choose ® = 10 in



Host Name
planetlab2.postel.org

Host Name

planetlab2.millennium.berkeley.edu

planetlab02.cs.washington.edu planetlab2.lcs.mit.edu

planetlab-2.cs.princeton.edu planetlab2.cs.ucla.edu

planetlab2.cs.uchicago.edu planet.cc.gt.atl.ga.us

planetlab2.cs.duke.edu pl2.cs.utk.edu

Table 6: The 10 endhosts used in the experiments that com-
pare mTCP with single-path flows.

our experiments.) This is confirmed by the last two columns
which represent the throughput of mTCP flows with and with-
out suppression.

5.7 Comparing with Single-Path Flows

We are going to compare three types of flows: single-path
flows using direct Internet path (INET), single-path flows
using RON path optimized for bandwidth (RON) and MP,
flows. MP; flows will use multiple paths when there is no
shared congestion. We use MP; flows to demonstrate how
much performance improvement mTCP can obtain without
being too aggressive to other TCP flows. Table 6 shows the
10 nodes that serve as endhosts in an overlay network for this
experiment. (We actually use a total of 24 nodes to form the
overlay network, with the remaining 14 nodes only serving
the role of packet forwarders.) For each source-destination
pair, we transfer data for 40 seconds using each of the three
types of flows. Each experiment is repeated three times and
we report the average throughput.

The available bandwidth of the paths between the pairs of
endhosts can be very high, because nine of them are con-
nected to Internet2. We bypass those pairs with very high
available bandwidth on the corresponding direct paths be-
cause: First, these paths are between pairs of nodes that ex-
hibit shared congestion/bottleneck at the initial and/or final
hops. Second, the bandwidth-delay products of the paths
between such pairs of nodes are very large. The maximum
send/receive buffer size of our user-level TCP implementa-
tion is 1IMB and is not large enough to utilize the bandwidth
on other alternate paths besides the direct path. We estimate
the available bandwidth of a direct path between a source-
destination pair by running a TCP flow for 10 seconds. If the
measured throughput is less than 12 Mbps, we will use that
pair for our experiments. Among the 90 pairs, we got 15 pairs
that satisfy the above condition. We want to emphasize that
we are not trying to study the popularity of independent paths
with distinct points of congestion between node-pairs on the
Internet; such topic has been studied by others [6].Instead, we
focus on demonstrating that mTCP can achieve better perfor-
mance by taking advantage of such redundant paths.

Among the 15 pairs, MP; flows achieve significantly
higher throughput in 6 pairs, as shown in Figure 13. They
achieve 33% to more than a factor of 60 better performance

13

ORON
BINET
BMP1

MBytes/s
@

Figure 13: mTCP flows achieve better throughput than single-
path flows
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Figure 14: Throughput of mTCP and single-path flows is
comparable

than single-path flows. We have to mention that MP; flows
only try to aggregate the available bandwidth on multiple
paths when there is no shared congestion. Other MP,; (d > 2)
flows would obtain better performance, but they are poten-
tially more aggressive.

The performance improvement of mTCP does not solely
come from bandwidth aggregation on multiple paths, it is also
because mTCP can help select better paths than those pro-
vided by the routing layer, such as the direct path or the RON

path optimized for throughput. RON estimates the available

1.5
rit/p*

loss rate and rt¢ is the round trip time, both of which are ob-
tained by active probing. Although it can help RON distin-
guish paths with significant performance difference and se-
lect better alternate path, this estimate may not be accurate;
a path with high score may actually have low available band-
width [8]. In mTCP, the sender can monitor the performance
of several paths in parallel. The throughput of each subflow
provides a fairly good estimate of the available bandwidth
on that path. This does not require any active probing be-
cause the data packets serve as probing packets. This can
help mTCP discover and utilize better paths than the subop-
timal RON path or direct path. We examined the paths in
those 6 pairs and found that MP; flows do take paths different
from either the direct paths or the RON paths. The achieved
throughput of on those paths are higher than that of direct
path or RON path.

Figure 14 shows the results of the remaining 9 pairs. By
examining the paths, we find that all MP; flows degrade

bandwidth of a path using score =

Here p is the packet



to single-path flows because of shared congestion, and the
RON/INET/MP; flows all take the same single path for the
whole transfer. Hence, the throughput of MP; flows should
be comparable to that of INET/RON flows, as shown in Fig-
ure 14. In three pairs, MP; flows obtain slightly lower perfor-
mance than RON/INET flows, this is because different types
of flows are run sequentially and there is minor fluctuations
in the available bandwidth of a path over time.

6 Conclusions

In this paper, we present mTCP, a transport layer protocol, for
improving end-to-end throughput and robustness. mTCP can
efficiently aggregate the available bandwidth on several paths
in parallel. To address the aggressiveness of mTCP during
shared congestion, we integrate a shared congestion detection
mechanism into our system so that correlated subflows can be
suppressed. mTCP flows are more robust to path failures than
TCP flows, because they will not stall even when some paths
fail. The failure detection time is within several seconds. We
also propose a heuristic to find disjoint paths based on tracer-
oute. We have implemented our system on top of overlay
networks and evaluated it on PlanetLab and Emulab.
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