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Tutorial Goals

ÅProvide insight into core ML problems in IR

ÅSurvey recent high-impact ML contributions to IR

ÅHighlight areas with promising opportunities for ML
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Tutorial Overview

1. IR:   Background and Challenges for Learning 

2. Recent Advances at IR-ML Crossroads
ï Modeling relevance

ï Learning from user behavior

ï Learning to rank

3. Emerging Opportunities for Learning in IR
ï Online advertising

ï Risk-reward tradeoffs for retrieval algorithms

ï Learning complex structured outputs

4. Summary and Bibliography

IR Overview

Å.ŀǎƛŎ Lw ǇŀǊŀŘƛƎƳΥ  ǎŀǘƛǎŦȅƛƴƎ ǳǎŜǊǎΩ ƛƴŦƻǊƳŀǘƛƻƴ ƴŜŜŘǎ

Å Industry-defining applications:  search, advertising, recommenders

ÅMajor research areas
ïModeling and estimating user intent 

ïProcessing and modeling information from documents

ïSelecting and ranking relevant results, incorporating feedback

ÅCore IR problems are modeling and prediction tasks

user documentcollectionretrieval system
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context

results
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information
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IR Increasingly Relies on ML

ÅClassic IR:  heuristicsthat capture query-document similarity
ïTF-IDF, BM25, RocchioŎƭŀǎǎƛŦƛŎŀǘƛƻƴΣ Χ

ÅLast 15 years:  using evidence sources beyond document text
ï5ƻŎǳƳŜƴǘ ǎǘǊǳŎǘǳǊŜΥ  ƘȅǇŜǊǘŜȄǘ ǇǊƻǇŜǊǘƛŜǎΣ ƴŀƳŜŘ Ŝƴǘƛǘȅ ŜȄǘǊŀŎǘƛƻƴΣ Χ

ïCollection structure:   annotation of in-ƭƛƴƪǎ όŀƴŎƘƻǊ ǘŜȄǘύΣ ŀǳǘƘƻǊƛǘȅΣ Χ

ïUser behavior data:   from past clicks to browsing patterns

ÅQuery and document models are becoming increasingly complex
ï[ŀƴƎǳŀƎŜΣ ǎǘǊǳŎǘǳǊŜΣ ǊŜƭŀǘƛƻƴǎΣ ǳǎŜǊ ōŜƘŀǾƛƻǊΣ ǘƛƳŜΣ ƭƻŎŀǘƛƻƴΣ ΧΦ

ïRich applications for generative, discriminative and hybrid approaches

ÅHeuristics cannot scale, ML is the obvious solution

IR:   Cornucopia of ML Problems

ÅClassification:  content/query categorization, spam detection, 
Ŝƴǘƛǘȅ ǊŜŎƻƎƴƛǘƛƻƴΣ Χ

ÅRanking:   result selection and ordering

ÅClustering:   retrieval result organization, user need segmentation 

ÅSemi-supervised learning:   unlabeled data is omnipresent

ÅActive learning:   ranking, recommenders

ÅMulti-instance learning:   image retrieval

ÅReinforcement learning:  online advertising
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Basic IR Processes

Information Need

Representation

Query

Document

Representation

Indexed Objects

Retrieved Objects

Evaluation/Feedback

Comparison

Characteristic IR challenges

ÅUncertainty: task, topic, relevance, resources

ÅScale: feature space, size, speed tradeoffs

ÅEvaluation and Feedback: user satisfaction

ÅTemporal:  freshness and drift

ÅAdversarial: spam and security
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IR challenge: task variation
From precise lookup to random browsing

ÅUsers may not know how
to ask for what they need

ÅOr even whatǘƘŜȅ ƴŜŜŘΧ

ÅAmbiguous intent

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

Decreasing precision of request

Queries can have multiple potential intents

[Courtesy of F. Radlinski, 
MSR Cambridge]

Columbia
clothing/sportswear

Colombia
(Country: misspelling)

Columbia University

Columbia Records
music/video columbia
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IR challenge: What if query and document 
ǘŜǊƳǎ ŘƻƴΩǘ ƳŀǘŎƘΚ  hǊ ƳŀǘŎƘ ƛƴŎƻǊǊŜŎǘƭȅΚ

Original
Query

Top 10
Results
Page

Search
Engine

ñpicking the

best stock market

portfolioò

Itôs easier to 

choose the optimal

set of equities to 

buy if you know 

your tolerance for

risk in the market

If you want to 

market your skills 

you can build your 

own portfolio of 

stock photographs 

by choosing the 

best ones in your 

collectioné

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

How can we formalize this vague notion of
ΨǊŜƭŜǾŀƴŎŜΩ ŦƻǊ ƭŜŀǊƴƛƴƎ ŀƭƎƻǊƛǘƘƳǎΚ

Å`System-ƻǊƛŜƴǘŜŘΩ ǊŜƭŜǾŀƴŎŜΥ

ïOverlap in representations of Q and D

ÅBut simple overlap ignores many important factors, such as:

ïPreferences and prior knowledge of user who issued request

ïTask that prompted the request

ïOther documents in collection

ïPrevious queries of this or other users

ïExternal information on the (non) relevance of D

ÅMizzarro[1997] surveyed 160 different formulations of 
relevance for IR tasks
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ÅScience.gov searches 38 databases 
and 1,950 selected websites.
Å200 million pages of U.S. ƎƻǾΩǘ
scientific information, e.g.
ÅPubMed
ÅNASA Technical Reports
ÅNational Science Digital Library
ÅNational Tech. Info. Service

ÅMany data sources may be hiddenor
unavailableto standard Web crawlers
ÅNot all sources may be co-operative
ÅInformation sources may all be within
the sameorganization or even same
search system (tiers, index partitions)

What if information is distributed across many 
sources?  

IR challenge: Multiple resources

Å Iƻǿ ǘƻ ƭŜŀǊƴ ǿƘŀǘΩǎ ƛƴ ŀ ǊŜǎƻǳǊŎŜΚ

ïQuery-based sampling 
[Callan2000]

Å Learning which resources are best
for a given query

ïResource selection [Si 2004]

Å There is a costfor accessing a resource

ïLearning when NOT to access a resource

Å Merge results returned by different searches

ïMetasearch: learning how to calibrate & combine 
[Aslam& Montague 2001]

ï Information extraction and integration: Extract relevant name from one place, 
ǊŜƭŜǾŀƴǘ ƭƻŎŀǘƛƻƴ ŦǊƻƳ ŀƴƻǘƘŜǊΣ Χ  ώNeves, Fox, Yu 2005]
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¢ƘŜ ΨƭƻƴƎ ǘŀƛƭΩ ƻŦ ŀ ǎŜŀǊŎƘ ƭƻƎ

Danny Sullivan, Search Engine Watch, Sep. 2, 2004. http://searchenginewatch.com/3403041

IR challenge: scale

ÅMust scale over users/collections/dimensionality

ÅHigh throughput, real-time requirements of online 
systems: test time vstraining time complexity

ïe.g. typical 250ms cutoff, with timeouts for subsystem 
dependencies much shorter.

ÅHuge number of potential features

ïUnstructured data

ïAmbiguity, subtlety, complexity of human language
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IR challenge: Evaluation, ground-truth and 
feedback uncertainty

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

ÅUncertain/noisy evidence:

Å Implicit feedback

ÅClick data, user behavior

ÅPseudo-relevance feedback

ÅExplicit feedback

ïάCƛƴŘ ǎƛƳƛƭŀǊέΣ άaƻǊŜ ƭƛƪŜ ǘƘƛǎέ

ÅFormal relevance assessments

ïMissing or limited data, assessor disagreement

ÅCovered in detail later for evaluation and user modeling

IR challenge: Adversarial issues

Å/ƻƴǘƛƴǳƻǳǎΣ ŜǾƻƭǾƛƴƎ ȫǿŀǊΩ ōŜǘǿŜŜƴ ǇǊƻǾƛŘŜǊǎ ŀƴŘ 
spammers

ÅSearch: Artificial ranking increases to attract visitors

ÅLink farms [Eiron, McCurley, Tomlin 2004;  Du, Shi & Zhao 2007]

ÅKeyword stuffing [Ntoulas, Najork, Manasse& Fetterly, 2006]

ÅCloaking and redirection [Wu and Davison 2005]

ÅAds: aggregators, bounce rate [Sculleyet al. 2009], click bots

ÅMajority of issues at crawl & index time
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IR challenge: Temporal issues

ÅWeb is dynamic: keeping pace with changing 
content, size, topology, and use

ÅFreshness [Lewandowski 2008]

ÅModeling page updates [Adar et al. 2009] and user 
revisitation[Adar, Teevan, Dumais 2008]

ÅCrawling strategies must optimize for 
multiple goals, including:
Å Optimize allocation of bandwidth, computing resources

Å Re-visitation frequency for freshness

Å Politeness

Å Parallelization: coordinating distributed crawlers

Tutorial Overview

1. IR:   Background and Challenges for Learning 

2. Recent Advances at IR-ML Crossroads
ï Modeling relevance

ï Learning from user behavior

ï Learning to rank

3. Emerging Opportunities for Learning in IR
ï Online advertising

ï Risk-reward tradeoffs for retrieval algorithms

ï Learning complex structured outputs

4. Summary and Bibliography
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Outline: Modeling relevance

ÅBackground on text representation and 
probabilistic retrieval models

ÅGenerativevs. discriminative methods

ÅFocus applications:

ïLanguage modeling for retrieval, query model smoothing

ïQuery performance prediction

ïAdaptive filtering

Highly simplified summary
of IR retrieval model development

Boolean:
Binary  vector

Vector space, 
term weighting,
Ranked results

Classic probabilistic
models

Language modeling
approach

& risk minimization
Learning to rank

Discriminative models
logistic regression, SVM

Inference
networks

Adaptive filtering
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Text representation:  heuristic tf.idf weights combine 
frequency and informativeness

ÅEach term i in document d gets a tf.idf weight

Å Increases with the number of occurrences within a doc
Å Increases with rarity of the term acrossthe whole corpus

Å tf.idf approximates a Fisher kernel for the DirichletCompound 
Multinomial [Elkan2005].  
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Combining tf.idf with the classical 
vector space model

ÅVector space scoring function is very general:

ÅRetrieval becomes a k-nearest-neighbor problem in a high-
dimensional feature space

ÅRelevance is measured by distance from query
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Probabilistic IR methods provide a principled 
foundation for reasoning under uncertainty

ÅUnderlying problems:

1. Ranking documents

2. Traditional IR: Doc/query matching is semantically imprecise.

Can we use probabilities to quantify our uncertainties?

ÅStep 1: Assign probability of relevanceto each document

ÅStep 2: Rank documents: highest probability get highest rank

Å²Ŝ ƻōǎŜǊǾŜ ŀ ǳǎŜǊΩǎ ǉǳŜǊȅ vΣ ŀƴŘ ƻŦǘŜƴ ƴƻǘ ƳǳŎƘ ŜƭǎŜΣ ƛƴ 
addition to document D

ÅProbability Ranking Principle: rank documents in order of 
probability of relevanceto the information need

Classical probabilistic retrieval model 
[Robertson & Sparck-Jones 1976]

ÅTreats retrieval as a kind of Naïve Bayesclassification 
problem with relevant/non-relevant classes

ÅBinary independence model (BIM):

ïOnly presence/absence of terms is used: no term frequency

ïTerms are treated as independent

1.  Assign feature weights to query terms

ïHow does each term contribute to relevance? 

2. Score documents

ï!ŘŘ ǿŜƛƎƘǘǎ όάǾƻǘŜǎέύ ƻŦ ǘƘŜ ǉǳŜǊȅ ǘŜǊƳǎ ƛǘ Ŏƻƴǘŀƛƴǎ 

[ni , ri ]= count of [docs, relevant docs] 
containing term t i
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Okapi: Adding term frequency via the 
two-poissonmodel

ÅTwo-poissonΥ ! ŘƻŎǳƳŜƴǘ ƛǎ ΨŀōƻǳǘΩ ŀ ŎƻƴŎŜǇǘ όǘŜǊƳύ ƻǊ ƴƻǘ

ïΨ9ƭƛǘŜΩ ǘŜǊƳǎ ŀǊŜ ǘŜǊƳǎ ǘƘŀǘ ǘƘŜ ŘƻŎǳƳŜƴǘ ƛǎ ŀōƻǳǘ 

ïReplace presence/absence with query-term eliteness

ÅElitenessƛǎƴΩǘ ƪƴƻǿƴ ŘƛǊŜŎǘƭȅ ōǳǘ Ŏŀƴ ōŜ ŜǎǘƛƳŀǘŜŘ 
from statistical models

ÅOkapi / BM25 weighting:

ïOne of the most effective current weighting schemes

ïEstimate elitenessweights from observed term counts

ÅRSJ weight, TF factor, correction for document length

BM25

άk1, b and k3 are parameters which depend on the nature of the queries and 
possibly on the database; k1 and b default to 1.2 and 0.75 respectively, 
but smaller values of b are sometimes advantageous; in long queries k3 is 
ƻŦǘŜƴ ǎŜǘ ǘƻ т ƻǊ мллл όŜŦŦŜŎǘƛǾŜƭȅ ƛƴŦƛƴƛǘŜύέ 
[Robertson and Walker, 1999].
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The Language Modeling 
Approach to Information Retrieval

ÅQueries and documents are samples from language models 
whose parameters must be estimated
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Language model retrieval: 
Query likelihood
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Language model retrieval: 
Document likelihood

)|( QwPQuery

Document

Query LM

Document
LM

)|( DwP

Language model retrieval: 
Model comparison

)|( QwPQuery

Document

Query LM

Document
LM

)|( DwP
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Regularization in the LM approach
[Zhai& Lafferty 2001]

ÅGoal: Provide estimates for missing or rare terms.
ÅApproaches are constrained by efficiency for retrieval

Jelinek-Mercer:  Interpolate MLE P(t | Md) with collection MLE

Dirichlet:  Conjugate prior for multinomial distribution
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Two-stage: JM + Dirichletfor both short and long queries

ÅThese ignore dependencies between terms

Semantic smoothing: Exploiting semantic 
dependencies between words or phrases

ÅRelations between two terms are 
defined by link functions

ÅLink functions ˂1 ... ˂ m, mixture 
parameters ̒ m 

ïSynonyms

ïMorphology (Stems)

ïFree association data

ïCo-occurrence
ÅTop documents

ÅExternal Web corpus

ÅRandom walk on translation graph

ÅStatistical translation models [Berger 
& Lafferty 1999]
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