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Abstract. We investigate texture classi�cation from single imagesobtained under
unknown viewpoint and illumination. A statistical approach is developed where
textures are modelled by the joint probabilit y distribution of �lter responses.This
distribution is represented by the frequency histogram of �lter response cluster
centres (textons). Recognition proceeds from single, uncalibrated images and the
novelty here is that rotationally invariant �lters are used and the �lter response
spaceis low dimensional.

Classi�cation performance is compared with the �lter banks and methods of
Leung and Malik [IJCV 2001],Schmid [CVPR 2001]and Cula and Dana [IJCV 2004]
and it is demonstrated that superior performance is achieved here. Classi�cation
results are presented for all 61 materials in the Columbia-Utrecht texture database.

We also discussthe e�ects of various parameters on our classi�cation algorithm {
such as the choice of �lter bank and rotational invariance, the sizeof the texton dic-
tionary as well as the number of training imagesused. Finally , we present a method
of reliably measuring relativ e orientation co-occurrence statistics in a rotationally
invariant manner, and discusswhether incorporating such information can enhance
the classi�er's performance.

Keyw ords: material classi�cation, 3D textures, textons, �lter banks, rotation in-
variance

1. In tro duction

In this paper, we investigate the problem of classifying materials from
their imaged appearance,without imposing any constraints on, or re-
quiring any a priori knowledge of, the viewing or illumination con-
ditions under which these imageswere obtained. Classifying textures
from single imagesunder such generalconditions is a very demanding
task.

A texture image is primarily a function of the following variables:
the texture surface, its albedo, the illumination, the camera and its
viewing position. Even if we were to keep the �rst two parameters
�xed, i.e. photograph exactly the same patch of texture every time,
minor changesin the other parameterscan lead to dramatic changesin
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Figure 1. The change in imaged appearanceof the sametexture (Plaster B, texture
# 30 from the Columbia-Utrecht database) with variation in imaging conditions.
Top row: constant viewing angle and varying illumination. Bottom row: constant
illumination and varying viewing angle. There is a considerable di�erence in the
appearanceacrossimages.

the resultant image (see�gure 1). This causesa large variabilit y in the
imaged appearanceof a texture and dealing with it successfullyis one
of the main tasks of any classi�cation algorithm. Another factor which
comesinto play is that, quite often, two textures when photographed
under very di�eren t imaging conditions can appear to be quite similar,
as is illustrated by �gure 2. It is a combination of both these factors
which makesthe texture classi�cation problem so hard.

A statistical learning approach to the problem is developed and in-
vestigatedin this paper. Texturesaremodelledby the joint distribution
of �lter responses.This distribution is represented by texton (cluster
centre) frequencies,and textons and texture models are learnt from
training images.Classi�cation of a novel image proceedsby mapping
the image to a texton distribution and comparing this distribution to
the learnt models.As such, this procedureis quite standard (Leung and
Malik, 2001), but the originalit y comesin at two points: �rst, texton

Figure 2. Small inter classvariations betweentextures can make the problem harder
still. In the top row, the �rst and the fourth image are of the same texture while
all the other images, even though they look similar, belong to di�eren t classes.
Similarly , in the bottom row, the images appear similar and yet there are three
di�eren t texture classespresent.
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clustering is in a very low dimensional spaceand is also rotationally
invariant. The second innovation is to classify textures from single
imageswhile representing each texture classby a small set of models.

Our approach is most closely related to those of Leung and Ma-
lik (Leung and Malik, 2001), Schmid (Schmid, 2001) and Cula and
Dana (Cula and Dana, 2004). Leung and Malik's method is not ro-
tationally invariant and requires as input a set of registered images
acquiredunder a (implicitly) known setof imaging conditions. Schmid's
approach is rotationally invariant but the invarianceis achieved in a dif-
ferent manner to ours, and texton clustering is in a higher dimensional
space.Cula and Dana classify from single images,but the method is
not rotationally invariant and their algorithm for model selectiondi�ers
from the one developed in this paper. These points are discussedin
more detail subsequently .

The paper is organisedas follows: in section 2, the basic classi�ca-
tion algorithm is developed within a rotationally invariant framework.
The clustering, learning and classi�cation steps of the algorithm are
described, and the performanceof four �lter setsis compared.The sets
include thoseusedby Schmid (Schmid, 2001),Leung and Malik (Leung
and Malik, 2001),and two rotationally invariant setsbasedon maximal
�lter responses.In section 3, methods are developed which minimise
the number of models usedto characterise the various texture classes.
Section 4 then deals with various modi�cations and generalisationsof
the basic algorithm. In particular, the e�ect of the choice of texton
dictionary and training imagesupon the classi�er is investigated. Fi-
nally, the issue of whether information is lost by using only the �rst
order statistics of rotationally invariant �lter responsesis discussed.A
method for reliably measuringthe relative orientation co-occurrenceof
textons is presented in order to incorporate secondorder statistics into
the classi�cation scheme.

All experiments are carried out on the Columbia-Utrecht (CUReT)
database (Dana et al., 1999), the same database used by (Cula and
Dana, 2004;Leung and Malik, 2001). It is demonstrated that the clas-
si�er developed here achieves performance superior to that of (Cula
and Dana, 2004) and (Leung and Malik, 2001), while requiring only
a single image as input and with no information (implicit or explicit)
about the illumination and viewing conditions. The CUReT database
contains 61 textures, and each texture has 205 imagesobtained under
di�eren t viewing and illumination conditions. The variety of textures
in this database is shown in �gure 3. Results are reported for all 61
textures. A preliminary version of these results appeared in (Varma
and Zisserman,2002).
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Figure 3. Textures from the Columbia-Utrecht database.All imagesare converted to
monochrome in this work, so colour is not used in discriminating di�eren t textures.

1.1. Back gr ound

Most of the early work on material classi�cation tended to view texture
as albedo variation on a 
at surface { thereby ignoring all surface
normal e�ects which play a major role when imaging conditions vary.
Recently , however, focus has been placed on these surface normal, or
3D, e�ects. Chantler et al. (Chantler et al., 2002a; Chantler et al.,
2000; Chantler et al., 2002b) and Penirschke et al. (Penirschke et al.,
2002)have studied the e�ect of changein illumination on textures and
have developed photometric stereobasedclassi�cation algorithms.

Dana et al. (Dana et al., 1999), realising the needfor a large texture
database which captured the variation of imaged appearanceswith
change in viewpoint and illumination, created the Columbia-Utrecht
(CUReT) database.Dana and Nayar (Dana and Nayar, 1998;Dana and
Nayar, 1999) developed parametric models basedon surfaceroughness
and correlation lengths which were tested on sampletextures from the
CUReT database. However, no signi�cant classi�cation results were
presented.
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Leung and Malik (Leung and Malik, 2001) were amongst the �rst
to seriously tackle the problem of classifying textures under varying
viewpoint and illumination. In particular, they made an important
innovation by giving an operational de�nition of a texton. They de�ned
a 2D texton as a cluster centre in �lter responsespace.This not only
enabledtextons to be generatedautomatically from an image,but also
openedup the possibility of a universal set of textons for all images.To
compensatefor 3D e�ects, they proposed3D textons which werecluster
centres of �lter responsesover a stack of images with representativ e
viewpoints and lighting. In the learning stage of their classi�cation
algorithm, 20 imagesof each texture weregeometrically registeredand
mapped to a 48 dimensional �lter responsespace.The registration was
necessarybecausethe clustering that de�ned the texton was in the
stacked 20 � 48 = 960 dimensional space(i.e. the textons were 960-
vectors), and it was important that each �lter be applied at the same
texture surface point as camera pose and illumination varied. In the
classi�cation stage,20 novel imagesof the sametexture werepresented.
However, theseimagesalso had to be registeredand more signi�cantly
had to have the sameorder as the original 20 (i.e. they had to be taken
from imageswith similar viewpoint and illumination to the original).
In essence,the viewpoint and lighting werebeing supplied implicitly by
this ordering. Leung and Malik alsodeveloped an MCMC algorithm for
classifying a single image under known imaging conditions. However,
the classi�cation accuracy of this method was not as good as that
achieved by the multiple image method.

Cula and Dana (Cula and Dana, 2004)presented an algorithm based
on Leung and Malik's framework but capableof classifying single im-
ageswithout requiring any a priori information. Using much the same
�lter bank as Leung and Malik, they showed how to achieve results
comparableto (Leung and Malik, 2001)but using2D textons generated
from single imagesinstead of registeredimage stacks. We comparethe
performanceof our algorithm with theirs in section 3.

Suenand Healy (Suen and Healey, 2000) usedcorrelation functions
acrossmultiple colour bands to determine basis textures for each tex-
ture class.They assumedthat, for every texture image picked from a
given class,the correlation function for that imagecould be represented
as a linear combination of the basis texture correlation functions of
that class.A nearestneighbour classi�er employing the sum of squared
di�erences metric wasused.The number of basisimagesfor a particular
texture classalsoprovided information about the dimensionality of that
class. The main drawback of their algorithm was its heavy reliance
on colour rather than purely on texture. While colour provides a very
strong cuefor discrimination, it canalsobemisleadingdueto the colour
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constancy problem (Funt et al., 1998). The classi�er developed in this
paper doesnot usecolour information at all but rather normalisesthe
imagesand �lter responsessoasto achievepartial invarianceto changes
in illuminan t intensity.

2. The Basic Algorithm

Weak classi�cation algorithms basedon the statistical distribution of
�lter responses have been particularly successfulof late (Cula and
Dana, 2004;Konishi and Yuille, 2000;Leung and Malik, 2001;Schmid,
2001).Our classi�cation algorithm too is onesuch and, as is customary
amongst weak classi�ers, is divided into a learning stageand a classi�-
cation stage.In the learning stage,training imagesare convolved with
a �lter bank to generate�lter responses(see�gure 4). Exemplar �lter
responsesare chosenas textons (via K-Means clustering (Duda et al.,
2001)) and are used to label each �lter response, and thereby every
pixel, in the training images. The histogram of texton frequenciesis
then used to form models corresponding to the training images (see
�gure 5). In the classi�cation stage, the sameprocedure is followed to
build the histogram corresponding to the novel image.This histogram is
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Figure 4. Learning stage I: Generating the texton dictionary . Multiple, un-
registered images from the training set of a particular texture class are convolved
with a �lter bank. The resultant �lter responsesare aggregated and clustered into
textons using the K-Means algorithm. Textons from di�eren t texture classesare
combined to form the texton dictionary .
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Figure 5. Learning stage I I: Mo del generation . Given a training image, its
corresponding model is generated by �rst convolving it with a �lter bank and then
labelling each �lter responsewith the texton which lies closestto it in �lter response
space.The histogram of textons, i.e. the frequency with which each texton occurs
in the labelling, forms the model corresponding to the training image.

then comparedwith the models learnt during training and is classi�ed
on the basis of the comparison (see �gure 6). A nearest neighbour
classi�er is used and the � 2 statistic employed to measuredistances.
The histograms should be normalised to sum to unit y, but this is not
required in our caseas all training and testing imageshave the same
number of pixels.

Figure 6. Classi�cation stage . A novel image is classi�ed by forming its histogram
and then using a nearest neighbour classi�er to pick the closest model to it (in the
� 2 sense).The novel image is declared asbelonging to the texture classof the closest
model.
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In the following subsections,we describe the �lters and algorithmic
stepsin more detail. Classi�cation results are presented on the CUReT
database, and compared with those of Leung and Malik (Leung and
Malik, 2001) and Cula and Dana (Cula and Dana, 2004).

2.1. Rot ationall y inv ariant fil ters

In this subsection, we intro duce the rotationally invariant �lter sets
that are used in the classi�cation algorithm. We also describe two
other �lter sets that will be used in classi�cation comparisonsin sub-
section2.4. The aspectsof interest are the dimensionof the �lter space,
and whether the �lter set is rotationally invariant or not.

The four �lter sets that will be compared are: those of Leung and
Malik (Leung and Malik, 2001) which are not rotationally invariant;
those of Schmid (Schmid, 2001) which are; and two reduced sets of
�lters based on using the maximum response (which are again rota-
tionally invariant). Filter sets will be assessedby their classi�cation
performanceusing textons clustered in their responsespaces.

2.1.1. The Leung-Malik (LM) set
The LM set consistsof 48 �lters, partitioned asfollows: �rst and second
derivatives of Gaussiansat 6 orientations and 3 scalesmaking a total
of 36; 8 Laplacian of Gaussian �lters; and 4 Gaussians.The scale of
the �lters range between � = 1 and � = 10 pixels. They are shown in
�gure 7.

Figure 7. The LM �lter bank has a mix of edge, bar and spot �lters at multiple
scalesand orientations. It has a total of 48 �lters - 2 Gaussian derivativ e �lters at
6 orientations and 3 scales,8 Laplacian of Gaussian �lters and 4 Gaussian �lters.

2.1.2. The Schmid (S) set
The S set consistsof 13 rotationally invariant �lters of the form

F (r; � ; � ) = F0(� ; � ) + cos
�

� � r
�

�
e� r 2

2� 2
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whereF0(� ; � ) is added to obtain a zeroDC component with the (� ; � )
pair taking values(2,1), (4,1), (4,2), (6,1), (6,2), (6,3), (8,1), (8,2), (8,3),
(10,1), (10,2), (10,3) and (10,4). The �lters are shown in �gure 8. As
can be seenall the �lters have rotational symmetry.

Figure 8. The S �lter bank is rotationally invariant and has 13 isotropic, \Ga-
bor-lik e" �lters.

2.1.3. The Maximum Response(MR) sets
The MR8 �lter bank consistsof 38 �lters but only 8 �lter responses.The
�lter bank contains �lters at multiple orientations but their outputs are
\collapsed" by recording only the maximum �lter responseacrossall
orientations. This achievesrotation invariance.The �lter bank is shown
in �gure 9 and consists of a Gaussian and a Laplacian of Gaussian
both with � = 10 pixels (these �lters have rotational symmetry), an
edge�lter at 3 scales(� x ,� y)= f (1,3), (2,6), (4,12)g and a bar �lter at
the same 3 scales.The latter two �lters are oriented and, as in LM,
occur at 6 orientations at each scale. Measuring only the maximum
responseacrossorientations reducesthe number of responsesfrom 38
(6 orientations at 3 scalesfor 2 oriented �lters, plus 2 isotropic) to 8 (3
scalesfor 2 �lters, plus 2 isotropic).

Figure 9. The MR8 �lter bank consists of 2 anisotropic �lters (an edge and a bar
�lter, at 6 orientations and 3 scales),and 2 rotationally symmetric ones(a Gaussian
and a Laplacian of Gaussian). However only 8 �lter responsesare recordedby taking,
at each scale, the maximal responseof the anisotropic �lters acrossall orientations.
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The MR4 �lter bank is a subset of the MR8 �lter bank where the
oriented edge and bar �lters occur at a single �xed scale (� x = 4,
� y = 12).

The motivation for intro ducing theseMR �lters setsis twofold. The
�rst is to overcomethe limitations of traditional rotationally invariant
�lters which do not respond strongly to oriented imagepatchesand thus
do not provide good features for anisotropic textures. However, since
the MR sets contain both isotropic �lters as well as anisotropic �lters
at multiple orientations they are expected to generate good features
for all types of textures. Additionally , unlike traditional rotationally
invariant �lters, the MR setsare also able to record the angle of maxi-
mum response.This enablesus to compute higher order co-occurrence
statistics on orientation and such statistics may prove useful in discrim-
inating textures which appear to be very similar. We return to this in
subsection4.2.

The secondmotivation arisesout of a concernabout the dimension-
alit y of the �lter responsespace.Quite apart from the extra processing
and computational costs involved, the higher the dimensionality, the
harder the clustering problem. In general, not only does the number
of cluster centres neededto cover the spacerise dramatically, so does
the amount of training data required to reliably estimate each cluster
centre. This is mitigated to someextent by the fact that texture features
are sparseand can lie in lower dimensional subspaces.However, the
presenceof noiseand the di�cult y in �nding and projecting onto these
lower dimensional subspacescan counter these factors. Therefore, it
is expected that the MR �lter banks should generatemore signi�cant
textons not only becauseof improved clustering in a lower dimensional
spacebut also becauserotated features are correctly mapped to the
sametexton.

2.2. Pre-pr ocessing

The following pre-processingstepsare applied beforegoing aheadwith
any learning or classi�cation.

First, beforeconvolving with any of the �lter banks, a central 200�
200 texture region is cropped and retained from every image and the
extraneousbackground data discarded.All processingis doneon these
cropped regions and they are converted to grey scale and intensity
normalised to have zero mean and unit standard deviation. This nor-
malisation givesinvarianceto global (i.e. acrossthe entire region) a�ne
transformations in the illumination intensity.

Second,all 4 �lter banks are L 1 normalised so that the responsesof
each �lter lie roughly in the samerange.In more detail, each �lter F i in
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the �lter bank is divided by kFi k1 so that the �lter has unit L 1 norm.
This helps vector quantization, when using Euclidean distances,as the
scaling for each of the �lter response axes becomesthe same (Malik
et al., 2001).

Third, following (Fowlkeset al., 2002;Malik et al., 2001) and moti-
vated by Weber's law, the �lter responseat each pixel x is (contrast)
normalised as

F(x)  F(x) [log(1 + L(x)=0:03)] =L(x)

whereL(x) = kF(x)k2 is the magnitude of the �lter responsevector at
that pixel.

2.3. Textons by clustering

We now consider clustering the �lter responsesin order to generatea
texton dictionary. This dictionary will subsequently be used to de�ne
texture modelsbasedon texton frequencieslearnt from training images.

(a) S Textons

(b) LM Textons

(c) MR8 Textons
Figure 10. The �rst 100 textons recovered from 20 training textures using 13 images
per texture: (a) S textons. (b) LM textons. (c) MR8 textons. Note that the LM
textons are not rotationally symmetric.
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For each �lter set, we adopt the following procedure for computing
a texton dictionary: A selection of 13 images is chosen randomly for
each texture (these imagessample the variations in illumination and
viewpoint), the �lter responsesover all these images are aggregated,
and 10 texton cluster centres computed using the standard K-Means
algorithm (Duda et al., 2001). The learnt textons for each texture are
then collected into a single dictionary. For example, if there are 5 tex-
ture classesthen the dictionary will contain 50 textons. Examples of
the textons for the S, LM and MR8 �lter banks are shown in �gure 10.

Our clustering task is considerably simpler than that of Leung and
Malik, and Cula and Dana (who use essentially the same�lter bank)
as we are able to cluster in low, 4 and 8, dimensional spaces.This
comparesto 13 dimensional for S, and 48 dimensional for LM (we are
not considering 3D textons at this point where the dimensionality is
960).

Concerningthe rotation properties of the LM and MR textons, con-
sider a texture and an (in plane) rotated version of the sametexture.
Corresponding featuresin the original and the rotated texture will map
to the samepoint in MR �lter space,but to di�eren t points in LM. It
is therefore expected that more signi�cant clusters will be obtained in
the rotationally invariant case.Secondly, for the LM �lter set, which
is not rotationally invariant, it would be expected that its textons can
not classify a rotated version of a texture unlessthe rotated version is
included in the training set (both of thesepoints are demonstrated in
�gure 11).

Image LM Model MR Model LM Textons MR Textons
Figure 11. Classi�cation of rotated textures. Two rotated images of Ribb ed Paper
have beentaken from the CUReT database(texture numbers 38 and 38B) and their
corresponding models generated using the LM and MR4 �lter banks. Note that the
MR models are very similar while the LM models are not. Therefore, in the caseof
MR, it is expected that by having one image present in the training set the other will
be classi�ed correctly. However, this will not hold true for LM as its models are quite
dissimilar. Also note, that since the LM �lter bank is not rotationally invariant, the
textons that are generatedby the two imagesare rotated copiesof each other while,
for MR, they are essentially the same.

This establishesthat there is an advantage in being rotationally
invariant as rotated versionsof the sametexture can be represented by
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onehistogram, while several are required for the LM textons. However,
there is still the possibility that rotation invariance has the disadvan-
tage that two di�eren t textures (which are not rotationally related)
havethe samehistogram. Weaddressthis point next, wherewecompare
classi�cation rates over a variety of textures.

2.4. Classifica tion Method and Comparison Resul ts

In this subsectionwe perform three experiments to assesstexture clas-
si�cation rates over 92 imagesfor each of 20, 40 and 61 texture classes
respectively. The �rst experiment, where we classify images from 20
textures, corresponds to the setup employed by Cula and Dana (Cula
and Dana, 2004). The secondexperiment, where 40 textures are clas-
si�ed, is modelled on the setup of Leung and Malik (Leung and Malik,
2001).In the third experiment, we classifyall 61 textures present in the
Columbia-Utrecht database.The 92 imagesare selectedas follows: for
each texture in the database,there are 118 imageswhere the viewing
angle � v is lessthan 60 degrees.Out of these,only those 92 are chosen
for which a su�cien tly large region could be cropped acrossall texture
classes.

Each experiment consistsof three stages:texton dictionary genera-
tion; model generation, where texture models are learnt from training
images;and, classi�cation of novel images.The 92 imagesfor each tex-
ture are partitioned into two, disjoint sets.Imagesin the �rst (training)
setareusedfor dictionary and model generation,classi�cation accuracy
is only assessedon the 46 imagesfor each texture in the second(test)
set.

Each of the 46 training imagesper texture de�nes a model for that
class as follows: the image is mapped (vector quantized) to a texton
distribution (histogram). Thus, each texture class is represented by a
set of 46 histograms.An imagefrom the test set is classi�ed by forming
its histogram and then choosingthe closestmodel histogram learnt from
the training set. The distance function usedto de�ne closestis the � 2

statistic (Presset al., 1992).
In all three experiments we follow both (Cula and Dana, 2004)

and (Leung and Malik, 2001), and learn the texton dictionary from
20 textures (using the procedure outlined before in section 2.3). The
particular textures usedare speci�ed in �gure 7 of (Leung and Malik,
2001).

In the �rst experiment, 20 novel textures are chosen(see�gure 19a
in (Cula and Dana, 2004) for a list of the novel textures) and 20� 46 =
920 novel imagesare classi�ed in all. In the secondexperiment, the 40
textures speci�ed in �gure 7 of (Leung and Malik, 2001)are chosenand



14 Varma and Zisserman

a total of 40 � 46 = 1840novel imagesclassi�ed. Finally, in the third
experiment, all 61 textures in the Columbia-Utrecht databaseare clas-
si�ed using the sameprocedure. The results for all three experiments
are presented in table I.

# of texture classes

�lters 20 40 61

S 96.30% 95.27% 94.62%

LM 96.08% 93.75% 93.44%

MR4 94.13% 92.07% 90.73%

MR8 97.83% 96.41% 96.40%

Table I. Comparison of the classi�cation rates for varying number of texture classes
for each of the four �lter sets. In all cases,a dictionary of 200 textons learnt from
20 textures is used and there are 46 models per texture class.

2.4.1. Discussion
Two points are notable in these results. First, the MR8 and S �lters
out perform the LM �lters. This is a clear indicator that a rotationally
invariant description is not a disadvantage (i.e. salient information
for classi�cation is not lost). Second,the fact that MR8 does better
than S and LM is also evidencethat it is detecting better features, for
both isotropic and anisotropic textures, and that clustering in a lower
dimensional spacecan be advantageous.The MR4 �lter bank losesout
becauseit only contains �lters at a singlescaleand hencecan't extract
such rich features. What is also very encouragingwith theseresults is
that as the number of texture classesincreasesthere is only a small
decreasein the accuracyof the classi�er.

3. Reducing the num ber of mo dels

In this section,our objective is to reducethe number of training models
required to characterise each texture class. In the previous section,
the number of models was the same as the number of training im-
ages(and in e�ect (Leung and Malik, 2001) used 20 models/images
for every texture). Here, we want to reduce the number of models to
that appropriate for each class,independent of the number of training
images.

One would expect that the number of di�eren t models that are
neededto characterisea texture is a function of how much the texture
changes in appearancewith imaging conditions, i.e. it is a function
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of the material properties of the texture. For example, if a texture is
isotropic then the e�ect of varying the lighting azimuthal angle will be
lesspronouncedthan for onethat is anisotropic. Thus,other parameters
(such as relief pro�le) being equal, fewer models would be required for
the isotropic texture (than the anisotropic) to cover the changesdue
to lighting variation. This is demonstrated in �gure 12.

Figure 12. Models per texture: The top row shows four imagesof the sametexture,
Ribb ed Paper, photographed under di�eren t viewing and lighting conditions. The
images look very di�eren t. The bottom row shows images of Rough Paper taken
under the same conditions as the images in the �rst row. These images don't
di�er so markedly becausethe texture doesn't exhibit surface normal e�ects. The
consequenceis that fewer models are required to represent Rough Paper over all
viewpoints and lighting than for Ribb ed Paper.

However, if we are selectingmodels for the expresspurposeof clas-
si�cation, then another parameter, the inter classimagevariation, also
becomesvery important in determining the number of models. For
example, even if a texture varies considerably with changing imaging
conditions it can be classi�ed accurately using just a few models if all
the other textures look very di�eren t from it. Conversely, if two tex-
tures look very similar then many modelsmay be neededto distinguish
betweenthem even if they do not show much variation individually .

Broadly speaking, there are two major approaches to the problem
of model reduction. In the �rst, various concepts from the Machine
Learning literature can be used to selecta subset of the models while
maximising somecriteria of classi�cation and generalisation.The sec-
ond approach is geometricand focuseson building descriptorsinvariant
to imaging conditions so as to reducethe number of models needed.
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3.1. Model selection

Many Machine Learning techniqueshave beendeveloped to reducethe
number of models in a classi�cation algorithm. One of the simplest
examples(Duda et al., 2001), for a nearest neighbour classi�er, is to
remove each model for which all the neighbouring models belong to
the sameclass.This can be done safely as thesemodels make no con-
tribution in determining the classi�cation boundaries (as can be seen
from the Voronoi tessellation). However, in practise this hasoften been
found not to lead to a substantial reduction in the number of models. It
is also possibleto reducethe number of models by completely switch-
ing classi�ers. For instance, Support Vector Machines (Cristianini and
Shawe-Taylor, 2000; Hayman et al., 2004; Kim et al., 2002; Scholkopf
and Smola, 2002), and perhaps more appropriately Relevance Vector
Machines (Tipping, 2001), are both capableof reducing the number of
models while providing good generalisation.

In this subsection,we investigate two schemesfor model reduction
in a nearest neighbour classi�er framework. Both these schemestake
into account the inter and intra class image variation. Two types of
experiments are performed for either method. In the �rst, models are
selectedonly from the training set and classi�cation results reported
only on the test set. In the secondtype, the classi�cation experiments
are modi�ed slightly so as to maximise the total number of images
classi�ed. Following (Cula and Dana, 2004), if only M models per
texture are used for training, then the rest of the 46 � M training
imagesare addedto the 46 test imagessothat a total of 92� M images
are classi�ed per material. For example, when classifying 61 textures,
if only M = 10 models are used on averagethen a total of 82 images
per texture are classi�ed giving a total of 82 � 61 = 5002test images.
This is doneso as to be able to make accuratecomparisonswith (Cula
and Dana, 2004). The texton dictionary used in all experiments is the
sameas the one in the previous section and has 200 textons.

3.1.1. K-Medoid algorithm
Each histogram may be thought of as a point in IRN , where N is the
number of bins in the histogram, so that the models for a particular
texture class simply consist of a set of points in IRN space.Given a
distance function betweentwo points, in our case� 2, the set of points
corresponding to a texture's models may be clustered into representa-
tiv e centres, and the set of points then replacedby the centres. There
are many choicesthat can be made at this point, for examplewhether
to cluster only within a texture class, or to take into account other
classeswhen clustering, or to cluster the histograms of all the training
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imagesirrespective of class(i.e. all the training imagestaken from all
the texture classes).Here we only investigate the last case.

The clustering is implemented usingthe K-Medoid algorithm. This is
a standard clustering algorithm (Kaufman and Rousseeuw, 1990)where
the update rule always moves the cluster centre to the nearest data
point in the cluster, but doesnot mergethe points as in the caseof the
more popular K-Means. The K-Means algorithm can only be applied
to points within a texture class.It can not be applied acrossclassesas
it mergesdata points and thus the resultant cluster centres can not be
identi�ed uniquely with individual textures. This is not a problem with
the K-Medoid algorithm as the cluster centres are always data points
themselves.Table I I lists the results of classifying20 textures using the
four di�eren t �lter banks with K = 60; 120 and 180, resulting in an
averageof 3; 6 and 9 models per texture.

Average# of models per texture Average# of models per texture

�lters 3 6 9 3 6 9

S 77.47% 86.05% 91.08% 75.87% 85.76% 90.65%

LM 75.28% 85.06% 89.52% 74.89% 85.22% 89.35%

MR4 71.07% 80.93% 86.39% 71.09% 81.85% 84.57%

MR8 77.08% 89.88% 93.55% 79.35% 89.57% 93.59%

(a) (b)
Table I I. Classi�cation results for each of the four �lter sets when the models are
automatically selectedby the K-Medoid algorithm. In (a), the training and test sets
are kept distinct while in (b) the imagesfrom the training set which are not selected
as models are added to the test set and classi�ed. Both types of experiments give
very similar results, even though many more images have to be classi�ed correctly
in (b) to achieve the same performance as in (a). In all casesa dictionary of 200
textons is used and there are 20 textures being classi�ed.

For MR8, the classi�cation rate with 9 K-Medoid selectedmodels
per texture is almost asgood asthe 97.83%obtained usingall 46models
(seecolumn 1 in table I). In the �rst type of experiment (table I Ia) an
accuracyof 93.55%is achievedwhile the secondtype (table I Ib) obtains
an accuracy of 93.59%while classifying many more test images.How-
ever, clustering doeshave the disadvantage that very similar modelsare
aggregatedinto a singlecluster even if they comefrom di�eren t texture
classes.Similarly, many clusterscentres, rather than just one,might be
usedto represent modelswhich are spreadapart even if they belong to
the sametexture class.Both these shortcomings can be overcomeby
using a greedy algorithm which prunes the list of models on the basis
of classi�cation boundaries.
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3.1.2. Greedy algorithm
An alternativ e to the K-Medoid clustering algorithm is a greedy al-
gorithm, based on the post-processing step of the reduced nearest
neighbour rule (Gates, 1972; Toussaint, 2002), designedto maximise
the classi�cation accuracywhile minimising the number of modelsused.
The algorithm is initialised by setting the number of models equal to
the number of training imagesavailable. Then, at each iteration step,
one model is discarded. This model is chosento be the one for which
the classi�cation accuracydecreasesthe least when it is dropped. This
iteration is repeated until no more models are left. Note that while
the algorithm is constrained to select models only from the training
set, classi�cation performance is being assessedon the test set. This
emulates the setupof (Cula and Dana, 2004)wherethe model reduction
algorithm has accessto both training and test imagesfor each texture
class and should therefore facilitate a faithful comparison with their
work. However, it must be emphasisedthat in real world classi�cation,
the test set is not available for inspection to the training set and in
such situations it is preferable to subdivide the training set further
into model learning and validation sets.

Average# of models per texture Average# of models per texture

�lters 3 6 9 3 6 9

S 88.80% 96.30% 96.30% 88.37% 97.21% 98.01%

LM 87.28% 96.09% 96.20% 86.69% 95.99% 97.83%

MR4 85.22% 94.02% 94.24% 85.00% 93.66% 96.39%

MR8 93.70% 97.83% 97.83% 90.28% 98.14% 98.80%

(a) (b)
Table I I I. Classi�cation rates for each of the four �lter sets when the models are
automatically selectedby the Greedy algorithm. In (a), the test set is kept distinct
by not adding discarded models to it while in (b) the discarded models are added to
the test set and classi�ed. A dictionary of 200 textons is used in all casesand there
are 20 textures being classi�ed.

Table I I I lists the results of classifying 20 textures using the four
di�eren t �lter banks. It is very interesting to note that the classi�cation
accuracy obtained using 9 models can actually be better than that
obtained using all 46 models(seecolumn 1 in table I). In table I I Ia, this
implies that using a fewer number of models can improve performance
and that the greedy algorithm is good at rejecting noisy or outlier
models. In table I I Ib, this also indicates that most of the training
imagesbeing added to the test set are being classi�ed correctly.
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Figure 13 shows the resultant classi�cation accuracy versus num-
ber of models for the four �lter banks when classifying 20; 40 and 61
textures. For MR8, a very respectable classi�cation rate of over 97%
correct is achieved using on an averageonly 9 modelsper texture, even
when all 61 classesare included. Figure 14 shows the 9 textures that
were assignedthe most models as well as the 9 textures that were
assignedthe least models while classifying all 61 textures.
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Figure 13. Classi�cation rates for models selectedby the Greedy algorithm for 20,
40 and 61 textures. In these experiments, the images from the training set which
were not selectedas models were added to the test set, as in table I I Ib. The general
ordering of the curves, in terms of decreasingclassi�cation performance, is MR8, S,
LM and MR4. The trend is much the same even below 2 models per texture class
though the graphs have been truncated for visualisation purp oses. However, the
ordering can sometimes change as is seen in the casewhile classifying 40 textures
when LM slips below MR4 at between 2 and 4 models.

3.1.3. Discussion
The results for both the K-Medoid and the Greedy algorithms, while
using the MR8 �lter bank, comparevery favourably with thosereported
in (Cula and Dana, 2004) and (Leung and Malik, 2001). In the case
wherethere are20textures to beclassi�ed, the K-Medoid algorithm has
a classi�cation accuracy of 93.59%while using, on average,9 models
per texture classwhile the Greedy algorithm achieves an accuracy of
98.80%.In contrast, for the same20 textures, Cula and Dana obtain
a classi�cation rate of 71% while using 8 models per texture class(by
taking the most signi�c ant image from each texture and using a mani-
fold merging procedure). This increasesmarginally to 72% if 11 models
are used per texture (see �gure 19b and table 4 in (Cula and Dana,
2004)). Note that the comparison is not exact since we classify only
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Figure 14. Models selectedby the Greedy algorithm while classifying all 61 textures:
The top row shows the 9 texture classes,and the corresponding number of models,
that were assignedthe most number of models by the Greedy algorithm while the
bottom row shows the 9 classesthat were assigned the least number of models.
Moving from left to right, the textures and the number of models assigned to it
are: Arti�cial grass (17), Sandpaper (15), Velvet (13), Plaster B (13), Rug A (13),
Terrycloth (12), Aluminium Foil (12), Quarry Tile (12), White Bread (12), Lettuce
Leaf (4), Sponge(4), Cracker A (3), Peacock Feather (3), Corn Husk (3), Straw (3),
Painted Spheres(3), Roof Shingle (3) and Limestone (2).

92� 9 = 83 imagesper texture classas comparedto the 156� f 8; 11g
classi�ed by Cula and Dana. Hence, (Cula and Dana, 2004) classify
many more images,someof which might be quite hard to categorise
correctly becauseof the oblique viewing angle.

Nevertheless, there is a signi�cant level of di�erence between the
performanceof the K-Medoid and the Greedy algorithms on one hand
and the manifold method of (Cula and Dana, 2004) on the other. This
is primarily due to the fact that the methods developed here take into
account both the inter classvariation, as well as intra classvariation.
The models that Cula and Dana learn are general models and not
geared speci�cally towards classi�cation. They ignore the inter class
variabilit y between textures and concentrate only on the intra class
variabilit y. The models for a texture are selectedby �rst projecting all
the training and test imagesinto a low dimensional spaceusing PCA.
A manifold is �tted to these projected points, and then reduced by
systematically discarding thosepoints which least a�ect the \shape" of
the manifold. The points which are left in the end correspond to the
model imagesthat de�ne the texture. Since the models for a texture
are chosenin isolation from the other textures, their algorithm ignores
the inter classvariation betweentextures.

For 40 textures, Leung and Malik report an accuracy rate of 95.6%
for classifying multiple (20) imagesusing, in e�ect, 20 models per tex-
ture class.For single image classi�cation under known imaging condi-
tions, using 4 modelsper texture classresults in a drop in the accuracy
rate to 87% (as computed for 5 test images per texture). The MR8
�lter bank achieves95.6%accuracyon the sametextures using only 5.9
models per texture, and furthermore achieves 98.06%accuracy using,
on average,8.25 models per texture.
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3.2. Pose normalisa tion

In this subsection we discuss some geometric approaches to model
reduction. In theory, these approaches are valid only in the absence
of 3D e�ects, i.e. for planar textures where illumination doesnot play
a major role, and wherea 3D rotation and translation of the texture is
equivalent to an a�ne transformation of its image.However, in practise,
thesemethods are quite robust.

The fundamental idea is to incorporate somelevel of geometric in-
variance into a model. This will ultimately allow us to be invariant
to changesin the camera viewpoint and thereby reduce the number
of models required to characterise a texture. The use of rotationally
invariant �lters is already a �rst step in this direction but the problem
of scalestill needsto be resolved (we are ignoring perspective e�ects
for the moment). One approach could be to extend the MR sets to
take the maximum responsenot only over all orientations but over all
scalesor over all a�ne transformations of the basic �lter, but that
is not investigated here. Instead we investigate the method of pose
normalisation.

In (Scha�alitzky and Zisserman, 2001) it was demonstrated that,
provided a texture has su�cien t directional variation, it can be pose
normalised by maximising the isotropy of its gradient secondmoment
matrix (a method originally suggestedin (Lindeberg and G�arding,
1994)). The method is applicable in the absenceof 3D texture e�ects.
Here we investigate if this normalisation can be usedto at least reduce
the e�ects of changing viewpoint, and henceprovide tighter clusters of
the �lter responses,or better still reducethe number of models needed
to account for viewpoint change.

In detail, if the normalisation is successful,then for moderatechanges
in the viewing angle, two such \p osenormalised" imagesof the same
texture should di�er from each other by only a similarit y transfor-
mation. If there are no major 3D scale e�ects, the responses of a
rotationally invariant �lter bank (MR or S) to these imagesshould be
much the same.A preliminary investigation shows that this is indeed
the casefor suitable textures.

Figure 15 shows results for two textures - Plaster A and Rough
Plastic. Twelve images of each texture are selected to have similar
photometric appearance (i.e. constant illumination conditions), but
monotonically varying viewing angle.The graph shows the � 2 distance
between the texton histogram of one of the images (selected as the
model image) and the rest, beforeand after posenormalisation. As can
be seen,the � 2 distanceis reducedfor the posenormalisedimages.This
in turn translates to better classi�cation as well. On experiments on 4
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textures, using the same12 image set and one model per texture, the
classi�cation rate increasedfrom 81.81%before posenormalization to
93.18%afterwards.
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Figure 15. The e�ect of posenormalisation on a set of 12 images for two textures:
Rough Plastic and Plaster A. The 12 images have been sorted according to in-
creasing viewing angle and this is represented on the X axis. The Y axis is the � 2

distance betweenthe model image and the given image. The posenormalised images
consistently have a reduced � 2 distance which translates into better classi�cation.

One drawback of this method is that the proposed normalisation
is global rather than local. Not only would local normalisation be
more robust but it would also allow the method to be extended to
textures which are not globally planar but which can be approximated
asbeing locally planar. Realisingthis, (Lazebnik et al., 2003b;Lazebnik
et al., 2003a) proposedalternativ e methods of generating local, a�ne
invariant, texture features. In their framework, certain interest regions
are �rst detected in texture images using the Laplacian and Harris
detectors. Each of these regions is then scale and pose normalised
locally. Spin imagesare then used instead of �lter banks to generate
rotationally invariant featuresfor each region.Their results arevery en-
couragingthough no direct comparisonis possibleas their experiments
are not carried out on the CUReT database. One point of concern
however, is the relianceon the detection of blob like interest regionsas
there exist many textures which do not exhibit such markings.
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4. Generalisations

In this section, we investigate the various generalisations and mod-
i�cations that can be made to the basic classi�cation algorithm. In
subsection 4.1, we study the e�ect of some of the more important
parameters on our classi�er. In particular, the e�ect of the choice of
texton dictionary and training images is investigated. We also look
at how scaling the images impacts performance. Finally, the issue of
whether information is lost by using just the �rst order statistics of
rotationally invariant �lter responses is discussedin section 4.2. A
method for reliably measuringrelative orientation texton co-occurrence
is presented in order to incorporate second order statistics into the
classi�cation scheme.

4.1. Algorithm parameter varia tions and the issue of scale

In this subsection,various parametersof the algorithm are varied and
the e�ect on the classi�cation performance determined. We �rst cal-
culate a benchmark classi�cation rate and then vary the images in
the training set and also the size of the texton dictionary to seehow
performanceis a�ected.

For the benchmark case,the texton dictionary is built by learning 10
textons from each of the 61 textures (using the proceduredescribed in
subsection2.3) to have a total of 610 textons. The 46 training images
per texture from which the models will be generated are chosen by
selectingevery alternate imagefrom the set of 92available. Under these
conditions, the MR8 �lter bank achieves a classi�cation accuracy of
96.93%using 46 modelsper texture for all 61 textures. On running the
greedy algorithm the classi�cation accuracy increasesto 98.3% using,
on average,only 8 modelsper texture. This de�nes the benchmark rate.

Wenow investigatethe e�ect of choiceof textons on the classi�cation
performance.First we reducethe number of textons by learning 10 tex-
tons from only 31 randomly chosentextures to get a dictionary of 310
textons, and then repeat the experiment of section2. The classi�cation
rate decreasedonly slightly from the benchmark to 98.19%.

The number of textons in the dictionary can be further reducedby
merging textons which lie very close to each other in �lter response
space.The texton dictionary can be pruned down from 310 to 100 by
selecting80 of the most distinct textons (i.e. those textons that didn't
have any other textons lying closeby) and then running K-Means, with
K = 20, on the rest. This procedure entailed another slight decrease
in the classi�cation accuracy to 97.38%. These results indicate that
the pruned dictionaries are still universal (Leung and Malik, 2001), i.e.
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texton primitiv eslearnt from somerandomly chosentexture classescan
be usedto successfullycharacteriseother classesas well.

We now increasethe sizeof the texton dictionary to seeif classi�ca-
tion improvesaccordingly. Table IV givesa summary of the results. The
best performance is obtained with a dictionary of 2440 textons when
the classi�cation accuracy is 97.43%using 46 models per texture. On
running the greedyalgorithm, the number of modelsusedis reducedto,
on average,7.14 per texture. If the unused training imagesare added
to the test set, the classi�cation rate improvesto 98.61%.

Essentially we are comparing di�eren t representations of the joint
probabilit y distribution of �lter responsesin terms of their classi�cation
performance.A setof textons canbe thought of asadaptively partition-
ing the spaceof �lter responsesinto bins (determined by the Voronoi
diagram) and a histogram of texton frequenciescan be equated to a
probabilit y distribution over �lter responses(Varma and Zisserman,
2005). In such a situation, the number of bins should not be too few
otherwise the approximation to the true PDF will be poor nor should
there be too many bins so as to prevent over-�tting.

Number of Before Greedy After Greedy

Textons Classi�cation Models Classi�cation Models

1220 97.11% 46 98.43% 7.56

1830 97.18% 46 98.49% 7.26

2440 97.43% 46 98.61% 7.14

3050 97.32% 46 98.57% 7.41

Table IV. The e�ect of increasing the size of the texton dictionary while classifying
all 61 textures from the CUReT database.

As can be seenin table IV there is a point beyond which increasing
the number of textons actually decreasesperformance as the data is
now being over �tted. This can be used to automatically select the
appropriate number of textons for a given problem by partitioning the
data into a training and validation set and then choosing the texton
dictionary which maximisesclassi�cation on the validation set.

We now turn to the choice of training images. It could be argued
that the results presented here are biasedas the training set has been
chosenby including every alternate image from the set of 92 available
per texture. We addressthis issueby repeating the classi�cation exper-
iment but with the training imageschosenrandomly. The dictionary of
2440textons generatedpreviously is usedand the experiment repeated
50,000times. Figure 16 shows the distribution of classi�cation results
when 46 imageswerechosenrandomly from every texture classto form
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Training images Classi�cation Statistics

per texture Mean STD Min Max

46 97.28% 0.316% 95.72% 98.40%

23 94.22% 0.456% 91.97% 95.82%

12 89.02% 0.679% 85.92% 91.84%

6 80.67% 0.986% 76.46% 84.50%

3 69.70% 1.373% 63.90% 75.52%

Table V. Classi�cation statistics when the training images were chosen randomly.
A dictionary of 2440 textons was used and all 61 textures were classi�ed. In each
case,the statistics were gathered over 50,000 runs of the classi�cation experiment.

the training set while table V provides a summary of the results for
varying sizesof the training set. The meanclassi�cation accuracywhen
the 46 models were chosenrandomly was 97.28%which is very similar
to the 97.43%obtained when the 46 imageswere chosenby including
every alternate image. This shows that our experimental setup is not
biasedand that we are not over �tting to the data.

In summary, the bestclassi�cation rate achieved,while classifyingall
61 textures, was98.61%obtained when 2440textons wereusedand the
worst rate was 97.38%when only 100 textons were used.Theseresults
are listed in table VI. We can therefore concludethat our algorithm is
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Figure 16. The distribution of classi�cation percentages when 46 training images
are chosen randomly per texture from the set of 92 available. The experiment was
run 50,000 times with a dictionary of 2440 textons and all 61 materials in the
CUReT databasewere classi�ed. The mean classi�cation accuracy was 97.28%with
a standard deviation of 0.316%. The maximum was 98.4% and the minim um was
95.72%.
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robust and relatively insensitive to the choiceof training imageset and
texton vocabulary with the classi�cation rate not being a�ected much
by changesin theseparameters.

Number of Before Greedy After Greedy

Textons Classi�cation Models Classi�cation Models

Worst 100 95.32% 46 97.38% 9.83

Benchmark 610 96.93% 46 98.30% 8.00

Best 2440 97.43% 46 98.61% 7.14

Table VI. Benchmark, worst and best case results for varying parameters of the
classi�cation algorithm.

Finally, a word about scale.It may be of concernthat the MR4 �lter
bank does not have �lters at multiple scalesand hencewill be unable
to handle scale changessuccessfully. To test this, 25 images from 14
texture classeswere arti�cially scaled,both up and down, by a factor
of 3. The classi�cation experiment was repeated using the original,
normal sized, �lter banks and texton dictionaries. We found that as
long as models from the scaled images were included as part of the
texture classde�nition, classi�cation accuracywasvirtually una�ected
and classi�cation ratesof over 97%wereachieved.However, if the choice
of modelswas restricted to thosedrawn from the original sizedimages,
then the classi�cation rate dropped to 17%. It is evident from this that
�lter bank and texton vocabulary are su�cien t, and it is the model
that must be extended (see�gure 17).

(a) (b) (c)
Figure 17. Scaling the data results in new models:The histogram of texton labellings
of (a) the original image (b) the image scaledup by a factor of 3 and (c) the image
scaleddown by a factor of 3. All three models are substantially di�eren t indicating
that the model must be extended.

4.2. Orient ation co-occurrence

The classi�cation scheme, up to this stage, has only used informa-
tion about �rst order texton statistics (i.e. their frequency and not a
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measureof their co-occurrence).However, recent research into texture
driven content-based image retrieval (Schmid, 2001) has shown that a
hierarchical system which usesco-occurrenceof textons over a spatial
neighbourhood can lead to good results. Therefore, in this subsection,
we investigate whether incorporating such secondorder statistics can
improve classi�cation performanceon the CUReT database.

As wasseenin the previous subsection,classi�cation on the basisof
texton frequency information alone is already very good and rates of
over 97%canbeachieved.What is alsointeresting is that, of the images
that weremisclassi�ed, the correct texture classwas ranked within the
top 5 most of the times. Figure 18 shows how similar one of the mis-
classi�ed novel imagesis to both the top ranked, but incorrect, texture
model and the secondranked, but correct, model. Sincethe MR8 �lter
bank is rotationally invariant, there is the possibility that someof these
misclassi�cations are due to two di�eren t texture classes,which are not
rotationally related, being mapped to the sametexton frequencydistri-
bution. Therefore, we focus on the question of whether incorporating
secondorder texton statistics, in the form of co-occurrenceof angles,
can improveclassi�cation (though the method developedhereis general
and can also be applied to spatial co-occurrence).

(a) (b) (c)
Figure 18. Misclassi�cations: (a) is an image of Arti�cial Grass taken from the test
set which was misclassi�ed as (b) Pebbles. The next closest model image to (a) is
(c) which belongs to the correct texture class - Arti�cial Grass. The misclassi�ed
novel image is perceptually quite similar to both the correct and the incorrect model
images.

4.2.1. Reliably measuring a relative orientation co-occurrence statistic
Given a texton in an image labelling, the objective is to measurethe
relative angle of occurrenceof surrounding textons, that lie within a
circular neighbourhood, with respect to the given texton. Certain dif-
�culties have to be overcomein order to reliably measurethis relative
angle co-occurrence. Firstly , the angles of occurrence of the textons
have to be measuredrobustly. Conventionally , working in a match �lter
paradigm, the orientation of a feature (such as an edge or a bar) is
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(a) (b) (c)
Figure 19. Determining the orientation of image features: The top row shows images
of 3 textures (a) Corduroy, (b) Rough Plastic and (c) Frosted Glass, with a high-
lighted central image patch which is matched with an edge�lter at all orientations.
The magnitude of the �lter responseversusthe orientation is plotted in the bottom
row. As can be seen:(a) is a strongly oriented texture having a single direction and
therefore its �lter responseis uni-modal; (b) the texture contains edgesalong several
directions and this is re
ected in its �lter response; (c) the texture is isotropic and
the features have no speci�c orientation. Plots (b) and (c) show that de�ning the
orientation of a feature to be the angle at which the maximal �lter responseoccurs
can be unstable.

determined to be the angleof maximum responseof a �lter designedto
match that feature. However, features can occur at multiple anglesat
the samepoint and, as such, it is di�cult to assignthem a particular
orientation (see�gure 19). For instance,an edge�lter will have a maxi-
mal responseat two orientations when matching a corner and choosing
one edgeorientation over the other will lead to instabilities. Note that
these instabilities do not a�ect the MR representation becauseonly
the value of the response (not its angle) is signi�cant | if the same
value occurs at two orientations the orientation corresponding to the
maximum responseis unstable, but the maximum responseis not. Here
we use the orientated �lter (of MR8) that has the maximum response
to determine the orientation.



A Statistical Approac h to Texture Classi�cation from Single Images 29

Returning to relative orientation, a robust representation can be
obtained if the magnitude of the �lter response at each angle (nor-
malisedso that the sum of magnitudessquaredover all anglesis unit y)
is treated as a con�dence measure in the feature occurring at that
orientation. Thus, in our case,this normalised magnitudevector will be
a 6 vector representing the con�dence that the given feature occurs at
the 6 anglescorresponding to the orientations present in the MR8 �lter
bank (though a richer representation can be obtained using approxi-
mated steerablekernelsand interpolation (Perona,1992)). The relative
anglesbetweentwo features,which is invariant to rotation, can now be
calculatedby computing the cross-correlationbetweentheir normalised
magnitude vectors. Given a central texton, we can compute the fre-
quency with which other textons occur at various relative anglesto it
by forming the sum of the cross-correlationsbetween the normalised
magnitude vectors of the central texton and the surrounding textons.
Essentially , this is computing (via soft binning) the count of how many
times a neighbouring texton occursat a given anglerelative to the cen-
tral texton. To maintain rotational invariance, the surrounding textons
comefrom a circular neighbourhood with a prede�ned radius, centred
around the given texton.

4.2.2. Extending the classi�cation algorithm
Now that a co-occurrence6-vector can be associated with every texton
in an image labelling, the classi�cation algorithm can be extended to
usethe joint distribution of �lter responsesand co-occurrencevectors.
Just as �lter responseswere clustered into �lter response textons in
section2.3, co-occurrencevectorscan be clustered to �nd exemplarsas
well, and a dictionary of co-occurrencevector textons can be formed.
Textons from this dictionary can be used to label the co-occurrence
vectorsfor a given image.The model for a training imagethen becomes
the joint histogram of the frequency of occurrence of �lter response
textons and co-occurrencevector textons. Thus,a model is an K f r � K cv
matrix M where K f r is the number of �lter responsetextons and K cv
is the number of co-occurrencevector textons. Each entry M ij in this
matrix represents the probabilit y of �lter response texton K f r i and
orientation co-occurrencetexton K cvj occurring together in the training
image. This is somewhat similar to the co-occurrence representation
of (Schmid, 2001).To classifya novel image, its joint histogram is built
and is then compared to all the models using � 2 over all elements of
the M matrix. Thus, the essenceof the classi�er remains the same,
the only extension is that joint distribution of �lter responseand co-
occurrence textons are used rather than just the histogram of �lter
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responsetextons. Hence,we get to add extra information and yet retain
all the bene�ts of our existing classi�cation scheme.

4.2.3. Experimental Setup and Results
The orientation co-occurrencetexton dictionary is created by cluster-
ing the co-occurrencevectors (calculated for a particular radius of the
circular neighbourhood) from the sameset of 13 training imagesper
texture that wereusedto generatethe �lter responsetexton dictionary.
The �lter responsesand co-occurrencevectors of the training images
are then labelled using the two texton dictionaries. Finally, the models
are built by forming the frequencies,in the K f r � K cv texton space,of
the joint occurrenceof the �lter responsetextons and the orientation
co-occurrencetextons.

Obviously, the choice of K f r and K cv is important as K f r � K cv
equalsthe number of bins and therefore determineshow accurately the
joint PDF is approximated. However, we cannot chooseK f r = 610 as
had been done previously, becausethe number of bins becomestoo
large and we start over-�tting the data (seetable VI I (a)-(c)). A lower
value, such as K f r = 30, was found to be more appropriate. Table VI I
(d)-(f ) lists the classi�cation results obtained for various valuesof the
radius when K cv is also set to 30. The performance, using the joint
representation, is better than using just 30 �lter response textons or
just 30co-occurrencevector textons. Though it is worsethan if 900�lter

610 FR 610 CV 610� 610 30 FR 30 CV 30 � 30

Radius Textons Textons Joint Textons Textons Textons Joint Textons

(a) (b) (c) (d) (e) (f )

01 96.86% 74.51% 88.02% 92.94% 63.93% 95.22%

02 96.75% 68.13% 85.28% 92.62% 60.08% 94.72%

05 96.86% 65.39% 85.88% 92.87% 54.84% 94.15%

10 96.65% 61.26% 85.13% 92.23% 48.68% 93.33%

Table VI I. Classi�cation results for all 61 textures using 46 models per texture when
orientation co-occurrence information is incorporated into the classi�cation scheme.
(a) classi�cation accuracy if only 610 �lter response(FR) textons are used to label
imagesand build models. There are minor variations in the classi�cation rate as the
number of points available for labelling changes with the radius. (b) classi�cation
accuracy if only 610 co-occurrence vector (CV) textons are used. (c) classi�cation
rate if the joint distribution is used. The results are poor as there are too many bins
and the data is being over �tted. The next three columns have the same format
except now both the texton dictionaries have been pruned to 30 textons each. The
joint classi�cation rate improves and is better than either of the marginals, though
it is still not as good as that obtained by just using 900 FR textons.
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responsetextons were usedwithout any co-occurrence.If the radius is
kept �xed and K cv varied then the performanceof the joint represen-
tation, predictably, �rst increases,reaches a maximum and then falls
(though in no caseis it ever able to surpassthe performanceachieved
using an equivalent number of �lter responsetextons alone).

These results indicate, that at least for this dataset, the density of
�lter responsetextons is the best measureof discrimination and that
orientation co-occurrencedoesnot help much in classi�cation (similar
results were found for spatial co-occurrence as well). They also con-
�rm that rotational invariance is advantageousand that no signi�cant
information is being lost in this caseby using a rotationally invariant
�lter bank.

5. Conclusions

In this paper, we have tackled the problem of texture classi�cation
and have demonstratedhow single imagescan be classi�ed using a few
models without requiring any information about their imaging con-
ditions. This is a substantial improvement over previous work which
required multiple images obtained under known conditions. We have
also intro duced rotationally invariant, low dimensional, maximum re-
sponse �lter banks which were shown to have superior performance
as compared to traditional �lters due to enhancedfeature detection
and clustering. Moreover, we presented two novel methods for reduc-
ing the number of models neededto characterise textures and again
demonstrated their superiorit y over existing algorithms. It was also
shown that the proposedclassi�cation scheme is robust to the choice
of training imagesand texton dictionaries. Finally, we concluded that
even though the classi�er can be extended by incorporating second
order statistics this does not lead to an improvement in the overall
classi�cation. This implies that using only the frequency distribution
of textons is su�cien t and that no signi�cant information is being lost
by employing rotationally invariant �lter banks for this database.

This research hasbene�ted greatly from the availabilit y of the Columbia-
Utrecht database.The CUReT databaseis a considerableimprovement
over the previously usedBrodatz collection (Brodatz, 1966), though it
alsohassomelimitations. Its main advantagesare that it hasmany real
world textures photographed under varying image conditions, and the
e�ects of specularities, shadowing and other surfacenormal variations
are evident. The limitations of the CUReT databaseare mainly in the
way the imageshave beenphotographedand the choiceof textures. For
the former, there is no signi�cant scalechangefor most of the textures
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and limited in-plane rotation. As regards choice of texture, the most
serious drawback is that multiple instances of the same texture are
present for only a very few of the materials, so intra-class variation
cannot be investigated. Hence,it is di�cult to make generalisations.

The time is now right for a yet more demanding database which
overcomesthe above limitations, and also includesnon-planar surfaces.
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