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Abstract. In this paper we present a new approach to material classifi-
cation under unknown viewpoint and illumination. Our texture model is
based on the statistical distribution of clustered filter responses. However,
unlike previous 3D texton representations, we use rotationally invariant
filters and cluster in an extremely low dimensional space.

Having built a texton dictionary, we present a novel method of classify-
ing a single image without requiring any a priori knowledge about the
viewing or illumination conditions under which it was photographed. We
argue that using rotationally invariant filters while clustering in such a
low dimensional space improves classification performance and demon-
strate this claim with results on all 61 textures in the Columbia-Utrecht
database. We then proceed to show how texture models can be further
extended by compensating for viewpoint changes using weak isotropy.
The new clustering and classification methods are compared to those
of Leung and Malik (ICCV 1999), Schmid (CVPR 2001) and Cula and
Dana (CVPR 2001), which are the current state-of-the-art approaches.

1 Introduction

The objective of this paper is the classification of materials from their imaged
appearance. Texture is a material property of which we have only an intuitive,
and not a sound mathematical, understanding. Therefore, classifying materi-
als by their textural appearance in single images photographed under unknown
viewing and illumination conditions is still quite an outstanding problem, though
significant progress has been made recently [2,3,9,12,13,17,20].

In particular, Leung and Malik [13] made an important innovation in giving
an operational definition of a texton. They defined a 2D texton as a cluster
centre in filter response space. This not only enabled textons to be generated
automatically from an image, but also opened up the possibility of a universal
set of textons for all images. In the same paper Leung and Malik also made a
serious attempt on the problem of classifying textures under varying viewpoint
and illumination. Their solution was a 3D texton which is a cluster centre of filter
responses over a stack of images with representative viewpoints and lighting.



Fig. 1. The change in image appearance of the same texture (# 30, Plaster B) with
variation in imaging conditions. Top row: constant viewing angle and varying illu-
mination. Bottom row: constant illumination and varying viewing angle. There is a
considerable difference in the appearance across images.

The need to seriously address “3D effects” — where the appearance varies
considerably with viewpoint and lighting — is illustrated in figure 1. The impor-
tance of such effects for classification [1,4, 5] and synthesis [15,19] has also been
noted by other researchers.

Our approach to the classification problem is to model a texture as a dis-
tribution over textons, and learn the textons and texture models from training
images. Classification of a novel image then proceeds by mapping the image to
a texton distribution and comparing this distribution to the learnt models. Con-
sequently this is quite a standard approach, but the originality is at two points:
First, our texton clustering is in an extremely low dimensional space and is also
rotationally invariant. The second innovation is to classify the texture from a
single image, and we achieve this while representing each 3D texture by a small
set of models.

This is a considerable difference in approach to that of [13] to which we
compare our results, and it is worth elaborating on the difference at this point.
The main thrust of Leung and Malik’s work is towards classifying images using
3D textons. In the learning stage, 20 images of each texture are geometrically
registered and mapped to a 48 dimensional filter response space. The registration
is necessary because the clustering that defines the texton is in the stacked
20 x 48 = 960 dimensional space (i.e. the textons are 960-vectors), and it is
important that each filter is applied to the same texture point as viewpoint and
illumination vary.

In the classification stage, 20 novel images of the same texture are presented.
However, again these images must be registered and more significantly must
have the same order as the original 20 (i.e. they must be taken from images with
similar viewpoint and illumination to the original). In essence, the viewpoint and
lighting are being supplied implicitly by this ordering. Leung and Malik also
use an MCMC algorithm for classifying a single image under known imaging
conditions. However, the classification rate of this method is 87%, far inferior to
the 95.6% achieved by the multiple image method.



Fig. . Textures from the Columbia-Utrecht database. 1l images are converted to
monochrome in this work, so colour is not used in discriminating different textures.

Here we present a texture classification method with superior performance
to [13], but requiring only a single image as input and with no information
(implicit or explicit) about the illumination and viewing conditions.

Our approach is most closely related to that of chmid [18] and Cula and
Dana [2,3]. chmid’s approach is rotationally invariant but the invariance is
achieved in a different manner and texton clustering is in a higher dimensional
space than here. Cula and Dana’s approach is not rotationally invariant and the
method of model selection differs from here.

The paper is organi ed as follows: section 2 is concerned with rotationally
invariant clustering and the classification rates of four filter sets are compared.
The sets include those used by chmid [18] and Leung and Malik [13]. Then,
in section 3, we describe how the number of models for each texture can be
substantially reduced.

e present results on the Columbia- trecht database [6], the same database
used by [2,13]. The database contains 61 textures, and each texture has 205
images obtained under different viewing and illumination conditions. The variety
of textures in this database is illustrated in figure 2.



Fig. . The LM filter bank has a mix of edge, bar and spot filters at multiple scales
and orientations. It has a total of  filters - 6 oriented filters at 3 scales and 2 phases,
Laplacian of Gaussian filters and Gaussian filters.
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In this section we investigate the advantages and disadvantages of clustering in
a rotationally invariant filter response space. The use of such filters has already
been espoused by chmid [18]. To be definite, we will compare four filter sets:
those of Leung and Malik which are not rotationally invariant those of chmid
which are and two reduced sets of filters proposed here using maximum response
(which are again rotationally invariant). e will assess the filter sets by the
classification rate they achieve based on textons clustered in their response space.

consists of 48 filters, partitioned as follows:

econd derivative of aussians at 6 orientations, 3 scales and 2 phases (where

phase refers to even and odd symmetry) making a total of 36 8 Laplacian of

aussian filters and 4 aussians. The scale of the filters range between =1
and = 10. They are shown in figure 3.

consists of 13 rotationally invariant filters of the form
( )= () —

where () is added to obtain a ero DC component with the ( ) pair
taking values (2,1), (4,1), (4,2), (6,1), (6,2), (6,3), (8,1), (8,2), (8,3), (10,1),

Fig. . The S filter bank is rotationally invariant and has 13 isotropic, Gabor-like
filters.



(10,2), (10,3) and (10,4). The filters are shown in figure 4. As can be seen all the
filters have rotational symmetry.

The M 4 filter bank consists of 14
filters but only four filter responses. The filter bank contains filters at multiple
orientations but their outputs are “collapsed” by recording only the maximum
filter response across all orientations. This achieves rotation invariance. In a
similar spirit to [11,12] we have chosen the scale of our filters as that which
gives the strongest response to the textures in the database, and only use a
single scale for each filter (we return to the issue of scale below).

The filter bank is shown in figure 5 and consists of a aussian and a Laplacian
of aussian both with = 10 (these filters have rotational symmetry), an edge
filter ( =4 = 12), and a bar filter ( = 4 = 12). The latter two
filters are oriented. Measuring only the maximum response reduces the number
of responses from 14 (six orientations for two oriented filters, plus two isotropic)
to 4.

The M 8 filter bank is similar to the M 4 filter bank but the oriented edge
and bar filters occur at 3 scales ( , )= (1,3), (2,6), (4,12) thereby giving
a total of six responses, three for the edge filter and three for the bar. The
remaining two filters are the aussian and Laplacian of aussian with = 10
taken from the M 4 filter bank.

The motivation for introducing these M filters sets is twofold. First, we
achieve rotation invariance, but are also able to record the angle of maximum
response. This angular information is lost in the filters. Thus, with the M
filters we are able to compute co-occurrence statistics on orientation, and such
statistics may prove useful in discriminating isotropic from anisotropic textures.

e return to this point in section 4. The second motivation concerns the low
dimensionality of the filter response space. e would like to use the entire filter
response of a texture for classification (in the manner of [12]), rather than its
vector quanti ation into textons. Again, we return to this issue in section 4.

hen computing the filter responses the following three steps are followed:

Fig. . The MR filter bank consists of four filters - two rotationally symmetric ones
(a Gaussian and a Laplacian of Gaussian), and two oriented ones (an edge and a bar
filter, at six different orientations).



First, before any of the filters are applied, all the images are converted to
grey scale and are intensity normalised to have ero mean and unit standard
deviation. This normali ation gives partial invariance to linear transformations
in the illumination conditions of the images.

econd, all 4 filter banks are normalised so that the filter responses of
each filter lie roughly in the same range. In more detail, each filter in the
filter bank is divided by so that the filter has unit norm. This helps
vector quanti ation, when using uclidean distances, as the scaling for each of
the filter response axes becomes the same.

Third, following [8] (and motivated by  eber’s law), the filter response at
each pixel is (contrast) normali ed as

() (g 003

where = () is the magnitude of the filter response vector at that pixel.

e now consider clustering the filter responses in order to generate a texton
dictionary. This dictionary will subsequently be used to define texture models
based on learning from training images.

For each filter set, we adopt the following procedure for computing a texton
dictionary: For each texture, we select 13 images randomly (these images sam-
ple the variations in illumination and viewpoint), the filter responses over all
these images are aggregated, and 10 texton cluster centres computed using the
standard eans algorithm [7]. The learnt textons for each texture are then
aggregated into a single dictionary. For example, if 5 textures are used then the
dictionary will contain 50 textons.

However, the classification accuracy achieved is not very sensitive to varia-
tions in the procedure for dictionary generation (such as the particular textures

(a) (b) (c)

Fig. . The first 100 textons recovered from 20 training textures using 13 images per
texture: (a) S textons. (b) LM textons. (¢) MR textons. ote that the S textons are
rotationally symmetric.



and method of choosing images etc), see subsection 3.3. xamples of the textons
for each filter set are shown in figure 6.

Our clustering task is considerably simpler than that of Leung and Malik,
and Cula and Dana (who use the same filter bank) as we are able to cluster in
low, 4 and 8, dimensional spaces. This compares to 13 dimensional for , and 48
dimensional for LM (we are not considering 3D textons at this point where the
dimensionality is 960).

Concerning the rotation properties of the LM and M textons, consider a
texture and an (in plane) rotated version of the same texture. Corresponding
features in the original and the rotated texture will map to the same point in
M filter space, but to a different point in LM. It is therefore expected that more
significant clusters will be obtained in the rotationally invariant case. econdly,
for the LM filter set, which is not rotationally invariant, it would be expected
that its textons can not classify a rotated version of a texture unless the rotated
version is included in the training set (both of these points are demonstrated in
figures 7 and 8).

This establishes that there is an advantage in rotation invariance in that
rotated versions of the same texture can be represented by one histogram, whilst
several are required for the LM textons. However, there is still the possibility
that rotation invariance has the disadvantage that two different textures (which
are not rotationally related) have the same histogram. e address this point
next, where we compare classification rates over a variety of textures.
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Fig. . Textons learnt from original and rotated textures: (a) textons learnt from the
LM filter bank for an original texture image of ribbed paper and a version rotated by
90 degrees (shown in figure ). (b) depicts the textons learnt by the MR filter bank.
In each case, the 10 textons learnt from the original image are shown in the top 2 rows
while the 10 learnt from the rotated image are shown in the bottom 2 rows. ote that
the LM filter bank learns two sets of textons (where one set is essentially the other set
rotated by 90 degrees) and therefore will have two very different histograms for the
same texture. Conversely, the MR textons are virtually identical.



(a) (b) (c)

Fig. . Classification of rotated textures. Column (a) shows three images of the ribbed
paper texture (the first two are from # 3 B, the last from # 3 ). Column (b) shows the
texton histograms using the LM filter bank. Column (c) shows the texton histograms
obtained using the MR filter bank. ote that in the LM case, neither of the top two
histograms matches the third (as seen through the eyes of the  distance where small
values in a bin are significant), i.e. the description is rotationally variant. In the MR
case all the histograms are, more or less, similar.

Here we perform three experiments to assess texture classification rates over 92
images for each of 20, 40 and 61 textures respectively. The first experiment,
where we classify images from 20 textures, corresponds to the setup employed
by Cula and Dana [2]. The second experiment, where 40 textures are classified,



is modeled on the setup of Leung and Malik [13]. In the third experiment, we
classify all 61 textures present in the Columbia- trecht database. The 92 images
are selected as follows: for each texture in the database, there are 118 images
where the viewing angle  is less than 60 degrees. Out of these, only those 92 are
chosen for which a su ciently large region could be cropped across all texture
classes.

ach experiment consists of three stages: texton dictionary generation model
generation, where models are learnt for the textures from training images and,
classification of novel images. The 92 images for each texture are partitioned
into two sets. Images in the first (training) set are used for dictionary and model
generation, classification accuracy is only assessed on the 46 images for each
texture in the second (test) set.

ach of the 46 images per texture defines a model for that texture as follows:
the image is mapped (vector quanti ed) to a texton distribution (histogram).
Thus, each texture is represented by a set of 46 histograms. An image from the
test set is then classified by choosing the closest model histogram, and hence the
corresponding texture class. The distance function used to define closest is the

significance test [16].

In all three experiments we follow both [2] and [13], and learn the texton dic-
tionary from 20 textures (using the procedure outlined before in subsection 2.3).
The particular textures used are specified in figure 7 of [13].

In the first experiment, 20 novel textures are chosen (see figure 5 in [2] for
a list of the novel textures) and 20 x 46 = 920 novel images are classified in
all. In the second experiment, the 40 textures specified in figure 7 of [13] are
chosen. Here, a total of 40 x 46 = 1840 novel images are classified. Finally,
in the third experiment, all the textures in the Columbia- trecht database are
classified using the same procedure. The results for all three experiments are
presented in table 1.

# of texture classes

filters 20 0 61
S 96.30 9 .16 9 .
LM 96.0 93. 93.

MR | 9 .13 92.06 90. 6
MR | 9.0 96.30 96.0

ab 1. Comparison of the classification rates for varying number of texture classes
for each of the four filter sets. In all cases, 6 models are used for each texture class.

Two points are notable in these results. First, the M 8 and filters
out perform the LM filters. This is a clear indicator that a rotationally invariant
description is not a disadvantage (i.e. salient information for classification is not
lost). econd, the fact that M 8 does better than and LM is also evidence
that clustering in a lower dimensional space is advantageous. The M 4 filter
bank loses out because it only contains filters at a single scale and hence can’t



extract such rich features. hat is also very encouraging with this classification
method is that as the number of texture classes increases there is only a small
decrease in the classification rate.

ducin t nu ro od

In this section, our objective is to reduce the number of models required for each
texture class. In the previous section, the number of models was the same as
the number of training images (and in effect [13] used 20 models images for ev-
ery texture). Here we want to reduce the number of models to that appropriate
for each texture, independent of the number of training images. As is demon-
strated in figure 9 some textures may require far fewer models than others. e
will investigate two approaches for reducing the number of models. The first is
selection of the histograms to determine the “natural” models for a particular
texture. The second is pose normali ation.

The classification experiments in this section are slightly modified so as to
maximise the total number of images classified. If only = models per texture are
used for training, then the rest of the 46 training images are added to the
test set so that they too may be classified. Thus, for example when classifying 61
textures, if only = 10 models are used then a total of 82 images per texture

Fig. . Models per texture: the top row shows four images of the same texture, ribbed
paper, photographed under different viewing and lighting conditions. The images look
very different. The bottom row shows images of rough paper taken under the same
conditions as the images in the first row. These images don t differ so markedly because
the texture doesn t exhibit surface normal effects. The consequence is that fewer models
are required to represent rough paper over all viewpoints and lighting than for ribbed

paper.



are classified giving a total of 82 x 61 = 5002 images. The texton dictionary used
is the same as in the previous section and has 200 textons.

e would expect that the number of different models that a texture requires is a
function of how much the texture changes in appearance with imaging conditions,
i.e. it is a function of the material properties of the texture. For example, if a
texture is isotropic then the effect of varying the lighting a imuthal angle will be
less pronounced than for one that is anisotropic. Thus other parameters (such
as relief profile) being equal, fewer models would be required for the isotropic
texture (than the anisotropic) to cover the changes due to lighting variation.

However, if we are selecting models for the express purpose of classification,
then another parameter, the inter class image variation, also becomes very im-
portant in determining the number of models. For example, even if a texture
varies considerably with changing imaging conditions it can be classified accu-
rately using just a few models if all the other textures look very different from it.
Conversely, if two textures look very similar then many models may be needed to
distinguish between them even if they do not show much variation individually.
Here, we investigate two schemes for model reduction, both of which take into
account the inter and intra class image variation.

e oi algori ach histogram may be thought of as a point in |, where

is the number of bins in the histogram, so that the models for a particular
texture class simply consist of a set of points in the space. Therefore, given
a distance function between two points, in our case , the e oi algorithm
may be used to cluster the histograms of all the training images (i.e. all the
training images taken from all the texture classes) into representative centres
(models). e oi is a standard clustering algorithm [10] where the update
rule always moves the cluster centre to the nearest data point in the cluster,
but does not merge the points as in eans. In fact, eanscan only be
applied to each texture class locally. It can not be applied here as it merges data
points and thus the resultant cluster centres can not be identified distinctly with
individual textures. Table 2a lists the results of classifying 20 textures using the

four different filter banks with = 60 120 and 180, resulting in an average of
3 6 and 9 models per texture.
The classification rate with 9 e 01 selected models per texture is almost

as good as using all 46 models (see column 1 in table 1). It should be noted here,
that due to the increase in the si e of the test set, many more novel images have
to be classified correctly to achieve the same classification rate as in the previous
section. evertheless, there is still significant room for improvement.

ree  algori An alternative to the e oi clustering algorithm is a
greedy algorithm designed to maximise the classification accuracy while min-
imising the number of models used. The algorithm is initiali ed by setting the



verage # of models per texture verage # of models per texture
filters 3 6 9 filters 3 6 9
S .66 6. 0 90.12 S 3 9 .21 9 .01
LM .16 6.69 90.36 LM 6.69 9 .99 9.3
MR | 69.9 0.93 .36 MR .00 93.66 96.39
MR 9.10 9.9 93. 9 MR | 90.6 9.1 9 .61
@ ®
ab . Classification rates for each of the four filter sets when the models are au-
tomatically selected by (a) the algorithm, and (b) the algorithm. In

all cases there are 20 texture classes.

number of models equal to the number of training images. Then, at each itera-
tion step, one model is discarded. This model is chosen to be the one for which
the classification accuracy decreases the least when it is dropped. This iteration
is repeated until no more models are left. Figure 10, and table 2, show the re-
sultant classification accuracy versus number of models for the four filter banks
when classifying 20 40 and 61 textures. Figure 11 shows the 9 textures that were
assigned the most models as well as the 9 textures that were assigned the least
models while classifying all 61 textures.

A very respectable classification rate of over 97% correct is achieved for an
average of 9 models per texture, even when all 61 texture classes are included.
Furthermore, for most of the images that were misclassified, the correct texture
class was ranked within the 5 most probable texture classes. It can therefore be
hoped that incorporating extra information in the form of second order statistics

20 Textures 40 Textures 61 Textures
100 T T T 100 T T T T 100 T T T

Classification accuracy %
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-0 ‘ : ‘ 70 ‘ ‘ : ; 76 ‘ ‘ :
2 a4 6 8 2 a4 6 8 10 2 4 6 8 10
Models per texture Models per texture Models per texture
Fig. 1 . Classification rates for models selected by the algorithm for 20, 0 and

61 textures.



Fig. 11. Models selected by the algorithm while classifying all 61 textures: The
top row shows the 9 texture classes, and the corresponding number of models, that were
assigned the most number of models by the algorithm while the bottom row
shows the 9 classes that were assigned the least number of models. Moving from left
to right, the textures and the number of models assigned to it are: rtifical grass (1 ),
Sandpaper (1 ), Velvet (13), Plaster B (13), Rug  (13), Terrycloth (12), luminium
oil (12), wuarry Tile (12), White Bread (12), Lettuce Leaf ( ), Sponge ( ), Cracker
(3), Peacock eather (3), Corn Husk (3), Straw (3), Painted Spheres (3), Roof Shingle
(3) and Limestone (2).

or the co-occurrence of textons will lead to almost all the images being classified
correctly (see future work).

These results compare very favourably with those reported in [2] and [13].
Cula and Dana obtain a classification rate of 96% while effectively using 11
models per texture. sing 5 models per texture, they achieve a classification
rate of roughly 87% (see figure 6 and table 2 in [2]). In contrast, again for
20 textures, the M 8 filter bank achieves a classification rate of 96% using
5 models per texture and achieves 98.4% using, on average, 10.4 models per
texture. The main reason why the ree algorithm uses a fewer number of
models for an equivalent classification rate is because the models that Cula and
Dana learn are general models and not geared specifically to classification. They
ignore the inter class variability between textures and concentrate only on the
intra class variability. The models for a texture are selected by first projecting all
the training and test images into a low dimensional space using CA. A manifold
is fitted to these projected points, and then reduced by systematically discarding
those points which least affect the “shape” of the manifold. The points which
are left in the end correspond to the model images that define the texture. ince
the models for a texture are chosen in isolation from the other textures, their
algorithm ignores the inter class variation between textures.

For 40 textures, Leung and Malik report an accuracy rate of 95.6% for clas-
sifying multiple (20) images and 87% for single images using an algorithm which
effectively needs 20 models per texture. The M 8 filter bank achieves 95.6% ac-
curacy on the same textures using only 6.05 models per texture, and furthermore
achieves 98.01% accuracy using, on average, 9.07 models per texture.
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Fig.1 . The effect of pose normalization on a set of 12 images for two textures: Rough
Plastic and Plaster . The 12 images have been sorted according to increasing
viewing angle and this is represented on the X axis. The axis is the distance
between the model image and the given image. The pose normalized images consistently
have a reduced  distance which translates into better classification.

In [17] it was demonstrated that, provided a texture has su cient directional
variation, it can be pose normali ed by maximi ing weak isotropy of the second
moment gradient matrix (a method originally suggested in [14]). The method
is applicable in the absence of solid texture effects. Here we investigate if this
normali ation can be used to at least reduce the effects of changing viewpoint,
and hence provide tighter clusters of the filter responses, or better still reduce
the number of models needed to account for viewpoint change.

In detail, if the normali ation is successful, then for moderate changes in the
viewing angle, two such “pose normali ed” images of the same texture should
differ from each other by only a similarity transformation. If there are no major
changes in scale, the responses of a rotationally invariant filter bank (M or )
to these images should be much the same.

A preliminary investigation shows that this is indeed the case for suitable
textures. Figure 12 shows results for two textures - “ laster A” and “ ough

lastic”. Twelve images of each texture are selected to have similar photometric
appearance, but monotonically varying viewing angle. The graph shows the
distance between the texton histogram of one of the images (selected as the
model image) and the rest, before and after pose normali ation. As can be seen,
the  distance is reduced for the pose normali ed images. This in turn translates
to better classification as well. On experiments on 4 textures, using the same 12
image set and 1 model per texture, the classification rate increased from 81.81%
before pose normali ation to 93.18% afterwards.



(a) (b) (c)

Fig.1 . Scaling the data results in new models: The histogram of texton labelings of
(a) the original image (b) the image scaled up by a factor of 3 and (c) the image scaled
down by a factor of 3. 1l three models are substantially different indicating that the
texton vocabulary is su cient, and it is the model that must be extended.

In this subsection, we investigate how various factors affect our algorithm’s clas-
sification rate. e first calculate a benchmark classification rate and then vary
the images in the training set and also the si e of the texton dictionary to see
how performance is affected.

Initially, the texton dictionary is built by learning 10 textons from each of
the 61 textures (using the procedure described in subsection 2.3) to have a total
of 610 textons. Also, the 46 training images per texture from which the models
will be generated are chosen by selecting every alternate image from the set of 92
available. nder these conditions, the M 8 filter bank achieves a classification
accuracy rate of 98.3% when classifying all 61 textures using, on average, 8
models per texture.

To see if this choice of training images is important for our algorithm, the
classification experiment was repeated using 46 training images that were chosen
randomly from the 92 available. The average classification accuracy, computed
over 10000 trial runs, was 98.16% and had stabili ed to that value within 84
runs.

e also evaluated the “expressive power” of our texton dictionary by per-
forming the experiment having compiled the textons from only 31 randomly cho-
sen texture classes, giving a total of 310 textons. The classification rate decreased
only slightly to 98.19% signifying that our textons are su ciently versatile.

The number of textons in the dictionary can further be reduced by merging
textons which lie very close to each other. e pruned down the si e of the
dictionary from 310 to 100 textons by selecting 80 of the most distinct textons
(i-e. those textons that didn’t have any other textons lying close by) and ran

eans, with = 20, on the rest. This procedure entailed another slight decrease
in the classification accuracy to 97.38%.

Thus, while classifying 61 textures, the best classification rate achieved was
98.3% obtained when all 610 textons were used and the worst rate was 97.38%
when only 100 textons wree used. e can therefore conclude that our algorithm
is robust to the choice of training image set and texton vocabulary with the
classification rate not being affected much by changes in these parameters.



Finally, a word about scale. It may be of concern that the M 4 filter bank
does not have filters at multiple scales and hence will be unable to handle scale
changes successfully. To test this 25 images from 14 texture classes were artifi-
cially scaled, both up and down, by a factor of 3. The classification experiment
was repeated using the original, normal si ed, filter banks and texton dictionar-
ies. e found that as long as models from the scaled images were included as
part of the texture class definition, classification accuracy was virtually unaf-
fected and classification rates of over 97% were achieved. However, if the choice
of models was restricted to those drawn from the original si ed images, then the
classification rate dropped to 17%. It is evident from this that filter bank and
texton vocabulary are su cient, and it is the model that must be extended.

onc u ion nd utur or

e have demonstrated that with a handful of models per texture, classification
rates superior to [2,13] can be achieved. In particular, only a single image is
required for classification, not twenty with registration, and there is no need to
supply the imaging conditions, either implicitly or explicitly.

y developing the M set, we are now in a position where we will be able
to compare the “texton clustering and distribution” method of discriminating
textures with the ayesian approach proposed by onishi and uille [12]. Their
method stores the joint DF of filter responses (in suitably si ed bins), and is
completely infeasible if the dimension of the filter space is large — [12] use a six
dimensional space. For example, it would not be possible to use this approach
with the 48 dimensional filter space used by [13]. onishi and uille make strong
use of colour, but achieve impressive results in classifying outdoor scenes into a
small number of texture classes.

e also plan to investigate how the co-occurrence of textons (as in [18])
can lead to further improvements. Traditional rotation invariant filter banks are
not very successful at measuring anisotropic features. However, the M filter
banks can detect such features accurately. Furthermore, recording the relative
orientation at which the features occur will allow additional discriminability
while preserving rotational invariance.

Finally, one other interesting point to investigate is whether the dimension-
ality of the M filter response space can be reduced still further by not only
taking the maximum response over orientations but also over all scales as well.
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