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and a rigorous proof of its correctness, are given for a net-
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1. Introduction
1.1. Goals

By a distributed multiprocess system, we mean a
system composed of physically separated processes
which communicate with one another by sending
messages. We will describe an algorithm for imple-
menting any system as a highly reliable distributed
multiprocess system. The reliability of such a system
involves two major goals.

Goal 1.\ To enable the system to continue func-
/" tioning despite the failure of one or more

processes or communication lines.

To enable the system to function correctly

despite the malfunctioning of one or more

processes or communication lines.

We say that a component “fails” when it com-
pletely stops functioning. We say that it “malfunc-
tions” if it continues to operate, but performs one or
more operations incorrectly. The two goals are there-
fore quite different. Our primary concern is Goal 1,
we will only briefly discuss Goal 2.

To illustrate the objective of our algorithm, con-
sider an airline reservation system. Such a system is
usually implemented by using a single central com-
puter to process the reservations. If that computer
fails or loses communication with the reservation sta-
tions, then the system stops functioning. A special
case of our algorithm allows the system to be imple-
mented with three computers at separate locations. It
will continue to process reservations normally so long
as any two of the computers and the communication
lines joining them are functioning properly. The gen-
eral algorithm allows an implementation by an arbi-
trary network of computers, and enables the system
to continue operating so long as a large enough por-
tion of the network is functioning properly.

We make no assumptions about what happens
when a process or communication line has failed. In
particular, we do not assume that a process can detect
that a communication line or another process has
failed. A process need not even detect its own failure,
but may at any time continue from the point in its
algorithm at which it had failed.

Goal 2.
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It may be hard for the reader to appreciate the dif-
ficulty of this problem if he has not tried to solve it
himself. For example, an obvious approach for an air-
line reservation system with three computers is to
have each one vote on whether to grant a reservation,
and to require two “yes’ votes for it to be granted.
However, suppose that three different requests for a
seat on the same flight are issued concurrently at dif-
ferent sites, and there are only two seats left. Each
computer will vote “yes” on two of the requests, so it
is possible for all three reservations to receive two
“yes” votes and thus be granted-thereby overfilling
the flight. ! We hope that this example gives some
indication of how difficult the problem is.

What it means to achieve Goal 1 is a subtle ques-
tion, and we know of no previous work which
approaches it rigorously. Correctness proofs of algo-
rithms usually ignore questions of physical execution
time. However, the concept of failure is meaningless
without a notion of physical time. We can only tell

that a computer system has failed (“crashed”) when

we have been waiting too long for a response. The
first part of this paper is devoted to defining exactly
what Goal 1 means.

Our primary aim is to describe and prove the cor-
rectness of a general algorithm for achieving Goal 1.
However, we are faced with a dilemma. The general
algorithm is somewhat complicated, and a complete
discussion of it would be quite long. Moreover, a rig-
orous analysis of any algorithm requires simplifying
assumptions. Were we to restrict ourselves to such an
analysis, we might give the impression that our algo-
rithm is useless because it is based upon unrealistic
assumptions. However, a thorough discussion of im-
plementation details would be unbearably long. We
have therefore chosen a compromise approach. We
will give a rigorous exposition only for a special case
of our algorithm, and will just sketch the general algo-
rithm. We will also discuss how the algorithm can be
used as the basis for a reliable distributed system,
although many details will be omitted.

We wish to emphasize that we are concerned with
a practical method for implementing a system which
has already been specified. We will therefore discuss,
at least briefly, the most difficult implementation
problems. Space limitations have forced us to ignore

1 We are considering an idealized airline reservation system
in which flights may not be overfilled. Allowing a flight to
be overfilled simplifies this particular problem, but does
not lead to any useful general approach.

many problems whose solutions we felt to be straight-
forward. It is inevitable that some things which seem
straightforward to us will not be obvious to some rea-
ders. We can only assure the reader that we have tried
to discover all the problems that would arise in an
implementation, and have not knowingly hidden any
that we could not solve. Only an actual implementa-
tion can determine if we have overlooked any diffi-
cult ones.

The remainder of Section 1 is devoted to a precise
statement of Goals 1 and 2. In Section 2, we describe
and prove the correctness of our algorithm for a par-
ticular network of processes containing idealized
clocks. In Section 3, we indicate how the algorithm
can be generalized to an arbitrary network of pro-
cesses with real clocks. Section 4 discusses how our
algorithm can be used as the basis for a practical total
system which satisfies Goals1 and 2. An index of
symbols and special terms is included at the end of
the paper.

1.2. Logical specification of the system

1.2.1. The user machine

In order to prove that a system is implemented
correctly, we need a way of defining precisely what
the system is supposed to do. We consider the opera-
\tion of the system to consist of receiving commands
and generating responses. For example, Table 1 gives
some commands and possible responses that they
might generate in an airline reservation system.

Let us suppose for now that all the commands are
issued sequentially by a single user. We can then spec-
ify the system by a state machine, which we call the
user machine. The user machine is defined by a set §

Table 1
Examples of commands and possible responses in an airline
reservation system

Command Response

1. Flight filled, Jones
placed on waiting list.

1. Request 1 seat for Jones
on Flight 221 for 2/7/80.

2. Cancel reservation for 2. (a) Smith’s reservation
Smith on Flight 221 for cancelled,
2/7/80. (b) Jones moved from
waiting list onto
Flight 221 for
2/7/80.

3. How many seats are left 3. 27 seats left.

on Flight 123 for 2/7/807?




L. Lamport | Reliable distributed multiprocess systems 97

of possible states, a set C of possible commands, a set
R of possible responses, and a mapping e: CX S~
R X 8. The relation e(C, §) = (R, S') means that exe-
cuting the command C with the user machine in state
S produces the response R and changes the user ma-
chine state to S’

Specifying a system by a user machine is a con-
ceptually simple task. For example, a state for an air-
line reservation system might consist of a set of
flights, where each flight consists of a flight number,
date, capacity, list of reservations granted, and wait-
ing list. After specifying the sets of commands and
responses, it is in principle easy to define the mapping
e which specifies exactly what the airline reservation

system is supposed to do. More precisely, defining e is -

a straightforward sequential programming problem.

As another example, we consider a distributed file
system. Defining the individual read and write opera-
tions as user machine commands might be impracti-
cal, for reasons which will become clear later. Instead,
the user machine could be employed only to acquire
and release files. The actual reading and writing of the
files would then be external to the system specified
by the user machine. The user machine state would
include a directory of the files, but not the contents
of the files themselves. The actual specification of
such a user machine is simple and of little interest.

As this example indicates, the user machine might
specify a synchronizing kernel of a larger system. The
relation of the user machine to the total system will
be discussed in Section 4. Now, we are only con-
cemned with implementing the system which is speci-
fied by a given user machine. The details of this user
machine do not concern us. We need only observe
that the user machine is deterministic and that its
action is defined for every command, state pair. (An
invalid command, such as requesting a seat on a non-
existent flight, can simply produce an error message
response and leave the wuser machine state un-
changed.)

m
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1.2.2. Multiple users

So far, we have pretended that all commands come
from a single user. We not consider the real case in
which there are a number of users who can issue com-
mands concurrently. For example, each reservation
station of an airline reservation system might be a
separate user. To employ the user machine, it is
necessary to sequence the commands from the differ-
ent users to form a single stream of commands, and
to distribute the responses to the appropriate users.
Logically, the system then appears as in fig. 1. We
emphasize that this is a logical description only.
Achieving Goal 1 requires that none of the boxes in
fig. 1 be implemented by a single component. Each of
the three logical functions — sequencer, user machine,
and distributor — must be physically distributed
throughout the system.

We have to specify what correctness conditions the
sequencer and distributor must satisfy. We make the
following obvious and simple requirement for the
sequencer.

SC. If a command C is issued before a command Cs,
then C; must precede C, in the user machine’s com-
mand sequence.

A discussion of what “before” means in the hy-
pothesis is beyond the scope of this paper, and we
must refer the reader to [1]. It is shown there that in
some cases neither command is issued before the
other, so condition SC does not completely specify
the sequencing of commands in the command stream.

Correctness of the distributor simply means that
responses are sent to the appropriate users. Note that
different parts of a single response may have to be
sent to different users. Implementing the distributor
is a straightforward problem in message routing, and
will not concern us. We will therefore ignore the dis-
tributor, except for a brief mention in Section 4.3.4
of its role in achieving Goal 2.
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Fig. 1. The logical system.
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1.2.3. Response time

There is one crucial element that has so far been
left out of our discussion: time. Correctly executing
the user machine is not enough; we must also require
that a response be generated reasonably soon after a
command is issued. An airline reservation system is of
little use if it can take weeks to process a reservation.
We would therefore like to require that there be some
length of time A such that the response to a com-
mand is generated within A seconds after the com-
mand is issued. (For linguistic convenience, we use
the word “second” to denote an arbitrary unit of
time.)

Communication failure may make it impossible to
execute a particular command within A seconds after
it is issued. It turns out to be difficult for a system to
execute such a command later without either delay-
ing the execution of other commands or violating
condition SC. We therefore introduce the possibility
of rejecting such a command, so it does not appear in
the user machine’s command stream. Our logical sys-
tem now appears as shown in fig. 2. The accepter
decides whether a command is accepted as input to
the user machine or is rejected. A command should
normally be accepted, and it should be rejected only
because of the failure of some physical components.
A precise correctness condition for the accepter must
depend upon the physical configuration of the sys-
tem, and will be given in Section 1.4.

There should also be some provision for notifying
a user if his command is rejected, but we will ignore
this problem. Implementing such notification would
require only a simple addition to our algorithm.

Having introduced the accepter, we can now
require that the response to every accepted command
be generated within A seconds after the command is
issued, for some fixed parameter A. The value of A
must depend upon the physical details of the system.
For any general algorithm, one can only express A in
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terms of worst-case message transmission and
response times.

The “functioning” of the system mentioned in
Goal 1 can be defined by this requirement plus some
condition on when commands must be accepted,
Note that because we want to reglect the implementa-
tion of the distributor, we merely require that the
response be generated within A seconds. We will not
worry about when it reaches the user(s).

1.3. The physical system

Fig. 2 shows the logical specification of the sys-
tem. We now describe the “physical” system of pro-
cesses with which this logical system must be imple-
mented. We assume a network composed of processes
and one-way communication lines, such as the one
shown in fig. 3. A process can communicate with a
neighboring process by sending messages over a com-
munication line. This might represent sending mes-
sages between two processes in a single computer via
the operating system, or between two computers on
different continents via satellite. The details of mes-
sage transmission will not concern us.

In an airline reservation system, the bookkeepers
would be the computers which process reservations.
The users might be the reservation stations together
with any other processes that can issue commands or
receive responses; e.g., there might be a user process
at every airport that must know how many meals to
order for each flight.

1.4. Reliability

Goals 1 and 2 require that the system continue to
operate correctly despite the failure or malfunction
of some physical components. Equivalently, we
require that the system continue to operate correctly
so long as a large enough portion of the network of
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Fig. 2. Logical system when commands may be rejected.
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BOOKKEEPER

Fig. 3. A sample physical system.

processes is functioning properly. Instead of consider-
ing the entire network, it is convenient to restrict our
attention to the network of bookkeepers. This will
result in a correctness condition which is not com-
pletely general, and which can be satisfied only under
special assumptions. What these assumptions are, and
how the condition can be generalized, are discussed in
Section 3.2.3.

Proper functioning of communication lines
between users and bookkeepers is needed to insure
that commands reach a bookkeeper soon enough —
i.e., within 8 seconds of when they are issued, for
some §. Since we are ignoring the problem of dis-
tributing responses to the users, we can reformulate
Goals 1 and 2 as follows.

If a large enough subnetwork m of the network of
bookkeepers functions properly, then any command
issued at a time T which is received by any book-
keeper in m before time T+ § will be accepted, and
will be executed by every bookkeeper in m before
time 7 + A.

Note that this condition explicitly mentions only
the network of bookkeepers, and depends upon the
configuration of user processes only through the
parameter §. To state the condition more precisely,
we must define the exact hypothesis which the sub-
network m must satisfy.

We begin with an intuitive discussion. At any time,
let an amoeba be a maximal strongly connected sub-

















































