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Tutorial Goals

ÅProvide insight into core ML problems in IR

ÅSurvey recent high-impact ML contributions to IR

ÅHighlight areas with promising opportunities for ML
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Tutorial Overview

1. IR:   Background and Challenges for Learning 

2. Recent Advances at IR-ML Crossroads
ï Modeling relevance

ï Learning from user behavior

ï Learning to rank

3. Emerging Opportunities for Learning in IR
ï Online advertising

ï Risk-reward tradeoffs for retrieval algorithms

ï Learning complex structured outputs

4. Summary and Bibliography

IR Overview

Å.ŀǎƛŎ Lw ǇŀǊŀŘƛƎƳΥ  ǎŀǘƛǎŦȅƛƴƎ ǳǎŜǊǎΩ ƛƴŦƻǊƳŀǘƛƻƴ ƴŜŜŘǎ

Å Industry-defining applications:  search, advertising, recommenders

ÅMajor research areas
ïModeling and estimating user intent 

ïProcessing and modeling information from documents

ïSelecting and ranking relevant results, incorporating feedback

ÅCore IR problems are modeling and prediction tasks

user documentcollectionretrieval system

query,
context

results

feedback

information

need

crawling,
indexing
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IR Increasingly Relies on ML

ÅClassic IR:  heuristicsthat capture query-document similarity
ïTF-IDF, BM25, RocchioŎƭŀǎǎƛŦƛŎŀǘƛƻƴΣ Χ

ÅLast 15 years:  using evidence sources beyond document text
ï5ƻŎǳƳŜƴǘ ǎǘǊǳŎǘǳǊŜΥ  ƘȅǇŜǊǘŜȄǘ ǇǊƻǇŜǊǘƛŜǎΣ ƴŀƳŜŘ Ŝƴǘƛǘȅ ŜȄǘǊŀŎǘƛƻƴΣ Χ

ïCollection structure:   annotation of in-ƭƛƴƪǎ όŀƴŎƘƻǊ ǘŜȄǘύΣ ŀǳǘƘƻǊƛǘȅΣ Χ

ïUser behavior data:   from past clicks to browsing patterns

ÅQuery and document models are becoming increasingly complex
ï[ŀƴƎǳŀƎŜΣ ǎǘǊǳŎǘǳǊŜΣ ǊŜƭŀǘƛƻƴǎΣ ǳǎŜǊ ōŜƘŀǾƛƻǊΣ ǘƛƳŜΣ ƭƻŎŀǘƛƻƴΣ ΧΦ

ïRich applications for generative, discriminative and hybrid approaches

ÅHeuristics cannot scale, ML is the obvious solution

IR:   Cornucopia of ML Problems

ÅClassification:  content/query categorization, spam detection, 
Ŝƴǘƛǘȅ ǊŜŎƻƎƴƛǘƛƻƴΣ Χ

ÅRanking:   result selection and ordering

ÅClustering:   retrieval result organization, user need segmentation 

ÅSemi-supervised learning:   unlabeled data is omnipresent

ÅActive learning:   ranking, recommenders

ÅMulti-instance learning:   image retrieval

ÅReinforcement learning:  online advertising
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Basic IR Processes

Information Need

Representation

Query

Document

Representation

Indexed Objects

Retrieved Objects

Evaluation/Feedback

Comparison

Characteristic IR challenges

ÅUncertainty: task, topic, relevance, resources

ÅScale: feature space, size, speed tradeoffs

ÅEvaluation and Feedback: user satisfaction

ÅTemporal:  freshness and drift

ÅAdversarial: spam and security
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IR challenge: task variation
From precise lookup to random browsing

ÅUsers may not know how
to ask for what they need

ÅOr even whatǘƘŜȅ ƴŜŜŘΧ

ÅAmbiguous intent

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

Decreasing precision of request

Queries can have multiple potential intents

[Courtesy of F. Radlinski, 
MSR Cambridge]

Columbia
clothing/sportswear

Colombia
(Country: misspelling)

Columbia University

Columbia Records
music/video columbia
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IR challenge: What if query and document 
ǘŜǊƳǎ ŘƻƴΩǘ ƳŀǘŎƘΚ  hǊ ƳŀǘŎƘ ƛƴŎƻǊǊŜŎǘƭȅΚ

Original
Query

Top 10
Results
Page

Search
Engine

ñpicking the

best stock market

portfolioò

Itôs easier to 

choose the optimal

set of equities to 

buy if you know 

your tolerance for

risk in the market

If you want to 

market your skills 

you can build your 

own portfolio of 

stock photographs 

by choosing the 

best ones in your 

collectioné

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

How can we formalize this vague notion of
ΨǊŜƭŜǾŀƴŎŜΩ ŦƻǊ ƭŜŀǊƴƛƴƎ ŀƭƎƻǊƛǘƘƳǎΚ

Å`System-ƻǊƛŜƴǘŜŘΩ ǊŜƭŜǾŀƴŎŜΥ

ïOverlap in representations of Q and D

ÅBut simple overlap ignores many important factors, such as:

ïPreferences and prior knowledge of user who issued request

ïTask that prompted the request

ïOther documents in collection

ïPrevious queries of this or other users

ïExternal information on the (non) relevance of D

ÅMizzarro[1997] surveyed 160 different formulations of 
relevance for IR tasks
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ÅScience.gov searches 38 databases 
and 1,950 selected websites.
Å200 million pages of U.S. ƎƻǾΩǘ
scientific information, e.g.
ÅPubMed
ÅNASA Technical Reports
ÅNational Science Digital Library
ÅNational Tech. Info. Service

ÅMany data sources may be hiddenor
unavailableto standard Web crawlers
ÅNot all sources may be co-operative
ÅInformation sources may all be within
the sameorganization or even same
search system (tiers, index partitions)

What if information is distributed across many 
sources?  

IR challenge: Multiple resources

Å Iƻǿ ǘƻ ƭŜŀǊƴ ǿƘŀǘΩǎ ƛƴ ŀ ǊŜǎƻǳǊŎŜΚ

ïQuery-based sampling 
[Callan2000]

Å Learning which resources are best
for a given query

ïResource selection [Si 2004]

Å There is a costfor accessing a resource

ïLearning when NOT to access a resource

Å Merge results returned by different searches

ïMetasearch: learning how to calibrate & combine 
[Aslam& Montague 2001]

ï Information extraction and integration: Extract relevant name from one place, 
ǊŜƭŜǾŀƴǘ ƭƻŎŀǘƛƻƴ ŦǊƻƳ ŀƴƻǘƘŜǊΣ Χ  ώNeves, Fox, Yu 2005]

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison
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¢ƘŜ ΨƭƻƴƎ ǘŀƛƭΩ ƻŦ ŀ ǎŜŀǊŎƘ ƭƻƎ

Danny Sullivan, Search Engine Watch, Sep. 2, 2004. http://searchenginewatch.com/3403041

IR challenge: scale

ÅMust scale over users/collections/dimensionality

ÅHigh throughput, real-time requirements of online 
systems: test time vstraining time complexity

ïe.g. typical 250ms cutoff, with timeouts for subsystem 
dependencies much shorter.

ÅHuge number of potential features

ïUnstructured data

ïAmbiguity, subtlety, complexity of human language
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IR challenge: Evaluation, ground-truth and 
feedback uncertainty

Information Need

Representation

Query

Document

Representation

Indexed 
Objects

Retrieved Objects

Evaluation/Feedback

Comparison

ÅUncertain/noisy evidence:

Å Implicit feedback

ÅClick data, user behavior

ÅPseudo-relevance feedback

ÅExplicit feedback

ïάCƛƴŘ ǎƛƳƛƭŀǊέΣ άaƻǊŜ ƭƛƪŜ ǘƘƛǎέ

ÅFormal relevance assessments

ïMissing or limited data, assessor disagreement

ÅCovered in detail later for evaluation and user modeling

IR challenge: Adversarial issues

Å/ƻƴǘƛƴǳƻǳǎΣ ŜǾƻƭǾƛƴƎ ȫǿŀǊΩ ōŜǘǿŜŜƴ ǇǊƻǾƛŘŜǊǎ ŀƴŘ 
spammers

ÅSearch: Artificial ranking increases to attract visitors

ÅLink farms [Eiron, McCurley, Tomlin 2004;  Du, Shi & Zhao 2007]

ÅKeyword stuffing [Ntoulas, Najork, Manasse& Fetterly, 2006]

ÅCloaking and redirection [Wu and Davison 2005]

ÅAds: aggregators, bounce rate [Sculleyet al. 2009], click bots

ÅMajority of issues at crawl & index time
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IR challenge: Temporal issues

ÅWeb is dynamic: keeping pace with changing 
content, size, topology, and use

ÅFreshness [Lewandowski 2008]

ÅModeling page updates [Adar et al. 2009] and user 
revisitation[Adar, Teevan, Dumais 2008]

ÅCrawling strategies must optimize for 
multiple goals, including:
Å Optimize allocation of bandwidth, computing resources

Å Re-visitation frequency for freshness

Å Politeness

Å Parallelization: coordinating distributed crawlers

Tutorial Overview

1. IR:   Background and Challenges for Learning 

2. Recent Advances at IR-ML Crossroads
ï Modeling relevance

ï Learning from user behavior

ï Learning to rank

3. Emerging Opportunities for Learning in IR
ï Online advertising

ï Risk-reward tradeoffs for retrieval algorithms

ï Learning complex structured outputs

4. Summary and Bibliography
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Outline: Modeling relevance

ÅBackground on text representation and 
probabilistic retrieval models

ÅGenerativevs. discriminative methods

ÅFocus applications:

ïLanguage modeling for retrieval, query model smoothing

ïQuery performance prediction

ïAdaptive filtering

Highly simplified summary
of IR retrieval model development

Boolean:
Binary  vector

Vector space, 
term weighting,
Ranked results

Classic probabilistic
models

Language modeling
approach

& risk minimization
Learning to rank

Discriminative models
logistic regression, SVM

Inference
networks

Adaptive filtering
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Text representation:  heuristic tf.idf weights combine 
frequency and informativeness

ÅEach term i in document d gets a tf.idf weight

Å Increases with the number of occurrences within a doc
Å Increases with rarity of the term acrossthe whole corpus

Å tf.idf approximates a Fisher kernel for the DirichletCompound 
Multinomial [Elkan2005].  
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Combining tf.idf with the classical 
vector space model

ÅVector space scoring function is very general:

ÅRetrieval becomes a k-nearest-neighbor problem in a high-
dimensional feature space

ÅRelevance is measured by distance from query
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Probabilistic IR methods provide a principled 
foundation for reasoning under uncertainty

ÅUnderlying problems:

1. Ranking documents

2. Traditional IR: Doc/query matching is semantically imprecise.

Can we use probabilities to quantify our uncertainties?

ÅStep 1: Assign probability of relevanceto each document

ÅStep 2: Rank documents: highest probability get highest rank

Å²Ŝ ƻōǎŜǊǾŜ ŀ ǳǎŜǊΩǎ ǉǳŜǊȅ vΣ ŀƴŘ ƻŦǘŜƴ ƴƻǘ ƳǳŎƘ ŜƭǎŜΣ ƛƴ 
addition to document D

ÅProbability Ranking Principle: rank documents in order of 
probability of relevanceto the information need

Classical probabilistic retrieval model 
[Robertson & Sparck-Jones 1976]

ÅTreats retrieval as a kind of Naïve Bayesclassification 
problem with relevant/non-relevant classes

ÅBinary independence model (BIM):

ïOnly presence/absence of terms is used: no term frequency

ïTerms are treated as independent

1.  Assign feature weights to query terms

ïHow does each term contribute to relevance? 

2. Score documents

ï!ŘŘ ǿŜƛƎƘǘǎ όάǾƻǘŜǎέύ ƻŦ ǘƘŜ ǉǳŜǊȅ ǘŜǊƳǎ ƛǘ Ŏƻƴǘŀƛƴǎ 

[ni , ri ]= count of [docs, relevant docs] 
containing term t i
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Okapi: Adding term frequency via the 
two-poissonmodel

ÅTwo-poissonΥ ! ŘƻŎǳƳŜƴǘ ƛǎ ΨŀōƻǳǘΩ ŀ ŎƻƴŎŜǇǘ όǘŜǊƳύ ƻǊ ƴƻǘ

ïΨ9ƭƛǘŜΩ ǘŜǊƳǎ ŀǊŜ ǘŜǊƳǎ ǘƘŀǘ ǘƘŜ ŘƻŎǳƳŜƴǘ ƛǎ ŀōƻǳǘ 

ïReplace presence/absence with query-term eliteness

ÅElitenessƛǎƴΩǘ ƪƴƻǿƴ ŘƛǊŜŎǘƭȅ ōǳǘ Ŏŀƴ ōŜ ŜǎǘƛƳŀǘŜŘ 
from statistical models

ÅOkapi / BM25 weighting:

ïOne of the most effective current weighting schemes

ïEstimate elitenessweights from observed term counts

ÅRSJ weight, TF factor, correction for document length

BM25

άk1, b and k3 are parameters which depend on the nature of the queries and 
possibly on the database; k1 and b default to 1.2 and 0.75 respectively, 
but smaller values of b are sometimes advantageous; in long queries k3 is 
ƻŦǘŜƴ ǎŜǘ ǘƻ т ƻǊ мллл όŜŦŦŜŎǘƛǾŜƭȅ ƛƴŦƛƴƛǘŜύέ 
[Robertson and Walker, 1999].
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The Language Modeling 
Approach to Information Retrieval

ÅQueries and documents are samples from language models 
whose parameters must be estimated

),( dq qqDq̒ d̒

Q D

Query Document
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Language model retrieval: 
Query likelihood

)|( QwPQuery

Document

Query LM

Document
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)|( DwP



6/17/2009

16

Language model retrieval: 
Document likelihood

)|( QwPQuery

Document

Query LM

Document
LM

)|( DwP

Language model retrieval: 
Model comparison

)|( QwPQuery

Document

Query LM

Document
LM

)|( DwP
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Regularization in the LM approach
[Zhai& Lafferty 2001]

ÅGoal: Provide estimates for missing or rare terms.
ÅApproaches are constrained by efficiency for retrieval

Jelinek-Mercer:  Interpolate MLE P(t | Md) with collection MLE

Dirichlet:  Conjugate prior for multinomial distribution
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Two-stage: JM + Dirichletfor both short and long queries

ÅThese ignore dependencies between terms

Semantic smoothing: Exploiting semantic 
dependencies between words or phrases

ÅRelations between two terms are 
defined by link functions

ÅLink functions ˂1 ... ˂ m, mixture 
parameters ̒ m 

ïSynonyms

ïMorphology (Stems)

ïFree association data

ïCo-occurrence
ÅTop documents

ÅExternal Web corpus

ÅRandom walk on translation graph

ÅStatistical translation models [Berger 
& Lafferty 1999]
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Document Scoring via
Bayesian Decision Theory

ññD=
Q D

QDDQDQ ddSdpUqpSUCqdr
q q

qqqqqq ),|(),|(),(),,,|(
CC

Source: C. Zhai, Risk Minimization and Language Modeling in Text Retrieval, PhD 
Dissertation, CMU, 2002.

Special case: Distance-based, independent loss

Handling topic uncertainty:  expectationover all possible models
Handling relevance uncertainty: specify concrete loss function

Document sources Sfor documents in collection C, user U.  Present a subset of documents D.

Latent Dirichlet Allocation [Blei, Ng, Jordan.  2001]

and other generative topic models

ÅSpecify K: number of topics, D: docs in corpus 

ÅLearning h , ̡ gives information 
about the corpus:

:h Semantic diversity of docs 

:̡ How similar topics are

:̒ Prob. of each topic in each document

ÅTopics and words can vary in generality

ÅLDA: Burstyin topics, but not in words

ÅHybrid: DCM-LDA [Doyle & Elkan, ICML 2009]

ïCaptures topic + word burstiness

ÅAdvantage:  Reasonable assumptions, interpretable parameters

ÅDisadvantage:  Not good at handling outliers

z

ɗ

wᶻɓ
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~̒ Dirichlet( )h
~z Dirichlet( )̡

z ~ Multinomial(̒ )
w ~ Multinomial(z )
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Generative Relevance Model 
[Lavrenko2004]

ÅDifferences from LDA:
ÅEffective at capturing outliers / rare events
ÅFew structural assumptions, easy & efficient to train 
(Free parameter ˂controls estimator variance)

ÅBeyond text: Learn models of text + image correspondence 
via shared relevance/semantic space

GRM

LDA

Markov Random Field retrieval scoring 
[Metzler & Croft 2005]

D
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ÅUndirected graphical model
ÅEdges capture dependency assumptions
ÅArbitrary features
ÅLinear scoring function
ÅPrefers documents containing features

that reflect dependencies present in query

Individual 
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LM or BM25 
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Unordered
query terms

Document
Ordered 
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Discriminative and hybrid models

ÅLogistic regression [Gey1994]

ÅLinear feature-based models
ïLinear discriminant model ώDŀƻ Ŝǘ ŀƭΦ Ψлрϐ
ïMaxEnt[Cooper 1993, Nallapati2004]

ïMarkov Random Field model ώaŜǘȊƭŜǊ ŀƴŘ /ǊƻŦǘ Ψлрϐ

ÅChallenge: many negative, few positive examples
ÅLearning methods
ïDirect maximization [Metzler and Croft 2007]
ïPerceptronlearning [Gaoet al. 2005]
ïRankNet[Burges et al. 2005]
ïSVM-based optimization

ÅPrecision at k [Joachims2005]
ÅNDCG [Le and Smola2007]
ÅMean Average Precision [Yueet al. 2007]

Goal:  Use contextto learn a more complete 
ǊŜǇǊŜǎŜƴǘŀǘƛƻƴ ƻŦ ǘƘŜ ǳǎŜǊΩǎ ƛƴŦƻǊƳŀǘƛƻƴ ƴŜŜŘ

Initial
Query

Top k
retrieved

documents

Query
Expansion
Algorithm

Applications:
ÅQuery expansion and alterations
ÅApplying search personalization for re-ranking
ÅaŀǘŎƘƛƴƎ ǎƘƻǊǘ ǘŜȄǘ ǎƴƛǇǇŜǘǎ όǉǳŜǊƛŜǎΣ ŀŘǎΣ Χύ

ñmercedes car repairò

auto

automobile

shop

benz

service

+

Re-rank
or

expanded
query 
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Learning from evidence related to top-ranked 
documents as context

Original
Query

Top k
retrieved

documents

Baseline
Feedback
Method

Expanded
Query 

Language Modeling Approach:

Feedback model

ÅUnsupervised learning:  implicit relevance (pseudo-feedback)  
ÅSemi-supervised learning methods [Zhu 2006]
ÅPropagate explicit document labels through similarity graph

ÅImage retrieval: selective use of very large numbers of features, 
on-line learning
Åe.g. Boosting [Tieuand Viola, 2000]

Query performance prediction

Given query, collection and possibly initial results predict:

1. Query difficulty: what is likely precision of the top-k docs?

Å Work harder or involve user if poor results predicted

2. Resource selection: When is a collection NOT likely to satisfy a 
query?

Å Federated search: save access costs, reduce noise

3. Expansion risk:  When is query expansion likely to be 
effective?

Å Big win if we could accurately predict when and how to 
perform for any given query
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Learning to predict query difficulty

Å Classifier using features based on agreement between result sets 
from initial query and subqueries[Yom-Tovet al. 2005]

Å Pre-retrieval predictors [He & Ounis2004]

ÅQuery clarity: divergence of top-ranked LM from general collection 
[Cronen-Townsend, Zhou, Croft 2004]

Å Sensitivity to query and document perturbation 
[Vinayet al. 2006]

Å Divergence of multiple scoring functions [Aslam& Pavlu2007]

Å Typical Kendall-tau with average precision: 0.10 - 0.50
Å Promising early results, but further improvements needed
Å Core problems:
ïEstimating prediction confidence
ïSelective allocation of computing resources

Adaptive filtering system

Initial information need

Representation

User
Model

Document Stream

Representation

Indexed Objects

User Feedback

Comparison

Selected documents
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Adaptive filtering systems require more 
dynamic retrieval & user models

ÅTraditional IR systems:
ïRelatively static collection, ranking

ÅFiltering systems:
ïHandle a dynamic stream of new documents, and make yes/no decisions 

about when to alert user to important new information
ïBased on implicit or explicit feedback
ïEvolving user profile which is updated frequently
ïExploration vsexploitation (active learning)

ÅEvaluation: TREC Filtering Track with adaptive filtering task
ÅEarly systems [Survey: Faloutsos& Oard, 1995]

ïExemplar documents create an implicit standing query
ïNew documents treated as queries, compared against exemplar

ÅProblem: Learn user profiles efficiently from very limited data.

Exploration:   Ask user for feedback now to increase future happiness: 

Adaptive filtering: Active learning
[Zhang 2005]

)(}),{(),|()|(2 DLossyxDLossDxypDxU
y

-ÇÖ=ä

)|()|()|( 21 DxUnDxUDxU FUTURE+=

0)|( ifuser  Deliver to ²DxU

)|(),|()|(1 DpxypADxU
y

y qq
qñä Ö=

Exploitation:   Make the user happy now:

With existing training data D = {(x1, y1ύΣ ΧΣ όxk, yk)} with scores yi, labels yi

Overall utility combines both:
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Adaptive filtering :
Bayesian framework [Zhang 2005]

ÅConstrained MLE: integrate expert heuristic algorithm (Rocchio) as 
Bayesian prior for logistic regression

ïFind Rocchiodecision boundary

ïPrior: Find LR MLE with same decision boundary as Rocchio

ÅModel complexity controlled by amount of training data

ÅBetter than either Rocchioor logistic regression alone

ÅBeyond relevance:

ïNovelty, readability, authority [Zhang, Callan, Minka2004]

Tutorial Overview

1. IR:   Background and Challenges for Learning 

2. Recent Advances at IR-ML Crossroads
ï Modeling relevance

ï Learning from user behavior

ï Learning to rank

3. Emerging Opportunities for Learning in IR
ï Online advertising

ï Risk-reward tradeoffs for retrieval algorithms

ï Learning complex structured outputs

4. Summary and Bibliography
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A Machine Learning Approach

ÅGet some data labeled with the ground truth
ïForce the user to give feedback?
ïExpert Judges?
ïImplicit Feedback?

ÅTrain a model

Å²ŜΩǊŜ ŘƻƴŜ
ïBetter Performance?
ÅMore data
ÅNew features
ÅNew learning algorithms

ïIterate until performance reaches desired level

LwΩǎ CƻŎǳǎ ƻƴ ǘƘŜ ¦ǎŜǊ

ÅThe user is central in information retrieval.

ÅEvaluation Design

ïConstruct hypothesis about what matters to the user.

ïFormulate a way to test hypothesis.

ïStudy users to find where hypothesis breaks down.

ÅGetting at user satisfaction requires revision of data-driven 
performance metric as well as features and models.
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IR + Machine Learning 
(Better Performance)

ÅConstruct hypothesis about how to predict what matters to the 
user.

ÅFormulate a measure to optimize.

ÅTrain a model.

ÅLook for errors in model -> improve model.

ÅLook for mismatch in measure -> target new measure, design 
new approach

IR + Machine Learning for Data Mining 
(Better ground truth, features)

ÅConstruct hypothesis about what matters to the user.

ÅFormulate a measure to optimize.

ÅFormulate a hypothesis regarding connection between data 
and measure to optimize.

ÅMine for patterns that match hypothesis ->  add as feature for 
ranker, convert to ground truth

ÅMine for patterns that violate hypothesis. -> target new 
measure

ÅThis section will present a series of examples focused on web 
search that fall into these paradigms.  General lessons apply to 
any IR task.
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Hypothesis: Search is simply many 
classification tasks.

Å9ŀŎƘ ƛƴŦƻǊƳŀǘƛƻƴ ƴŜŜŘ ƛǎ ǊŜŀƭƭȅ ŀ άŎƻƴŎŜǇǘέ ŀǎ ƛƴ ǎǘŀƴŘŀǊŘ 
machine learning.

ÅFor each concept, some items are relevant and others are 
not relevant.

ÅWe know how to approach this:

ïTake query, document pairs and give them to a human relevance 
expert to label them as relevant and not relevant to the query.

ïOptimize a measure of accuracy over these.

Ambiguous Queries

Baseball?

Football?

Catholic?

Birds?

Stanford?
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Locale & Ambiguity

Conditioning on locale (IP) 
of query can reduce 
effects, but to a New 
Yorker typing a query in 
[!Σ άmsgέ ǎǘƛƭƭ ǇǊƻōŀōƭȅ 
means Madison Square 
Garden.

Ambiguity by Result Type

An overview?

Tech. Papers?

Books?

Software?
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The Long Tail & Ambiguity

With the millions of 
possible queries, finding 
judges that know what 
many queries mean a 
priori can be problematic.

ά9ȄǇŜǊǘέ WǳŘƎƛƴƎ LǎǎǳŜǎ

ÅAmbiguity ςin many forms

ïA query is an ambiguous representation of an underlying 
information need.  Only the issuer of a query knows the actual 
information need.

ÅάwŜƭŜǾŀƴŎŜέ 

ïNot only do we need to know the information need, we need to 
ƪƴƻǿ ǘƘŜ ǳǎŜǊΩǎ ŘŜŦƛƴƛǘƛƻƴ ƻŦ ǊŜƭŜǾŀƴŎŜ ŦƻǊ ǘƘƛǎ ǉǳŜǊȅΦ

ïTopical? Authoritativeness? Quality?  Reading Level? Conditional 
on other results (novel, diverse viewpoints)?
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More Expert Judging Issues

Å I think I can get experts trained closely enough to reflect the average 
ǳǎŜǊΣ ōǳǘ ǘƘŜǊŜΩǎ ǎǘƛƭƭ Χ

ÅCalibrating judges
ïWant the interpretation of a score to be the same across queries.
ïDifferent judges for the same query

ÅNew content
ïHow are new documents judged for relevance on a query?
ï If judges are more likely to be consistent if all judging occurs at the same time 

for a given query, does new content mean relabeling all documents for that 
query?

ÅChanged Content
ïDocuments on the web, desktop, intranet can change frequently.
ïDoes relevance need to be rejudgedevery time content changes?

Current IR Collection-Building

Å Which queries?
ï Sample from logs.

Å How many queries?
ï The proportion of variance in estimated system performance attributable to differences in 

the query set vs. system differences is highly dependent on the number of queries 
(Carterette et al., SIGIR 2008).

ï Make number of queries very big.

Å Which documents?
ï Top by current system, pooledfrom several systems, top by content method (e.g. BM25), 

random

Å Desire minimal labeling effort (cost) for ranking retrieval systems by performance 
or estimating performance
ï Carterette et al. (ECIR 2009) present overview and study of current methods.
ï Related to active learningfor improving the system rather than evaluating itself.  New 

developing area (Aslam et al.,SIGIR 2009).
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ÅOkay, collection-building is hard.  We care about users ςso 
focus on that!

Å Instead of explicit judgments, model or optimize for implicit 
ƳŜŀǎǳǊŜǎ ǳǎƛƴƎ ōŜƘŀǾƛƻǊ όYŜƭƭȅ ϧ ¢ŜŜǾŀƴΣ {LDLw CƻǊǳƳ ΨлрΤ CƻȄ et al., 
¢hL{ ΨлрΤ ²ƘƛǘŜ et al., {LDLw ΩлрΤ Boyenet al., L.L{Ϫ!!!L ΨфсύΦ

ïQueries, clicks, dwell time, next page, interactions w/browser

ïSession level: reformulations, abandonments, etc.

ÅtǊƻǎΥ ōŜƘŀǾƛƻǊ ŎƘŀƴƎŜǎ ǿƛǘƘ ŎƻƴǘŜƴǘ ŀǎ ǿŜƭƭΣ ǳǎŜǊΩǎ ƛŘŜŀ ƻŦ 
relevance drives behavior, ton of data

Learning From User Behavior

Interpreting a Click

ÅHypothesis: A click is a judgment that the clicked item is relevant.

ÅRank Bias ςthe more highly ranked an item, the more likely it is to 
get a click regardless of relevance.
ïWhen order is reversed, higher ranked items still typically get more clicks. 

(Joachims et alΣ {LDLw ΩлрύΦ

ÅClicks are not an absolute judgment of relevance.
ïAlthough we can debiasin various ways (Agichtein et al.Σ {LDLw Ωлсύ

ÅEye-tracking studies show users tend to have seen at least everything 
above a click and perhaps a position below it (Joachims et al, SIGIR 
ΩлрύΦ

ÅHypothesis: A click is a preference for clicked item to all those above 
and one below it.
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Modeling Clicks as Preferences

ÅClick > Skip Above, Click > Earlier Click, Click > Skip Previous, 
Click First > No-Click Second

ÅReversing the ranking satisfies many derived preferences.

ÅAdd constraint that weights learned by ranking SVM are 
positive (higher minimum value limits ranking to diverge more 
slowly from original ranking).

ώwŀŘƭƛƴǎƪƛ ϧ WƻŀŎƘƛƳǎΣ Y55 Ωлрϐ

No Click Ÿ Not Relevant?
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Click Ÿ Relevant?

Click!

Click!

Other Common Kinds of User Behavior

ÅAbandonment ςuser does not click on a search result. 
ïUsually implies irrelevant?

ÅReformulation ςUsers may reformulate a new query instead of 
clicking on a lower relevant result.
ïReformulation implies irrelevant? 

ÅBacking Out ςUsers may go back to the search page and click 
another relevant result.
ïLast click is most relevant?

ïInformation gathering queries?
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Last Click as Relevance Vote

Å Hypothesis: user continues until they find a document that satisfies their needs.

Å Goal: separate click as relevance from presentation order effects.

Å Predict clicks on urlspresented in order B,A when trained from A,B order (Craswell 
et al.Σ ²{5a Ψлуύ

Å Possible explanatory models
ï Baseline ςsymmetric probability
ï Mixture ςclick with probability based on relevance or blind clicking based on rank
ï Examination ςexamine with probability based on rank and if examined, click with probability 

based on relevance
ï Cascade ςClick on document, d, based on probability of relevance, rd, and continue with 

next lower document with probability, (1 - rd).

Å Active area is extending simplified assumptions of Cascade model.

[Craswell et al.Σ ²{5a Ωлуϐ

Online Learning to Optimize Rankings

ÅGoal ςminimize abandonments.

ÅOnline learning for repeated queries.
ïRun k multi-armed bandits.

ïThe kth one is responsible for determining value of each document at 
kth position given chosen above.

ïIf click on position k, kth MAB gets payoff to update values.

ïComputing OPT offline is equivalent to set cover and is NP-hard.

ïBounds get (1 ς1/e) OPTςsublinear(T)

ÅAssumptions of a single click on first relevant item and that  a 
click always occurs when a relevant item is displayed.

[Radlinski et alΦΣ L/a[ Ωлуϐ
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Risking Brand

Å Should you display potentially irrelevant items to determine if they are relevant?

Å Everything is fine until someone ends up with a honeymoon in Paris, TX.
Å aƻǊŜ ƛƳǇƻǊǘŀƴǘƭȅΣ ŘƛǎǇƭŀȅƛƴƎ ƛǊǊŜƭŜǾŀƴǘ ƛǘŜƳǎ Ǌǳƴǎ ǘƘŜ Ǌƛǎƪ ƻŦ ƭƻǿŜǊƛƴƎ ǳǎŜǊ ǇŜǊŎŜǇǘƛƻƴ ƻŦ ǘƘŜ ǎŜŀǊŎƘ ŜƴƎƛƴŜΩǎ 

overall quality.
Å Potentially more susceptible to spamming as well.
Å Could use as a technique to collect a gold standard ranking.
Å Open Area

ï Models that learn risk and reward and integrate that into a risk/reward tradeoff framework.
ï Identifying/Predicting low risk scenarios for exploring relevance.

Å Simple one is when predicted query performance is low.

Session Information
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Sessions and Browsing

Å Clearly, a click for a single query is too short term.

Å Use overlap in queries from the same session, clicked results, etc. to build a 
ƭƛƎƘǘǿŜƛƎƘǘ ǇǊƻŦƛƭŜ ƻŦ ǘƘŜ ǳǎŜǊΩǎ ŎǳǊǊŜƴǘ ƎƻŀƭΦ
ï wŜƭŀǘƛƻƴŀƭ ƭŜŀǊƴƛƴƎ ŀǇǇǊƻŀŎƘ ǘƻ ǘŀƛƭƻǊƛƴƎ ƴŜȄǘ ǉǳŜǊȅΩǎ ǊŜǎǳƭǘǎ ōŀǎŜŘ ƻƴ ŜŀǊƭƛŜǊ ǉǳŜǊƛŜǎ 

(Mihalkovaϧ aƻƻƴŜȅΣ 9/a[ ΨлфύΦ

Å aƛƴƛƴƎ .ǊƻǿǎƛƴƎ tŀǘǘŜǊƴǎ ό.ƛƭŜƴƪƻ ϧ ²ƘƛǘŜΣ ²²² Ψлуύ
ï A user browses to other relevant pages starting with pages reached from a query.  
ï Use that browse path to infer relevance to the original query.

Personalization

ÅThe same query means different things to different people.

ÅThe same results therefore have different relevance value 
to two issuers of the same query.

ÅHypothesis: many forms of ambiguity would disappear if 
we could condition on the user.
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Two Views of Relevance for One Query

From Teevan et al. (2009)

The Improvement Possible via 
Personalization

From Teevan et al. (2009)

Decrease from trying to use a 
consensus ranking to satisfy 6 users 
simultaneously instead of each 
individually.

Approx. decrease from trying to use 
a consensus ranking to satisfy all 
web users simultaneously instead of 
each individually.


