Distributed Gradient-Domain Processing

of Planar and Spherical Images

MICHAEL KAZHDAN

Johns Hopkins University

and

DINOJ SURENDRAN and HUGUES HOPPE
Microsoft Research

Gradient-domain processing is widely used to edit and combine images.
In this paper we extend the framework in two directions. First, we adapt
the gradient-domain approach to operate on a spherical domain, to en-
able operations such as seamless stitching, dynamic-range compression,
and gradient-based sharpening over spherical imagery. An efficient stream-
ing computation is obtained using a new spherical parameterization with
bounded distortion and localized boundary constraints. Second, we design a
distributed solver to efficiently process large planar or spherical images. The
solver partitions images into bands, streams through these bands in parallel
within a networked cluster, and schedules computation to hide the neces-
sary synchronization latency. We demonstrate our contributions on several
datasets including the Digitized Sky Survey, a terapixel spherical scan of
the night sky.
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1 Introduction

Over the last decade, gradient-domain approaches have become in-
creasingly prevalent for image processing in computer graphics and
vision [Agrawal and Raskar 2007]. The basic strategy is to extract
gradient fields from one or more images, modify the gradient val-
ues, and find the new image that best approximates the desired gra-
dients. The least-squares solution of this over-constrained problem
is obtained by solving a Poisson equation.

Many practical applications of gradient processing have been
demonstrated, including removal of light and shadow effects [Horn
1974; Finlayson et al. 2002], reduction of dynamic range [Fattal
etal. 2002; Weyrich et al. 2007], creation of intrinsic images [Weiss
2001], image stitching [Pérez et al. 2003; Agarwala et al. 2004;
Levin et al. 2004], removal of reflections [Agrawal et al. 2005],
gradient-based sharpening [Bhat et al. 2008], and most recently in-
teractive authoring [McCann and Pollard 2008; Orzan et al. 2008].

Our work extends the framework of gradient-domain image pro-
cessing in two directions:

Spherical domains. Prior techniques operate on Euclidean do-
mains such as planar and cylindrical geometry, yet many images
are inherently spherical, such as panoramas [Shum and Szeliski
2000], planetary surfaces [Google 2008; Microsoft 2008], and en-
vironment maps. We adapt the gradient-domain methodology to
support the processing of spherical imagery. Our solution involves
a new spherical parameterization, the periodic quincuncial (PQ)
map, which has horizontal periodicity and bounded area distortion.
These properties let us design a streaming multigrid solver whose
boundary constraints are local to the stream front, and which con-
verges in a small number of Gauss-Seidel iterations. We demon-
strate gradient-domain operations on several examples (Section 4).

Distributed solver. Solving the Poisson equation over a large
image can require significant computation and I/O, especially if the
image does not fit in memory. We enable efficient parallel process-
ing over large image domains by developing a distributed solver.
Bands of the image are assigned to nodes in a computer cluster and
processed in parallel. The network latency required to synchronize
data across bands is masked behind computation. A unique aspect
of our solver is that it handles images whose sizes exceed the ag-
gregate memory of the cluster, because each distributed process still
operates in a streaming fashion. We show significant speedups for
gigapixel-size images now common on the Internet (Section 6).

To further showcase these two contributions, we combine them to
address the problem of stitching images from the Digitized Sky
Survey [DSS 2007]. The survey comprises 1790 individual 529-
megapixel color plates acquired from two telescopes over more
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(1) An octahedron is mapped to a sphere by recursive spherical
subdivision (Figure 3a-b). This map is used in a number of applica-
tions in graphics [Fekete 1990; Schroder and Sweldens 1995] and
astronomy [Kunszt et al. 2001]. The map is not differentiable, but
provides a nice sample distribution over the sphere.

(2) The octahedron is projected into its equatorial plane to form a
double-sided square, and the bottom side of this square is unfolded
quincuncially (Figure 3c-d). Although this projection is not isomet-
ric, the samples of the subdivided octahedron map one-to-one with
a 2D grid [Praun and Hoppe 2003].

For our purposes, however, the topology of the square’s boundaries
prevent a streaming solver. Our solution is to introduce a final step:

(3) The top half of the square is pivoted by 180° to form a rectangle
domain whose width is four times its height (Figure 3e).

We refer to this result as the periodic quincuncial (PQ) parame-
terization. It is a map of the sphere onto a rectangle domain, with
periodic boundary conditions in the horizontal directions, reflective
boundary conditions along the top row, and twice-reflective bound-
ary conditions in the bottom row. The crucial property is that all
boundary constraints are local to a small window of rows in this
rectangular domain. As shown in Figure 4, each row of the rect-
angle domain maps to a closed loop on the sphere, starting from a
doubly covered 180° great arc (red), and ending at another doubly
covered 180° great arc (orange).

Choice of Spherical Map. In developing a multigrid solver for
spherical imagery, we have opted for the PQ parameterization be-
cause it has bounded area and and angle distortion and because it is
well-suited to a streaming and distributed solver.

Although parameterizations such as HEALPix [Gérski et al. 2005]
and the rhombic-dodecahedron [Fu et al. 2009] have better distor-
tion bounds (Figure 5) and can also be used to define efficient multi-
grid solvers (Table I), they are not suitable choices for streaming
and distributed implementations. The limitation of both these pa-
rameterizations is that the quad-mesh over which they parameter-
ize the sphere has vertices with odd valence, resulting in an angle
defect that is a multiple of /2. As a consequence, the neighbors of
pixels within a stream-row may reside along a perpendicular col-

@

Fig. 3. The periodic quincuncial (PQ) parameterization is formed by map-
ping the sphere to an octahedron, a double-sided square, a larger square, and
finally a rectangle with horizontal periodicity. The colored arrows indicate
stitching boundaries in the domain.
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Fig. 4. Two views of the PQ spherical parameterization, showing how the
domain grid maps to the sphere. The top and bottom boundaries map to
doubly covered great arcs. The blue lines indicate the rows traversed by our
streaming solver.

Fig. 5. In an equirectangular (ER) spherical map, area and anisotropic
distortion are unbounded, whereas both these measures are bounded in
the HEALPix (HP), rhombic-dodecahedron (RD), and periodic-quincuncial
(PQ) parameterizations. (Differential area is the determinant of the Jacobian
and anisotropy is the ratio of its singular values, so values of one correspond
to no distortion.)

umn that is not contained within the working memory. In contrast,
for our PQ parameterization, all extraordinary vertices have even
valence, so the angle defect is a multiple of 7, and the neighbors
of a pixels within a stream-row always reside within an adjacent
stream-row (though possibly with flipped orientation).

4.4 Adapting a planar multigrid solver

Using the PQ parameterization it is straightforward to adapt finite-
element solvers to the processing of images over the sphere. Since
a d-th order B-spline is supported within a radius of (d+1)/2, per-
forming a restriction, prolongation, and Gauss-Seidel relaxation
only requires access to pixel values within a small neighborhood
(never larger than d). Since our implementation uses second-order
B-splines, the processing of the pixels at a distance of more than
two pixels from the parameterization boundary is unchanged.

As Figure 3e indicates, near the left and right boundaries process-
ing must be adapted to support periodic boundary conditions, and
near the top and bottom boundaries processing must be adapted to
support reflective boundary conditions. Specifically, for an image
of resolution W x H, with W = 4H, the mapping is:

(W-1-i,-j) if j<0
. (W/2-1-i,2H-1-j) if j>Handi<W/2
(i, j) — 7
' (3W/2-1-i,2H-1-j) if j>Handi>W/2
(i,j) otherwise,

where i =i mod W.

The PQ parameterization has the desirable property that the two-
ring neighborhood of pixel (i,) always gets mapped into a set
of pixels that are within rows [j-2, j+2]. Thus, a streaming solver
needs to maintain only a small window of image rows as it streams
through the image, allowing for the gradient-domain processing of
spherical imagery that is larger than working memory.
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4.5 Evaluation

To evaluate the quality of our periodic quincuncial (PQ) parameter-
ization for spherical gradient-domain processing, we compare our
results to those obtained using an intrinsic solver defined over an
equirectangular (ER) parameterization.

We chose the ER parameterization because the associated metric
tensor remains constant over the parallels of the sphere. As a re-
sult, defining the intrinsic system only requires that a new stencil
be computed once per image row, rather than once per pixel. Note
that though efficient to set up, the inhomogeneous nature of the sys-
tem results in slow convergence, as shown in Table I. Consequently,
we have only found this system to be effectual for establishing the
baseline intrinsic solution, a context in which the solver can be al-
lowed to run to completion and efficiency is not a concern.

Figure 6 shows results of our comparison for two different applica-
tions. For each evaluation, the columns show the original spherical
image, the result obtained with the intrinsic ER solver and with our
non-intrinsic PQ parameterization, and the error, magnified fivefold
and visualized as darker regions on an off-white sphere.

Ground truth. We extract the gradient field of an image and test

that both solvers accurately integrate the gradients to get back the
original image (up to DC term). For the intrinsic solver, gradients
are computed over the sphere, for our non-intrinsic solver gradients
are computed over the parameterization domain. Note that since the
two parameterizations sample the sphere at different points, the PQ
solution had to be resampled to compare it against the ER solution,
and small sampling errors can be seen, particularly in regions of
high frequency detail.

Since the initial image is the correct solution we can also measure
the performance by comparing the results of the solvers with the
original. It is precisely these errors that are described in Table I.

Image stitching. We split the sphere with random great cir-
cles, perturbing half of the spherical image through brightening or
gamma correction, and solve the Poisson equation to get back a
seamless image. Constraints are defined by compositing gradients
from the partitions and setting the seam-crossing gradients to zero.

Table I. Comparison of solver convergence using
different spherical parameterizations

V-Cycles 1 2 3 4
ER RMS| 6.7-107 | 461079 | 3510793 | 2.9.107%
Max | 2.1-107% | 17107 | 1.6-107% | 1.5:1079!
Hp RMS| 2.6:1007% | 1.3.107% | 751079 | 4.4.107 1
Max | 8.9-107% | 3.0-107% | 1.5.107% | 8.1.107 !
PQ RMS| 6.1-107% | 1.1-10797 | 1.9:10710 | 2.6-10712
Max | 8.1-107% | 141079 | 2.5.107%° | 8.2.10712

Convergence of the intrinsic equirectangular (ER) solver compared with
that of the non-intrinsic HEALPix (HP) and periodic-quincuncial (PQ)
solvers, measured as rms and max solution error. (Since the base mesh
for the rhombic-dodecahedron parameterization is identical to that of
HEALPix, it defines the same finite-element system with identical con-
vergence properties.)

(a) Input

(b) Intrinsic (¢) Non-intrinsic ~ (d) Error (x5)

RMS =2/256
(1) Ground truth reconstruction (no gradient modification)

RMS =2/256

RMS =2/256
(2) Image stitching by setting cross-boundary derivative to zero

RMS = 3/256

RMS =4/256
(3) Gradient-based sharpening (screened Poisson equation)

Fig. 6. Comparison of gradient-domain processing results using the costly
intrinsic solution and our non-intrinsic approach. For visualization pur-
poses, the difference is magnified 5 times.

Gradient sharpening. We constrain the solvers to simultane-
ously preserve the original color values and magnify the gradients.
For input image /, this is done by setting the constraint values to the
original image (W = I and o > 0) and setting the constraint vector
field to the amplified gradients (V = BVI with > 1) in Equation 2.

As Figure 6 shows, the low distortion of the PQ parameterization
permits the non-intrinsic solver to attain results similar to the more
expensive intrinsic solution. The greatest discrepancy arises in gra-
dient sharpening, where the balancing of value and gradient con-
straints is known to be frequency-dependent [Bhat et al. 2008] and
hence sensitive to the parametric distortions. But even in this case
the error is primarily low-frequency, due to the bounded distortion
of the parameterization, making the errors barely perceptible.

5 Review of streaming multigrid

The implementation of our solver (Section 6) builds on the stream-
ing multigrid algorithm introduced by Kazhdan and Hoppe [2008],
which we briefly summarize here. Using second-order elements, a
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sufficiently accurate image solution is achieved in a single multi-
grid V-cycle, implemented as two sequential streaming passes over
the data. The first pass is the restriction phase, in which the sys-
tem is relaxed at finer resolutions and the residual is successively
passed on to coarser resolutions for further processing. The second
pass is the prolongation phase, in which the correction term from
coarser resolutions is successively incorporated back into the finer
resolutions and the system is further relaxed. The key components
of the streaming multigrid solver are as follows.

Streaming Gauss-Seidel relaxation. Gauss-Seidel relaxation
over the image is implemented as a streaming computation by
maintaining a short window of pixel rows in working memory. As
the stream is advanced, the pixels in the front row of the window
are read in from disk, the pixels in the center row are relaxed, and
then the pixels in the back row are written out to disk. Since a
second-order stencil is used, relaxing the value at pixel (i, j) only
requires access to the pixel values in the two-ring neighborhood
[i—2,i4+2] % [j—2,j+2], and a single relaxation of all the pixel
values is performed in a working memory size of five rows.

Streaming multiple iterations of relaxation. To perform k
successive Gauss-Seidel relaxations, the streaming computation is
modified so that after reading row j into the front of the window,
pixels in row j — 2 are relaxed, followed by pixels in row j —4, all
the way through pixels in row j — 2k. The pixels in row j —2k —2
are then written back out to disk and the stream is advanced. Thus,
by maintaining a window of 2k 4 3 rows, a sequence of k succes-
sive Gauss-Seidel relaxations is performed in a single streaming
pass through the image data.

Streaming the multigrid solver. The complete multigrid solver
interleaves the relaxations of the different resolutions. As pixel up-
dates are finalized at one resolution they are directly transferred into
the next resolution, either as the restricted residual for the coarser
resolution problem or as the prolonged correction term for the finer
resolution. All inter-resolution data transfers occur via memory
rather than disk I/O. The streams at the different resolutions are
advanced synchronously, with each finer resolution advancing two
rows for each row at the next-coarser resolution.

6 Distributing the streaming multigrid solver

The streaming solver of Kazhdan and Hoppe [2008] works on
large, out-of-core images. However, due to limits on CPU and disk
throughput, it requires about 90 minutes to process a 3.3-gigapixel
panorama. By parallelizing this computation over multiple threads
and processors, we significantly reduce this computation time. In
addition, distributing the computation allows scaling to terapixel
images, where the streaming window (spanning across more than a
million pixels) would no longer fit into the cache of a single CPU.

Our distributed solver operates over many processors in a computer
cluster. Each node of the cluster generally contains a few proces-
sors (e.g. 4 processors in a quad-core node), which access the same
cache and memory. However, processors on different nodes do not
share memory, and must communicate over a local network.

To reduce inter-processor communication, we exploit the fact that
updates to the solution performed within a Gauss-Seidel relaxation
only affect the computation of adjacent pixels. Our approach is to
partition the image domain into contiguous bands, assign the bands
to different processors, and have each processor compute its com-
ponent of the overall solution (Figure 7).
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Fig. 7. Our solver decomposes the 2D image domain into vertical bands,
assigns the bands to different processors, and lets all processors stream
through the rows in lockstep.
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Fig. 8. We further decompose each image band into three lanes (shown
by the red, green and blue colors), such that lanes of the same color can be
processed in parallel.

An important challenge is the presence of data dependencies be-
tween adjacent pixels across a band boundary. Since updating these
solution coefficients requires access to data contained in a differ-
ent band, the processors must synchronize data to ensure that the
correct values are used. This leads to two separate concerns. First,
the sequence in which the solution coefficients are relaxed must al-
low processors to work in parallel, so that one processor does not
stall waiting for its neighbors to finalize their solution values. Sec-
ond, since updated coefficients near the band boundaries must be
synchronized across adjacent processors after each Gauss-Seidel
update, we must ensure that the associated inter-process communi-
cation does not bottleneck the system.

6.1 Parallelizing the Gauss-Seidel updates

To overcome the cycle of data dependencies between bands, and
thereby enable parallelism across processors, we further divide
each band into a set of three lanes, illustrated as red, green, and
blue in Figure 8. This lets all processors update their lanes of the
same color in parallel, since for example the neighborhood of any
red pixel on one processor does not include any red pixels from
another processor. In fact, just two lanes per processor would be
sufficient, but having three lanes is useful for our synchronization
algorithm described in the next section. The multi-lane structure is
related to traditional multi-color partitioning used in parallelizing
Gauss-Seidel relaxations [Briggs et al. 2000], except here it is used
at a coarser granularity (i.e. over lanes rather than pixels) to account
for the fact that memory is distributed.



