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Forew ord

For aslong asresearterson artibcial intelligencein medicine (AIM) have beenworking to
dewvelop high-performancedecision-supprt tools for clinicians, they have beenstruggling
with the question of how best to handle the uncertainty that is inherent in medical
diagnosis and therapy planning. In the early 1970s,when the AIM Peld was getting
started, peopleconsidered,discussedand even tried probability theory, but they tended
to abandonit becauseof four major limitations to applying it formally:

1. Inaccuraciesdue to the perceived practical needto assumeconditional indepen-
dence

2. Practical di"culties with the assessmeanof large numbers of conditional probabil-
ities

3. Cognitive complexity in modifying or updating large tables of conditional probabil-
ities and their interrelationships, oncethe numbers had beensuccessfullygathered

4. Computational complexity that resulted if rigorous probabilistic approaceswere
attempted

Thus, in the early systems,uncertainty was handled by a variety of ad hoc models, of
which the certainty-factor model of Mycin (Shortli'e and Buchanan, 1975), the evoking-
strength/frequency-weight model of Internist-1 (Miller et al., 1982), and the causal-
weighting model of Casnet (Weiss et al., 1978) are perhaps the best known. The
uncertain-reasoningissuesaddressedn suc experimertal programswerein no way spe-
cibc to medicine, however. The ewlving expert-systems beld has consistenly found
that uncertainty managemen is a major problem in diversedomains. For example, the
Prospector system for geological exploration, an early expert system deweloped in the
1970s, used a subjective Bayesian model to inspire its inference-netvork approac to
uncertainty managemem (Duda et al., 1976), but the actual implemertation departed
su"ciently from classicalprobability theory that Prospector also can be viewed asan ad
hoc adaptation.

In recert years, there has been a resurgenceof interest in the use of more formal
probabilistic methods to handle uncertainty in large artibcial-intelligence (Al) systems.
Investigatorshave concerrated on knowledgeacquisition and on Bayesianinferenceusing
the belief network (also called knowledge map), which is a graphical represenation of
uncertain knowledge basedon probability theory. What had bothered me about most
of that work was its theoretical orientation; no one had built a nontrivial, e"cient,
and electiv e system using formal probabilistic methods. Until such a system had been
validated, | thought that the concernsof the Al researters of the 1970swould not have
beenaddressed.



XVi Foreword

In our laboratory, David Hedkerman wasthe Prst investigator to questionthe assump-
tions that had led Al researtiersto developthe ad hoc models (Heckerman, 1985). Hedk-
ermanOsnalysesprovided insights into major limitations of these models, encouraging
him and other researtiersto explore how normative theory could be applied practically
within the expert-systemsparadigm. Hederman wished to advancethe theory of belief
networks, and to shaw that belief networks could be usedto build a large, real-world
system that was elective in its decisiontask. Furthermore, he set out to demonstrate
the validity of the approac by undertaking a formal evaluation. Hederman hasaccom-
plished thesetasks admirably.

Working with colleaguesat the University of Southern California (Bharat Nathwani
and Keung-Chi Ng) and at Stanford (Eric Horvitz and Larry Fagan), Hedkerman created
a medical expert systemthat useda probabilistic model for its managemem of uncer-
tainty. This system, known as PathbPnder, assistedpathologists with the interpretation
of histologic sectionsof human tissuesNinitially , from the lymph nodes. Reasoninghad
to accourt for more than 60 diagnosesand more than 100 descriptive Pndings; workers
in the 1970swould not have used a probabilistic technique to handle a problem of this
sizeand complexity. Hedkerman demonstrated that, using a probabilistic framework to
elicit and encade the knowledge of domain experts, he could construct a useful system.

The large domain of lymph-node pathology helped to motivate Hedkerman to dewvelop
graphical extensions of the belief network represeration that would facilitate the as-
sessmenh of an immensenumber of probabilities. One represenation, called a similarity
network, permits the incremertal construction of extremely large belief networks from
cognitively manageablesubproblemsthat involve the comparison of two diseasesand
their distinguishing features. Another represeration, called a partition, simplibesthe
assessmemnof the conditional probabilities within a belief network. This approad to
knowledgeacquisition has now beentested extensively by Hederman and his colleagues
in the pathology domain, and has beenshown both to be acceptableto experts and to
form the basisfor high-quality diagnostic advice.

As the book demonstrates, Hedkerman is a superb and creative sciertist. He brings
an unusual educational badkground to his work. He holds a B.S. in mathematics and
physicsand a M.S. in physicsfrom UCLA. He decidedto enter our training program in
medical informatics after he began his training at Stanford Medical School, conmbining
his M.D. and Ph.D studies.

HedermanOglissertation reRects an impressive medley of theoretical developmert,
practical application, and formal evaluation. | therefore successfullyrecommendedit to
our Department of Computer Sciencefor consideration as one of StanfordOgwo nom-
inations for the Asscciation for Computing MachineryOsannual dissertation award. |
was delighted when Hedkerman was selectedas one of the two winners in the national



Foreword XVii

competition for 1990. We in the medical informatics program at Stanford are proud of
HedermanOsvork and this recognition of its excellenceby the computer-sciencecommu-
nity.

Although HedermanOsvork was originally conceived to addressspecibPcmedical prob-
lems, the underlying theory and its formal presenation are clearly domain independert
and have great potential for broad applicability. In fact, partitions recertly have been
usedto dewelop normative expert systemsfor jet-engine repair and for the diagnosis
of e"ciency problemsin gasturbines that generateelectric power. HedermanOsvork
shaows that, by exploiting graphical represenations of independence we can make proba-
bilit y theory a practical tool for managinguncertainty. HeckermanOsvork has corvinced
me that there are practical methods for using formal probabilistic approadesin expert
systems. He has built an impressive diagnostic toolNP athbnderNand has rigorously
demonstrated its incremertal value over earlier approades. | believe it is a rare dis-
sertation indeed that handles the three areas of theory, implementation, and formal
evaluation, as well as HeckermanOsloes. | therefore commendthis volume to you, and
await with enthusiasmfurther explorations of both the theory and the application that
you will learn about in these pages.

Edward H. Shortlile
Stanford University
July, 1991






Preface

This work describesa new generationof expert systemsNcallednormative expert systems
These systemshave the potential to provide better decisionsupport than do traditional
expert systemsin domainswhere the accurate managemen of uncertainty is important.

This potential for improvemert arisesbecausepeople,including experts, make mistakes
when they make decisionsunder uncertainty. That is, peopleoften deviate from the rules
of decisiontheory, which provides a set of rational principles or gold standards for how
people should behave when reasoningor making decisionsunder uncertainty. Decision
theory includes the rules of probability and the principle that a person should always
choosethe alternativ e that maximizes his expected utilit y.

Traditional expert systemsprovide decision support by mimicking the recommenda-
tions of experts. They do soby managinguncertainty with heuristic or ad hoc methods.
Sud systemsare valuable, becausethey provide important information to a nonexpert
who is confronted with a confusing decision, and becausethey oler remindersto users
who may be stressedor fatigued. Nonetheless,they tend to duplicate the errors made
by experts.

In cortrast, normative expert systemsusedecisiontheory to manageuncertainty. The
word OnormativeOcomesfrom decisionanalysts and cognitive psydologists who empha-
sizethe importance of distinguishing betweennormative behavior, which is what we do
when we follow the gold standards of decisiontheory, and descriptive behavior, which
is what we do when unaided by these gold standards. By encaling expert knowledge
in a decision-theoreticframework, we can reduceerrors in reasoning,and thereby build
expert systemsthat oler recommendationsof higher quality.

Normative expert systems have not become commonplace becausethey have been
di"cult to build and use. Over the past decade,however, researbers have developed the
inRuence diagram, a graphical represertation of a decision makerOseliefs, alternativ es,
and preferencesthat seresas the knowledge baseof a normative expert system. Most
peoplewho have seenthe represenation bnd it intuitiv e and easyto use. Consequeltly,
the inBuencediagram has overcomesignibcarnly the barriers to constructing normative
expert systems.

Nevertheless,building inBuencediagramsis not practical for extremely large and com-
plex domains. In this book, | addressthe di"culties assaiated with the construction of
the probabilistic portion of an inBuencediagram, called a knowledge map or kelief net-
work. | introduce two represenations that facilitate the generation of large knowledge
maps. In particular, | introduce the similarity network, a tool for building the network
structure of a knowledge map, and the partition, a tool for assessinghe probabilities
asseiated with a knowledge map.

The knowledgemap, similarity network, and partition represen graphically a personOs
judgments about the independenceof everts. Each of theserepresenations exploit the
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phenomenonthat people can make judgments about the independenceof everts more
easily than they can quarntify with probabilities their beliefs that those events will oc-
cur. The similarity network and partition, however, can represett more judgemerts of
independencethan can a knowledge map. Therefore, experts Pnd it easierto construct
knowledge basesusing theserepresertations than they do using knowledge maps alone.

The similarit y-network and partition represenations aided considerablythe construc-
tion of Pathbnder, a large normative expert system for the diagnosis of lymph-node
diseasegthe domain contains over 60 diseasesand over 100diseasebndings). In an early
version of the system,| encaled the knowledgeof the expert using an erroneousassump-
tion that all diseasebndingswereindependert, given ead disease.When the expert and
| attempted to build a knowledgemap for the domain to capture the dependenciesamong
the diseasebndings,we failed. Using a similarity network, however, we were able to build
the knowledge map for the erntire domain in approximately 40 hours. Furthermore, the
partition represetation reducedthe number of probability assessmes required by the
expert from 75,000to 14,000. Most important, through a comparison procedure based
in decisiontheory, | found that the improvemerns in diagnostic accuracyalorded by the
more sophisticated model of the domain were well worth the additional elort that we
had investedin building the revised version of the system.

In this book, | examinein detail the theoretical properties of similarity networks and
partitions, and discussthe application of these represettations to the construction of
Pathbnder. This work suggestsstrongly that, by identifying specibcforms of conditional
independenceand by developingrepresenations that exploit theseforms of independence
for knowledge acquisition, knowledge engineerscan construct normative expert systems
for domains of larger scope and greater complexity than the domains previously thought
to be amenableto the decision-theoreticapproad.

David Hedkerman
Univeristy of Southern California
July, 1991



A Guide for the Reader

This book has been written for readersfrom badkgrounds in various areas, including
artibcial intelligence, decision analysis, and medical informatics. Chapters 1, 2, and 6
contain the fundamental ideasregarding similarity networks and partitions, and should
be read by everyone.

Appendix A cortains a discussionof basic conceptsfrom decision theory and a tu-
torial on knowledge maps and inRuence diagrams. People should read this appendix
beforereading the main body of the book if they are unfamiliar with the conceptof the
joint probability distribution, the principle of maximum expected utilit y, or the distinc-
tions betweenBayesianand frequertist philosophies,betweennormative and descriptive
reasoning,or betweendecisiontheory and decisionanalysis.

Chapter 3 contains a detailed axiomatic characterization of the similarity-network
represenation. Thosereaderswho are mainly interestedin an intuitiv e understanding of
the represertations may skip this chapter. Readerswho are technically inclined should
note that all the major results, and the argumerts for those results, are contained in
Chapter 3. The more complicated proofs are given in Appendix B.

Chapters 4 and 5 describe the construction and evaluation of PathPnder. Researtiers
in the Peld of medical informatics and others who are interested in learning about the
practical application of the similarit y-network and partition represetations to knowledge
acquisition will Pnd these chapters particularly relevant.
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1 Intro duction

One is almost temptad to say that quite apart from its intellectual mission,
theory is the most practical thing imaginable....

NLudwig Boltzmann (Broda, 1983, page 104)

Over the last 2 decadesdecisionanalysts have beenusing decisiontheory in conjunction
with a collection of knowledgerepresenations and heuristic techniquesto provide clarity
of action to individuals and groupswho are confusedabout important decisions. Decision
theory includesprobability theory (sometimesreferredto assubjective probability theory
or Bayesianprobability theory) and the maximum expectedutilit y principle, which states
that a decisionmaker should choosethe alternativ e that maximizes his expected utilit y.
Perhaps the most signibcarn virtue of decisiontheory is that it is normative. That is,
the theory provides a set of gold standards for how peoplewish they could behave when
allocating scarceresourcesunder uncertainty. It is well known that people often do
not behave in accordancewith these gold standards (Edwards, ed., 1956; Tversky and
Kahneman, 1974;Kahneman et al., 1982). Thus, a decisionanalysis can save millions of
dollars or even livesand sulering when the stakesare high.

For nearly the sameperiod of time, knowledge engineershave beenusing a set of rep-
reserations and heuristic techniquesdeweloped by researtersin artibcial intelligenceto
build exgert systems computer programsthat bring to bearthe knowledgeof an expert or
group of experts on a classof decisionsor domain (e.g., Mycin and Prospector are expert
systemsfor the diagnosisand treatment of bacterial infections, and for site selectionfor
mineral exploration, respectively (Shortli'le, 1976;Duda et al., 1976)). Decision theory
and decision-analytic techniques have rarely beenusedin the construction of such sys-
tems. Although someartibcial-intelligence researters have avoided a decision-analytic
approad on theoretical grounds (Shafer, 1986; Zadeh, 1986), most workers have turned
to alternative approadies for decision making becausethey believe that the normative
approach to constructing expert systems for large, real-world domains is impractical
(Shortlile and Buchanan, 1975;Rich, 1983, pages184D199).

Over the last 6 to 7 years,seweral researtiersworking at the boundary of decisionanal-
ysis and artibcial intelligence have beenattempting to build normative expert systems
expert systemsthat usea decision-theoreticmodel as the framework for knowledgerep-
resenation and inference. From the perspective of decisionanalysis, such systemscould
provide decision assistanceacrossa wide range of possibledecisionsin a given domain.
By avoiding the expenseof analysts and experts for every confusing and high-stakes
decisionto be made, a normative expert system could reduce signibcarly the costs of



2 Chapter 1

decisionmaking. From the perspective of artibcial intelligence, useof a normative theory
as the framework for represeting knowledge could improve dramatically the quality of
expert knowledgethat is deliveredto the user of an expert system!

A major breakthrough on the path toward the creation of normative expert systems
has been the dewelopmen of the inBuence diagram, a represettation that graphically
represens the beliefs, alternativ es, and preferencesof a decision maker (Howard and
Matheson, 1981)2 The inBuencediagram is a natural represemation for the knowledge
baseof an expert system. The represenation is mathematically precise,yet hasa human-
oriented qualitativ e structure that facilitates communication betweenthe expert and a
decisionmodel. Moreover, inBuencediagrams can represert any decisionproblem.

The inBuence-diagramrepresetation facilitates the three major facetsof expert system
dewvelopmernt: knowledge acquisition, the processof capturing and encaling the knowl-
edgeof an expert or experts; inference, the generation of recommendationsor relevant
information basedon userinput and the expert knowledge;and explanation, the process
of communicating such recommendationsor relevant information to the user. Inf3uence
diagrams simplify knowledge acquisition, becausewe can usethem to represein graphi-
cally assertionsof conditional dependenceand independencebefore we needto consider
assessmets of probabilities or utilities. We can usethese assertionsof conditional inde-
pendenceto decomposethe assessmenof a joint probability distribution into a collection
of independert assessmes of manageablesize. Such decomposition helps us to focus
attention during knowledgeacquisition, and to decreasehe sizeof the construction task.
In addition, we can usethe assertionsof conditional independencein an inBuencedia-
gram to increasethe computational e"ciency of decision-theoreticinference. Specibcally
researters have dewveloped exact and approximate inferencealgorithms that exploit as-
sertionsof conditional independencein an inBuencediagram to avoid direct computations
on the joint probability distribution assaiated with that diagram (Shadter, 1986;Hen-
rion, 1986;Pearl, 1988;Lauritzen and Spiegelhalter,1988;Cooper, 1990a). Furthermore,
we can usethe graphical represetation of conditional independenceto generatecogert
explanationsto the builders and usersof normative expert systems(Pearl, 1988, Chap-
ters 5 and 10). Given these features of the inBuence-diagramrepresertation, it is not
surprising that seeral normative expert systemshave been constructed using the rep-
reseration (Spiegelhalter and Knill-Jones, 1984; Cooper, 1984; Reggia and Perricone,
1985; Henrion and Cooley, 1987;Olesenet al., 1989; Beinlich et al., 1989).

1See Appendix A for a discussion of this point.

2Readers unfamiliar with the influence-diagram representation should read Appendix A before reading
the body of this book.



Intro duction 3

In this book, | addressthe pragmatic aspects of capturing and represerting knowledge
for normative expert systems.| showthat by identifying specibc forms of conditional in-
dependene, and by developingrepresentationsthat exploit theseforms of independene
for knowledge acquisition, knowiedge engineers can construct normative expert systems
for domainsof larger saope and greater complexity than the domains previouslythoughtto
be amenableto the decision-theoretic approach. In particular, | introduce two graphical
extensionsto the inBuence-diagramrepresetation called similarity networks and parti-
tions. A similarity network is a tool for constructing an inBuencediagram, whereasa
partition is a tool for assessinghe probabilities assaiated with an inRuencediagram.?
Both represertations facilitate the developmert of large and complex models by exploit-
ing forms of conditional independencethat are not easily represerted in an ordinary
inBuencediagram. In this book, | scrutinize theserepresertations and the forms of con-
ditional independencethat they embody, and show how their usehas made practical the
construction of a normative expert systemfor medicine.

1.1 Pathbnder: A Normativ e Exp ert System

A normative expert system called Pathbnder provided the primary motivation for the
dewelopmen of the similarity-network and partition represenations. PathPnder assists
surgical pathologists with the diagnosisof lymph-node disease(Heckerman et al., 1985;
Hedkerman et al., 1989b; Hedkerman et al., 1990).

The role of the surgical pathologist in lymph-node diagnosisis shavn in Figure 1.1.
If a patientOsphysician suspects that a diseaseprocesshas involved the lymph nodes
of his patient, he may remove one or more those nodes for diagnosis. The surgical
pathologist examinesthese samplesof the patientOstissue microscopically Sometimes,
the pathologist also incorporates clinical, radiology, and laboratory information, and
examinesthe nodes with expensiwe tests derived from immunology, microbiology, and
cell kinetics researt). Basedon this examination, the pathologist provides a diagnosis
to the patientOsphysician. That is, the pathologist tells the physician, Othepatient has
diseasex.O Given this diagnosis,the patientOsphysician then treats the patient.

The well-being of patients dependsstrongly on the accuracy of the pathologistOsliag-
nosis. In an extreme case,for example, let us supposethat the patient has HodgkinOs
disease,a malignant diseasebut that the pathologist makesa diagnosisof monorucleo-
sis, a benign diseasethat can resenble HodgkinOslisease.In this situation, the patientOs
chance of death is signibcarly greater than it would have beenhad the diagnosisbeen

3Some authors use the term influence diagram to refer to both the network representation and the
probabilities that underlie the network. In this book, however, I use the term to refer to only the network.
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Figure 1.1: The role of the pathologist.
Using a microscope and other, more expensive, tests derived from immunology, microbiology, and cell
kinetics research, a pathologist examines tissue removed from a patient. Based on this examination and
other observations including clinical, radiology, and laboratory information, the pathologist provides
a diagnosis to the patient’s physician, who then treats the patient in accordance with the diagnosis.
The outcome of treatment can be extremely sensitive to the accuracy of the diagnosis rendered by the
pathologist.

correct, becausehe doesnot receive immediate treatment for his malignancy. In cortrast,

let us supposethat the patient hasmonorucleosis,and that the pathologist makesa diag-
nosis of HodgkinOslisease.In this case,the patient will undergo expensiw, painful, and

debilitating treatment, to be Ocured,®nly becausehe never had the malignant disease
in the brst place.

Unfortunately, pathologists who do not specializein one or a few types of tissueNthe
majority of pathologistsNoften make errors in diagnosis. They are especially likely to
make errors when the tissue being examinedis from the lymph node (Byrne, 1977;Jones
et al., 1977;Coltman et al., 1980;Kim et al., 1982). Se\eral cooperative oncologystudies
have documerted that, although experts in lymph-node pathology showv agreemem with
one another, the diagnosesrendered by a nonspecialist disagreewith those made by
experts as much as 50 percen of the time (Velez-Garciaet al., 1983).

In summary, the stakes assaiated with lymph-node diagnosisare high, and there is
a signibcan dilerence betweenthe accuracy of the nonspecialists and specialists in the
peld. A normative expert system for this domain is therefore likely to be of benebtto
pathologists.

The domain of lymph-node pathology is also an excellent testbed in which to inves-
tigate practical issuesconcerning the construction of normative expert systems. The
domain is large by any standard of comparisonfor expert systems. Over 60 diseasesan
invade the lymph node (25 benign diseases9 HodgkinOdymphomas, 18 non-HodgkinOs
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lymphomas, and 10 metastatic diseases).In addition, there are approximately 100 mor-
phologic distinctions or features within lymph nodes that can be recognizedeasily on
microscopic examination. Each feature is assaiated with two or more mutually ex-
clusive and exhaustive instances Also, Pathbnder corntains features ref3ecting clinical,
laboratory, immunological, and molecular biological information that is relevant to the
diagnosisof lymph-node disease.

1.1.1 A Pathbnder Dialog

In rendering a diagnosis, a pathologists (1) identipes and quartibes features; (2) con-
structs a diler ential diagnosis a set of diseasesonsistert with the obsenations; and (3)
decideswhat additional featuresto evaluate and what costly tests to employ to narrow
the dilerential diagnosis. He repeatsthesestepsuntil he hasobsened all useful features.
This procedure, used by diagnosticiansin many medical and nonmedical domains, is
called the hypothetico-deductive approac (Bartlett, 1958; Elstein et al., 1971; Elstein,
1976;Elstein et al., 1978).

Pathbnder usesthis samemethod to assist pathologists with their task of diagnosis.
Let us considera sampledialog betweenthe systemand a user of the systemillustrated
in Figures 1.2 through 1.8. Figure 1.2 shows the initial PathPnder screen. The FEATURE
CATEGORY window displays the categoriesof featuresthat are known to the system,the
OBSERVED FEATURES window displays featurebinstancepairs that have beenobsened by
the pathologist, and the DIFFERENTIAL DIAGNOSIS window displays the list of possible
diseasesand their probabilities. The probabilities in Figure 1.2 are the prior probabilities
of diseaseNtheprobabilities for diseasegivenonly that a patientOsiode hasbeenremoved
and is being examined.

If the user selects(double-clicks) the feature category SPHERICAL FEATURES, then
Pathbnder displays a list of featuresfor that category, as shown in Figure 1.3. To enter
a particular feature, the user double-cliks on that feature, and then selectsone of the
mutually exclusive and exhaustive instancesfor that feature. For example, Figure 1.4
shows what happens when the user selectsthe feature F % AREA (percert area of the
lymph-node section that is occupied by follicles). In the bgure,a third window appears
that lists the instancesfor this feature: NA (not applicable), 1-10%, 11-50%, 51-75%, 76—
90%, and >90%. Figure 1.5 shaws the result of selectingthe last instance for this feature.
In particular, the featurebinstancer % AREA: >90% appearsin the middle column, and
the dilerential diagnosisis revised, basedon this obsenation.

The user can cortinue to enter any number of features of his own selection. Fig-
ure 1.6 shows the Pathbnder screenafter the user has reported that follicles are in a
bad-to-back arrangemert and shav prominent polarity. Alternativ ely, the user can ask
the program to recommend additional features for obsenation. When sud a request
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Figure 1.2: The Pathfinder interface.

The Macintosh windows display the categories of features, the observed features, and the differential
diagnosis. In the differential diagnosis, diseases are ordered by their probabilities. The probability for a
disease shown in this figure is the prior probability for that disease—the probability that the disease is
present in a patient, given only that the patient’s node has been removed and is being examined.

is made, the program Prst computesthe value of clairvoyance for ead feature that has
not yet been reported to the system? The system then subtracts the cost of observ-
ing a featureNincluding the monetary expense,time delay, and the tedium assiated
with its obsenationNfrom that featureOsalue of clairvoyance, and displays the most
cost-elective features for evaluation. In this case,as shawvn in Figure 1.7, Pathbnder
determinesthat MONOCYT (monocytoid cells) is the most useful feature for evaluation.
Figure 1.8 shaws the result of the user reporting that monocytoid cells are prominert.
Specibcally the four features obsened by the user have narrowed the dilerential diag-
nosisto a single disease:the early phaseof AIDS.

4 Appendix A contains a general discussion of value-of-clairvoyance computations. Chapter 5 describes
the specific decision model used for such computations in Pathfinder. In the computation itself, we
assume that the decision maker’s preferences approximately satisfy the delta property.
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Figure 1.3: The selection of a feature category.
The user has selected (double-clicked) the category of features named SPHERICAL STRUCTURES.
This action opens a window that contains the list of features for this category.
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% File Options

E Feature Category Observed Features Differential Diagnosis
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FTGC

F POLARITY
PSEUDOFOLLICLES

Figure 1.4: The selection of a feature.
The user has selected the feature F % AREA. This selection opens a window that contains an expanded
version of the feature name and the list of the mutually exclusive and exhaustive instances for the feature.
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Figure 1.5: The entry of a feature—instance pair.
The entered feature—instance pair—F % AREA: > 90%—appears in the middle window. Based on this
piece of evidence, the program revises the differential diagnosis in the right-most window.
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Figure 1.6: The entry of two additional feature—instance pairs.
The new feature—instances pairs—F DENSITY: BACK-TO-BACK and F POLARITY: PROMINENT—
appear in the middle window. Based on these observations, the program again revises the differential
diagnosis.

093
0.07
Q.00+
Q.00+
0.00+




Intro duction

% File Options

11

Feature Category

Observed Features

Differential Diagnosis

{ DISTINCTIVE FEATURES
3 IMMUNDLOGY

i INFLAMMATORY COMPONENT
i LAB TESTS

i LRG L¥MPH CELLS

i MED LYMPH CELLS

i METASTATIC CELLS

4 MISC MORFHOLOGY

il MOLECULAR BIOLOGY

i OTHER DIAGHOSES

i PATTERNS

4 SML LYMPH CELLS

Y SPECIAL STAINS

i SPHERICAL STRUCTURES
il SR CELLS AND VARIANTS

{F % AREA: >00%
| F DENSITY: BACK TO BACK
| F POLARITY: VES

5 Diseases
AlIDS EARELY 093
FLORID FOLLIC HYPERF  0.07F
GLH FLASMA CELL TYPE Q.00+
RHEUMATOID ARTHRITIS .00+
MAMTLE ZOME HYPERL Q.00+

Features for Narrowing Differential

MOMOCYTOID CELLS (% OF TOTAL CELLS)

EFI HIST NOWCLUS (% OF TOTAL CELLS)

FOLLICLE MANTLE ZOMES (PICK 15T THAT APPLIES)
S5 HIST (A% * IN 1 10X OBJECTIVE POWER FOL FIELD}

Figure 1.7: A request for features to evaluate.
The user has asked Pathfinder to display features that are useful for narrowing the differential diagnosis.
The program displays the four most cost-effective features for the pathologist to observe next.
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Figure 1.8: A diagnosis.
Pathfinder determines that only a single disease—AIDS EARLY (the early phase of AIDS)—is consistent
with the four observations shown in the middle window.
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Gorry and Barnett introducedthe hypothetico-deductive approach to automated sys-
tems in 1968 under the name sequential diagnosis The iterativ e strategy appears in
many expert systemsthat are both normative (Gorry and Barnett, 1968; Gorry et al.,
1973; Spiegelhalterand Knill-Jones, 1984;Henrion and Cooley, 1987;0Olesenet al., 1989;
Beinlich et al., 1989) and nonnormative (Ben-Bassatet al., 1980;Miller et al., 1982).

1.1.2 Diagnosis: A Decision

In the patient casethat we have considered,Pathbnder can provide the pathologist with a
diagnosis,becausethere is only one diseasethat is consistert with the patientOsondings.
The example, howewer, is atypical in that more than one diseaseusually remains on
the Pnal dilerential diagnosis. In these situations, PathPnder would have to make a
decisionNthat is, a choice under uncertaintyNto render a diagnosis.

In principle, Pathbnder can make such decisions. The system contains a utilit y model
that represeits a typical patientOspreferencefor outcomesassaiated with every combi-
nation of diseaseand diagnosisthat can befall a patient. We discussthis model in detail
in Chapter 5. Pathbnder usesthe utilit y model in its value-of-clairvoyancecomputations,
and it can alsousethe model for rendering diagnosesunder uncertainty.

Nonetheless preferencesvary among patients. Furthermore, | have obsened that, al-
though recommendationsfor evidencegathering are not sensitive to the Pathbnder utilit y
model, diagnostic recommendationsare somewhatsensitive to the model. Consequetly,
| do not allow Pathbnder to make diagnosesunder uncertainty. | hope that this policy
will encouragea changein the way pathologists and care-providing physicians commu-
nicate. In the short term, | hope that pathologists will begin to expressclearlyNin
the languageof probabilit yNuncertain ty assaiated with their obsenations. In the long
term, | hope that ead physician who is assaiated with the care of a patientNincluding
the primary physician, the pathologist, the radiologist, the surgeon,the oncologist, and
the radiotherapistNand the patient himselfwill communicate in decision-theoreticterms
to determine the best treatment for that patient. Such comnunication could take place
via a shareddecisionmodel embodied in an expandedversion of Pathbnder?

1.1.3 A Problem with Kno wledge Acquisition

Let us concerrate on PathbnderOknowledge or probabilistic model. The Pathbnder
project beganin 1983. Early versionsof Pathbnder employed a probabilistic model rep-
reseried by the inBuencediagram in Figure 1.9(a). Specibcally the expert on the project,
Dr. Bharat Nathwani, and | assumedthat diseasesvere mutually exclusive and exhaus-
tive, and that all featureswere conditionally independert, givendisease.The assumption

5For another discussion of this issue, see Shachter and Hendrickson (1990).
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Figure 1.9: Two schematic influence diagrams for Pathfinder.
In both influence diagrams, the chance node DISEASE represents a set of mutually exclusive and ex-
haustive diseases. The features relevant to the diagnosis of disease are represented by the unlabeled
chance nodes below DISEASE. In (a), all features are conditionally independent, given DISEASE. In
(b), several features are conditionally dependent, given DISEASE. We required a similarity network to
construct this more complex influence diagram.

that diseaseswvere mutually exclusive was appropriate, becauseco-occurring diseasesal-
most always appear in dilerent lymph nodesor in dilerent regions of the samelymph
node. Also, the large scope of Pathbnder made reasonablethe assumptionthat the set of
diseaseswvas exhaustive. The assumption of global conditional independence,however,
was inaccurate. For example, given certain diseasespnding that follicles are abundart
in the tissue sectionincreaseggreatly the chancesthat sinusesin the interfollicular areas
will be partially or completely destroyed. Thus, in 1986, the expert and | attempted
to represen explicitly the dependenciesamong featuresin the lymph-node domain, by
constructing an inBuencediagram of the form shown in Figure 1.9(b).

Becauseof the wide scope of the domain, however, the expert was uncomfortable
assessingconditional dependenciesamong some features. Through many discussions
with the expert, | identiped the source of his di"culties with the construction of the
Pathbnder inBuence diagram, and deweloped the similarit y-network represenation to
overcomethesedi"culties. Given this represenation, the expert was able to construct
the inBuencediagram for PathbPnder shovn in Figure 1.10. In addition, using some of
the insights that motivated the creation of similarity networks, | developed the partition
represenation to facilitate the probability assessmenfor the inuencediagram. This
represenation decreasedthe number of probability assessmes required to construct
a joint distribution for the lymph-node domain by more than a factor of bve. As we
shall see,the similarit y-network and partition represertations produceda new version of
Pathbnder whosediagnostic accuracy was superior to that of previous versions.

In Chapters 4 we examinethe details of the construction of this inBuencediagram; in
Chapter 5, we discussthe formal evaluation of diagnostic accuracy
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Figure 1.10: The Pathfinder influence diagram.

The influence diagram represents over 100 features that are relevant to diagnosis
a list of the feature abbreviations). The node DISEASE contains over 60 lymph
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1.2 Similarit y Networks and Partitions

In general,inBuencediagrams can represert the alternativ es, preferences,and beliefs
of a decision maker. InRuence diagrams that represen only the beliefs of a decision
makerNthat is, inRBuence diagrams that cortain only chance nodes and informational
arcsNare called knowledge maps (Howard, 1989a). Other namesfor knowledge maps
include belief networks (Pearl, 1986), Bayesian networks (Pearl, 1988), and prokabilistic
inBuence diagrams (Shadter, 1990). The Pathbnder inBuencediagram in Figure 1.10,
for example,is a knowledge map.

The Pathbnder knowledge map has a special form. In particular, the chance node
DISEASE corntains many mutually exclusive and exhaustive diseases. In addition, this
node conditions many other nodes, but is itself not conditioned by any nodes. Knowledge
maps of this form are seencommonly in problems of diagnosisin which a single disease
or fault is preser.

A similarity network is a tool for building large and complex knowledge maps that
have this special form. The diseasenode orNmore generallyNthe distinguished node is
the certer of attention for the construction of a similarity network. The componerts of
a similarity network include a similarity graph and a collection of local knowledge maps
Each node in a similarity graph represens an instance of the distinguished node, called
a hypothesis Edgesin a similarity graph connecthypothesesthat are similar or that are
likely to be confusedwith oneanother by a user of the expert system. A local knowledge
map is assaiated with ead edgein the similarity graph. A local knowledgemap for the
edgebetweenhypothesesh; and h; is a knowledgemap constructed under the assumption
that only h; and h; are possible. That is, a local knowledgemap for hypothesesh; and h;
is a knowledge map for discriminating only those two hypotheses.By constructing local
knowledge maps, a person can concerrate on one manageableportion of the modeling
task at a time.

Given a similarity network, we can construct a glokal knowledge map for the ertire do-
main through simple graph manipulations on the local knowledgemaps. The construction
is soundin the sensethat we can derive the assertionsof conditional independenceand
dependencein the global knowledgemap from the rules of probability and the assertions
of conditional independenceand dependencein the local knowledgemaps. Also, a simple
algorithm exists for verifying that the assertionsin the local knowledge maps are consis-
tent. Thus, the global knowledge map constructed from a similarity network faithfully
represeits a personOsissertions. We say that the global knowledge map is valid. In
addition, the construction of the global knowledge map is exhaustivein the sensethat
any feature that is relevant to discrimination of the set of hypothesesas a whole will
appear in the global knowledge map.
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Similarity networks represen two forms of conditional independencecalled subsetin-
dependene and hypothesis-sggcibc independene, neither of which is represerted conve-
niently in a knowledgemap. In Chapter 2, we examine theseforms of conditional inde-
pendence,and discussthe problems posedby their represenation in knowledge maps.
Similarity networks take advantage of these forms of independenceto decompose the
construction of a knowledge map in much the sameway that knowledge maps take ad-
vantage of ordinary conditional independenceto decomposethe construction of a joint
probability distribution. In particular, similarity networks exploit peopleOsbility to
make judgments of subsetindependenceand hypothesis-sgecibcindependence,without
assessinghe probabilities that underlie such judgmernts.

We canalsouseassertionsof subsetindependenceand hypothesis-sgecibcindependence
to simplify the assessmenof probabilities asseiated with a knowledge map. These
assertionsof conditional independence,as they are represetted in a similarity network,
simplify assessmensomewhat. In Chapter 2, howewver, we examine the partition, a
represenation that exploits more fully theseindependenciesfor assessmen Figure 1.11
summarizesthe roles of the partition, similarity network, and knowledge map in the
construction of a joint probability distribution.

Although both similarity networks and partitions were designedto simplify the con-
struction and assessmenof knowledge maps of the form shawvn in Figure 1.9(b), we see
in Chapter 6 that the represenations can be generalizedto other problems of diagnosis.
For example, we seethat the represeration can be usedin somesituations where hy-
pothesesare not mutually exclusive, and wherethe diseasenode is conditioned by other
nodes.

1.3 Historical Background and Contributions

The dewvelopmerts in this book derive from work within the related bPeldsof medical in-

formatics and artibcial intelligenceand within the discipline of decisionanalysis. Because
theseareasof researt diler in their methods, language,and philosophy, we examinethe

historical badground and cortributions of this work from two perspectives.

1.3.1 Medical Informatics and Artibcial Intelligence

One large area of researt in the peld of medical informatics has beenthe capture, rep-
resenation, manipulation, and explanation of uncertain knowledge for expert systems.
This researt has undergonethree distinct phasesof developmert (Horvitz, 1986). In
the brst phase,which beganover three decadesago, Ledley and Lusted suggestedthat
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Figure 1.11: Decomposition of a joint probability distribution.
A joint distribution can be constructed from a global knowledge map and a set of assessments for each
node in the map. The knowledge map itself can be constructed from a similarity network, consisting
of a similarity graph and a collection of local knowledge maps. The assessments for each node in the
knowledge map can be further decomposed using partitions.
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probability theory was an appropriate framework for what is now called an expert sys-
tem (Ledley and Lusted, 1959). Soon after, researtersin the peldbeganexperimerting
with probabilistic and decision-theoreticexpert systemsfor medical diagnosisand treat-
ment. For example,in 1961, Warner constructed a probabilistic expert system for the
diagnosisof congestive heart failure (Warner et al., 1961). In 1968, Gorry and Barnett
extendedthat systemto include test and treatment decisions(Gorry and Barnett, 1968).
To avoid the complexity of directly acquiring and manipulating a joint distribution for
their domains, these researtiers made the simplifying assumptionsrepreserned by the
inBuencediagram in Figure 1.9(a). In particular, they assumedthat diseasesvere mu-
tually exclusive and exhaustive, that all featureswere conditionally independert, given
the true diseasestate of the patient, and that a single test or treatment decisionwas at
hand. We refer to this collection of assumptionsasthe simple Bayesmodel. Using these
assumptions,researters found it relatively easyto implement decision-theoreticexpert
systems. By 1970, a large number of sud programs had been deweloped (Miller et al.,
1977;Wagneret al., 1978).

Evaluations of most of these early systemsshowed that the programs performed well.
In fact, the diagnosesrendered by seweral of them were more accurate than were those
made by experienced physicians (de Dombal et al., 1972). Nonetheless,in the early
1970s, researters beganto criticize these systems. They noted that the domains of
these programs were small and did not rel3ectrealistic clinical situations. Furthermore,
researters argued that the assumptionsof the simple Bayes model would be violated
as the domains of these systemswere expanded (Gorry, 1973; Shortli'le, 1976). One
group of investigators showed that the diagnostic accuracy of an expert system based
on the simple Bayes model deteriorated signibcarily asthe number of featuresin the
system increased. These investigators traced the degradation in performanceto viola-
tions of the conditional-independenceassumptionsin the simple Bayes model (Fryback,
1978). Another group of researters shoved that the assumption of global conditional
independencecould be unrealistic in small domainsaswell (Norusis and Jacquez,1975).

Researters at the time thought that they had two alternatives for building expert
systemsof realistic size within the normative framework: (1) retain the simple Bayes
model, or (2) capture and represen a completejoint probability distribution and (possi-
bly) a complete utilit y model for a givendomain. In the latter alternativ e, they imagined
assessingrobabilities under the assumptionthat any combination of diseasesvas possi-
ble, and that any feature could be conditionally dependent on any other set of features.
Investigators found neither alternativ e attractiv e. Use of the simple Bayes model was
unacceptablefor the reasonswe have discussed,and the assessmenand manipulation
of a full joint probability distribution was intractable. In addition to the problem of
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intractabilit y, critics of the normative approad argued that decision-theoretic repre-
sentations could not easily expressthe informal, qualitativ e nature of human reasoning
(Gorry, 1973; Szolovits, 1982; Davis, 1982). Most researters thus abandonedthe nor-
mative approad in favor of heuristic techniques olered by the emerging discipline of
artibcial intelligence.

The dewvelopmen of heuristic approacesfor usein expert systemsdominated much of
the researd of the 1970s. Theseapproahesgenerallyincorporated expressie knowledge
represenations often patterned after those that experts seemedto use. The resulting
benebtsincluded improvemerts to explanation, and more sophisticated techniques for
knowledge acquisition and inference. For example, se\eral represenations allowed in-
vestigators to avoid the assumptionsof global conditional independenceof the simple
Bayes model without assessinga complete joint distribution. Examplesinclude rules in
Mycin (Shortli'le and Buchanan, 1975), causal networksin Casnet (Weisset al., 1978),
and framesin the Presert lllness Program (PIP) (Pauker et al., 1976). Other artibcial-
intelligence programs addressedthe assumption of a single-diseasaliagnosis. A notable
exampleis the Internist-1 program, which is able to diagnosemultiple diseasesn a single
patient (Miller et al., 1982).

Heuristic represetiations allowed researders to construct expert systems for large
and complex real-world domains. Nonetheless,in the 1980s,researdersin the beldsof
medical informatics, artibcial intelligence, and decisionanalysisbeganto identify signif-
icant debcienciesn these represenations. For example, heuristic methods were based
on approades used by experts and therefore were vulnerable to the incorporation of
undesirable biasesin human reasoning. In addition, artibcial-intelligence investigators
did not axiomatize their methods successfully Consequetly, these investigators were
unclear about the meaning of the quartities that they usedto represen uncertainty
and preference. For example, researtiers deweloped schemesthat confusedthe absolute
degreeof belief for a hypothesis, given evidencefor the hypothesis, with the changein
degreeof belief for that hypothesis, given that evidence(Heckerman, 1985;Horvitz and
Hedkerman, 1985). Also, becausereseartiersdid not provide an unambiguous character-
ization of their represenations and inference methods, they found it di"cult to modify
their approaceswhen the approadces performed poorly, to extend their approacesto
new domains, and to build on the work of other people. Moreover, researtiers were often
unaware of the implicit assumptionsimbeddedin their methods. Thus, heuristic-based
expert systemswere susceptibleto unanticipated errors. For example,in 1985,1 dewel-
oped an axiomatization of the certainty-factor (CF) model used by Mycin to manage
uncertainty (Shortli'le and Buchanan, 1975). This axiomatization shaws that, under cer-
tain circumstances,the CF model makes assumptionsthat are stronger than are those
of the simple Bayes model. In particular, the CF model includes the assumption that
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featuresare conditionally independen, given ead disease,as well as given the negation
of eat disease(Heckerman, 1985). In an empirical study, | shaved that the useof these
strong assumptionscan degradesignibcartly the diagnostic accuracyof an expert system
(Hedkerman, 1988).

Overall, researbiersbeganto believe that the more powerful artibcial-intelligence rep-
reserations and inferenceprocedureswere compromisedby the nonnormative nature of
the procedures. This obsenation set the stagefor the third phaseof expert-system re-
seard. In 1981,decisionanalystsHoward and Mathesondeweloped the inBuence-diagram
represemation (Howard and Matheson, 1981). The represertation was easyto use, yet
was capable of expressingprecisely any inferenceor decision problem in the normative
framework. The represertation olered investigators a spectrum of alternativesbetween
using the simple Bayes model and using a complete joint probability distribution. For
example, using an inBuence diagram, an expert could assertthat some features were
conditionally independert, and that other featureswere conditionally dependert. In ad-
dition, an expert could identify somediseasessbeing dependert (or mutually exclusive)
and others as being independent. In many domains, these assertionscould be used by
knowledge engineersto make knowledge acquisition and inferencetractable. Thus, with
the advent of inBuencediagrams, researtiers once again beganto construct normative
expert systems.

In this book, | argue that we have not yet approaded the limits of the application
of decisiontheory to the represenation of knowledge. Decision theory is nothing more
than a setof constraints that helpsusto improve our thinking about important decisions.
Within these constraints, | argue, we can build languagesthat can expressalmost any
rational conceptin a tractable manner. The inBuencediagram, and the extensionsof
it that | dewelop in this work, are just the brst examplesof the normative languages
that we can construct. | arguethat, to construct normative expert systemsfor complex
domainsNeven more complex than the domain of PathbpnderNwe must identify forms
of conditional independencethat human experts useto managethe complexity in their
domains. We must then develop new represertations that can exploit theseassertionsto
facilitate the capture and represertation of expert knowledge.

Researters have arguedthat this approacd to constructing expert systemsis imprac-
tical for many domains, becausea move beyond a simple Bayes model or some other
oversimpliped Bayesian model might encourter massiwe interdependenciesamong dis-
tinctions. Indeed, this argumert was and still is made by most artibcial-intelligence
researtiers who abandonedthe normative approadc in the 1970s.1 conjecture, however,
that cognitive limitations on human experts will constrain the complexity of normative
computer-basedmodelsfor decisionmaking. That is, limitations on human memory and
human information-pro cessingcapabilities require that an expert impose assertions of
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conditional independenceon his own domain knowledge,whether or not theseassertions
actually hold (i.e., whether or not large amourts of experimertal data would refute these
assertions). More important, | believe that, for many domains, we can formulate these
expert assertionsof conditional independencesuc that they are self-consisteh The
dewelopmen of the similarity-network and partition represertations demonstratesthat
such aformulation is possible. Thus, | conjecturethat, for many domains, we can capture
and represett the important details of an expertOsknowledgein a coheren, normative
framework. The possibility that an expert imposeserroneousassertionsof conditional
independenceon his domain does not presen a fundamental problem. If we bnd that
particular assertionsof independenceare incompatible with available experimertal data,
we can use the principles of probability theory to update the expertOsmodel for his
domain.

Although the identibcation and exploitation of conditional independenceis an impor-
tant approach by which we can build normative expert systems,other approadces also
oler promise. In particular, Wellman has deweloped a method for represeting and rea-
soning with an incomplete decision-theoreticmodel. He has shawvn that, in many cases,
unambiguous recommendationsfor action can be derived from such a model (Wellman,
1986; Wellman, 1988; Wellman, 1990). Also, Horvitz and other investigators are using
decisionanalysisat the metalewel to trade o! the benebtsof a normative approac with
the time and elort required to build, reasonwith, and comprehenda decision-theoretic
model (Horvitz, 1986;Horvitz, 1987;Hedkerman and Jimison, 1987;Horvitz, 1988;Hed-
ermanet al., 1989a). Using theseapproacesand the approac dewveloped here, it is likely
that researterswill develop normativ e experts systemsfor many real-world domainsthat
deliver valuable information to users.

1.3.2 Decision Analysis

Decision analysesare extremely expensive. Typically, a decision analysis requires the
participation oneor more decisionmakers, one or more experts, and oneor more decision
analysts. A personfacedwith the decisionof whether or not to undergoa coronary artery
bypasssurgery, for example, would have to pay approximately $5,000in 1990dollars to
buy a decisionanalysis (Howard, 1990).

In the last 5 years, researders familiar with principles of both decision analysis and
artibcial intelligence have developed two approadiesin an elort to reducethe high cost
of decisionanalyses. One approad is the normative expert system. Another approad,
created by Holtzman, is the intelligent decision system (Holtzman, 1989). Although
we concetirate on normative expert systemsin this work, the similarit y-network and
partition represerations can facilitate the construction of both typesof systems. Thus,
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let us brieRy examine intelligent decision systems, and compare them with normative
expert systems.

The dewelopers of both expert systemsand of intelligent decision systemstreat a
set of decision problems whose menbers have a degreeof similarity among them as a
single unit. As we have discussed,we refer to this unit as a decision classor domain
(Holtzman, 1989). Two goalsshared by the dewelopers of both types of systemsare to
capture expert knowledgeabout a particular decisionclass,and to deliver this knowledge
to many decision makers faced with a decision within that class. Consequetly, both
typesof systemsmay obviate a decisionanalysis, or at least reducethe cost of an suct
analysis. Thosereseartierswho work to build intelligent decisionsystems,however, have
the additional goal of capturing the expertise of decisionanalysts, and of delivering this
expertise to decision makers. In particular, these researters hope that their systems
will help decision makers to structure decision models through automated sensitivity
analyses,to provide unbiased assessmes of probability and utilit y for their models,
and to explore solved models so that the decisionmakers may gain insights about their
decisions.

The concept of an intelligent decision system is new, and none of the goals of its
dewelopers have been realized completely. Nonetheless,Holtzman has constructed an
intelligent decisionsystemwith resultsthat are promising (Holtzman, 1989). The system,
called Rachel advisesinfertile couplesseekingmedical assistance.The intelligent decision
system helpsthe couple and their physician derive a recommendedcourseof action from
a model that combines the physicianOsnedical knowledge with the coupleO&nowledge
of their preferencesand special circumstances.

The architecture of intelligent decisionsystems,and of Rachel in particular, is a rule-
basedsystem. There are two important dilerences, however, betweenthe architecture of
intelligent decisionsystemsand that of rule-basedexpert systemsdewveloped previously.
First, an expert system typically contains situationbaction rules that encale expert-
recommendeddecisions, given a particular context. On the other hand, an intelligent
decision system cortains rules that suggesthow to construct, modify, or interpret an
inRuencediagram. Figure 1.12illustrates one of the rules in RachelOknowledge base.
The rule statesthat, if the patient is in good health, and if a particular surgeonand anes-
thesiologist perform an internal spermatic vein ligation, then the chancenode SURGICAL
COMPLICATIONS dependson the decisionnode SURGERY, asindicated by the probability
distributions shown in Figure 1.12. When a decisionmaker interacts with an intelligent
decision system, the system ewokes many rules of this form, and thereby constructs an
inBuencediagram for the decisionproblem. In the process,the decisionmaker or domain
expert may chooseto override seweral rules, or he may provide distinctions, dependencies,
probabilities, or utilities that the systemneedsto complete the decisionmodel.
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IF The patient is in good health, the internal spermatic vein
ligation is performed by Dr. PQR, and the attending
anesthesiologist is Dr. STW,

THEN  The variable SURGICAL COMPLICATIONSan be indirectly assessed
by means of the following relation:

SURGICAL
COMPLICATIONS

with P ( SURGICAL COMPLICATIONS SYRGERY ! + ) =0.002

SURGERY

and P ( SURGICAL COMPLICATIONS SYRGERY / _ ) =0.0.

Figure 1.12: A rule in an intelligent decision system.
The rule relates the probability of postsurgical complications to the track record of the surgical team
(Holtzman, 1989, page 142). See the end of this book for a guide to notation.

A secondbut related dilerence betweenintelligent decisionsystemsand rule-basedex-
pert systemsis that many expert systemscontain a medanism for attaching uncertainty
or preferenceto rules. Most sudh medanismsresenble the Mycin CF model, and are
necessarybecausethe rules relate situations to action. In intelligent decision systems,
howewer, there is lessneedto attach uncertainty or preferenceto the rules, becausethe
rules pertain to the construction of an inBuencediagram. An intelligent decisionsystem
can bring to bear uncertainties and preferencesof the decision maker at the time the
inBuencediagram is solved.

If the rulesthat comprisean intelligent-decision-systemknowledgebaseare consister,
then the procedurefor creating inBuencediagramsfrom a set of rules has desirabletheo-
retic properties. Breeserecerily extendedthe intelligent-decision-systemsprocedure for
constructing inBuence diagrams, and examined the formal properties of his procedure
(Breese, 1987; Breese, 1990). His goal in deweloping this procedure is somewhat dif-
ferent from that of the developers of intelligent decisionsystems. In particular, Breese
considersdomains in which inBuencediagrams can be constructed automatically from
a set of rules in a knowledge baseand from a particular decisioncortext. In these do-
mains, a decision maker does not modify or override the rules in the knowledge base.
Nonetheless,BreeseOmethod can be applied to the construction of inRuencediagrams
within intelligent decisionsystems. Breesehas shown that, if a set of rules is consisten,
and if his procedureproducesa directed acyclic inBuencediagram from that set of rules
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and a particular decision cortext, then the chance and decision nodes that do appear
in the knowledge basebut do not appear in the constructed inBuencediagram must be
irrelevant to the decision problem at hand. Of course,this guarartee fails if the set of
rules is not consisten.

Overall, the intelligent decisionsystemis more likely to provide appropriate decision
assistancein decision classeswhere there are everts or circumstancesthat cannot be
anticipated, and in decision classeswhere probabilities or utilities are likely to vary
from one personto the next. Not surprisingly, RachelOsiomain has these properties.
For example, an expert system for infertile couples probably will not anticipate that
a particular couple can alord an expert surgeonfrom a foreign country for a internal
spermatic vein ligation. An intelligent decisionsystemcortaining the rule in Figure 1.12,
howewver, could recognizethat an unusual situation has occurred, and request that a
knowledgeableagert of the couple provide the systemwith new probability distributions
describing the chancesof postsurgical complications. Also, the desirability of having a
baby is likely to vary signibcanly acrosscouples.

Despite these obsenations, se\eral signibcarn problems are assaiated with the archi-
tecture of intelligent decisionsystems. First, how doessuc a systemguararntee that a set
of rules for a complex decisionclassis consistent? Cheding the consistencyof a collec-
tion of rulesin a logic framework is NP-hard (Garey and Johnson, 1979); the procedure
is even more di"cult in a decision-theoreticframework. Also, how doesa decisionmaker
maintain the consistencyof a knowledgebasewhen he addsto or modibesthe rulesin a
knowledgebase?He probably will require the assistanceof experts knowledgeableabout
both decisiontheory and the given decisionclass. Furthermore, those experts might have
to inspect the ertire knowledgebaseto guarartee that their input is consistert with the
knowledgecurrently in the system. This processwould be expensive and time consuming.

To addressthese problems, builders of intelligent decisionsystemsfor a given decision
classcould create a large inBuencediagram for the ertire class. The structure of this
inBuence diagram might not be complete, and the inBuence diagram might lack some
probability distributions and utilities, but the consistencyof the rules implicit in the di-
agram would be guaranteed. In addition, if a decisionmaker wanted to add to or modify
the knowledge base of this intelligent decision system, he could inspect the incomplete
inBuencediagram before and after making those changes,and thereby could maintain
the consistencyof the knowledge base. Furthermore, if dewvelopers of an intelligent deci-
sion system constructed the knowledge baseof that systemwith an inBuencediagram,
areasof the knowledgebasethat are incomplete would be highlighted. Thesedewelopers
probably would build a more complete model than they would if they constructed the
knowledgebaseasseparaterules. Thus, the needfor a decisionmaker to interveneduring
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the construction of an inBuencediagram for his particular problem probably would de-
crease.In an extreme caseof this methodology, where the inBuencediagram for a given
decision classis complete, the intelligent decision system would becomea normative
expert system.

Almost certainly, there will be decision classesfor which we cannot build single co-
herert inBuencediagrams. In these cases,we might be able to do nothing better than
to construct a knowledge base of possibly inconsistert inBuence-diagramcomponerts.
We should keep in mind the advantages of consistency however, and strive to create
intelligent decisionsystemsbasedon single infuencediagrams.

Whether we build normative expert systemsor intelligent decisionsystems,the Path-
Pnder dilemma illustrates that we need extensionsto the inuence-diagramrepresen-
tation to facilitate the construction of large and complex inBuence diagrams. In this
book, I demonstrate that we can create such extensionsby identifying forms of con-
ditional independenceused by experts (and possibly decision analysts) to managethe
complexity of their domain, and by creating languagesthat encale explicitly theseforms
of independence.

1.4 Overview of the Book

In Chapter 2, the similarity-network and partition represenations are illustrated by a
small real-world examplefrom the domain of medicine. In Chapter 3, a formal theory for
similarity networks is developed. | shaw that the construction of the global knowledge
map from a similarity network consisting of a connectedsimilarity graph and a set of
local knowledge maps is both sound and exhaustive In addition, a simple algorithm
for testing the consistencyof a set of local mapsis dewveloped. In Chapter 4, | describe
highlights of the construction and assessmetnof the knowledgemap for Pathbnder using
similarity networks and partitions. In Chapter 5, the diagnostic accuracy of the ver-
sion of PathbPnder dewveloped with the similarit y-network and partition represenations
is comparedto that of the version of Pathbnder in which all features were assumedto
be conditionally independen. Finally, in Chapter 6, | describe extensionsto the theory,
and discussconclusionsthat we can derive from this work.



2 Similarit y Networks and Partitions: A Simple Example

In this chapter, we usethe similarit y-network and partition represenations to construct
and assessa knowledge map for a small medical expert system. The purposeof this ex-
erciseis to illustrate the basic conceptsand techniquesunderlying theserepresettations,
and to demonstrate someof the advantagesof their use. Becausethe exampleis small,
howewer, the full power of theserepresetations for simplifying knowledgeacquisition can-
not be demonstrated. In Chapter 4, we examine highlights of this knowledge-acquisition
approac as it is applied to Pathbnder. There, the power of these represettations is
illustrated more fully.

The medical examplethat we examineis real, but it has beensimplibed for purposes
of preseriation. Dr. Harold Lehmann sened as the expert for the domain. The bgures
in the chapter were generatedby SimNet, an implementation on the Macintosh computer
of the similarit y-network and partition represenations.

Throughout the example and the remainder of this book, | will distinguish between
the construction of a knowledge map, similarity network, or partition by a person and
the construction of these represenations by an algorithm. In particular, the terms to
composeand to construct will referto situations wherea personand an algorithm generate
a represeration, respectively.

2.1 Similarit y Networks: The Construction of a Kno wledge Map

Supposea patient between5 and 18 yearsof agecomesto an emergencyroom complaining
of sewveresorethroat. A knowledgemap for this situation is illustrated in Figure 2.1. The
chancenode DISEASE represerts the causesof sorethroat: VIRAL PHARYNGITIS, STREP
THROAT, MONONUCLEOSIS, TONSILLAR CELLULITIS, and PERITONSILLAR ABSCESS. We
assumethat thesediseasesare mutually exclusive and exhaustive. The remaining nodes
represen evidencerelevant to the diagnosisof the patientOglisease.We now discusshow
to construct this knowledge map using a similarity network.

2.1.1 Comp osition of a Similarit y Network

The focus for the composition of the similarity network is the distinguished node or
distinguished variable. For medical domains, the distinguished variable represens a set
of mutually exclusive and exhaustive diseases. In general, we refer to the mutually
exclusive exhaustive instancesof this variable as hypotheses.

A similarity network consistsof a similarity graph and a collection of local knowledge
maps To composea similarity graph, we brst composethe similarity graph. The nodes
in the similarity graph correspond to hypothesesof the distinguished node. Informally,
the edgesin the similarity graph connect hypothesesthat are similar. We shall discuss
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Figure 2.1: A knowledge map for sore throat.
This knowledge map describes the diagnostic dilemma for a patient between 5 and 18 years of age who
comes to an emergency room with a severe sore throat. The node DISEASE represents the mutually
exclusive and exhaustive causes of sore throat: VIRAL PHARYNGITIS, STREP THROAT, MONONU-
CLEOSIS, TONSILLAR CELLULITIS, and PERITONSILLAR ABSCESS. This node is the focus for
the composition of a similarity graph. The remaining nodes represent evidence relevant to the diagnosis
of the patient’s disease.
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Figure 2.2: A similarity graph for sore throat.
The nodes in the graph represent the possible causes of sore throat. Undirected edges connect diseases
that are similar. Although this graph is a tree (i.e., there is exactly one path between any two nodes in
the graph), in general, similarity graphs can contain cycles.

soon the precise meaning of edgesin a similarity graph. The similarity graph for sore
throat is shown in Figure 2.2.

Next, we composea local knowledgemap for ead pair of hypothesesthat is connected
in the similarity graph. To composea local knowledge map for the hypothesis pair h;
and h;, we imagine that one of these two hypothesesis true. Given this supposition,
we compose a knowledge map consisting of the distinguished nodeNwhose instances
are restricted to h; and h; Nand those nondistinguished nodesthat are relevant to the
discrimination of these hypotheses. Formally, we omit a node from the local knowledge
map if and only if the node would be disconnectedfrom the distinguished node (i.e.,
there would be no path betweenthe node and the distinguished node) if we included it
in the map.

Figure 2.3 shaws the local knowledge map for the edgebetween TONSILLAR CELLULI-
TIS and PERITONSILLAR ABSCESS in the similarity graph. The node at the top of the
knowledgemap represerts the distinguished variable restricted to thesetwo diseases.The
nondistinguished nodesin the local map represen the features or diseasebndingsthat
are relevant to the discrimination of the diseasesSrONSILLAR CELLULITIS and PERITON-
SILLAR ABSCESS. Notice that there are no arcsamongthesenondistinguishednodes. The
missing arcs represen the assertionthat, given that the patient has either TONSILLAR
CELLULITIS orf PERITONSILLAR ABSCESS, all Pndingsin the map are independert. Also
note that there are fewer bndingsin this local map than in the knowledge map for the
ertire domain (Figure 2.1). This obsenation tends to be true, in general, becausethe
diseasesassaiated with local knowledge maps are similar.
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Figure 2.3: A local knowledge map.
In this knowledge map for the edge between PERITONSILLAR ABSCESS and TONSILLAR CELLULI-
TIS in the similarity graph, the features exhibit mutual conditional independence. Only findings that
are relevant to the discrimination of the two diseases are included in the map. Because the two diseases
are similar, the knowledge map contains fewer nodes than does the knowledge map for the entire domain.

Figure 2.4 shaws the local knowledge map for the edgebetween STREP THROAT and
VIRAL PHARYNGITIS in the similarity graph. Again, the map cortains fewer featuresthan
doesthe knowledge map for the sore-throat domain as a whole. Now, however, some of
the diseasebndings are conditionally dependert. The arc from TONSILS INVOLVED to
TONSILLAR PUS reRectsthe expertOsassertion that the probability of seeingpus on a
patientOstonsils depends on whether the diseaseinvolves one tonsil, both tonsils, or
neither tonsil, even when the patientOsdiseaseis known. The arcs from FEVER and
ABDOMINAL PAIN t0 TOXIC APPEARANCE ref3ectthe obsenation that a patient is more
likely to presen with a toxic appearanceif the patient has abdominal pain or a high
fever, even when the patientOsdiseaseis known. Although FEVER is relevant to the
discrimination of STREP THROAT and VIRAL PHARYNGITIS indirectly through its elect
on TOXIC APPEARANCE, the missingarc from the diseasenode to FEVER represens the
assertionthat temperature aloneis not relevant to the discrimination of the two diseases.

The feature PALATAL SPOTS, amongother features,appearsin both of the local knowl-
edge maps that we have examined. In the local knowledge map for TONSILLAR CEL-
LULITIS and PERITONSILLAR ABSCESS, the instances of this feature are ABSENT and
PRESENT. The sameinstancesare assaiated with this feature in the local knowledge
map for STREP THROAT and VIRAL PHARYNGITIS. In general, the instancesassaiated
with a feature in onelocal knowledge map must be identical to the instancesassaiated
with that feature is all other local knowledge maps.



Similarit y Networks and Partitions: A Simple Example 31

< STREP THROAT VS VIRAL PHARYNGITIS >
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Figure 2.4: A local knowledge map with dependencies.
In this knowledge map for the edge between STREP THROAT and VIRAL PHARYNGITIS in the sim-
ilarity graph, the feature TONSILLAR PUS is conditionally dependent on TONSILS INVOLVED, and
the feature TOXIC APPEARANCE is conditionally dependent on ABDOMINAL PAIN and FEVER.

Figure 2.5 showsthe local knowledgemapsfor the remaining two edgesin the similarity
graph. Again, there are fewer features in ead of these maps than there are in the
knowledge map for the ertire domain.

In SimNet, the local knowledgemap for ead edgein a similarity graph is accessedia
the oval on the edge(seeFigure 2.2). Specibcally by clicking on an edgeOsval, the user
brings up a window in which the local knowledge map assaiated with that edgecan be
created or modibed.

The formal criteria for drawing edgesin a similarity graph are that (1) we connect
two diseaseonly if we can composea local knowledge map for the diseasepair, and (2)
the similarity graph must be connectedNthat is, there must be a path betweenany two
nodesin the graph. There is no formal requiremert that connecteddiseasede similar.
As we have seenin this example, howewer, local knowledge maps for pairs of similar
diseasedend to exclude many of the featuresthat distinguish the set of diseasesas a
whole. Thus, an expert can simplify greatly his task of composing the local knowledge
maps by connecting only similar diseasesin the similarity graph (provided the graph
remains connected). Indeed, in practice, | have found it useful to ask experts to draw a
similarity graph using only considerationsof similarity; | intro ducethe conceptof a local
knowledge map after the similarity graph is composed.

To simplify composition further, an expert may choosenot to compose certain local
knowledge maps, even if he believes that he can composethem. There is no needto
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Figure 2.5: Local knowledge maps for the other two edges in the similarity graph.
The knowledge map contains fewer nodes than does the knowledge map for the entire domain.
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build more knowledgemapsthan thosethat are required to create a connectedsimilarity
graph. Alternativ ely, an expert may chooseto build a multiply connected similarity
graph.! As we shall seein Chapter 3, cyclesin the similarity graph provide additional
opportunities to ched the self-consistencyof a userO&nowledge.

Given the similarity network that we have composed, we can now construct the knowl-
edgemap for the full sore-throat problem, called the glokal knowledge map. Specibcally
we construct the global knowledge map by forming the graph union of the local knowl-
edgemaps in the similarity network. The operation of graph union is straightforward.
The nodesin the graph union of a set of graphsis the simple union of the nodesin the
individual graphs. Similarly, the arcsin the graph union of a set of graphsis the simple
union of the arcsin the individual graphs. That is, a node (or arc) appearsin the graph
union, if and only if there is such a node (or arc) in at least one of the individual graphs.
The set of instancesassaiated with a feature in the global knowledgemap is the sameas
the setof instancesassaiated with that featurein ead of the local knowledgemaps. The
set of instancesassaiated with the diseaseor distinguished node in the global knowledge
map is the union of all diseasesor hypothesesin the similarity graph.

The global knowledgemap for sorethroat wasshown in Figure 2.1. The node QUALITY
OF VOICE, for example, appearsin the global knowledge map becauseit appearsin the
local knowledgemap for PERITONSILLAR ABSCESS and TONSILLAR CELLULITIS. The arc
from DISEASE t0 ABDOMINAL PAIN appearsin the global knowledge map becauseit is
presert in the local map for STREP THROAT and VIRAL PHARYNGITIS.

2.1.2 A Valid Kno wledge Map

As we seein Chapter 3, under certain conditions, the construction of the global knowledge
map from the similarity network is sound. That is, any joint distribution that satisbes
the assertionsof conditional independenceimplied by the local knowledge maps also
satispeghe assertionsof conditional independenceimplied by the global knowledgemap.
In addition, we can verify easily that the set of assertionsimplied by a collection of
local knowledge maps is consistent. Given these two results, we know that the global
knowledge map constructed from a similarity network accurately and coherenly ref3ects
the assertionsof conditional independenceof the person who composesthat network.
That is, the global knowledge map is valid.

Theseresults apply to minimal knowledgemapsaswell. A minimal knowledgemap is
onein which no arc can be removed without cortradicting one or more of the assertions
of conditional independencemade by the expert. Thus, a minimal knowledge map can
represen both assertionsof conditional independenceand conditional dependence. We

1A multiply connected graph contains more than one path between some node pairs.
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can chedk whether or not a collection of minimal local knowledge maps is consisten.
In addition, the construction of a minimal global knowledge map is sound. To be more
precise,supposewe have a similarity network in which all the local knowledge maps are
minimal. Also, supposewe interpret the global knowledge map constructed from that
similarity network to be a minimal knowledgemap. Again, under certain conditions, any
distribution that satisbesthe assertionsof conditional dependenceimplied by the local
knowledge maps must also satisfy the assertionsof conditional dependenceimplied by
the global knowledge map. That is, if the local knowledge maps are minimal, then the
global knowledge map is minimal as well.

In Chapter 3, we shaw that the soundnessresult holds for any similarity network in
which the following constraints are satisbed:

1. The instancesof the diseasenode (hypotheses)are mutually exclusive and exhaus-
tive.

2. The similarity graph is connected.

3. The global knowledge map that is equalto the graph union of the local knowledge
maps cortains no directed cycles.

4. There are no arcs pointing to the distinguished node in any local knowledge map.

5. The joint distribution for the domain is strictly positive (i.e., no combination of
Pndingsrules out any hypothesis).

In Chapter 4, we examine the elects of ead of these constraints on the knowledge-
acquisition processwithin the domain of lymph-node pathology. We seethat only con-
straint 5 detracted from the usefulnesf the similarit y-network represertation for knowl-
edgeacquisition within that domain. In Chapters4 and 6, we discusshow thesesu'cien t
conditions for soundness,including condition 5, might be relaxed with additional theo-
retical work.

2.1.3 An Exhaustiv e Construction

The construction of a global knowledgemap from a similarity network is also exhaustive
That is, any feature that is relevant to the discrimination of the hypothesis set as a
whole must appear in some local knowledge map, and hencein the global knowledge
map. In Chapter 3, we prove this result. Together, the soundness,consistency and
exhaustivenessresults make the similarit y-network represeration extremely useful for
knowledge acquisition.
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2.1.4 Adv antages of Using Similarit y

The concept of similarity does not appear in the conditions for soundnessconsistency
or exhaustiveness.Nonethelessthere are important advantagesof composing knowledge
maps for diseaseghat are similar. As we discussedin Section2.1.1, one such advantage
is that local knowledge maps for pairs of similar diseasestend to be small. If this
fact were the only advantage of similarity networks for constructing a knowledge map,
however, there would be no point in using them. If any feature appearedin more than
one local knowledge map, we would be duplicating our elorts of composition, regardless
of the size of the maps. In this section, we consider another advantage of composing
local knowledge maps for pairs of similar diseasesthat makes the similarit y-network
represenation a valuable tool for constructing knowledge maps.

As mertioned in Section 1.1, the Pathbnder expert could not compose directly the
global knowledge map for the lymph-node domain. Specibcally he could not assess
dependenciesamong certain featuresin the domain. When asked questionsof the form

Given any disease,doesobserving feature x changeyour belief that you will
obsene feature y?

the expert sometimeswould reply

IOe never thought about thesetwo featuresat the sametime before. Feature
X is relevant to the discrimination of a particular set of diseases. Feature
y, on the other hand, is relevant to the discrimination of a dilerent set of
diseases.Thesetwo sets of diseasesdo not overlap, and | never confusethe
prst set of diseaseswith the second.

The expert had detailed knowledge about diagnosisin multiple small worlds or subsets
of similar diseasewithin the lymph-node domain. If two or more features were relevant
to the samesmall world, the expert had no trouble assessinglependenciesamongthose
features. If two or more features were not relevant to a common small world, howewer,
he could not evaluate the dependenciesamong them.

This obsenation is not that surprising. When an expert pathologist looks at a tissue
sectionunder the microscope, he immediately focuseson a relatively small set of diseases.
He then expendsthe majority of his consciouselort looking for featuresthat discrimi-
nate among these diseases. Almost by dePnition, these initial diseasesetswill consist
of diseasesthat are similar to one another. In fact, many of the experts who experi-
mented with the similarit y-network represertation independenly adopted the following
operational depnition for similarity when composing the similarity graph:

2Recall the hypothetico-deductive approach discussed in Chapter 1.
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Two diseasesare similar if and only if they are likely to be confusedwith
ead other in practice.

It is reasonableto expect that knowledgeabout dependenciesamongfeaturesrelevant to
these small worlds are more available to an expert, becausehe spends most of his time
thinking explicitly about sud features and the relationships among them. In extreme
cases,sud as the situation described in the previous paragraph, knowledge about the
discrimination of highly dissimilar diseaseanay be unavailable to the expert.

The similarit y-network represernation is an ideal tool for combining knowledge about
these small worlds into a coheren whole. Indeed, the represertation was deweloped
in direct responseto the assessmenpredicamen of the lymph-node expert described
two paragraphs earlier. Using a similarity network, an expert can assesdependencies
among featuresthat are relevant only to pairs of similar diseases.Given the soundness,
consistency and exhaustivenessresults, we can combine the knowledge about sud de-
pendencies,recorded in the local knowledge maps, to create a global knowledge map
that faithfully represerts the assertionsof an expert for his domain. This knowledge
map, in turn, endaws an expert systemwith the ability to discriminate amongany set of
diseaseswhether they are similar or dissimilar. Consideragain, for example, the assess-
ment predicamen of the expert. Expressedin terms of a similarity network, the features
x and y newver appear in the samelocal knowledge map. Thus, given the procedure for
constructing the global knowledge map and the soundnessresult, we know that x and
y must be conditionally independen, given disease. This obsenation was apparert to
neither the expert nor me before the similarity-network represertation and its theory
were developed.

Evenin situations where an expert can composea global knowledge map, a similarity
network should prove useful for knowledge acquisition. Specibcally by composing local
knowledge maps for pairs of similar diseasesthe expert can usea similarity network to
focus his attention on precisely those diagnostic subproblemswith which he is familiar.
The expert may thereby increasethe quality of the knowledgehe provides. In construct-
ing the Pathbnder knowledgemap, for example,local knowledgemaps helped the expert
avoid errors of omissionin describingfeaturesrelevant to lymph-node diagnosis. We shall
return to this issuein Chapter 4.

2.1.5 Soundness and Consistency: Theoretical Considerations

The proof of soundnesss closelyrelated to the developmert of an algorithm for testing
the consistencyof a similarity network, and both aspects of the theory are complex. In
this section, we examine informally the proof of soundnessand issuesof consistencyto
make the rigorous treatments in Chapter 3 more understandable.
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At brst glance,the soundnessesult may seemtrivial. Consider, for example,the sim-
ilarit y network for three hypothesesh,, h,, and hs, and three nondistinguished variables
X, y, and z, shown in Figure 2.6(a). The network cortains two local knowledge maps
for the hypothesispairs {hy, ho} and {hs, h3}. In the local knowledge map for h; vs h,,
all nondistinguished variables are connectedto the distinguished node, and, therefore,
are included in the map. Similarly, all nondistinguished nodesare included in the local
knowledgemap for h, and hs.

The global knowledge map constructed from the two local mapsin the similarity net-
work is shawn in Figure 2.6(b). The global knowledge map assertsthat z is independert
of x andy, givenh. This assertionis logically implied by the assertionsof conditional in-
dependencen the local knowledgemaps; hence,the construction of the global knowledge
map is sound. To seethis fact, let us considerthe local knowledge map for h; and hs.
From the dePnition of missing arcsin a knowledge map, we know that z is independen
of x and y, given h Formally,

p(z[Xi,Yj, he,{h1,h2}, 1) = p(z|hk,{h1, 2}, 1) (2.1.1)

where x; and y; range over the instancesof variables x and y, and where hy is equal
to hy or ho. The brst term refersto the probability distribution over z, given x;, y;,
and hy, and given the state of knowledge{hy,hs} and!. The secondterm refersto a
similar distribution. In both expressions,the symbol ! denotesthe state of knowledge
that an expert brings to bear on the global problem. The set{hy, h,}, which conditions
both probabilities, denotesthe disjunction of h; and h,. The disjunction appears in
both expressionsbecause,by debnition, it is part of the state of knowledge of the local
knowledge map. Now the hypothesis h; alone and the hypothesis h, alone, logically
imply the disjunction of h; and h,. Consequetly, we can omit the disjunction from
both sidesof Equation 2.1.1to obtain

p(z[xi,Yj, he,!) = p(z|hg,!) (2.1.2)

where x;, y;, and hy range over the sameinstancesas in Equation 2.1.1. Thus, z is
independert of x and y given both h; and h, alone. Similarly, from the local knowledge
map for hy and hsz, we can show that z is independert of x andy, givenh, and hs alone.
Combining the obsenations for both local knowledge maps, we seethat z is independert
of x and y given any hypothesisof h.

Furthermore, supposethe local knowledge mapsin Figure 2.6(a) are minimal. From
the local knowledge map for h, and hs, we know x and y are dependert, given that h,
or hs is true. (If x and y wereindependen, given h, and given hs, we could remove the
arc from x to y, cortradicting the minimality of the local knowledge map.) It follows
that x and y must be dependen, given h, and there must be an arc betweenx and y in
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Figure 2.6: The construction of a valid global knowledge map.

(a) A similarity network for three hypotheses h1, hz, and hz, and three nondistinguished variables X,
y, and z. In the network, there are two local knowledge maps for the hypothesis pairs {hi, h2} and
{h2,h3}. Both local knowledge maps contain all the nondistinguished nodes. (b) The global knowledge
map constructed from the similarity network. The assertions of conditional independence in the global
knowledge map are logically implied by such assertions of conditional independence in the local knowledge
maps. Hence, the construction of the global knowledge map is sound. The construction remains sound
when the local knowledge maps and the global knowledge map are minimal. Furthermore, the similarity
network is consistent, and thus the global knowledge map is valid.

the global knowledgemap. We can also shaw that ead arc emanating from h must also
be presert in the global knowledgemap. Thus, the soundnesgesult also holds when the
knowledge maps as minimal.

Finally, considerany probability distribution where (1) x, y, and z are conditionally
independert, given h; and h,, (2) only z is conditionally independent of x and y, given
hs, and (3) X, y, and z are dependent on h. This distribution satisbesall the asser-
tions of conditional independenceand dependenceimplied by the two local knowledge
maps. Consequetly, the similarity network in in Figure 2.6 is consistent, and the global
knowledge map in the bgureis valid.

In general, if eat local knowledge map cortains the same set of nondistinguished
nodes, the proof of soundnessis straightforward. When nodes are omitted from lo-
cal knowledge maps, however, the proof is not so simple. Consider, for example, the
similarity network for three hypothesesand three nondistinguished variables shown in
Figure 2.7(a). The local knowledge map for h; and h, is identical to the corresponding
map in Figure 2.6(a), whereasthe the local knowledgemap for h, and hs is dilerent. In
particular, the nodesx and y are disconnectedfrom h in the local knowledge map for hs
and h3. Supposethe local knowledgemap for h, and hs is minimal. In this case,we know
that x and y are dependen, given h, or given hs. Thus, x and y are dependert, given
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Figure 2.7: The construction of an invalid global knowledge map.

(a) A similarity network for three hypotheses and three nondistinguished variables. In the local knowl-
edge map for the hypothesis set {h2, h3}, the nodes x and y (shaded) are not connected to h, and are
omitted from the local knowledge map. (b) The global knowledge map constructed from the similarity
network. If the local knowledge maps are minimal, we know that X and y are dependent given hy or
h3. Because these nodes have been omitted from the local knowledge map, however, this dependency
is not recorded in the global knowledge map. This problem occurs because the similarity network is
inconsistent.

h. However, when we composethis local knowledge map using the procedure described
previously, we omit the nodesx and y from the map (indicated by shadingin the bgure)
becausethese nodes are disconnectedfrom h. Consequetly, the dependencydoes not
get recordedin the global knowledge map, shown in Figure 2.7(b).

We could avoid this problem by including all nondistinguished variablesin eacy map.
Then, in this example,the dependencybetweenx and y would be registeredin the global
knowledge map. This alternativ e, howewver, would destroy the benebtsof the similarit y-
network represettation discussedin Section2.1.4.

Fortunately, we do not have to abandon the original procedure for composing local
knowledge maps to guarantee soundness. As we shall seein the following paragraph,
the di"cult y in this example does not come from lack of soundness,but rather from
the fact that the similarity network in Figure 2.7(a) is inconsistert. That is, there
is no joint distribution over the variables h, x, y, and z that satispesthe conditional
independenceand dependenceassertionsimplied by those local knowledge maps. Thus,
the construction is sound, becausewne can derive any setof dependenceand independence
assertionsfrom a cortradiction, but the global knowledgemap is invalid. When we make
the similarity network in Figure 2.7 consisten, assumingthere is a dependencebetween
x and y in the local knowledge map for h, and hz, we must add an arc from x to y
in the local knowledge map for h; and h,. Once this is done, the dependencybetween
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these nodesis registered appropriately in the global knowledge map. Consequetly, the
construction remains sound, and the global knowledge map becomesvalid.

To seethat the similarity network in Figure 2.7 is inconsistert, let us brst examinethe
local knowledge map for h, and hs, including in this map the nodesx and y. From the
dePnition of missing arcsin a knowledge map, we get

P(YIXk, i, {h2, hs}, 1) = p(ylxk,{h2, hs}, 1) (2.1.3)

where X rangesover the possibleinstancesof the variable x, and where h, is equal to
hy or h3. Now hy and hs alone logically imply the disjunction of h, and hs. Therefore,
we can remove this disjunction from the left-hand side of Equation 2.1.3to obtain

P(YIXk, hi, 1) = p(ylxk,{h2,hs},!) (2.1.4)

where xx and h; have the samerangesas in Equation 2.1.3. Also, we have assumed
that the local knowledge maps are minimal. Thus, x and y are dependert in the local
knowledge map for h, and hs, and we know that

p(ylxi,{h2,hs}, 1) £ p(ylx;,{h2, hs},!) (2.1.5)
for someinstancesx; £ x;. From Equations 2.1.4and 2.1.5, we get
p(ylxi, hi, 1) & p(ylxj, hi,!) (2.1.6)

for hy = hy and hy = hs. Therefore, the local knowledge map for h, and hs dictates
that x and y are dependent, given both hy and h; separately The local knowledge map
for h; and hy, however, implies that x and y are independen, given h; and given, h,.
We thus obtain the corntradiction that x and y are both conditionally independert and
dependen, given h,.

In Chapter 3, we seethat the situation described in the previous paragraphs holds
in general. That is, if a set of minimal local knowledge maps is consisten, and the
other constraints discussedin Section 2.1.2 are satisbed,then arcs between nodes that
are omitted from one local knowledge map must appear in other local knowledge maps.
Thus, the arcs appear in the global knowledge map, and the construction of this map
is sound. We can extend this argumert to include nonminimal local knowledge maps as
well. In addition, we seethat we easily can identify and correct inconsistenciesin a set
of local knowledge maps. Consequetly, we can omit nodes from the local knowledge
maps, and thereby retain the benebtsof similarity networks for knowledge acquisition
discussedin Section2.1.4.
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2.1.6 Assertions of Asymmetric Conditional Indep endence

A similarity network derivesits power from its ability to represen assertionsof con-
ditional independencethat are not conveniertly represerted in an ordinary knowledge
map. In fact, a similarity network can represent two specibcforms of suc conditional
independence.

To illustrate the brst of these assertiontypes, let h, denote a proper subset of the
hypothesesof h. If h and x are independert, giventhat oneof the elemernts of h, is true,
we sa that x is not relevantto h, . Formally, we have the following dePnition.

Debnition 2.1 A variable x is not relevant to the seth, , given a state of knowledge
I, if and only if

p(hilx;, he 1) = p(hilh 1) (2.1.7)
for all instances x; of variable x, and for all hypothesesh; in h, .

As in the previous section, the set h, , which conditions both probabilities, denotesthe
disjunction of its elemens. We call the form of conditional independencerepresened by
Equation 2.1.7 subsetindependene. Using Bayes@heorem, we can derive an equivalert
criterion for subsetindependence(seeAppendix B.1).

Theorem 2.1 The feature x is not relevantto the set of hypothesesh, , given a state of
knowledge!, if and only if

p(x|hi,!) = p(x|h;,!) (2.1.8)
for all pairs hi,h; " h, .

We shall return to Equation 2.1.8whenwe discussprobability assessmemnin the following
section.

Now supposethere is no arc from h to x in the local knowledgemap for h; and h; . That
is, supposex and h are independert in the state of information {h;, h;}. By dePnition,
we know that x is not relevant to {h;, h;}. Alternativ ely, supposethat x is omitted from
this local knowledge map. From the debpnition of local knowledge map, we know that
there would be no path from h to x, if x were included in the map. Consequetly, X
and h must be independert in the state of information {h;,h;}. Again, it follows that x
is not relevant to {h;,h;}. In either case,using a similarity network, we can represer
assertionsof subsetindependence.

To illustrate the secondform of conditional independencethat we can encale in local
knowledge maps, let us considerthe similarity network in Figure 2.6. Using argumerts
similar to thosein the previous section, we canshow that x andy are dependert givenhs,
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but x and y are independert, given h; and h,. Thus, a similarity network can represen
assertionsof conditional independencethat are specibcto individual hypotheses.We call
this form of conditional independencehypothesis-sgcibc independene.

Subsetindependencerefersto relationships betweenthe distinguished node and nondis-
tinguished nodes. In cortrast, hypothesis-sgecibcindependencerefers to relationships
among nondistinguished nodes. Nonetheless,both forms of independenceare closelyre-
lated in that they are asymmetric. In general, an assertionof conditional independence
is asymmetric if it holds for only someinstancesof its variables. Assertions of subset
independenceand hypothesis-sgecibcindependence,in particular, hold for only proper
subsetsof the distinguished node.

As mertioned previously, we cannot easily encale assertionsof asymmetric conditional
independencen an ordinary knowledgemap. In Section2.2.4,we discussthis obsenation
in detail.

2.2 Partitions: The Assessment of a Kno wledge Map

Oncethe global knowledgemap hasbeenconstructed, there are seweral alternativ e tech-
niguesfor assessinghe map. One approad is to assesglirectly conditional distributions
for eadh variable in the global knowledge map. This approad is straightforward, but it
doesnot take advantage of additional assertionsof conditional independencerepresettied
in the similarity network.

In this section, we examine how we can use assertionsof subsetindependenceto sim-
plify assessmen In Section3.10,we discusshow we can exploit both subsetindependence
and hypothesis-sgecibcindependenceto facilitate assessmen We postpone the latter
discussionbecauseit requires someof the technical machinery that will be developed in
Chapter 3.

2.2.1 Use of Similarit y Net works for Assessment

There are two approadesavailable in SimNet for assessing knowledgemap that exploit
assertions of subset independence. In one approad, only those assertions of subset
independencerepresened by nodesmissingfrom the local knowledgemapsare employed.
In another method, judgments of subsetindependenceembodied by partitions are used.
The brst approad is illustrated in Figure 2.8 for the feature QUALITY OF VOICE. The
rounded rectangle labeled with the feature name cortains the mutually exclusive and
exhaustive instances of the feature: NORMAL and MUFFLED. The two numbers under
ead diseaseare the probability distribution for the feature given that disease. For
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Figure 2.8: Probability assessment using a similarity network.

The probability distributions for the feature QUALITY OF VOICE given disease are shown. The
rounded rectangle labeled with the feature name contains the mutually exclusive and exhaustive instances
of the feature: NORMAL and MUFFLED. The numbers below each disease node are the probability
distribution for QUALITY OF VOICE given that disease. The white ovals on the edges reflect the fact
that the feature is absent in the corresponding local knowledge map. Conversely, the black oval signifies
that the feature is present in the local knowledge map. Distributions bordering an edge with a white
oval must be equal.

example, the probability that QUALITY OF VOICE iS NORMAL, given STREP THROAT, iS
0.9.

The black oval on the edgebetween PERITONSILLAR ABSCESS and TONSILLAR CEL-
LULITIS rel3ectsthe fact that the feature QUALITY OF VOICE is presen in the local
knowledge map for the diseasepair. Conversely the white ovals on the remaining edges
represen the fact that this feature is absen from the other local knowledge maps. As
shown in the bgure,whenafeature is omitted from alocal knowledgemap, the conditional
probability distributions on either side of an edgeare equal. This obsenation follows
from Theorem 2.1 and the fact that any feature omitted from a local knowledge map
cannot be relevant to the two diseasesassa@iated with that map. Consequetly, for the
feature QUALITY OF VOICE, we needto assesprobability distributions given only PERI-
TONSILLAR ABSCESS and TONSILLAR CELLULITIS. SimNet automatically propagatesthe
probability distribution for TONSILLAR CELLULITIS throughout the remainder of the
similarity graph.
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Figure 2.9: Hidden equivalence in a similarity network.
The assessment of the feature PALATAL SPOTS is shown. Although the distributions for VIRAL
PHARYNGITIS, MONONUCLEOSIS, and PERITONSILLAR ABSCESS are equal, these equalities
are hidden until the actual assessments are made, because there are no edges that directly connect any
pair of these diseases in the similarity graph.

2.2.2 Use of Partitions for Assessment

A problem with this approadc to assessmenis illustrated in Figure 2.9. Specibcally
the probability distributions for the feature PALATAL SPOTS given VIRAL PHARYNGITIS,
MONONUCLEOSIS, and PERITONSILLAR ABSCESS are equal. Becausewe did not connect
thesediseasesn the similarity graph, however, the equality of thesedistributions remains
hidden until we assesghe actual probabilities.

We can remedy this di"cult y by composing a local knowledge map for every pair of
diseases.For domains with more than just a few diseasesor hypotheses,however, this
alternativ e is impractical. Alternativ ely, we can composea partition of the hypothesesfor
ead nondistinguished variable to be assessedIn composing a partition, we place eat
hypothesisor instance of the distinguished variable into one and only one set. We place
two or more hypothesesin the sameset only if the nondistinguished variable assaiated
with the partition is not relevantto those hypothesesin the set(seeDebPnition 2.1). After
composing the partition for a given nondistinguished variable, we assessegrobability
distributions for the variable given eah hypothesis. By Theorem 2.1, however, we need
to asses®only onedistribution for ead setin the partition.

A partition for the feature PALATAL SPOTS is shavn in Figure 2.10. In this partition,
the possible causesof sorethroat are divided into two groups: those diseasesn which
palatal spots are likely to be seen(STREP THROAT and TONSILLAR CELLULITIS), and
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Figure 2.10: Assessment of probabilities using a partition.
The partition contains two sets of diseases labeled SPOTS UNLIKELY and SPOTS LIKELY. The par-
tition reflects the assertion that PALATAL SPOTS is relevant to neither the diseases STREP THROAT
and TONSILLAR CELLULITIS, nor the diseases MONONUCLEOSIS, PERITONSILLAR ABSCESS,
and VIRAL PHARYNGITIS. Consequently, only two probability distributions are assessed.

those diseasedor which palatal spots are not likely to be seen(MONONUCLEOSIS, PERI-
TONSILLAR ABSCESS, and VIRAL PHARYNGITIS). The partition rel3ectsthe assertions
that (1) the feature PALATAL SPOTS is not relevantto the diseasepair STREP THROAT
and TONSILLAR CELLULITIS, and (2) the feature is not relevant to the diseasetriplet

MONONUCLEOSIS, PERITONSILLAR ABSCESS, and VIRAL PHARYNCITIS. Consequetly,
we needto assesnly two probability distributions. These distributions, shown belov
the hypothesissetsin Figure 2.10, are the sameas those shown in Figure 2.9. By us-
ing this partition, howewer, we uncover equalities among the distributions for PALATAL
SpOTS beforewe assesprobabilities; we thereby avoid the assessmenof three additional

distributions.

When a feature is dependert on other features, we can composea partition for eah
instance of the set of conditioning features3 Figure 2.11illustrates this approac for the
feature TOXIC APPEARANCE, which is conditioned by the featuresFEVER and ABDOMI-
NAL PAIN. In the bgure, partitions and assessmes for three of the six instancesof the
featureOsonditioning variables are shavn. The three partitions in the bPgurecorrespond
to the caseswherea patient hasno abdominal pain and a mild fever, no abdominal pain
and a high fever, and abdominal pain and a high fever. In the brst and third partition,
the feature TOXIC APPEARANCE is relevant to neither PERITONSILLAR ABSCESS and
TONSILLAR CELLULITIS, which are two localized diseaseg(diseasesthat tend to alect
only a small area of the throatNusually one or more tonsils), nor MONONUCLEOSIS and
STREP THROAT, which are two diseaseghat tend to alect a large area of the throat as
well as other organsin the body. In the secondpatrtition, the feature is not relevant to
the two localized diseaseshput is relevant to the remaining diseases.

3In general, an instance of a set of variables is an assignment of an instance to each variable in that
set. Thus, if variable X has instances X1 and X2, and variable y has instances y1 and Yy, then the pairs
(X1,¥1), (X1,Y2), (X2,¥1), (X2,Y2) comprise all instances of the set {X, y}.
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In general, partitions are better able to expressassertionsof subsetindependencefor
assessmenthan are similarity networks. To understand this point, considerall possible
similarity networks that an expert might construct for a given domain. The similarity
network that canrepresen the most assertionsof subsetindependences the onethat has
a completely connectedsimilarity graph (i.e., a similarity graph in which all hypothesis
pairs are connecteddirectly). From the assertionsof subsetindependenceencaled in
this similarity network, we can derive a single partition for ead feature. Specibcally we
place hypothesesh; and h; in the sameset for variable x if and only if the variable x
is not presert in the local knowledge map for h; and h;. We cannot, howewer, derive
di'erent partitions for dilerent instancesof the featuresthat condition x.

2.2.3 Partitions and Classibcation Hierarc hies

As we seein Chapter 4, the useof partitions can decreasehe time to assesa knowledge
map by more than a factor of bve. At brst, this obsenation may seemsurprising, given
that a partition must be composedfor ead conditioning instance of every feature. In
the medical domains that | have investigated, howewer, two factors have cortributed
to the e"ciency of the approach. First, the task of composing a single partition is
straightforward. Apparently, as is the casewith assertionsof symmetric conditional
independence,people bPnd it easyto make judgments of subset independencewithout
assessinghe probabilities underlying such judgmerts.

Second,partitions often are identical or related from one feature to another, and more
often are identical or related amongthe conditioning instancesof the samefeatures. For
example, two of the partitions for TOXIC APPEARANCE in Figure 2.11are identical, and
thesetwo partitions are closelyrelated to the third. The partition for FEVER, shown in
Figure 2.12,is almost identical to the partitions for TOXIC APPEARANCE.

The partitions for FEVER and those for TOXIC APPEARANCE are related in that eadh
represens a slicethrough the sameclassibation hierarchy of diseases.This classibcation
hierarchy is shaowvn in Figure 2.13. In the bgure, diseasesthat causesore throat are
divided into two major categories:diseaseghat tend to alect a large area of the throat
(DIFFUSE DISEASE) and diseaseghat tend to alect a small areaof the throat (LOCALIZED
DISEASE). The diseasesn the former categoryare subdivided into thosediseaseshat tend
to alect multiple organs(MULTIORGAN DISEASE) and the diseaseVIRAL PHARYNGITIS,
which doesnot alect multiple organs. The partition for FEVER represets a slicethrough
this hierarchy at the level of abstraction DIFFUSE versusLOCALIZED DISEASE. The brst
and third partitions for TOXIC APPEARANCE in Figure 2.11represen the slice through
the hierarchy that is onelevel more specibcfor diluse diseases.The secondpartition for
TOXIC APPEARANCE rel3ectsthe slice that is the most specibcfor diluse diseases.
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Figure 2.11: Assessing dependent features using partitions.

The figure contains partitions and associated assessments for three of the six conditioning instances of
the feature TOXIC APPEARANCE. The three partitions correspond to cases where a patient has no
abdominal pain and a mild fever, no abdominal pain and a high fever, and abdominal pain and a high
fever, respectively. Only assessments for each set in a partition are required. Note that the first and
third partitions are identical, and the second is closely related.
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Figure 2.12: The partition for FEVER.
The partition is closely related to the partitions for TOXIC APPEARANCE. Note the hierarchical
structure of the set DIFFUSE DISEASE. The set contains the disease VIRAL PHARYNGITIS and the
set MULTIORGAN DISEASE, which, in turn, contains the diseases MONONUCLEOSIS and STREP
THROAT. Hierarchical sets such as this one facilitate the composition of partitions.

DISEASE CAUSING

SORE THROAT
DIFFUSE LOCALIZED
DISEASE DISEASE
MULTIORGAN VIRAL PERITONSILLAR TONSILLAR
DISEASE PHARYNGITIS ABSCESS CELLULITIS
MONO- STREP

NUCLEOSIS THROAT

Figure 2.13: A classification hierarchy of the diseases causing sore throat.
In the hierarchy, diseases either are or are not localized to one portion of the throat. Two of the diseases
that are not localized to one portion of the throat, MONONUCLEOSIS and STREP THROAT, affect
multiple organs in the body. The partitions for TOXIC APPEARANCE and FEVER are slices of this
hierarchy at different levels of abstraction.
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In many domains, experts often fabricate one or more classibcationhierarchiesto de-
scribe sharedfeaturesamonggroups of hypotheses.In Pathbnder, for example,there are
13 distinct classibcationhierarchies acrossthe approximately 100 features. In domains
where sud hierarchies have beenexplicated, it is likely that partitions will be identical
or closelyrelated. When the partitions for two or more features are related, we do not
needto create ead partition from scratch. Using SimNet, we can copy the structure of
a partition for a conditioning instance of a feature, and assignthis structure either to
the partition of another conditioning instance of the samefeature, or to the partition
for an ertirely dilerent feature. Once the structure of the partition has been copied,
we can modify the partition using simple Macintosh-style manipulations to refl3ect the
judgmernts of subsetindependencefor that feature and conditioning instance. Note that
SimNet supports hierarchical set membership within partitions. For example, in Fig-
ure 2.12, MONONUCLEOSIS is a member of the set MULTIORGAN DISEASE; this set, in
turn, is a member of the set DIFFUSE DISEASE. This feature of the program makesit easy
for a userto transform a partition that refRectsa slice of a classibcationhierarchy at one
level of abstraction to a partition that represerts other levels of abstraction within the
hierarchy.

2.2.4 Represen tation of Subset Indep endence in Ordinary Kno wledge Maps

Asymmetrical assertionsof conditional independencecan be represetted in an ordinary
knowledgemap with deterministic nodes. In this section, we examinethe represertation
of subsetindependencein a knowledge map, and we discussthe merits of this represen-
tation relative to partitions.

Figure 2.14 cortains the knowledgemap that ref3ectsthe judgments of subsetindepen-
denceassaiated with the partitions for ABDOMINAL PAIN, FEVER, and TOXIC APPEAR-
ANCE in the sore-throat example. First, let us considerthe feature ABDOMINAL PAIN. In
the global knowledge map for the sore-throat problem (Figure 2.1), DISEASE is the only
node that conditions ABDOMINAL PAIN. Consequetly, there is only one partition for
this feature. The setswithin the partition for ABDOMINAL PAIN are represetted by the
instancesof the deterministic hode PARTITION FOR ABDOMINAL PAIN in the knowledge
map. This node is deterministic becausethe setsin the partition are certain, given the
set of possiblediseases.The lack of an arc from DISEASE to ABDOMINAL PAIN represerts
the assertionsof subsetindependenceencaded by the partition for that feature. That is,
given any set of diseasesn the partition, knowing which diseasein that setis the cause
of the patientOssore throat does not change the probability that the patient will have
abdominal pain. Thesesameconsiderationsapply to the feature FEVER.

Now considerthe feature TOXIC APPEARANCE. In the global knowledge map, TOXIC
APPEARANCE is dependert on both ABDOMINAL PAIN and FEVER. Therefore, the feature



50 Chapter 2

DISEASE

PARTITION
FOR
ABDOMINAL PAIN

ABDOMINAL
PAIN

PARTITION
FOR
FEVER

PARTITIONS
FOR
TOXIC APPEARANCE,

TOXIC APPEARANCE

Figure 2.14: The representation of partitions in a knowledge map.

This knowledge map encodes the asymmetrical assertions of subset independence that are represented by
partitions for the three features ABDOMINAL PAIN, FEVER, and TOXIC APPEARANCE. Because
ABDOMINAL PAIN has no conditional predecessors except DISEASE, there is only one partition for
the feature. The sets in the partition for ABDOMINAL PAIN are a deterministic function of DISEASE.
Furthermore, the probability distribution for ABDOMINAL PAIN is independent of DISEASE, given
the elements of the partition for the feature. Similar remarks apply to the feature FEVER. TOXIC
APPEARANCE is conditioned both by ABDOMINAL PAIN and by FEVER. Consequently, TOXIC
APPEARANCE has a partition for each combination of the instances of these two features. These
partitions are a deterministic function of DISEASE, ABDOMINAL PAIN, and FEVER. The probability
distributions for TOXIC APPEARANCE are independent of DISEASE, given ABDOMINAL PAIN,
FEVER, and the elements of the partition for TOXIC APPEARANCE.




Similarit y Networks and Partitions: A Simple Example 51

has a partition for ead instance of these two features. The partitions and the sets
within ead of these partitions are represetted by the deterministic node PARTITIONS
FOR TOXIC APPEARANCE. Again, the node is deterministic becausethe partitions are
known with certainty, given instancesof DISEASE, ABDOMINAL PAIN, and FEVER. The
lack of an arc from DISEASE to TOXIC APPEARANCE represefs the assertionsof subset
independenceassaiated with the partitions for the feature. In particular, given an
instance of ABDOMINAL PAIN and FEVER, and a set in the appropriate partition, the
probability that the patientOsappearancewill be toxic is independert of disease.

Although this knowledgemap accurately encadesthe assertionsof subsetindependence
for the three features, the represertation is cumbersome. The partitions are hidden
under the nodesin the knowledge map, and cannot be created or modibed with simple
graphic manipulations asthey arein SimNet. Consequetly, the represenation of subset
independencein ordinary knowledge maps does not facilitate assessmensignibcarily .
Similar remarks apply to the represenation of hypothesis-sgcibcindependencein an
ordinary knowledge map.

2.25 Research Related to Partitions

There is an interesting connection between partitions and the DempsterbShafetheory
of belief. Seweral leadersin artibcial-intelligence researtt have argued that probability
theory is inadequate for reasoningunder uncertainty. In providing motivation for the
DempsterbShafetheory, Gordon and Shortli'e arguethat probability theory and other
theories of uncertainty are inadequate, becausethey do not allow for the possibility that
featuresor evidencebear on setsof diseaseor hypotheses(Gordon and Shortlile, 1985,
page 324):

An advantage of the DempsterbShafetheory over previous approadesis its
ability to model the narrowing of the hypothesis set with accunulation of
evidence,a processwhich characterizesdiagnostic reasoningin medicine and
expert reasoningin general. An expert usesevidencewhich may apply not
only to singlehypothesesbut alsoto setsof hypotheseghat together comprise
a conceptof interest.

Partitions, howewver, provide an alternativ e within probability theory for represerting
evidencethat is relevant to setsof hypotheses.In particular, we can interpret the state-
ment that Oapiece of evidenceapplies to only a set of hypothesesGilo mean that the
evidenceis not relevantto that set of hypotheses,by Debnition 2.1. Furthermore, the
probabilistic alternative to DempsterbShafetheory can be more e"cient computation-
ally. Oncethe probabilities are assessedising partitions, the partitions can be ignored,
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and the elect of evidenceon ead hypothesis can be computed separately Alterna-
tively, the elect of evidencecan be accurnulated on set intersections of partitions, just
as evidenceis accunulated within the DempsterbShafetheory. Here, however, we can
accunulate evidenceusing Bayes@heorem, rather than DempsterOsule of combination.
This alternative, when computationally feasible, might be useful for generating cogert
explanations for the results of probabilistic inference.

Motiv ated by the sameargumern againstthe adequacyof probability theory, Pearl has
deweloped a represenation similar to partitions. In his book, Pearl discussegrobability
assessmes in a domain in which a set of mutually exclusive and exhaustive hypotheses
can be organizedinto what | have been calling a classibcationhierarchy (Pearl, 1988,
pages333D344).In this context, he examinesthe statemert (my notation):

Evidence x bearsdirectly on h, , but says nothing about the individual ele-
ments of h; .

Pearl interprets this statemert to mean
p(xlhy 1) = p(x|hi, 1), hi " h (2.2.9)

|
p x| ! =p(xlhi,!), h" A& (2.2.10)

whereR, isthe setof hypothesesn h that arenot in h, . Equations2.2.9and 2.2.10imply
that x is not relevant to the hypothesisseth, nor to the hypothesissetH, , respectively.
Thus, PearlOsnethod is a special caseof the partition approac to assessmenin which
we composetwo-set partitions within a single classibcationhierarchy.



3 Theory of Similarit y Net works

In this chapter, a theory for similarity networks is dewveloped. The major results of this
work are (1) that the construction of a global knowledge map from a similarity network
is sound for strictly positive distributions, (2) that a low-order polynomial algorithm
exists for testing the consistencyof a similarity network, and (3) that the construction
of a global knowledgemap from a similarity network is exhaustive. The brst two results
show that we can construct valid global knowledgemaps. Giventhe third result, we know
that any global knowledge map we construct for a given hypothesisset must cortain all
featuresthat are relevant to the discrimination of that set asa whole.

3.1 Background

In this section, we examinethe properties of graphsand knowledgemapsthat we require
for the theory of similarity networks. Before introducing additional concepts, however,

let us considersomenotational corventions. Throughout the chapter, we usea lowercase
letter (e.g., X, Y, and z) to represen an uncertain variable or a node in a graph that

corresponds to that variable. We use an uppercaseletter (e.g., X, Y, Z) to represen

a set of uncertain variables or a set of nodesin a graph that correspond to that set of
variables. In this work, we consideronly variables with a Pnite number of instances;we
denote a specibcinstance of a variable or set of variables by subscripting that variable.

For example, x; refersto the ith instance of variable x, and X; refersto the ith instance
of set X. The symbol\ denotesset dilerence. That is, X \Y is the set of variablesin X

that are not in Y. We use X\ x as a shorthand for X\ {x}. The expressionp(x;|Xj,!)

denotesthe probability of x; given X; assessedby a personwith badkground knowledge
I. When a probabilistic equality holds true for all instancesof somevariable or set of
variables, we omit the universal quartibcation over that variable or set of variables. For
example,the statemert

p(xly,!) = p(x|')
is a shorthand for the statemert
#xi,Y pXily;.!) = p(xil")

In cortrast, we omit existertial quantipers assaiated with probabilistic inequalities. For
example, the statemert

p(xly,!) & p(x]!)
is a shorthand for the statemert

$xi.y pxily;, ') E p(xilt)
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To avoid confusion, we sometimesexpressthe universal or existertial quantibcations
explicitly. A summary of notation appearsat the end of this book.

Next, let us consider some properties of directed and undirected graphs. A directed
graph consists of a bnite collection of nodes and directed arcs. A node is a primitiv e
object and a directed arc is a line with an arrow on one end connecting two nodes. A
directed path from a node x to a nodey is a sequenceof nodesthat we can visit in order
by moving along the arcs in the direction of the arrows. An undirected path is similar
to a directed path, exceptthat the direction of arcsis ignored. A directed (undirected)
cycleis a nontrivial directed (undirected) path that starts and endswith the samenode.
Two nodes x and y are connected if there is some undirected path from x to y. A
directed graph is connected if every pair of nodesis connected. A directed graph is singly
connected if it contains no undirected cycles,and is multiply connected otherwise.

If there is an arc from node y to node x, then y is called a direct or conditional
predecessor of node x and x is called a direct suaessor of y. In this situation, we also
sa that y conditions x. If there is a nontrivial directed path from x to y, then x is
called a predecessor of y, and y is called a suaessor of x. If there is no nontrivial path
from x to y, then x is called a nonsuaessor of y. The terms C(x), S(x), and B(x) refer
to the conditional predecessorf x, the successorof x, and the nonsuccessor®of x,
respectively.

An undirected graph is similar to a directed graph except that arcs are replaced by
undirected edges The debnitions for the terms undirected cycle, undirected path, con-
nected node pair, connected graph, singly connected graph, and multiply connected graph
in undirected graphs correspond to the debnitions for theseterms in directed graphs. In
addition, we sometimesuse(X, y) to represen the undirected edgebetweennodesx and
y.

Two or more directed (or undirected) graphs can be combined, provided their nodes
are labeled. The graph union of graphs G, and G;, denoted G, %G;, is the graph formed
by the union of nodesin G, and G, and the union of arcs (or edges)in G, and G,. That
is, a node labeled x is in G, %G; if and only if a node labeledx is in G, or G,. Also, an
arc (or edge)(x,y) isin G %G, if and only if the arc (or edge) (x, y) is in either G, or
G.
In addition, we can induce subgraphson a graph G. Let N be a subsetof the nodes
in G, and let E be a subsetof edgesin G. The node-induced sulgraph of G given N is
the graph corntaining nodesN and all edgesin G that are bordered by nodesin N. The
edge-indued sulgraph of G given E is the graph containing edgesk and all nodesin G
that border edgesin E.
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Let us now examinethe knowledgemap and someof its fundamertal properties.

Debnition 3.1 A knowledge map is a directed acyclic graph that captures part of a
persorOsknowledge alout some domain. Each node in the knowledge map representsa
distinction, variable, or eventthat may be uncertain. The structure of the graph (i.e., the
arcs and missing arcs between nodes) representsthe conditional independen assertions

!
P(X|C(x),!) = p x|¥(x),! (3.1.1)

for all nodesx in the knowledge map. An assessed knowledge map is a knowledge
map in which the distributions p(x|C(x),!), for each node x, have been assessé.

A theorem concerningknowledge maps and conditional independencefollows immedi-
ately from the debpnition.

Theorem 3.1 For all nodesx in a knowledge map,

# $
P(XIC(X),1) = p X8 (x),! (31.2)
where 9 (x) is any subsetof $(x) that includes C(x).

Pro of: Let S’ (x) = F(x)\C(x) and S~ (x) = B(x)\ & (x). The setsC(x), S’ (x), and
S (x) are disjoint and their union is $(x). Thus, we can write

# o $ % # . $ # . $
p x|g(x),! = p x|C(x),S (x),S (xX),! p § (X)IC(x),S (x),!
S%(X) # n n $
= p(X|IC(x),!) p S (X)IC(x),S (x),!
st (x)
= px|C(x),!)

Where& " (x denotesthe sumover all instancesof S (x). The brstline is the expansion
rule for probabllltles (seeAppendix A.1.3). The secondline follows from the brst by the
dePnition of conditional independencein a knowledgemap, Equation 3.1.1. The last line
follows from the secondbecausep (x|C(x),!) doesnot depend on s" (x). !

A knowledgemap represetts assertionsof conditional independencen addition to those
assertionsdelineated in Theorem 3.1. In particular, let X, Y, and Z be three disjoint
subsetsof nodesin a knowledgemap. We say that Z d-sefaratesX from Y, if there is no
path betweena node in X and a node in Y along which (1) every node with corverging
arcsisin Z or hasa successoi Z, and (2) every other nodeis outside Z (seePearl, 1988,
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for examples). Pearl (1986) stateswithout proof that, if Z d-separatesX from Y, then X
and Y are conditionally independen, givenZ. Vermaand Pearl (1988) prove this result.
In addition, Geiger and Pearl (1988) prove that the d-separation criterion delineates
all assertionsof conditional independencethat we can represen in a knowledge map.!
Readerswho want to gain a thorough understanding of the independenceassertions
represened by a knowledgemap should seePearl (1988, Chapter 3). For the developmen
here, Theorem 3.1 is adequate.

Let usnow considerthe relationship betweena knowledgemap and the joint probability
distribution over the variablesin that knowledgemap. Givena setof n uncertain variables
and badkground knowledge!, an expnsion of the joint distribution for the variablesis
one of the n! factorizations of the joint distribution that we can write using the product
rule. For example,

p(xy,z[') = px]') p(ylx,!) p(zlxy,!) (3.1.3)

p(x.y.z|') = p(yl') p(zly,!) p(xly.z,!) (3.1.4)

are two expansionsfor the set of variables{x, y,z}. Any expansionof a set of variables
inducesa total ordering on the variables, which we call an exgnsion order and denote
&g. We write x &g y if and only if variable x occurs in the conditioning evernts of
variable y. The set containing all nodeslessthan x in the expansionorder is denoted
&g (x). A knowledge map for a set of variables also debnesan ordering, called &, over
those variables. In particular, we say that x &c y if and only if there is a (possibly
empty) directed path from x to y in the graph. Sincethe graph contains no directed
cycles,&c is a partial ordering. We say that an expansionorder &g is consistent with
&c if X &c y implies x &g y. Given these debnitions, we can now use Theorem 3.1 to
derive a fundamerntal property of knowledgemaps, which was brst stated by Howard and
Matheson (1981).

Theorem 3.2 An assesse knowledge map determines a unique joint distribution over
its variables.

Pro of: Let &g be any expansionorder that is consistert with the partial ordering &¢
assaiated with a given knowledgemap. From the debnition of expansionorder, we have

p(X|t) = p(X] &e(x),!) (3.1.5)
x" X

1This result applies only to knowledge maps that do not contain deterministic nodes. Geiger et al.
(1990) discuss a modified criterion, called D-separation, for knowledge maps with deterministic nodes.



Theory of Similarit y Networks 57

where X is the set of all variablesin the knowledgemap and p(X|!) denotesthe joint
distribution over the variables. By debnition of &¢, it follows that &g (x) is a subsetof
%(x) that includes C(x). Therefore, using Theorem 3.1, we can rewrite Equation 3.1.5
as

p(X]!) = p(x|C(x),!) (3.1.6)
X" X

The terms in Equation 3.1.6 are exactly the distributions assaiated with the assessed

knowledge map. !

In light of this proof, we seethat a knowledge map implicitly restricts the possible
expansionsthat can be usedto construct the joint distribution over the variables in
the knowledge map directly from the distributions assaiated with the variables. In
particular, only those expansionorders that are consistert with &c can be used. For
the sake of brevity, when an expansion order is consistert with the partial order &¢
of a given knowledge map, we shall say the the expansionorder is consistent with the
knowledge map itself.

It is often cumbersometo verify Equation 3.1.1 for every node in a knowledge map.
The following theorem shows that sudh comprehensie testing usually is not necessary

Theorem 3.3 Let &g be someexpnsion order that is consistent with a knowledgemap.
Then

p(x|C(x),!) = p!x|9(x),! , for all x (3.1.7)

if and only if
p(X|C(x),!) = p(x| &e(x),!), for all x (3.1.8)

Pro of: Equation 3.1.8follows from Equation 3.1.7 by Theorem 3.1. For a proof of the
corverse,seeVerma and Pearl (1988) or Shadter (1990). !

The theorem says that, to verify the assertionsof conditional independenceimplied
by a knowledge map, a personneedsonly to ched that, for some expansionorder, the
conditional predecessorf ead node x render x independert of all other nodes that
precedex in the expansionorder. The theorem also simpliPesmany of the derivations
in this chapter.

In the debnition of knowledgemaps, the absene of arcs play a critical role. For exam-
ple, given any knowledge map, we can always add arcs to the graph and not introduce
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erroneousassertionsof conditional independence. However, it is often useful to know
that the arcsin a knowledge map rel3ect actual dependencies.To addressthis issue,let
us considerthe conceptsof superf3uousarc and minimal knowledge map.

Debnition 3.2 Given the knowmedgemap of an individual, an arc in that map is sup er-
Ruous if and only if its removal from the map does not intr oduce conditional indepen-
denciesthat contradict the assertionsof the individual. A knowledgemap is minimal if
and only if it contains no superf3uous arcs.

Each arc in a minimal knowledgemap thus represeits assertionsof conditional depen-
dence. The following theorem provides a simple procedure for identifying super3uous
arcs, and hencea simple procedurefor composing a minimal knowledge map.

Theorem 3.4 An arc from x to y is superf3uousif and only if

P(YIC(Y).!) = p(YIC(Y\x, 1) (3.1.9)
for all instances of C(y).

Pro of (only if): In the graph without the arc from x to y, x must be a nhonsuccessoof
y. Thus, Equation 3.1.9follows from Theorem 3.1.

Pro of (if): Let &g beany expansionorder that is consistert with the original knowledge
map. We know that

PYIC(Y),!) = p(y] &e(¥).!) (3.1.10)
Combining Equations 3.1.9and 3.1.10,we obtain
PYICY\X, 1) = p(y| &e(y),!) (3.1.11)

Becausethe assertionsof conditional independence

p(zIC(2).!) = p(z] &e(2).!)

for z £ y are unalected by the removal of the arc from x to vy, it follows from Equa-
tion 3.1.11and Theorem 3.3 that the arc from x to y can be removed. !

Becauseminimal maps contain more information than do nonminimal maps, and be-
causethey can be constructed easily from nonminimal maps using the criterion in The-
orem 3.4, minimal maps are almost always composed in practice. We shall seethat
minimal knowledge knowledge maps play an important role in the theory of similarity
networks.

Theorem 3.4 says that, if an arc from x to y is nonsuperf3uous, then there must be
someinstance of C(y) suc that



Theory of Similarit y Networks 59

P(YIC(Y),!) & p(y|[C(Y)\x,!) (3.1.12)

The following theorem shaws that, provided all probabilities in the joint distribution
are nonzero, Equation 3.1.12 is also true when the distributions in the equation are
conditioned on any additional set of nonsuccessorsfy.

Debnition 3.3 A prokability distribution is strictly positiv e if and only if it contains
no prokabilities equal to zer.

Theorem 3.5 If an arc from x to y is nonsugerf3uousin an assesse knowledge map
that has a strictly positive joint distribution, then, for all subsets® (y) ' 9(y) that do

not contain C(y),
# $
P YICKY).F(¥).! Ep yICH\x F().! (3.1.13)

for someinstance of C(y) %g (y).

Pro of: Supposethe theorem is false. Then
, , $
P YIC(Y).8().! =p yICHY\x F(y).! (3.1.14)

for all subsets® (y) " 9%(y) that do not contain C(y). Becausethe knowledge map has
a strictly positive distribution, Equation 3.1.14 holds for all instancesof C(y) %g(y).
Expanding p(y|C(y)\ x,!) over all instancesof g (y), we obtain

% # $ $
PYIC(Y)\x,!)

#
P YICON\X EM),! p FWICH\x!

SO

% # $ # $
= P YICKY).8(¥),! p FHICH)\x,!
SL(y)
% # $
= pYIC(y).!) p F()IC(Y)\x!
SHy)
= pylCy).")

The Prst line is just the expansionrule for probabilities, and the secondline is ob-
tained from the brst line using Equation 3.1.14. Because® (y) contains only nonsuc-
cessorsof y, the third line follows from the secondline and Theorem 3.1. Finally, since
p(Y|C(y),!) doesnot depend on g (y), we obtain the last line from the third. The fact
that p(y|C(y)\x,!) = p(y|C(y),!) cortradicts the assumptionthat the arc from x to y
is nonsuperRuous. !
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O—O—® @<

(@ (b)

Figure 3.1: A counterexample to Theorem 3.5 in the deterministic case.
(a) The variables x and z are logically equivalent, and the arc from X to y is nonsuperfluous. (b) The
arc from X to y in (a) can replaced with an arc from z to y.

The theorem is false for somedistributions that are not strictly positive. Consider,
for example, the knowledge map shawn in Figure 3.1(a). Supposethat the knowledge
map is minimal. In addition, supposethat x and z are logically equivalent, making z a
deterministic function of x, as shown in the bgure. In this case,we can replacethe arc
from x to y with an arc from z to y, as shown in Figure 3.1(b), without destroying the
assertionsof conditional independenceand dependencein the original knowledge map.
In particular, we obtain

p(ylx, z, 1) = p(ylz,!)

for all instancesof the set {x, z} that are logically consistert, a cortradiction to Theo-
rem 3.5. In general, the proof of the abgye theorem fails fog nonposjtive distributions,
becausewe may not be able to replacep y|C(y)\X, g(y),! with p y|C(y),§(y),! ,
for all instancesof C(y) %g (y); oneor more instancesof x may not belogically consisten
with someinstancesof C(y) %% (y).

A property of knowledge maps that is important to the developmernt of the theory of
similarity networks follows from Theorem 3.5.

Theorem 3.6 A strictly positive joint distribution over a set of variablesand an expan-
sion order on the variables determines a unique minimal knowledge map.

Pro of: SupposeC#y) £ C*y) are two minimal predecessorsets of somevariable y.
Choosea variable x sudh that x " C#y) and x!"C*{y), and let C(y) = C*y) %C#y).
Becauseevery node in C(y) is a nonsuccessonf y, it follows from Theorem 3.5 that

PYIC\x, 1) £ p(YIC(Y).!)

for someinstance of C(y). However, sinceC*{y) ' C(y)\ x, it follows from Theorem 3.1
that

PYIC(V\x, 1) = p(YIC(Y),!)
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for all instancesof C(y), a contradiction. !

Pearl (1988, page 119) brst proved Theorem 3.6. The theorem is a weak cornverse of
the fundamental theorem for knowledgemaps, Theorem 3.2, which says that an assessed
knowledge map determines a unique joint distribution over the variables in the map.
The knowledgemapsin Figures 3.1(a) and (b) are a counterexample to the theorem for
nonpositive distributions.

3.2 Overview

We are now ready to examine a formal theory for similarity networks. For this develop-
ment, we shall bnd it corveniert to considertwo new varieties of similarity networks, as
well asseweral additional constructionsamongthe variousrepresenations. The collection
of represertations and constructions that we discussis shown in Figure 3.2.

A hypothesis-sggcibc similarity network consistsof three componert represertations, a
similarity graph, a hypothesis-sgecibcknowledgemap for every hypothesisin the similar-
ity graph, and a relevanceset for every edgein the similarity graph. The similarity graph
is the samegraph that is asseiated with the similarity networks of Chapter 2. Each node
in the graph represens one of a set of mutually exclusive and exhaustive instances or
hypothesesof a distinguished variable, denoted h. Informally, the edgesbetweennodes
in the graph represen judgmernts of similarity. Formally, the presenceof the edge(h;, h;)
represens an assertionby the networkOsauthor that he is willing to construct an ordi-
nary local knowledge map for the pair of hypothesesh; and h;. The hypothesis-sgcibc
knowledge map or hs map for the hypothesish; is a knowledge map of nondistinguished
variables under the assumptionthat h; is true. Unlike the local mapsdiscussedn Chap-
ter 2, all hs maps must cortain the samecollection of nondistinguished variables. The
relevane setfor the edge(h;, h;) corntains assertionsof subsetindependenceand subset
dependence.We soon considerthis setin detail.

A comprehensivesimilarity network cortains two componert represenations, similar
to the componerts of the similarity networks examinedin Chapter 2: a similarity graph,
and a comprehensie local knowledge map for every edgein the similarity graph. The
similarity graph is the samegraph assaiated with hypothesis-sgecibcnetworks and the
similarity networks of the previous chapter. Like the local knowledge map already in-
troduced, the comprehensivelocal knowledge map or c-local map for the edge(h;, h;) is
a knowledge map under the assumption that either h; or h; is true. Unlike its coun-
terpart, however, eadh comprehensie local knowledge map is required to cortain all
nondistinguished variables.
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Figure 3.2: Hypothesis-specific, comprehensive, and ordinary similarity networks.
Hypothesis-specific networks consist of a similarity graph, a relevance set associated with each edge in
the similarity graph, and a hypothesis-specific knowledge map (hs map) associated with each node in
the similarity graph. This network can be used to construct a comprehensive similarity network that
consists of the same similarity graph and a comprehensive local knowledge map (c-local map) for each
edge in the similarity graph. The comprehensive similarity network, in turn, can be used to construct a
comprehensive global knowledge map (c-global map), which is a knowledge map for the entire domain.
The comprehensive similarity network, by definition, also determines an ordinary similarity network.
The comprehensive and ordinary networks are identical, except that the knowledge maps associated
with the edges in the similarity graph, called ordinary knowledge maps (o-local maps), do not contain
nodes that are disconnected from h. Finally, the ordinary similarity network can be used to construct an
ordinary global knowledge map (o-global map) that, like its comprehensive counterpart, is a knowledge
map for the entire domain. Under certain conditions, a c-global map and o-global map constructed in
this manner are identical.
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The similarity network introducedin Chapter 2 is called an ordinary similarity network
in this chapter, to distinguish it from the hypothesis-sgecibcand comprehensie varieties.
By the sametoken, the local knowledge maps are called ordinary local knowledge maps
or o-local maps Formally, ordinary local knowledge maps are debnedin terms of their
comprehensie courterparts. In particular, the o-local map for the edge(h;, h;) in the
similarity graph is the node-induced subgraph of the corresponding c-local map that
contains only those nodes in the c-local map that are connectedto the distinguished
variable h.

The ordinary glokal knowledge map or o-glokal map is the global knowledge map de-
scribedin Chapter 2. As is the casefor the similarity network, the map is labeledordinary
to distinguish its counterpart, the comprehensiveglotal knowledge map or c-glotal map.

The symbol | in Figure 3.2 denotesthe construction of one represenation from an-
other. The construction of an ordinary global knowledgemap from an ordinary similarity
network is the main focus of this chapter. As discussedin Chapter 2, we construct the
ordinary global knowledge map by forming the graph union of the o-local mapsin the
ordinary similarity network. The construction of a comprehensie global knowledgemap
from a comprehensie similarity network is dePnedanalogously The construction of a
comprehensie similarity network from a hypothesis-sgcibcnetwork is somewhat more
complicated and will be discusedin the following section. Also, we canview the depPnition
of o-local mapsin terms of c-local maps as a construction.

In Section 3.3, we formally debnetheserepresertations and constructions, and illus-
trate them with examples.In Section 3.4, we debPnethe notion of soundnessor construc-
tions, and shaw that the construction of a comprehensie network from a hypothesis-
specibcnetwork and of a comprehensie knowledgemap from a comprehensie similarity
network is sound, under the conditions discussedin Section 2.1.2. In Section 3.5, we
debnewhat it meansfor a similarity network to be consistert, and demonstrate that
minimal hypothesis-sgecibPcand comprehensie similarity networksNnetworks that con-
tain only minimal knowledge mapsNcan be inconsistert. We then shaw that a minimal
comprehensie similarity network is consisten if and only if it can be constructed from a
consisten, minimal hypothesis-sgcibcsimilarity network. We usethis fact to derive an
algorithm for testing the consistencyof a comprehensie network. In Section 3.6, we use
these consistencyresults to show that the c-global map and o-global map constructed
from a consistert, minimal comprehensie similarity network must be identical. Using
this obsenation, we prove that the construction of the o-global map is sound. In Sec-
tion 3.7, we extend the algorithm dewveloped in Section 3.5 for testing the consistencyof
comprehensie networks to ordinary networks. In Section 3.8, we discussa debnition of
ordinary local knowledge maps that is more useful to usersthan is the current debni-
tion. In Section 3.9, we shaw that the construction of an o-global map from an ordinary
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similarity network is exhaustive. Finally, in Section 3.10, we examine the assessmenof
probabilities in an ordinary similarity network.

3.3 Debnitions and Examples

In the following debPnitions, h is a distinguished uncertain variable with mutually exclusive
and exhaustive hypotheseshy, h,,...h,, and Y is a set of nondistinguished uncertain
variables.

Debnition 3.4 A hyp othesis-sp ecibc similarit y network for variableh andY given
background knowledge ! consists of a similarity graph, a hypothesis-sgcibc knowledge
map for each hypothesis of h, and a relevane set for each edgein the similarity graph.
The similarit y graph is an undirected graphin which the nodesrepresentthe hypotheses
of h. The presene of the edge (h;, h;) means that the author of the network is willing
to compose an ordinary local knowledge map for the hypothesis pair. The hyp othesis-
specibc knowledge map (hs map) for hypothesish;, denotal i, is a knowledge map
for all variablesin Y given backgound knowledge h; * !'. The structures of the hs maps
are restricted such that the graph union of the K cannot contain directed cycles. The
conditional predecessorsand nonsuaessorsof a nodey in the hsmap K are denoted C' y)
and g (y), respgctively. The relev ance set for the edge (h;, h;) in the similarity graph,
denotal R | contains either a statementof subsetindependene or subsetdependene for
each variable y " Y suchthat such that the conditional predecessorsof y in K are the
sameas thosein K,—. That is, RY contains either the assertion

# $ # $
p yIC" (y),hi,! =p yIC" (y),h;,! (3.3.15)
or
) $  # $
p yIC" (y),hi,! Ep y|C! (y),h,! (3.3.16)

for everyy" Y suchthat C'(y) = Cl(y) + C (y).

The restriction on the structures of the hs maps guaranteesthat someexpansionorder
over the variablesin the hypothesis-sgecibcnetwork is consisten with every hypothesis-
specibcknowledgemap in the network. This property of hs mapswill be usedthroughout
the derivations to follow. By Theorem 2.1, Equation 3.3.15is the assertionthat the vari-
abley is not relevant to the hypothesispair {h;, h; }, givenany instance of the conditional
predecessorsf y in the hs maps ; and K,- . Conversely Equation 3.3.16is the statemert
that variable y is relevant to {h;, h;} for someinstance of the conditional predecessors.
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As we shall see,these assertionsdetermine, in part, whether or not there are arcs from
h to the nondistinguished nodesin both comprehensie and ordinary local knowledge
maps constructed from the hypothesis-sgecibcsimilarity network. Note that we do not
include in R those assertionsof subsetindependenceor dependencefor variables y,
where C'(y) £ Cl (y). In Appendix B.2, we seethat if theseconditional-predecessosets
are not equal, then y must be relevant to {h;, h;} for someinstance of C'(y) %C! (y),
and hencewe do not needto include explicitly theseassertionsin the relevanceset.

Debnition 3.5 A comprehensiv e similarit y network for h andY given backgiound
knowledge! consists of a similarity graph and a comprehensivelocal knowledge map for
each edgein the similarity graph. The similarit y graph is debn@ exactly as it is for
hypothesis-sgcibc similarity networks. The comprehensiv e local knowledge map
(c-local map) for the edge between h; and h; in the similarity graph, denoted h;Bh;, is
a knowledge map for variable h and all the variablesin Y given backgiound knowiedge
{hi,hj} * 1. The structures of the c-local maps are restricted suchthat (1) node h is not
the suaessorof any node, and (2) the graph union of the mapsdoesnot contain directed
cycles. The conditional predecessorsand nonsuaessorsof a node y in the c-local map
hiBh; are denoted C¥ (y) and & (y), respectively.

Restriction 2 corresponds to the constraint imposed on hs maps in Debnition 3.4
and provides an analogousguarartee that will be used throughout this developmen.
Specibcally there must be someexpansionorder over the variablesin the comprehensie
similarity network that is consistert with every c-local map. We shall examine the
importance of restriction 1 after deriving preliminary results concerningsoundness.

Debnition 3.6 Anordinary similarit y network for h andY givenbackgiound knowi-
edge! consists of a similarity graph and an ordinary local knowledge map for each edge
in the similarity graph. The similarit y graph is debnel exactly asit is for hypothesis-
specibc and comprehensivesimilarity networks. The ordinary local knowledge map
(o-local map) for the edge between h; and h;, denotel h;Eh;, is a knowedge map with
backgiound knowledge{h;,h;} * . The map is the node-induced sulgraph of the c-local
map that includes only nodesconnected to h and the node h itself.

Note that we usethe term h;Eh; to denote both a c-local and o-local map. The cortext
in which the term appearswill make its meaning unambiguous.

It will sometimesbe conveniert to use the symbols HS, and C, and O to denote
hypothesis-sgecibc, comprehensie, and ordinary similarity networks, respectively. The
following two depPnitions, analogousto thosegivenfor knowledgemaps, alsowill be useful.



66 Chapter 3

Debnition 3.7 A similarity network (hypothesis-sgcibc, comprehensive,or ordinary)
is assessed if and only if every knowledge map in the network is assesse.

Debnition 3.8 A similarity network (hypothesis-sgcibc, comprehensive,or ordinary)
is minimal if and only if every knowledge map in the network is minimal.

We can use an assessedhypothesis-sgecibcsimilarity network, in conjunction with a
marginal distribution for h, to construct a joint distribution for the variablesh and Y.
This fact follows from the debnition of hypothesis-sgecibcnetworks, which requiresthat
we composean hs map for eat hypothesisin sudc a network. Also, becausesimilarity
graphs must be connected,an assesse@¢omprehensie similarity network can be usedto
construct sud a joint distribution. In Section3.10,we shall seethat an assessedrdinary
similarity network alsodeterminesa unique joint distribution over h and Y, eventhough
these networks may cortain o-local maps that do not include every nondistinguished
variable.

There is a subtle di'lerence betweenthe depbnitions of the hypothesis-sgecibcand com-
prehensive networks and the debnition of the ordinary similarity network. The Pbrst
two networks, as debned,can be composed or directly constructed by an individual. In
cortrast, the ordinary similarity network is constructed from a comprehensie similarity
network. (In practice, of course,the comprehensie similarity network is not composed,
and the construction is implicit.) We say that a comprehensie network C constructs an
ordinary similarity network O, or that Cis a constructor of O. Sometimes,the notational
shorthand C) O shall represen the construction.

Each of the represenations that we have examinedcan be composed directly. In seweral
caseshowever, we also can construct one represenation from another.

Construction 3.1 A comprehensivesimilarity network Cfor h and Y given backgiound
knowledge ! is constructed from a hypothesis-sgcibc similarity network HS for h, Y,
and! as follows:

¥ Copy the similarity network of HS to C.

¥ For each edge (h;, h;) in the similarity graph, construct the c-local map h;Eh; by
(1) forming the graph union of K and KJ-, (2) adding the node h to this graph,
and (3) adding an arc from h to nodey if and only if Ci(y) £ Ci(y), or Ci(y) =

Ci(y) + C"I (y) and the assertion
#oo $ # $
p yIC" (y),hi,! Ep y[C" (y),hy,!

is in the relevane setRY .
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We write HS constructs C, or HS) C.

Construction 3.2 A comprehensiveglokal knowledgemap (c-glotal map) G is a knowl-
edgemap for h and Y given backgiound knowledge! that is constructed from a compre-
hensive similarity network C for h, Y, and!. Specibally, G is the graph union of all
c-local mapsin C. We write C constructs G, or C) G. The conditional predeces-
sors and nonsucessorsof a node y in the c-glokal map are denoted C®(y) and 8% (y),
resgectively.

Construction 3.3 An ordinary glotal knowledge map (o-glokal map) &, is a knowiedge
map for h and Y given backgiound knowledge ! that is constructed from an ordinary
similarity network O for h, Y, and!. Specipaally, & is the graph union of all o-local
mapsin O. We write O constructs G,, or O) G. The conditional predecessorsand
nonsuaessorsof a nodey in the o-glotal map are denotel C (y) and % (y), resgctively.

Becauseead of the represenations involved in these constructions can be composed
directly, it is possiblethat theseconstructions are not sound, in the sensethat the asser-
tions of conditional independenceand dependenceimplied by a constructed represetta-
tion may not logically follow the assertionsassaiated with the original represenation.
As discussedpreviously, however, one of the major results we examineis that Construc-
tion 3.3 is sound, under the conditions discussedin Section2.1.2. To prove this result,
we also prove that Constructions 3.1 and 3.2 are sound under these sameconditions.

In the debnition of comprehensie similarity networks (Debnition 3.5), recall that the
graph union of the o-local maps can corntain no cycles. Howewer, the graph union of
these maps is equivalert to the c-global map. Thus, the restriction in the dePnition
of comprehensie networks guararteesthat the c-global map is a legitimate knowledge
map, and that any expansionorder consistert with the c-global map must be consisten
with ewvery o-local map. Also note that we can construct a c-global map indirectly from
a hypothesis-sgecibc network, by brst constructing a comprehensie network from the
hypothesis-sgcibcnetwork, and then constructing a c-global map from the comprehen-
sive network. Again, becausethe graph union of hs maps cannot cortain cycles, the
c-global map constructed in this manner is legitimate, and every expansionorder con-
sistert with the c-global map must be consistert with every hs map. Although these
properties of hypothesis-sgeciPcand comprehensie networks are not enoughto certify
the soundnesf the constructions, they will be instrumental in the proofs of soundness.

Figure 3.3 illustrates the various represerations and the constructions among them,
and depicts the graphical shorthand that we usefor theserepreserations in this chapter.
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Figure 3.3(a) contains a hypothesis-spgecibcsimilarity network for three hypothesesh;,
hy, and hs, and for three nondistinguished variablesx, y, and z. The hypothesis-sgecibc
knowledge map for ead hypothesisis shown directly under the node represening the
hypothesis in the similarity graph. A dashedline around ead map sernesto debne
the nodes included in the map. The elemers of the relevance sets R'* and R** are
shown above the edgesin the similarity graph. Obserwe that becauseC!(y) £ C2(y) and
C2(y) E C3(y), there is no assertioninvolving y in the relevancesetsR'? or R%,

The left-hand side of Figure 3.3(b) contains the comprehensie similarity network
constructed from the hypothesis-sgecibcnetwork above it. In the bgure,the small ovals
attached to the edgesbetween hypothesesrepresent the distinguished node h in eadh
c-local map. Again, a dashedline around eath map identibpes the nodes belonging to
the map. Becausethere is an arc from x to y in hy, there is a corresponding arc in the
c-local map hyEh,. Also, becausethere is no arc from z to y in either %1 or %2, there
is no such arc in hyBhy. There is no arc from h to z in h;Eh, becausethe assertion
Pd(z|h1,!) = p(z]hs,!)Ois in the relevance set R'2. Conversely there is an arc from
h to x, becausethe assertion (x|h;,!) £ p(x|hs,!)Ois in the relevance set R'2,
There is an arc from h to y, becausethe conditional predecessor®fy in h, and h, are
di'erent. The right-hand side of Figure 3.3(b) shows the c-global map constructed from
the comprehensie network. The c-global map is the graph union of the c-local maps
hlah and hQEhg

The left-hand side of Figure 3.3(c) cortains the ordinary similarity network con-
structed, by debnition, from the comprehensie network in Figure 3.3(b). Becausenode
z is disconnectedfrom h in the c-local map h;Eh,, the node is omitted from the corre-
sponding o-local map. Similarly, node x is omitted from the o-local map hoths. Because
all nodesin an o-local map are connectedto h, dashedlines surrounding the maps are
not needed. The c-global map constructed from the ordinary network is showvn on the
right-hand side of the bPgure. Obsene that the o-global map is identical to the c-global
map.

Notice that the two asymmetric forms of conditional independencerepresernted in a
similarity network, subsetindependenceand hypothesis-sgcibcindependence,are rep-
reseried disjointly in only the hypothesis-sgecibcsimilarity network. In particular, the
relevancesetscortain assertionsof subsetindependenceand dilerences amongthe graph
structures of the hs maps ref3ect hypothesis-sgcibcindependence. We exploit this ob-
senation in Section 3.10 when we discussprobability assessmanin ordinary similarity
networks.

Also notice that the two global mapshave seweral constructors. For example,if we add
an arc from z to y in the c-local map h;Eh, and an arc from x to y in the c-local map
hoBhs, the resulting comprehensie network would construct the same c-global map.
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Figure 3.3: A hypothesis-specific similarity network and its constructs.
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Figure (a) is a hypothesis-specific network for three hypotheses and three nondistinguished nodes. The
probabilistic relations above each edge in the similarity graph make up the relevance set for that edge.
The left-hand sides of Figures (b) and (c) are the comprehensive and ordinary networks constructed
from the network in Figure (a). The right-hand side of Figure (b) is the c-global map constructed from
the comprehensive network. The right-hand side of Figure (c) is the o-global map constructed from the

ordinary network.
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In general, any comprehensie or ordinary similarity network and any comprehensie
or ordinary knowledge map can have more than one constructor. In this regard, the
following dePnition will be useful.

Debnition 3.9 A maximal constructor of a representation (comprehensivesimilarity
network, ordinary similarity network, comprehensiveknowliedgemap, or ordinary know-
edgemap) is a constructor of the network that fails to be a constructor whenone or more
arcs are addel to any of its component knowiedge maps.

Also, some comprehensie and ordinary similarity networks have no constructors. We
shall examine sud situations in detail when we consider the consistencyof similarity
networks in Sections3.5and 3.7.

We have now debnedall the represenations and constructions amongtheserepresera-
tions that are necessaryto derive the soundnessgconsistency and exhaustivenessresults
that we seek. Howewer, before we proceedwith additional technical discussions,it is
useful to considerthe following informal argumert that the construction of the o-global
map is sound. Although many subtleties are omitted from the argument, it will sere as
a useful guide to the formal developmert to follow.

First, obsene that the knowledge maps in a hypothesis-sgcibc similarity network
contain more detailed assertionsof conditional independenceand dependencethan are
contained in the knowledge maps in a comprehensie similarity network. Specibcally
hs maps contain assertionsof independenceand dependence,given a state of knowledge
where a particular instance of h is known, whereasc-local maps cortain suc assertions,
given a state of knowledgewhere h is restricted to the disjunction of two instances. Sim-
ilarly, c-local maps cortain more detailed assertionsthan those embodied by a c-global
map. Consequetly, constructions HS) C (Construction 3.1) and C) G. (Construc-
tion 3.2) are sound.

Next, supposewe are given a consistert, minimal comprehensie network. That is,
supposewe have a comprehensie network in which the assertionsof conditional inde-
pendenceand dependenceare satispedby somejoint distribution. It turns out that
we can construct this network from somehypothesis-sgecibcnetwork. This obsenation
follows becausewe can take the expansionorder consistert with all c-local mapsin the
network and useit to composea collection of hs maps. By the soundnesof Construction
3.1 and the fact that an expansionorder in conjunction with a strictly positive joint dis-
tribution determinesa unique knowledge map, the comprehensie network constructed
from thesehs maps must be equalto the comprehensie network with which we started.

Giventhis obsenation, the c-global and o-global map constructed from any consisten,
minimal comprehensie similarity network must be identical. To prove this fact, suppose
that we are given a consisteri, minimal comprehensie network and that there is an
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arc from nodes x to y in some c-local map h;Eh; in which x and y are disconnected
from h. We must show that the arc appearsin the o-global map constructed from the
ordinary courterpart of the comprehensie network, despite the fact that the arc does
not appear in the o-local map h;En;. Now becausethere is an arc from x to y in the
c-local map, there must be sud an arc in every pair of hs maps K and K,- that can be
usedto construct the c-local map. (By Construction 3.1, if there is an arc in only one
of Ki and K , there must be an arc from h to y in hjBh;. This situation is impossible,
becausey is disconnectedfrom h.) Thus, there must be an arc from x to y in all c-local
mapsthat are borderedby either h; or h; in the similarity graph. Becausethe similarity
graph is connected, when we repeat this argumert along every path in the similarity
graph emanating from h; and h;, we bnd that either y is disconnectedfrom all c-local
maps, or there is somec-local map in which y is connectedto h and there is an arc from
X to y. In the former case,y is irrelevant to the diagnosisof h and can be removed from
consideration. In the latter case,the arc from x to y will be recordedin the o-global
map.

Finally, supposethat we are given a minimal ordinary similarity network. Consider
any joint distribution that satisbesthe assertionsof this network. From this distribu-
tion, we can construct a comprehensie similarity network that is both consisten and
minimal. It follows from the soundnessof Construction 3.2 that the distribution sat-
isbesthe assertionsof the c-global map constructed from this comprehensie network.
However, by the argumert in the previous paragraph, this c-global map and the o-global
map constructed from the given ordinary network are identical. Thus, the distribution
satispesthe assertionsof the o-global map and the construction is sound. If we are given
a nonminimal ordinary network, we simply remove arcs until the network is minimal,
and then apply the precedingargumert.

3.4 Soundness: Preliminary Results

The three varieties of similarity networks and the two types of knowledge maps eath
represen assertionsof conditional independenceand dependenceover the variables in
the network. In the previous section, we examinedfour constructions that transform one
represemation into another. Theseconstructions were debnedin terms of the syntax, or
form, of the represenations. In this section, we derive the conditions under which these
constructions can presene the underlying semanticsof the represenations as well.

In the theory of logic, the conceptsof semartic and syntactic truth areformally debned.
A setof sertencesS; in someformal languagelogically implies another set of sertencesS,
in the samelanguage(written S; F S,) if and only if any interpretation of the language
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that satisbesall sertencesin S; also satisbesall seriencesin S,.2 An interpretation of
a languageis a translation of the symbols in the languageto mathematical or physical
objects in the real world. Thus, the concept of logical implication refersto underlying
semariics of logical sertences. In cortrast, a setof seniencesS, in someformal language
is proved or deduced from another set of sertences S; in the same language (written

S ( Sp) if and only if there is someseriesof restricted syntactic manipulations (a proof
or deduction) that transforms S; into S..

The theory of logic also embodies conceptsthat relate the notions of syntactic and
semariic truth. In particular, if S; logically implies S, wheneer S, is proved from S;
for someproof calculus,the calculusis said to be sound Conversely if S, can be proved
from S; whenewer S; logically implies S,, then the calculusis said to be complete

Theseconceptscan be mapped to the theory of similarity networks in a natural man-
ner. The formal language of similarity networks is the language of probabilities. The
sentencesof interest are the assertionsof conditional independenceand dependenceex-
plicitly stated in the irrelevance sets of hypothesis-sgecibcnetworks and the assertions
implicitly determined by the structures of knowledgemaps. Suc sertenceswill be called
prokability constraints. The notion of logical implication directly carries over to the
theory of similarity networks, provided we restrict interpretations to joint probability
distributions.

Debnition 3.10 Given two sets of prolability constraints K; and Ko, K; logically
implies Ko, written K; Fp Ko, if and only if any joint distribution that satispesthe
constraints K ; also satisbesthe constraints K 5.

Finally, we can replacethe syntactic proof or deduction in the theory of logic with con-
structions. As a result, we obtain the following dePnitionsof soundnessand completeness
for eat construction.

Debnition 3.11 A construction { is sound if and only if
Klo Ko Implles Ky |:p Ko

for any two sets of prokability constraints K; and K. The construction is complete if
and only if

K1 |=p Ko Implles Klo Ka

for any two sets of prokability constraints K, and K 5.

2Details of this definition and the definitions to follow have been omitted. For a precise treatment,
see Enderton (1972).
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Deduction calculi usedby mathematiciansNfor example, unibcationNare both sound
and complete. Thus,K; Ep K if and only if the constraints K o canbe deducedfrom the
constraints K ; and the rules of probability using suc a calculus. This equivalencewill be
usedthroughout the proofsin this chapter. To provethat a construction is soundwithout
this equivalence,we would have to examine every possiblenetwork represettation that
can participate in the construction and examine ewvery joint distribution that can satisfy
ead represettation. Indeed, from a practical standpoint, the debnition of soundness
(completeness)is that K, can be proved from K; and the rules of probability if (only
if) Ko is constructed from K. DebPnition 3.11is stated in terms of interpretations to
emphasizethat the notions of soundnessand completenesgelate semartics to syntax.

As mertioned previously, strictly positive distributions play an important role in the
theory of similarity networks. Consequetly, the following depbnitionswill be useful.

Debnition 3.12 Given two sets of prolkability constraints K; and K3, K; logically

implies K, for strictly positiv e distributions , written K, Fp, Ky, if and only if
any strictly positive joint distribution that satispesthe constraints K ; also satispesthe
constraints K.

Debnition 3.13 A construction | is sound for strictly positiv e distributions if
and only if

Klo Ko Implles Ky |:|:>Jr Ko

for any two sets of probability constraints K; and K,. The construction is complete
for strictly positiv e distributions if and only if

K1 |:pJr Ko Implles Klo Ks
for any two sets of prokability constraints K; and K ».

Informally, a construction is complete if, whene\er one represettation cortains fewer
or lessspecibcprobability constraints than another represenation, the pbrst can be con-
structed from the second. Not one of the constructions that we have examinedis com-
plete. This obsenation follows from the fact that assertionsof conditional independence
in a knowledgemap are often insensitive to the direction of arcs,and yet the constructions
are constrained to presene the direction of arcs. We should not confusecompleteness
with exhaustivenessa weaker property. In Section 3.9, we seethat the construction of
an o-global map from and ordinary similarity network is exhaustive.

A construction is soundif the constructed represettation cortains fewer or lessspecibc
constraints than its constructor. Under certain conditions, all the constructions have this
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property, and henceall are sound. For example,the hypothesis-spgecibcnetwork cortains
assertionsof conditional independenceand dependencethat are specibcto individual
hypothesesin the similarity graph, whereasthe comprehensie network, constructed
from a hypothesis-sgecibcnetwork, corntains assertionsspecibcto only hypothesis pairs.
Furthermore, the c-global map, constructed from the comprehensie similarity network,
contains assertionsof conditional independenceand dependencethat are specibcto no
set of hypotheses.In general,we have the following theorem.

Theorem 3.7 (Soundness) The following constructions are sound for strictly positive
distributions:

a. HS) C
bh. C) G
c. C) O
d 0) G

Moreover, each construction is soundwhenhoth the constructor and constructed map are
minimal.

The formal proofs of parts a and b are similar and are givenin AppendicesB.2 and B.3,
respectively. The construction of an ordinary similarity network from a comprehensie
similarity network is sound (part c¢) because by debnition, the constraints in an o-local
map are a subsetof the constraints in its corresponding c-local map. We prove part d
after examining the consistency of comprehensie similarity networks in the following
section.

Figure 3.4illustrates three conditions under which the construction C) G is not sound.
In Figure 3.4(a), the similarity graph of the network is not connected. Specibcally the
node represerting hs is connectedto neither h; nor h,. Consequetly, if the variable y is
relevant to the hypothesispair {hy, h3} or to the hypothesispair {hs, h3}, the c-global
map constructed from this network doesnot record this fact (there is no arc from h to y
in the c-global), and the construction is not sound. In Figure 3.4(b), the distinguished
node h has nonsuccessors.The conditional independenceassertion implied by this c-
global map is

p(xly,!) = p(x|")

However, this assertion cannot be derived from the conditional independenceassertions
in the c-local maps

p(x]ly,{hi,h2},!) = p(x|{hy, h2},!)
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p(xly,{hz, h3},!) = p(x|{ha, h3},!)

and hencethe construction is not sound. In Figure 3.4(c), the underlying joint dis-
tribution contains zero probabilities (x is logically determined by h). To seethat the
construction of the c-global map is not soundin this case,supposex hastwo instances
x1 and Xo. In addition, supposex andy are conditionally independent given h, and that

p(xilhy,') =1, p(Xzlhz,!) =1, p(xilhs,!)=1

p(ylhy,!) & p(ylhs,!) & p(ylhs,!) & p(ylhs,!)

In context {hy,hs} or {hy, hs}, the variables h and x are logically equivalert. Thus,
the c-local maps in the bgure accurately ref3ect the underlying distributions. In the
global cortext, howewver, knowing x does not render h and y independert. Hence, the
construction is not sound. Note that the construction becomessound if we compose
the c-local map h;Ehs. In fact, Theorem 3.7(b) holds for nonminimal networks given
any distribution, provided every pair of hypothesesin the similarity graph is connected
directly. In Section 4.4.1, we discussthe signibcanceof these restrictions on soundness
to the construction of the global knowledge map for Pathbnder.

Note that some of the constructions are sound under weaker conditions than those
stated in the theorem. For example, the construction HS{) C is sound for any joint
distribution when the knowledge maps are not required to be minimal. Also, the con-
struction C) O is sound for all distributions for both minimal and nonminimal maps,
by debnition. Howewver, we are interested primarily in the soundnessof the construction
0( G, and the soundnessof this construction hingeson the soundnessof the construc-
tion C) G.. Consequetly, we do not pursue these exceptional caseshere.

3.5 Consistency: Preliminary Results

Let us extend the mapping, intro ducedin the previoussection,from the theory of logic to
the theory of similarity networks. In the theory of logic, a set of sertencesS is consistent
if and only if there is someinterpretation that satisPesall the sertencesin S.? Restricting
interpretations to joint probability distributions over the set of variablesin a similarity
network, we have the following debnition of consistency

3To be more precise, the set of sentences S is said to be satisPable under these conditions. In contrast,
consistency is defined in syntactic terms. Specifically, a set of sentences is consistent if and only if it
is impossible to prove a sentence and its negation from that set. Nonetheless, the soundness theorem
from logic and Godel’s completeness theorem show that the concepts of satisfaction and consistency are
equivalent (Enderton, 1972). In this work, we do not distinguish these two concepts.
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Figure 3.4: Exceptions to the soundness of c-global map construction.
The comprehensive similarity network in (a) is not connected. In (b), the comprehensive network
contains nodes that condition the distinguished node h. The network in (c) contains deterministic
relationships. In all three cases, the constraints of the constructor do not logically imply the constraints
of the constructed representation. Consequently, each construction is not sound.
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Debnition 3.14 A similarity network (hypothesis-sgcibc, comprehensive,or ordinary)
is consistent if and only if there exists a joint distribution over the variablesin the
network that satisbesthe constraints of each knowledgemap in the network.

A knowledgemap is always consistert by design. However, there is no such guarartee
for similarity networks. For example, considerthe hypothesis-sgcibcsimilarity network
shown in Figure 3.5(a). The relevancesetsR'? and R?* cortain the assertions

p(x[hy, 1) = p(x|hs,!)

p(x|hz,!) = p(x|hs,!)

Theseassertionsare cortradicted by the assertion

p(x|hi, 1) & p(x|hs,!)

in the relevance set R'3. Consequetly, no joint distribution over h and x can satisfy
this network, and the hypothesis-sgcibcnetwork is inconsistert. Also, considerthe com-
prehensiwe similarity network shavn in Figure 3.5(b). If we supposethat the similarity
network is minimal, then the c-local map h;Eh, reBectsthe assertionthat x and y are
dependent given hypothesishs (and h;). However, the c-local map hoEhs represens the
assertionthat x and y are independert given hypothesishs; (and hs). Again, no joint
distribution over the distinguished variable and nondistinguished variables can satisfy
this network, and the comprehensie network is inconsistert. In Section 3.7, we examine
an inconsisternt ordinary similarity network.

From a technical standpoint, a similarity network (hypothesis-sgecibc,comprehensie,
or ordinary) doesnot have to be consistert in order for a construction from that network
to be sound. In fact, the constructions that we have examined are sound whene\er the
constructor network is inconsistert, becausewe can derive any setof propositions from an
inconsistert set of constraints. From the standpoint of knowledge acquisition, however,
it is not enoughto know that a construction from a directly composedset of constraints
(e.g.,an ordinary similarity network) to another set of constraints (e.g., an o-global map)
is sound. To avoid the creation of a model that recommendsnonoptimal decisions,we
also must guararntee that the original set of constraints is consisten. Consequetly, the
following debnition will be useful.

Debnition 3.15 A setof prokability constraints is valid for an individual if and only if
that set s logically implied by a consistent set of prokability constraints assertal directly
by the individual.
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Figure 3.5: Inconsistent similarity networks.
The hypothesis-specific similarity network in (a) is inconsistent because it simultaneously asserts
p(xlh1,!) = p(x|h2,!), p(x|hz2,!) = p(x]hs,!), and p(x|h1,!) = p(x]hs,!), which is impossible. The
comprehensive similarity network in (b) is inconsistent because the c-local map hi1—hs implies that X
and y are dependent, given hy, whereas the c-local map hy—hz implies that X and y are independent,
given hy.
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When the author of a set of constraints is implicit, asit usually will bein our discussions,
we sagy simply that the setis valid. Debnition 3.15 parallels the debnition of validity in

logic. In particular, a logic sertenceis valid if and only if it can be derived from ,, the

empty set of sertences. We obtain a corresppndencebetween Debnition 3.15 and this

dePnition, if we identify , with !, the badkground knowledge of a personwith coherer

beliefs.

In the remainder of this section, we dewelop an algorithm for testing the consistency
of a comprehensie similarity network. Given the soundnessof the construction C) G,
we thereby show that we can construct valid c-global maps.

Identifying inconsistert hypothesis-sgcibcnetworks is straightforward. The hs maps
in a hypothesis-sgecibcnetwork cannot cortradict one another, becausethe assertions
in the hs map i are conditioned on the belief that h; is true, and the hypothesesare
mutually exclusive. In addition, the assertionsin the relevance setscannot confict with
one another unlessthere is a cyclein the similarity graph, asillustrated in Figure 3.5(a).
Thus, we have the following theorem.

Theorem 3.8 A hypothesis-sgcibc similarity network is consistentif and only if thereis

no cyclein the similarity graph suchthat, for any nondistinguished node y, the assertion
# $ #
p yIC" (y),hi,! =p yIC" (y),h;,! (35.17)

is in all but one relevane setR' in the cycle.

Pro of: SeeAppendix B.4.

Identifying inconsistert comprehensie similarity networks is only slightly more com-
plicated. First note that all nonminimal comprehensie networks are consistert. This
obsenation follows becausenonminimal networks only represen assertionsof conditional
independence. Hence, any joint distribution in which every variable is independert of
all others will satisfy the assertionsin the network. As mertioned previously, however,
nonminimal knowledgemaps and hencenonminimal similarity networks are rarely com-
posedin practice. To understand the situation for minimal comprehensie networks, let
us considerthe inconsistert comprehensie network in Figure 3.6. (This network is the
samenetwork that we saw in Figure 3.5b.) Supposewe were to construct this network
from a hypothesis-specibcnetwork using the transformation debnedin Section 3.3. Be-
causethe c-local map h;Bh, contains an arc from x to y and no arc from h to y, we must
place an arc from x to y in both hs maps%l and h,. If we did not place suc an arc in
either hs map, there would be no arc from x to y in the c-local map h;Eh,. If we placed
such an arc in only one of h: and h,, the conditional predecessor®fy would be dilerent
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Figure 3.6: An inconsistent comprehensive similarity network.
The comprehensive similarity network in the upper half of the figure is inconsistent. Given the rules for
constructing comprehensive networks, it cannot be constructed from any hypothesis-specific similarity
network.

in the two hs maps, resulting in an arc from h to y in h;Eh,. Howewver, becausethere is
no arc betweenx andy in the c-local map hyEhs, we cannot place such an arc from x to
y in the hs map ho. Thus, it is impossibleto construct the inconsistert comprehensie
network from any hypothesis-sgecibcnetwork.

Also, considerthe comprehensie network of Figure 3.7(a). The network is inconsisten
becausethe the c-local maps h;Ehs, hoEhs, and hyEhs represen the assertions

p(x|hy,!) = p(x|ha,!)
p(X|h2,!) = p(x|hs,!)

p(x|hy,!) E p(x|hs,!)

respectively. The network canbe only constructed from the hypothesis-sgecibcsimilarity
network shown in Figure 3.7(b). This hypothesis-spgecibcnetwork is the sameinconsisten
network that we saw in Figure 3.5(a).

In general,as described in the following theorem, a comprehensie similarity network
is consistert only if it can be constructed from consistert hypothesis-sgecibcsimilarity
network.

Theorem 3.9 If the constraints of a minimal comprehensivesimilarity network are sat-
isPel by somestrictly positive joint distribution over the variablesin the network (making
the network consistent), then the distribution satisbpesthe constraints of some minimal
hypothesis-sggcibc similarity network that is a constructor of that network.
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Figure 3.7: An inconsistent comprehensive similarity network with cycles.
The comprehensive similarity network depicted in (a) can be only constructed from the inconsistent
hypothesis-specific similarity network in (b).
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Pro of: Let Cbe the given network and let &g be an expansionorder sudh that (1) the
order is consistent with the c-global map constructed from C, and (2) the distinguished
variable h occurs brst in the order. By dePnition of comprehensie similarity networks,
&g is consistert with every c-local map in C. We use this expansionorder (excluding
h) in conjunction with the given distribution to construct a minimal hypothesis-sgecipc
similarity network HS, and let C* be the comprehensie network constructed from HS.
By Theorem 3.7(a), the given distribution satispesthe constraints implied by the c-local
mapsof C’, where C*is minimal. Also, becauseall arcsemanatefrom h in the c-local maps
of C', the expansionorder &t must be consistert with C. It follows from Theorem 3.6
that the maps of eac pair must be identical. !

Given Theorem 3.9, we can delineate conditions that are necessaryfor a minimal
comprehensie similarity network to be consistenn. The terms x -) yandx -)Y vy
are used to abbreviate the statemerts Oarcfrom x to yOand Onoarc from x to y,0
respectively.

Corollary 3.1 Given a minimal comprehensivesimilarity network C that is consistent
for somestrictly positive distribution, there is a hypothesis-sjgcibc similarity network in
which the following conditions hold:

For each arc from nondistinguishel node x to nondistinguishal nodey in the c-glotal
map constructed from C, and for each c-local map h;£h; in C,

a. If x-) yin hiEn;, thenx-}) yin K; andx -} yin Kj
b. If x-) vy in hiEn;, then

i. Ifh-) y, thenx-) yin# orx-) yinK

i. fh-) y,thenx-) yin ; andx-) yin KJ-

Pro of:  Conditions a and b.i follow from Theorem 3.9 and from the procedure for
constructing a comprehensie similarity network from a hypothesis-sgecibcnetwork. To
prove that condition b.ii must hold, supposethere is no arc from h to y in h;Eh;. In this
case,Ci(y) = Cl(y). Otherwise, the construction dictates that there is an arc from h
to y. Thus, there is an arc from x to y in K if and only if there is such an arc in r(j.
Becausethere is an arc from x to y in h;Eh;, there must be a corresponding arc in both
hs maps. !

Corollary 3.2 A minimal comprehensivesimilarity network C is consistent for some
strictly positive distribution only if, for everynondistinguished node in the network, there
is no cyclein the similarity graph of Csuchthat h-) vy is in exactly one c-local map of
the cycle.
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Pro of: The theoremfollows directly from Theorem 3.9 and the procedurefor construct-
ing a comprehensie similarity network from a hypothesis-sgcipcnetwork. !

The cornverseof Corollaries 3.1 and 3.2 also holds. That is, if the constraints in the
corollaries are satispedfor a given comprehensie network, the network must be consis-
tent. Thus, the constraints are both necessaryand su“cient conditions for a comprehen-
sive network to be consistert. The result is proved by way of the following algorithm,
which tests whether or not a comprehensie network satisbesthe constraints in Corol-
laries 3.1 and 3.2 and constructs a hypothesis-spgecibc network if the constraints are
satisbed.

Algorithm 3.1 (Consistency , comprehensiv e networks)

1 For every pair of nondistinguished nodesx and y suc that x-) vy
in the c-global map constructed from the given network do
For every c-local map h;Eh; sud that x -} y do
Post the constraint O -) yOon h; and on h;
For every c-local map h;Eh; sudh that x -) y do
If h-) yand O -} yOis postedon h; and on h; then
Return QinconsistetO
Elseif h-) y and O -} yOis postedon h; or on h; then
Return OinconsistetO
For every hypothesish; do
If the constraint & -) yOis not postedon h; then
Add x-) yto ;
12 For every nondistinguished node y in the c-global map do

O© O ~NOO P~ WDN

e
= O

13 For every c-local map h;Eh; whereh-) y do

14 From the similarity graph, construct the edge-inducedsubgraph, G,
cortaining edge(h;, h;), and edges(hy, h;) sudch that h -} vy in hebEnh

15 If the edge(h;, h;) isin acyclein G

16 Return OinconsistetO

17 For every nondistinguished node y in the c-global map do

18 For every c-local map hiEh; sud that Ci(y) = Cl(y) + C" (y) do

19 If h-}) vy then " | "

20 Add O y|C" (y),hi,! =p y[C" (y),hj,! Oto R

21 Elseif h-) vy then " | "

22 Add (p y|C" (y),hi,! £ p y[C" (y),hj,! Oto R

23 Return OconsistetO



84 Chapter 3

Theorem 3.10 (Consistency , comprehensiv e networks) Algorithm 3.1 applied to
a comprehensivesimilarity network returns OonsistentOif and only if there is a strictly
positive joint distribution that makesthe network consistent and minimal. Moreover, if
Algorithm 3.1 returns Oonsistent,Oit geneates the hypothesis-sgcibc network that is
the maximal constructor of the given network.

Pro of: SeeAppendix B.5.

Figure 3.8(b) illustrates the hypothesis-sgecibcnetwork created by the algorithm ap-
plied to the consistert comprehensie network in Figure 3.8(a). Becausethe arc from
X to y is the only arc among nondistinguished nodes in the c-global map constructed
from the given comprehensie network, the for-loop beginning at line 1 inspects only
this arc on the c-local maps hyEh, and hoEhs. Also, becausethere is an arc from x to
y on both c-local maps, no constraints of the form O -) yOare posted. Consequetly,
the for-loop of line 1 doesnot return Oinconsisteh® and an arc is addedto ead K, as
shown in Figure 3.8. The for-loop beginning at line 12 does not return OinconsistenO
becausethere are no cyclesin the similarity graph. The for-loop beginning at line 17
adds the assertionsof relevance and irrelevance necessaryto complete the construction
of the hypothesis-sgecibc similarity network. Notice that the network created by the
algorithm is a maximal constructor of the comprehensie network.

Figure 3.9 shaws the results of the algorithm applied to the inconsistert similarity
network that we saw in Figures 3.5(b) and 3.6. As in the previous example, the for-loop
beginning at line 1 looks for only the arc from x to y on ead of the two c-local maps
of the comprehensie similarity network. Becausethere is no suc arc on hyEhg, the
constraints & -} yOare postedon both h, and hs, asshown in the Figure 3.9. Because
there is an arc from x to y in h;Eh, and the constraint & -J yOis posted on h,, the
condition at line 7 is satispedand the algorithm returns OinconsistenO

In concluding this section, let us considerthe time complexity of Algorithm 3.1. As-
sumeknowledgemaps (hypothesis-spgecibc,local, and global) are represenied sothat the
direct predecessor®f a given node and the nodesbordering a given arc can be accessed
in O(1). Assumethat the set of nodesand the set of arcsin ead map are stored in hash
tables, sothat the test to seewhether a node or arc is a member of a given map is O(1);
further assumethat these setsare also stored in linear lists, sothat the iteration over
nodesand arcsis e"cient. In addition, assumethat the number of direct predecessors
of any node is bounded by some constart, so that the test for equality of two direct
predecessosetsis O(1).

Under these assumptions,the time complexity of lines 1 through 11 is O(al), wherea
is the number of arcsin the c-global map and | is the number of c-local maps (i.e., the
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Figure 3.8: Algorithm 3.1 applied to a consistent comprehensive network.

Algorithm 3.1 applied to the consistent comprehensive network in (a) produces the hypothesis-specific
similarity network in (b). Note that the hypothesis-specific network is a maximal constructor of the

comprehensive network.
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Figure 3.9: Algorithm 3.1 applied to an inconsistent comprehensive network.
The figure illustrates the results of applying Algorithm 3.1 to the inconsistent comprehensive network
shown in Figures 3.5(b) and 3.6. Since there is no arc from X toy in the c-local map ho—hs, the constraint
“x #8 y” is posted on hz and hz. The algorithm returns “inconsistent” when it encounters the arc from

X to y in the c-local map hi—hz, because there is no arc from h toy.
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number of edgesin the similarity graph). The time complexity of lines 12 through 16
is O(nl(l + hd)), where n is the number of nodesin the c-global map, h is the number
of hypothesesin the similarity graph, and d is the largest degreeof any node in the
similarity graph.* The term hd correspondsto line 15, where we determine whether or
not the edge(h;, h;) isin a cyclein the subgraph G. To accomplishthis task, we remove
the edge(h;, hj) from G, mark node h;, and mark all neighbors of h;. Next, we repeatedly
mark all neighbors of eadr newly marked node, until no new nodesare marked. There is
a path from h; to h; in this modiPedgraph, and hencea cyclein Gthat includes(h;, h;),
if and only if node h; is marked. Finally, the time complexity of lines 17 through 22
is O(nl). Overall, becausen & a- 1, h & |- 1, and d & |, the time complexity of
Algorithm 3.1is O(al®).

3.6 Soundness: Ordinary Similarit y Net works

Armed with criteria for evaluating the consistencyof a comprehensie similarity network,
we can how prove that the construction of the o-global map from an ordinary similarity
network is sound for strictly positive distributions. Suppose we are given a minimal
comprehensie similarity network that has been certibed consistent by Algorithm 3.1.
As shown in the following theorem, the comprehensie and ordinary global knowledge
maps constructed from this network must be identical.

Lemma 3.1 Given a minimal comprehensivesimilarity network that is consistent for
strictly positive distributions, if there is an arc from x to y and no arc from h to y in
the c-local map h;Eh;, then there will be an arc from x to y in all c-local maps that are
bordered by h; or h; in the similarity graph.

Pro of: Sincethe network is minimal and consisten for strictly positive distributions, we
know from Theorem 3.9 that it can be constructed by somehypothesis-sgecibcsimilarity
network. By Corollary 3.1(b.ii), there must be an arc from x to y in both hs mapsNi and
r(j of this network. Hence, by construction, there must be such an arc on ead c-local
map that is bordered by h; or h;. !

Theorem 3.11 Given a minimal comprehensivesimilarity network that is consistent
for strictly positive distributions, the c-glokal map and o-glokal map constructed from the
network are identical.

4The degree of a node in an undirected graph is the number of edges that touch that node.
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Pro of: Supposethe theorem is false. In this case,there must be an arc betweentwo
nodesNsay, from x to yNthat is preseri on somec-local map only when both x and y
are disconnectedfrom h. Starting from this c-local map, traversethe similarity graph
until a c-local map wherey is connectedto h is encourtered. Call this c-local map h; Eh; .
(Becausethe similarity graph is connected, if no sudh a map is found, the node y is
disconnectedfrom the c-global, and we can ignore the node.) On ead c-local map along
the path of this traversal, we can apply Lemma 3.1, becausey is disconnectedfrom h
in the map. It follows that there must be an arc from x to y in h;Eh;. Howewer, this
result contradicts our original assumption, becausey and therefore x are connectedto h
on hiEhJ- .'

To make the argumert in Theorem 3.11 more concrete,let us apply it to the compre-
hensive similarity network in Figure 3.10. In the c-local map h,Eh,, there is an arc from
node x to node y, and these nodes are disconnectedfrom h. Consequetly, we do not
copy this arc to the o-global map. Howevwer, there is no arc from h to y in h;Eh,, sowe
can apply Lemma 3.1to concludethat there must be an arc from x to y in the adjoining
c-local map hoEhs. In this c-local map, both x and y are connectedto h, and the arc
from x to y is registeredin the o-global map.

Given this equality, the soundnessof o-global map construction now follows.

Theorem 3.7(d) (Soundness, o-global map construction) The construction of an
o-global map from an ordinary similarity network is sound for strictly positive distribu-
tions. The construction remains sound if both represerations are minimal.

Pro of:  First, considerthe casewhere an ordinary similarity network O is minimal.
Supposesomestrictly positive joint distribution satispesthe constraints of the network,
making O consisten. (If there is no such distribution, then the constraints of O im-
ply trivially the constraints of the o-global map constructed from O.) By dePnition of
ordinary similarity networks, the distribution satispesthe constraints of someminimal
comprehensie similarity networkNsay, C. Furthermore, by Theorem 3.7(b), it follows
that the joint distribution also satisbesthe constraints implied by the c-global map G
constructed from C. By Theorem 3.11, howewer, G, and the o-global map constructed
from O areidentical. Hence,the joint distribution satisPeshe constraints of the o-global
map.

If the ordinary network is not minimal, usethe joint distribution to remove arcs from
the o-local maps until the maps are minimal. Call the new network O Applying the
argumert in the previous paragraphto O it follows that the given distribution satispes
the constraints of the o-global map constructed from O Howevwer, by construction, all
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Figure 3.10: An example of the equivalence of c-global and o-global maps.
(a) The c-global map on the right is constructed from the comprehensive similarity network on the
left. (b) The o-global map on the right is constructed from the ordinary similarity network on the left.
Although nodes x and y are missing from the o-local map h1—hy and node z is not in the o-local map
ha—h3z, the c-global and o-global maps are identical.
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arcs in the o-global map of O appear in the o-global map of O. Consequetly, the
assertionsof conditional independenceimplied by the o-global of the original network
are satispedby the joint distribution. !

Theorem 3.7(d) is the brst of the three major results of this chapter. It says that we
do not have to go through the time-consuming processof assessingc-local maps. By
constructing o-local maps, ignoring the dependenciesamong variables disconnectedfrom
those maps, we recover a global knowledge map that contains only assertionsthat can
be derived from the c-local maps.

3.7 Consistency: Ordinary Similarit y Net works

As we have discussed,the soundnessresult does not carry much force unlesswe can
identify and correct inconsistert ordinary similarity networks. Consequetly, we needto
extend Algorithm 3.1to include ordinary networks.

Supposewe are given sudh a network. For every pair of nondistinguishednodesx andy
such that there is an arc from x to y in the o-global map (or, equivalertly, in the c-global
map) constructed from this network, one of the following three casesmust hold in each
o-local map h;En;: (1) both x and y are in the map, (2) only oneof x and y are in the
map, or (3) neither x nor y are in the map. If casel holds, we can directly apply the
machinery of Algorithm 3.1 to the nodesx and y and the arc betweenthem. If case2
holds, we know that there is no arc from x to y in any c-local map from which the o-local
map h;Eh; can be constructed. Consequetly, we can post the constraint & -J yOon
both h; and h;. If case3 holds, we cannot tell directly whether there is an arc from x to
y in any c-local map from which the o-local map h;Eh; can be constructed. However, if
we know that the constraint O -} yOis posted on either h; or h;, then we know that
there cannot be suc an arc, and we can post the constraint & -J yOon both h; and
h;. Thus, with the minor modibcationsto Algorithm 3.1 suggestedby these commerts,
we obtain the following algorithm for testing the consistencyof an ordinary similarity
network.

Algorithm 3.2 (Consistency , ordinary networks)

1 For every pair of nondistinguished nodesx and y such that x-) vy in
the o-global map constructed from the given network do

2 For every o-local map h;Eh; sudh that x -} y do

3 Post the constraint & -} yOon h; and on h;
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4 For every o-local map h;Eh; sud that only one of x and y is on the map do
5 Post the constraint & -} yOon h; and on h;
6 Mark all o-local maps as unvisited
7 While there is an unvisited o-local map cortaining neither x nor y
sudh that the constraint & -) yOis postedon h; or on h; do
8 Post the constraint O -) yOon h; and on h;
9 Mark the o-local map as visited
10 For every o-local map h;Eh; sudh that x -) y do
11 If h-) yand O -} yOis postedon h; and on h; then
12 Return OinconsistetO
13 If h-) yandx-) yOis postedon h; or on h; then
14 Return OinconsistetO
15 For every hypothesish; do
16 If the constraint O -) yOis not postedon h; then
17 Add x -) ytol§

18 For every nondistinguished node y in the c-global map do

19 For every c-local map h;Eh; whereh-) vy do

20 From the similarity graph, construct the edge-inducedsubgraph, G,
cortaining edge(h;, h;), and edges(hy, h)) sud that h -} vy in heEh

21 If the edge(h;,h;) isin acyclein G

22 Return OinconsistetO

23 For every nondistinguished node y in the c-global map do

24 For every c-local map hiEh; sud that Ci'(y) = Cl(y) + C (y) do
25 If h-}) vy then " | "

26 Add O y|C" (y),hi,! =p y[Ch (y),hj,! Oto R

27 Elseif h-) y then | "

28 Add O y|C" (y),hi,! £ p y[Ch (y),hj,! Oto R

29 Return OconsistetO

Theorem 3.12 (Consistency , ordinary similarit y networks) Algorithm 3.2 applied
to an ordinary similarity network returns OonsistentOif and only if there is a strictly
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positive distribution that makesthe network consistent and minimal. Moreover, if Al-
gorithm 3.2 returns Oonsistent,Oit genertes the hypothesis-sgcibc network that is the
maximal constructor of the given network.

Pro of: SeeAppendix B.6.

Under the assumptionsgiven in Section 3.5, the time complexities of lines 1 through
17,18 through 22, and 23 through 28 are O(al?), O(nl(l + hd)), and O(nl), respectively.
The additional factor of | in the Prst term is a consequencef the while-loop at line 7 of
the algorithm. The loop may iterate O(l) times, and the seard for an unvisited o-local
map is also O(l). Overall, the time complexity of Algorithm 3.2 is O(al®)Nthe same
time complexity asthat of Algorithm 3.1.

Figure 3.11 illustrates the results of Algorithm 3.2 applied to a consistert ordinary
similarity network. Becausethe arc from x to y is the only arc betweennondistinguished
nodesin the o-global map constructed from the given network, the for-loop beginning
at line 1 only looks for this arc on the two o-local maps. Becausey is not in h;Eh,, the
condition in line 4 of the algorithm is met, and the constraint O -} yQOis posted on
h; and h,. When the algorithm encourters the arc from x to y on hyEhs, neither the
condition at line 11 nor that at line 13 is satisPed, becausethere is an arc from h to
y. Consequetly, the algorithm returns OconsistenO The for-loop at line 23 adds an
arc from x to y in the hs map hs, generating the maximal constructor of the ordinary
network.

Figure 3.12illustrates the results of Algorithm 3.2 applied to an inconsistert ordinary
similarity network. As in the previous example, the for-loop at line 1 looks for only an
arc from x to y on ead o-local map. Becausey is missing from h;Eh,, the condition
at line 4 of the algorithm Presand the constraint & -) yOis posted on h; and h,.
Similarly, becausex is missing from hsEnhy, the constraint & -} yOis postedon hs and
hs. When the algorithm Pndsthe arc from x to y in hoEhs, the condition at line 11 is
satisPed,and the algorithm returns QinconsistenO

Algorithm 3.2 and Theorem 3.12 constitute the secondmajor result of this chapter.
Given a minimal ordinary network, we can determine in a tractable manner whether or
not the network is consistent for strictly positive distributions. The algorithm can easily
be extendedto assistin the correction of an inconsistent ordinary similarity network. In
particular, a modibedversion of Algorithm 3.2 could return a list of arcsfor ead o-local
map that would causeAlgorithm 3.2, as it currently exists, to return OinconsistenO
With such alist, it would be a simple matter for the author of the network to resolve any
inconsistencies. Once these inconsistenciesare corrected, we know, from the soundness
result (Theorem 3.7d), that the o-global map constructed from the network is valid.
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Figure 3.11: Algorithm 3.2 applied to a consistent ordinary network.

Algorithm 3.2 is applied to the consistent ordinary similarity network in (a). The constraints posted
by the algorithm are shown in (b). Because X and not y is in the o-local map hi-hz, the constraint
“x #$ y” is posted on hy and hy. Although there is an arc from X to y on the o-local map ha—hs,
the algorithm returns “consistent” because there is an arc from h to y in map. The hypothesis-specific
network created by the algorithm is shown in (c¢). Only Ks contains an arc from X to y because h3z is the
only hypothesis on which the constraint “x #$ y” is not posted. The hypothesis-specific network is a
maximal constructor of the ordinary network.
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Figure 3.12: Algorithm 3.2 applied to an inconsistent ordinary network.
Because only one of X and y are in the o-local maps h1—hy and hz—hg4, the constraint “x #8 y” is posted
on all the hs maps. The algorithm returns “inconsistent” when it encounters the arc from X to y on the
o-local map ho-hs.

Note that Algorithm 3.2 may incorrectly identify a similarity network asinconsistert if
the distributions underlying the network are not strictly positive. For example, consider
the similarity network shown in Figure 3.13,in which the two nodesx andy are logically
equivalent. In this network, an arc from x to z is equivalert to an arc from y to z, and
thusthe similarity network is consistert. However, Algorithm 3.2 applied to this network
returns OinconsistetO because for example, &y -J zOis posted on h, from h;En, and
there is an arc from y to z in hyEhs.

3.8 Another Debpnition of Ordinary Similarit y Net works

In this section, we examine another debnition of ordinary similarity networks that olers
seweral advantages over the depnition that we have used so far. Before we can discuss
this dePnition, however, we must consider what it meansfor two variables a and b to
interact.

Debnition 3.16 Let U denotea setof variables,andlet! denotethe backgiound know-
edge of someexpert. The variablesa,b" U interact in the universe U, given!, if and
only if there exists some (possibly empty) subsetU*' U\ {x, y}, suchthat a and b are
conditionally dependent, given someinstance of U# and backgiound knowledge! .

Thus, whenewer two variables a and b do not interact in the universeU, we know that a
and b are conditionally independert, given all instancesof all subsetsof U\ {a, b}.



94 Chapter 3

® 0.
F—E & ©

hy 0 h, 0 hs
~ ~—= ~=
"xly z" "xy oz "x 1 z"
"ylyoz"
"inconsistent’

Figure 3.13: Algorithm 3.2 applied to a partially deterministic network.
If x and y are logically equivalent in this comprehensive similarity network, an arc from X to z is
equivalent to an arc from y to z. Thus, the network is consistent. However, Algorithm 3.2 applied to
this network returns “inconsistent.”

In the current debnition of ordinary similarity networks, we exclude a node from an
o-local knowledge map, if and only if that node is disconnectedfrom the corresponding
c-local knowledge map. Alternativ ely, we can exclude a node from an o-local knowledge
map, if and only if that node doesnot interact with the distinguished node.

Debnition 3.17 Given a c-local map h;Eh; with nondistinguished nodesY, the o-local
map h;Eh; is the node-induced sutgraph of the c-local map containing the nodesy " Y
such that y does not interact with h in the universe Y %{h}, given the backgound
knowledge correspnding to the o-local map.

Recall that x is not relevant to the set{h;, h;}, if and only if x and h are conditionally
independert, given the background knowledge corresponding to the o-local map h;b
h; (Debnition 2.1). Therefore, in Debnition 3.17, we exclude a node from an o-local
knowledgemap h;En; if and only if that node is not relevant to the diseasepair {h;, h; },
given any instance of any subsetof the remaining nondistinguished nodes.

Using DePnition 3.17, we can composethe o-local knowledgemap h;Eh; in two phases.
In phasel, we identify those featuresthat are relevant to the hypothesis pair {h;, h;}
in somecontext. In phase2, we assesshe independenceand dependencerelationships
amongthosevariables. Thus, we can separatethe task of composingan o-local knowledge
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map into that of identifying relevant featuresand that of assessinglependenciesamong
those features. The lymph-node expert found this separation to be extremely useful,
and hencewe employed DePnition 3.17 in the composition of the Pathbnder similarity
network (seeChapter 4).

The Debnition 3.17 is not equivalent to the original debnition of ordinary similarity
networks. It is not di"cult to provethat, if two variablesare disconnectedin a knowledge
map, then they do not interact. The corverse,however, is not always true. That is, two
noninteracting variables may be connectedin a knowledge map, even if the knowledge
map is minimal. For example, considerthe two unrelated everts OJohnhas a cold and
doesnot have the BuOand OWe seea picture of John driving a red car.OWe can compose
a knowledge map in which nodes represerting these two events must be connected by
the introduction of an intermediate variable that contains elemerts of both evernts. Suc
a knowledge map is shawvn in Figure 3.14. In the map, DISEASE represeits the event
that John either hasa cold or hasthe Bu, and PICTURE represeits the event that we see
or do not seea picture of John driving a red car. The node CAR/FEVER represeits the
three mutually exclusive and exhaustive possibilities that (1) John owns a white car, (2)
John owns a red car and has a fever, and (3) John owns a red car and does not have
a fever. There is an arc from DISEASE to CAR/FEVER in the knowledge map because
the probability that John has a fever depends on JohnOslisease. There is an arc from
CAR/FEVER t0 PICTURE becausethe probability that we seethe picture dependson the
color of JohnOgar. Thus, PICTURE and DISEASE are connectedin the map. However,
seeinga picture of John driving a red car tells us nothing about JohnOslisease whether
or not we know CAR/FEVER, and so PICTURE and DISEASE do not interact.

The dilerence betweenthe two debnitions propagatesthrough the soundnessresults
provedin this chapter. In particular, it is possibleto Pndexampleswherethe construction
of an o-global map from a ordinary similarity network composedusing Debnition 3.17is
not soundfor strictly positive distributions. Fortunately, however, the two debnitions of
ordinary similarity networks are equivalent for many networks. Dan Geigerand | iden-
tibed a broad classof knowledge maps for which variablesa and b must be disconnected
in a minimal knowledgemap wheneer a and b do not interact. In particular, we proved
the following theorem.

Theorem 3.13 In a minimal knowledge map containing variablesU, any two variables
a and b are connected in the knowledge map if and only if they interact in the universe
U, provided the underlying joint prokability distribution of the map satisbpesa property
called prop ositional transitivit y.

The property of propositional transitivit y is cumbersometo state (it involves9 sets of
variables), and we shall not examine the property here. For a detailed discussion of
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Figure 3.14: Connected variables that do not interact.

In the knowledge map, DISEASE represents the event that John either has a cold or has the flu, and
PICTURE represents the event that we saw or did not see a picture of John driving a red car. The
node CAR/FEVER represents the three mutually exclusive and exhaustive possibilities that (1) John
owns a white car, (2) John owns a red car and has a fever, and (3) John owns a red car and does not
have a fever. The probability distributions associated with each variable is shown beside the variable.
Although PICTURE and DISEASE are connected in the map, PICTURE is not relevant to DISEASE
regardless of whether CAR/FEVER is known.
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this property and the proof of Theorem 3.13, seeGeiger and Hedkerman (1990). Note,
howewer, that the property is satisbedby at least two types of knowledge maps: those
maps in which all variables are binary and the underlying joint distribution is strictly
positive, and those mapsin which all distributions are normally distributed (Geiger and
Hederman, 1990). Therefore, the two dePnitions of ordinary similarity networks are
equivalernt for networks containing knowledge maps of thesetypes.

This preliminary work suggeststhat we can identify other classesof knowledge maps
for which the two debnitions of ordinary similarity networks are equivalert. Also, it
appearsthat we can dewelop an algorithm that tests whether or not a joint distribution
satispespropositional transitivit y. Given sud theoretical results, we shall be able to use
Debnition 3.17to construct ordinary similarity networks in most situations, and have a
guarantee that the construction of the o-global map is sound.

3.9 Pro of of Exhaustiv eness

In this section, we prove that the construction of an o-global map from an ordinary
similarity network is exhaustive. In particular, we show that every variable x that is
relevant to the discrimination of h appearsin the global knowledgemap via someo-local
map in the similarity network. This proof constitutes the third major result of this
chapter. It demonstratesthat an expert doesnot have to look for additional distinctions
for diagnosisin the global context, provided he has described all distinctions that are
relevant to the local diagnostic subproblemsfor his domain.
First, let us formalize the concept of exhaustiveness.

Debnition 3.18 Let Y denotethe set of nondistinguished variables assaiated with the
ordinary similarity network O. Let x be any variable that is not equal to h and that
interacts with h in the universeY %{h, x}. The construction of an o-glotal map G, from
O is exhaustiv e if and only if all such nodesx appear in some o-local map of O (by
either of the two debnitions of o-local map), and hene appear in G,.

In this debPnition, we assumethat the builder of the similarity network is aware of the
variable x during construction. More formally, we assumethat, if the builder were to
construct a comprehensie similarity network, then he would include x in the construc-
tion.

We can now prove the desiredresult.

Theorem 3.14 The construction of an o-glokal map from an ordinary similarity network
is exhaustive.



98 Chapter 3

Pro of: We prove the cortrap ositive of the theorem. Let O be any ordinary similarity
network, G, be the o-globalmap constructedfrom O, and Y bethe setof nondistinguished
variablesin O. Let ussupposethat x appearsin no o-local map of O. By either debPnition
of o-local maps, we obtain

p(hlx! Z!{hi ’ hJ }! I) = p(hlZ,{hl ’ hJ }, l) (3918)

forall Z"' Y, andfor all h; and h; such that h; and h; are connectedin the similarity
graph of O. Following the proof of Theorem 2.1 (see Appendix B.1), Equation 3.9.18
becomes

p(x|hi,Z,!) = p(x]h;, Z,!) (3.9.19)

whereZ, h;, and h; are debPnedasthey werefor Equation 3.9.18. Becausethe similarity
graph is connected,we know that Equation 3.9.19holds for all combinations of h; and
hj. Thus, x and h do not interact in the universeof Y %{h, x}, by Debpnition 3.16. !

3.10 Use of Similarit y Net works for Assessment

As we have discussedpreviously, a similarity network represetts two asymmetric forms of
conditional independencethat cannot be represerted conveniertly in a global knowledge
map: subsetindependenceand hypothesis-sgecibcindependence.In Chapter 2, we sav
how subsetindependencecan be usedto facilitate the assessmenof a knowledgemap. In
this section, we examine how subsetindependenceand hypothesis-sgecibcindependence
can be usedtogether to simplify assessmen | should note that, in my experiencewith
similarity networks, the benebtsof exploiting hypothesis-sgecibcindependencehave been
minimal. | have found only a handful of casesin which the dependenciesamong nondis-
tinguished nodesdiler acrosshypotheses.This obsenation is not surprising, asfeatures
for diagnosisin medical domains tend to be debnedindependenrly of disease. Thus,
featurestend to depend on one another in a manner that is not a function of disease.
There may be domains, however, in which asymmetrical independenceamong nondis-
tinguished nodesis important; therefore, a brief examination of this form of conditional
independenceis provided here.

First, we consider how assertionsof subsetindependencein similarity networks can
be usedin concert with assertionsof hypothesis-sgecibcindependenceto simplify as-
sessmeth We then examine how assertionsof subsetindependencein partitions can be
combined with hypothesis-sgecibcindependencefor assessmen

The brst approad is straightforward. Given an ordinary similarity network that has
beencertibed OconsistetO by Algorithm 3.2, we assesshe hypothesis-sgciPcsimilarity
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network generatedby the algorithm. Theseassessmes, in conjunction with the marginal
distribution for h, are su"cient to construct the joint distribution over the variablesin
the network. We discussedpreviously that the hypothesis-specibcsimilarity network is
the only form of similarity network in which the assertionsof subsetindependenceand
hypothesis-sgecibcindependenceare disjoint. In the following procedurefor assessmen
we take full advantage of this obsenation.

For all nondistinguishedy in the network
For all h;

If y is not assessedor.h; then

Assessp y|Ci(y), hi,!

For all h; | " | "
If the constraint p y|CK" (y),he,! = p y|CK' (y),h;,! isin every
R*! along the path from.h; to h; "

Copy p yIC'(y),hi,! top y[C/(y),hj,!

| |

If the constraint p y|C¥' (y),he,! = p y|C¥" (y),h;,! isin every relevance set R
alongthe path from h; to h;, then, by debnition of hypothesis-sgecibcsimilarity networks,
CX(y) = C'(y), for every pair of hypothesesh, and hy that border the edgesalong the
path. Consequetly, C'(y) = Cl(y), and the last step of the procedureis legitimate.
Since the procedure iterates over every variable in the network and every hypothesis
hi " h, it follows that all probabilities required to construct the joint distribution are
assessed.

For example, let us apply the procedure to the ordinary similarity network in Fig-
ure 3.11. Supposex is a binary variable with instancesx, and xg . Similarly, supposey
is a binary variable with instancesy, andys . Figure 3.15shows the results of a seriesof
hypothetical assessmes using the approad. First, we assesshe distribution p(x]Jhy,!).
Becausethere is an arc from h to x in hyEh,, this distribution is not copied. Similarly, we
assesdoth p(x|hs,!) and p(x|hs,!). Next, we assesghe distribution p(y|hy,!). Now,
howevwer, there is no arc from h to y in the o-local map hyEh, (y is not in the map),
and hencewe copy p(ylhi,!) to p(ylhs,!). Finally, we asses9(y|x, hs,!) for the two
instancesof x.

Let us comparethis procedurewith a direct assessmenof the global knowledge map
constructed from the ordinary similarity network of Figure 3.11. If we construct the
joint distribution by assessinghe global knowledge map directly, all nine distributions
in Figure 3.15needto be assessedIn cortrast, the proceduredescribed in the previous
paragraph takes advantage of the fact that x and y are independent in h, and h,. In
elect, we needto assessonly the distributions p(y|xs,h:,!) and p(y|xs,h2,!), and
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Figure 3.15: Using a similarity network for assessment.
The figure shows how the ordinary similarity network in Figure 3.11 is used to assess the joint distribution
for the variables in the network. The check marks and asterisks indicate the assessments that are avoided
through the use of hypothesis-specific independence and subset independence, respectively.
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then to copy them to p(y|x4,hy,!) and p(y|x4, hs,!), respectively. The cheds marks
in Figure 3.15 relect the two assessmes that we avoid by exploiting the hypothesis-
specibcindependencen the network. In addition, the proceduredescribedin the previous
paragraph takesadvantage of the fact that y is not relevant to h; and h,. The asterisks
in Figure 3.15mark the two assessmes that are avoided using this information. Since
there is one assessmenthat is avoided on both accourts, only six of the original nine
assessmes are required using this approad.

Now let us extend this processto include partitions. Figure 3.16illustrates how par-
titions can be usedto simplify further the construction of the joint distribution in the
previous example. Becausep(x|hy,!) = p(x|hs,!), we can place hypothesesh; and
hs in a common set within the partition for x. Consequetly, we needto assessonly
two distributions for x. Becausethe distribution p(y|xs,h;,!) is the samefor all h;,
we needto provide only one distribution in this case. Finally, the two distributions
p(y|x+,{hi,ho},!) and p(y|xs,hs,!) are required. Becausex and y are independen
in h; and h,, the assessmenof p(y|Xy,{h1,h2},!) is avoided (seethe chedk mark in
Figure 3.16).

In general,the partitions composedby an expert may be inconsistert with the asser-
tions of hypothesis-sgecibcindependenceembodied in a similarity network. For example,
if the the partition for y, given x,., contained the set Ch, or hs,Othen an inconsistency
would exist, becausex and y must be independert given hy, and dependert given hs.
Thus, if domains are encourtered in which hypothesis-sgecibc independencecan sig-
nibcartly simplify assessmets, the developmert of proceduresfor testing the mutual
consistencyof partitions and similarity networks will be useful.

3.11 Summary

In Section 3.3, we debnedformally the hypothesis-sgecibc,comprehensie, and ordinary
similarity network, and the comprehensie and ordinary global knowledge map. We
saw that all represenations except the hypothesis-spgecibcsimilarity network could be
constructed from another represertation among this collection. In Section 3.4, we saw
that ead construction maps a more detailed represenation into a lessdetailed one and,
consequetly, that ead construction is sound for strictly positive distributions. In Sec-
tion 3.5, we examinedhypothesis-sgecibcnetworks and minimal comprehensie networks
and showed that they can be inconsistert. We showved that a minimal comprehensie
similarity network is consistert for somestrictly positive joint distribution if and only
if it can be constructed from a consistent hypothesis-sgecibc similarity network. We
employed this result to derive necessaryand su"cient conditions for a comprehensie
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Figure 3.16: Using partitions for assessment.
The figure shows how partitions are used to simplify the assessments shown in Figure 3.15. The check
mark indicates the assessment that we avoid by taking advantage of hypothesis-specific independence.
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network to be consistert and, basedon theseconditions, derived an algorithm for testing
the consistencyof such networks. In Section 3.6, we usedthese necessaryand su“cient
conditions to shaw that the c-global and o-global maps constructed from a consistert
comprehensie network are identical. From this result, we proved that the construction
of an o-global map from an ordinary similarity network is sound. In Section 3.7, we
modibed the algorithm for testing consistency dewveloped in Section 3.5, to accommo-
date ordinary similarity networks. We saw that the algorithm was tractable and could
be modibedfurther to assistusersin the resolution of inconsistencies.In Section 3.8, we
examinedan alternativ e, more usefuldepnition of ordinary local knowledgemaps. In Sec-
tion 3.9, we proved that the construction of an o-global map from an ordinary similarity
network is exhaustive. Finally, in Section3.10, we consideredthe two asymmetric forms
of conditional independenceencaled by a similarity networkNsubset independenceand
hypothesis-sgecibcindependenceNand examined an approad for assessmenthat takes
advantage of both forms of independence.






4 Pathbnder. A Case Study

In this chapter, we examine similarity networks and partitions from a practical perspec-
tive. In particular, we examine highlights of the composition and assessmenof the
PathbPnder knowledge map using theserepresenations. We begin with a brief history of
the Pathbnderproject. Next, we look at represettativ e portions of the similarity network
and partitions that combine to form the joint probability distribution for Pathbnder. We
then discuss,in quartitativ e terms, the amount of elort that went into the creation of
the knowledgebase. After this discussion,we examineimportant insights about the new
represenations that the expert and | gained by building Pathbnder. Finally, we look at
the Pathbnder inferencealgorithm.

4.1 History of Pathbnder

The latest generation of PathbPnder, composed with the similarity-network and parti-
tion represenations, is the fourth implemertation of the expert system. The Pathbnder
project beganin 1983 as a joint project among researders at Stanford University and
the University of Southern California, including Larry Fagan, Eric Horvitz, Bharat Nath-
wani, and me (Heckerman et al., 1985). The earliest version of the Pathbnder, called
Pathbnder |, was a rule-basedsystemwritten in the Meta-Level Represemation System
(MRS) (Genesereth,1983). This version of Pathbnder had two major problems: (1) it
did not incorporate any medanism for uncertain reasoning,and (2) it recommendedfea-
tures for obsenation basedon a bxed depth-brst traversal through the rule-basegraph,
rather than on an analysis of the current dilerential diagnosis.

The Pathbnder team modeled the secondversion of Pathbnder, called Pathbnder 11,
after INTERNIST-1, a diagnostic program for internal medicine that was the precur-
sor of Quick Medical Reference(QMR) (Miller et al., 1982; Miller et al., 1986). This
version of Pathbnder, implemened in LISP on a DEC-2060, addressedboth problems
encourtered with the Pbrst version. Specibcally we incorporated into Pathbnder the
hypothetico-deductive approad, discussedin Chapter 1, sothat the system could base
its recommendationsfor additional obsenations on the current dilerential diagnosis.
Furthermore, the expert and | experimented with seweral methods for uncertain reason-
ing, including the Mycin certainty-factor (CF) model (Shortlile and Buchanan, 1975),
the DempsterbShafetheory of belief (Shafer, 1976), and the simple Bayesmodel, which
we examinedin Chapter 1.

In an experiment similar to the one described in the next chapter, | showed that the
diagnostic accuracy of the simple Bayes model was superior to that of the other two
models (Heckerman, 1988). The experiments corvinced us to use probability theory as
a represenation for uncertainty. These sameexperiments, however, revealedtwo Raws
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in knowledge-basecomposition that were more seriousthan the failure to represen the

dependenciesamong features. First, the expert was too cavalier when assigning O to

the probability of many everts. In preliminary evaluations of Pathbnder, we found that

over 10 percert of the caseswere diagnosedincorrectly, becausethe correct diseasewas
ruled out by a feature that was unlikely (but not impossible)to be seenin that disease.
Second,the expert wasnot comfortable with many of the probability assessmes that he
provided for the secondversion of the program. Specibcally he assessedhe probability

matrix required by the simple Bayes model, p(feature|disease!) for all diseasesand
features, by bxing a diseaseand assessingrobabilities acrossall features. In an analysis
that followed the completion of the knowledgebase,we found that he strongly preferred
making assessmes by bxing a feature and assessingrobabilities of that feature across
all diseases. Thus, the expert reassessedhe ertire probability matrix for the simple
Bayes model with this new ordering, paying close attention to unlikely events. The

result constituted the next versionof Pathbnder, called PathbnderI11. The program was
implemerted Prst in LISP on an HP-9836 workstation, and later using MacApp on the

Macintosh I1.

Finally, we tackled the problem of represeiting dependenciesamong features. As
mertioned in Chapter 1, the expert and | could not composethe knowledge map for the
lymph-node domain using available techniques. With the aid of similarity networks and
partitions, however, we were able to completethe construction of such a knowledgemap.
This knowledge baseand the assaiated inference algorithms, discussedin Section 4.5,
constituted PathbnderV. This versionof the expert systemwasimplemented in MacApp
on the Macintosh II.

From this history, we seethat a comparisonof Pathbnderlll and IV revealsthe advan-
tagesand disadvantagesof the new represenations developedin this book. In particular,
the expert was comfortable with probability assessmenthroughout the construction of
both systems;the single dilerence between the two knowledge basesis that we used
the similarit y-network and partition represerations to construct only Pathbnder V. In
the remainder of this chapter, and in Chapter 5, we compare Pathbnder |l and Path-
pnder1V.

4.2 Highligh ts of Kno wledge-Base Comp osition

We created the similarity network and partitions for Pathbnder IV using the SimNet
program. An important product of our elortsNthe global knowledge map for Path-
pnder IVNis shown in Figure 4.1. In all phasesof the construction, the expert and |
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worked together. In the early phasesof developmert, | demonstrated the various ca-
pabilities of the program to the expert, and asked pointed questionsto evoke portions
of his knowledge about the lymph-node domain. As our work progressed,however, the
expert becamefamiliar with the program and with the strategies| was using to elicit
knowledge,and my role as knowledge engineerdiminished.

4.2.1 Similarit y Network

Figure 4.2 shows the similarity graph for the lymph-node domain. The expert had no
trouble creating the graph; in fact, he completed its composition in approximately 3
hours. We began building the graph by identifying the most similar sets of diseases
from the list of diseasedound in PathbPnder IIl. Then, we connectedthese diseasesand
moved them closeto one another on the computer screen. We cortinued, connecting
diseasedhat werelessand lesssimilar, until there was a path from ewvery diseasein the
graph to every other disease.In se\eral caseswe composedmore than one path between
diseasegq(see, for example, the nodes AIDS EARLY, RHEUMATOID ARTHRITIS, and GLH
PLASMA CELL TYPE in Figure 4.2). At the time of composition, the expert was thinking
only about how similar one diseasewasto anotherNthat is, how likely it wasthat he or
another pathologist would confuseone diseasewith another. He was not thinking about
whether he could build a local knowledge map for eat pair of diseasesonnectedin the
graph.

We composedthe local knowledge maps using the two-phaseapproac described in
Section 3.8. Specibcally in phasel, for eat pair of diseasesonnectedin the similarity
graph, the expert identiped those features that were relevant to that diseasepair in
some context (see Debnitions 2.1 and 3.17). We consulted the list of features from
Pathbnder |11, during this process.In phase2, he represerted the dependenciesamong
the features. As | mentioned in Chapter 3, the expert found the added decomposition
alorded by this approac to be extremely useful.

Figure 4.3 shows the local knowledge map for L&H DIFFUSE HD (lymphocytic and
histiocytic diluse HodgkinOsdisease)and MIXED-CELLULARITY HD (mixed-cellularity
HodgkinOsdisease). The knowledge map expressesthe expertOsassertion that only
MUMMY (mummy cells), L&H SR (lymphocytic and histiocytic variants of Sternbergb
Reedcells), MONONUCLEAR SR, (mononuclear variants of SternbergbReecellsand), and
CLASSIC SR (classic SternbergbReectells) are relevant to the pair of diseasesepresettied
by the local knowledgemap. In addition, the knowledgemapNassertedto be minimal by
the expertNrepresents independenciesand dependenciesamong these features. For ex-
ample, the arcsamongthe featuresreRectthe expertOsssertionthat CLASSIC SR depends
on MONONUCLEAR SR, and that MONONUCLEAR SR dependson MUMMY. In cortrast,
the lack of an arc from MUMMY to CLASSIC SR represeits his assertionthat CLASSIC
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Figure 4.1: The global knowledge map for Pathfinder.
This figure is identical to Figure 1.10 on page 15, except that all conditioning arcs from DISEASE to other

nodes are not shown so that the conditional dependencies among features are highlighted. Appendix C

contains a key to the feature abbreviations.
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110 Chapter 4

r:I::I;_H_DIFFUSE HD ¥5 MIXED CELLULARITY HD >

@ MUMMD—»c"'ﬁn_NuNuu:LEAREE"‘)—n-( CLASSIC SR
UMY e FONOAUSLERR 57 e ELASSIC SR

Figure 4.3: A small local knowledge map.

This knowledge map is the local knowledge map for the diseases L&H DIFFUSE HD (lymphocytic and
histiocytic diffuse Hodgkin’s disease) and MIXED-CELLULARITY HD (mixed-cellularity Hodgkin’s
disease). The knowledge map represents the assertions that only the features MUMMY (mummy cells),
L&H SR (lymphocytic and histiocytic variants of Sternberg—Reed cells), MONONUCLEAR SR (mononu-
clear variants of Sternberg—Reed cells and), and CLASSIC SR (classic Sternberg—Reed cells) are relevant
to the disease pair. The knowledge map also represents assertions of conditional independence and de-
pendence among these features.

SR is independert of MUMMY if MONONUCLEAR SR is known. The lack of other arcs
represetts the expertOsassertionthat the feature L&H SR is conditionally independert of
the other features.

Most of the local knowledge maps in the similarity network are small, as is the one
shown in Figure 4.3. Se\eral of the local knowledge maps, however, are extremely large.
Figure 4.4 shaws the largest local knowledge map in the similarity network. The map
represens the problem of distinguishing the diseasesr-IMMUNOB LRG (T-imm unoblastic
lymphoma, large-celltype) and IBL-LIKE T-CELL LYM (immunoblastic lymphadenopathy-
like T-cell lymphoma). For clarity, seweral featuresthat are not directly relevant to the
diseasepair and all arcs from the diseasenode to the feature nodes, are omitted from
the bgure.

The knowledgemap is complexfor the following reason. In IBL-lik e T-cell lymphoma,
we seeclusters of lymphoid cells with clear cytoplasm. These clusters can occur inside
blood vessels(intravascular) or outside blood vessels(extravascular). In addition, the
lymphoid cells in these clusters may be small (less than 10 microns in diameter), of
medium size (10 to 20 micronsin diameter), large (greater than 20 micronsin diameter),
or they may be a combination of sizes. The presenceof these clusters is an important
clue for discriminating IBL-lik e T-cell lymphoma from T-imm unoblastic lymphoma. In
fact, by debnition, suc clustersmust be seenin IBL-lik e T-cell lymphoma, and they may
or may not be seenin T-immunoblastic lymphoma. Pathologists say that the presence
of sudh clustersis a criterion for the diseaselBL-lik e T-cell lymphoma.

The sizeof the cellsin the clustersis not directly relevant to the discrimination of the
diseasepair. In cortrast, the number of small, medium-sized,and large lymphoid cells
in the lymph-node sectionasa whole is directly relevant to the discrimination of the two
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Figure 4.4: A large local knowledge map.

This knowledge map represents the problem of discriminating T-IMMUNOB LRG

(T-immunoblastic

lymphoma, large-cell type) and IBL-LIKE T-CELL LYM (IBL-like T-cell lymphoma).

distinguished node to other nodes are not shown.

Arcs from the
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diseases. In fact, if the number of medium and large cells (both in and not in clusters)
is lessthan 50 percent of the total cell population, then the diseaseT-immunoblastic
lymphoma, large-celltype is ruled out. That is, the predominanceof medium and large
lymphoid cells is a criterion for this disease. Sudh predominance, howewer, is not a
criterion for IBL-lik e T-cell lymphoma. In addition, the amourts of cytoplasm in the

majority of small, medium-sized, and large cells are criteria for other diseasesin the

lymph-node domain. Thus, we must include nodesin the Pathbnder knowledge map
that represen the sizeand cytoplasm of the total lymphoid-cell population, the presence
of clusters of clear cells (which cortribute to the total population of lymphoid cells with

clear cytoplasm), and the dependenciesamong these features.

In Figure 4.4, the nodes EXTRAVASC CLUS CLEAR C and INTRAVASC CLUS CLEAR C
represen the number of cellsfound in extravascularand intravascular clusters, regardless
of the distribution of cell sizewithin the clusters. The nodessSLC NUM, MLC NUM, and
LLC NUM denote the total number of small, medium-sized, and large cells that make
up the lymph-node section, regardlessof whether or not the cells occur in clusters.
Similarly, the nodes SLC CYTOPLASM, MLC CYTOPLASM, and LLC CYTOPLASM refRect
the amount of cytoplasm in the majority of small, medium-sized,and large cellsin the
lymph-node section, regardlessof whether or not the cellsoccur in clusters. The features
SLC IV CLUS, MLC IV CLUS, MLC IV CLUS, SLC EV CLUS, MLC EV CLUS, and MLC IV CLUS
represen the number of cells in intravascular and extravascular clusters for ead cell
size. The inclusion of thesefeaturesbreak many of the dependenciesamongthe primary
features. For example, if we did not include the features SLC EV CLUS, MLC EV CLUS,
and MLC 1V CLUS in the knowledgemap, seeingextravascular clusters of clear cellswould
fail to render the features SLC CYTOPLASM, MLC CYTOPLASM, and LLC CYTOPLASM
independert, givendisease.That is, if we seeextravascular clustersand obsene no small
cellswith clear cytoplasm, the chancesthat we will seemedium-sizedand large cellswith
clear cytoplasm increase. In contrast, if we seeextravascular clusters and we know how
many small, medium-sized,and large cellsare in the clusters, then the lack of small cells
with clear cytoplasm doesnot alter the chancesthat we will seemedium-sizedand large
cellswith clear cytoplasm.

There are two nodes in Figure 4.4 that we have not yet discussed. The node
LLC+MLC> 50% in Figure 4.4 represetts the event that the combined number of the large
and medium-sizedcellsin the lymph-node sectionexceeds$0 percent. As mentioned pre-
viously, this evert is a criterion for T-imm unoblastic lymphoma, large-celltype. A special

1In lymph-node pathology, the number of cells of a particular cell type is expressed in terms of percent
of the total cell population in a lymph-node section. In Pathfinder, for example, the feature SLC NUM
(number of small lymphoid cells) has the instances 0 percent, 1 to 10 percent, 11 to 50 percent, 51 to
90 percent, and 91 to 100 percent of the total cell population.
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node for this feature is included in the knowledge map, becausethe instancesfor large
and medium-sizelymphoid cellsare discretizedtoo coarselyto capture the threshold of 50
percert. The node LLC IDENTITY denotesthe identit y of the majority of large lymphoid
cells. This feature is included becauset helpsto break the dependenciesamongfeatures
describing the cytoplasm, nuclear shape, nucleoli, and chromatin of the large lymphoid
cells. Although thesefeaturesare not directly relevant to the discrimination of IBL-lik e
T-cell lymphoma and T-immunoblastic lymphoma, they are criteria for other diseases
and must be included in the PathbPnder knowledge map. The feature LLC IDENTITY iS
included in the knowledge map of Figure 4.4 becausethe presenceof clear-cell clusters
increasesthe chancesthat a large lymphoid cell of a particular type will predominate.
In closingthis section,let us examinetwo techniquesthat we employedto represen the
dependenciesamong features. We captured most of the dependenciesamong featuresin
the Pathbnder similarity network by represening ead feature explicitly, and by drawing
arcsamongthosefeatures. We represerted dependenciesor about 10 groups of features,
howewer, using a technique that Pearl calls clustering (Pearl, 1988, pages195D197).To
understand clustering, let us considerthe three featuresthat describe the nucleoliin large
lymphoid cells: the number of nucleoli (0, 1, or more than 1), the size of the nucleoli
(small or large), and the location of the nucleoli within the nucleus(certral or peripheral).
Thesefeatures are mutually dependert, given disease.Furthermore, these dependencies
are asymmetric. In particular, if there are no nucleoli, then the sizeand shape of nucleoli
are featuresthat do not apply to the current case;if there is only one nucleolusand it
is small, then its location is irrelevant to diagnosis;if there is only one nucleolus and
it is prominent, then its location is necessarilycertral; pnally, if there are two or more
nucleoli, their sizeare irrelevant to diagnosis. Figure 4.5(a) shavs a knowledge map that
describesthesefeatures and the dependenciesamongthem. As illustrated in the bgure,
ead feature is assa@iated with three instances. Alternativ ely, we can represen these
features by clustering them into a single variable, as shovn in Figure 4.5(b). Usually,
when we cluster a set of variables, the number of instances of the clustered variable
is equal to the product of the number of instancesover eat feature that we cluster.
Due to the asymmetriesin the dependenciesamong the nucleolar features, howewer, the
total number is far less (5 instances, instead of 3* = 27 instances). In general, it is
prudent to cluster featureswhenthey are mutually dependert and are easily obsened in
combination, and when those features exhibit asymmetrical dependenciesthat leadto a
reduction in the number of instancesfor the feature that is formed by their clustering.
Also, to simplify our elorts, we approximated se\eral of the dependenciesn the lymph-
node domain. One approximation that we employed is illustrated in a portion of the
global knowledge map shown in Figure 4.6. The nodesin the middle row of the bgure
represen the six cell typesthat can cortribute signibcarly to the total cell population
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Figure 4.5: The clustering of nodes in Pathfinder.
(a) The knowledge map for the features LLC NUCLELOI NUM (number of nucleoli), LLC NUCLEOLI
SIZE (size of the nucleoli), and LLC NUCLEOLI LOC (location of the nucleoli within the nucleus),
where each feature is represented by a single node. (b) The knowledge map for these same features when
they are clustered into a single variable.
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-

TOTAL 100%

Figure 4.6: An approximation of dependencies.
The portion of the Pathfinder global knowledge map for the features SLC NUM (small lymphoid cell
number), MLC NUM (medium-sized lymphoid cell number), LLC NUM (large lymphoid cell number),
BEN HIST (benign histiocyte number), PLASMA (plasma cell number), and MONOCYT (monocytoid
cell number). The presence of the deterministic node TOTAL 100% approximates the mutual dependency
among the feature nodes.

of a lymph node. We have already mentioned the nodes SLC NUM, MLC NUM, and
LLC NUM. The nodes BNG HIST, PLASMA, and MONOCYT represett the cell types of
benign histiocytes (nonfoamy, nonbstarry sky, and nonlangherhans), plasma cells, and
monocytoid cells, respectively. The feature for eadt cell type is assaiated with a set of
instancesthat denoterangesfor the percent number of cellsof that typethat are seenin
the lymph-node section(the rangesdiler from onefeatureto the next). Thesesix features
are dependent, and, in principle, should be represened by a fully connectedknowledge
map. In Pathbnder, however, we approximate these dependenciesas follows. First, we
assumethat the six features are conditionally independert, given disease. Then, we
debnea deterministic node called TOTAL 100% that represelits the fact that the number
of cells of eadh type must sumto 100 percent. This node is unlike an ordinary node in
a knowledge map, in that it has only one preinstantiated instance. Next, we condition
the node TOTAL 100% on the six featuresin the middle row. Finally, we approximate the
summation constraint using the probability matrix for TOTAL 100% shown in Table 4.1.
In the table, an instance of the six featuresis assigneda probability of 1 if and only if
that instanceis consistert with atotal of 100percert. As we seein the following chapter,
this approximation, and others that we employed in the construction of the knowledge
base,do not lead to poor performanceof the system.
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Table 4.1: The probability distribution for the node TOTAL 100%.

Conditioning Events (percent of total cell population)

SLC NUM MLC NUM LLCNUM BNG HIST PLASMA MONOCYT p
0 0 0 04 0 0 0
0 0 0 04 0 1-4 0
0 0 0 04 0 5-50 0
0 0 0 04 0 51-100 1
11-50 11-50 11-50 5-50 21-50 5-50 1
11-50 11-50 11-50 5-50 21-50 51-100 0
11-50 11-50 11-50 5-50 51-90 0 1
11-50 11-50 11-50 5-50 51-90 14 1

91-100 91-100 91-100 51-100 91-100 5-50
91-100 91-100 91-100 51-100 91-100 51-100 0

4.2.2 Partitions

We assessegrobabilities for the global knowledge map for Pathbnder using the par-
tition represenation. We beganthe assessmeanphase of knowledge-baseconstruction
by composing the partition shawn in Figure 4.7. This partition was modeled after a
classibcationhierarchy (seeSection 2.2.3) for lymph-node pathology used commonly by
hematopathologists. We next identiped features or distinctions that were created by
researty pathologists to rule in a specibc diseaseor a specibcgroup of diseases,and
composedthe partitions for those features. These partitions tended to cortain a small
number of sets. In the processof composingthesestructures, the expert becamefamiliar
with the partition conceptand with the medanismsin SimNet for copying and modify-
ing partitions. We then composedthe partitions for the remaining features. The expert
provided the probabilities for eat partition before composing the next partition.

More than 40 percert of the featuresare assaiated with partitions that are small (i.e.,
contain lessthan 10 sets). Figure 4.8 shows one such partition for the feature progres-
sively transformed germinal certers (PTGC). This partition contains only bve sets: MOST
DISEASES (majority of diseases),MOST BENIGN (majority of benign diseases),0THER
BENIGN (a small set of benign diseasedor which the probability of seeingprogressiely
transformed germinal certers is greaterthan for most benign diseases)and the singletons
FLORID FOLLIC HYPERP (follicular hyperplasia)and L&H NODULAR HD (lymphocytic and
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Figure 4.7: A template for many of Pathfinder’s partitions.

We derived partitions for many of Pathfinder’s features from this partition. The partition reflects a
classification hierarchy used commonly by expert hematopathologists. Diseases are grouped into 5 sets
that represent BENIGN, HODGKIN’S, NONHODGKIN’S, METASTATIC, and OTHER diseases; these
sets reflect the uppermost branch of the classification hierarchy. Each set, in turn, is organized as a tree
(note the indentation in each set); these trees represent the lower branches of the classification hierarchy.
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histiocytic nodular sclerosingHodgkinOs). The structure of this partition is closely re-
lated to that of the partition shown in Figure 4.7. Using SimNet, we can exploit this
fact, and can composethe partition for PTGC from the partition in Figure 4.7 with just
a few mouseand keystroke commands.

Figure 4.9 shows an equivalert partition for the feature PTGC. In the bgure,the sub-
structure of someof the setsin the partition are hidden from view. Using SimNet, we
can hide or reveal the contents of any set or componert of a set (such as HODGKIN’S)
with a single mousecommand. This feature of SimNet immensely helped the expert to
managethe complexity of the probabilit y-assessmentask.

Figure 4.10 shows the partition for the feature NECROSIS. Obviously, this partition is
more complex than is the partition for PTGC. Nonetheless,much of the structure found
in the partition for PTGC is presened in the partition for NECROSIS. For example, most
of the benign and metastatic diseasesemain clusteredin the setlabeledMOST DISEASES.
Again, using SimNet, we can exploit this fact to composethis partition with ease.

4.3 Construction Statistics

Table 4.2 summarizesthe statistics for the construction of Pathbnder 111 and IV. Path-
bnder IV contains three more diseasesthan does Pathbnder IIl. The reason for this
dilerence is that three diseasesn Pathbnder I1INAIDS, necrotizing lymphadenitis, and
T-immunoblastic lymphomaRNare ead split into two subtypesin Pathbnder IV. In Sec-
tion 5.4.1, we discussthe signibcanceof adding these distinctions. Also, Pathbnder IV
contains four fewer featuresthan doesPathbnder I11. Two factors that we have already
discussedaccourt for the dilerence in number. First, additional features are included
in the Pathbnder IV knowledge baseto break dependenciesamong particular sets of
features. Second,seweral groups of featuresin Pathbnder 111 are clustered into single
featuresin Pathbnder V. The latter factor dominated the former by a small amourt.

We created the structure of the Pathbnder |11 knowledge basein approximately 8
hours. Becausewe employed the simple Bayes model to build the knowledge base, we
did not composea knowledge map explicitly. Instead, we simply enumerated all lymph-
node diseaseand all featuresand instancesrelevant to the diagnosisof those diseases.n
cortrast, the expert and | spert approximately 35 hours constructing the global knowl-
edgemap for Pathbnder IV. As shown in Table 4.2, we spent about 3 hours building the
similarity graph, and the remainder of the time composing the local knowledge maps.
We consultedthe list of diseasesind featuresfrom Pathbnder 111 during the construction
of Pathbnder IV. Therefore, to make the comparison of the two systemsfair, we add 8
hours to the construction time for the Pathbnder IV knowledge map.
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Figure 4.8: A partition for the feature PTGC.
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For any two diseases in the same set, the feature PTGC is not relevant to that disease pair. Thus, for
each set, we require only a single probability distribution for PTGC given disease. These distributions

are shown below each set.
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Figure 4.9: A partition for PTGC equivalent to that in Figure 4.8.
In this partition for PTGC, the substructure of MOST BENIGN DISEASES and most of the substructure
of MOST DISEASES are hidden from view. Using SimNet, we can easily transform the structure of this
partition to that of the partition shown in Figure 4.8, and vice-versa.
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Figure 4.10: A partition for NECROSIS.
The structure of this partition is more complex than is that of the partition for germinal centers.
Nonetheless, portions of this partition resemble the simpler partition.
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Table 4.2: Statistics for the construction of Pathfinder III and IV.

Knowledge Base
Statistic Pathfinder IIT Pathfinder IV
Number of diseases 60 63
Number of features 112 108
Time to define distinctions (hours) 8 8
Time to build similarity graph (hours) - 3
Time to build knowledge map (hours) - 32
Assessments required by system 16,620 74,854
Assessments derived from partitions - 61,118
Assessments made by expert 16,620 13,736
Time to assess probabilities (hours) 35-40 39

As shawn in Table 4.2, Pathbnder IV cortains approximately 4.5 times as many as-
sessmets as does Pathbnder I11.2 The bgure of 74,854 assessmes for Pathbnder IV,
howewer, doesnot take into accourt the decreasen the number of assessmes resulting
from the useof partitions. If we count only the number of actual assessmes (one distri-
bution for every setin a partition), PathbnderIV cortains only 13,736assessmesN5.4
times fewer assessmes than without partitions. Overall, Pathbnder IV contains slightly
fewer probability assessmes than did Pathbnder111. Furthermore, the time we spent on
probability assessmenfor the two versionsof the systemare comparable (35 to 40 hours
for Pathbnder 111 versus39 hours for Pathbnder IV). When building Pathbnder IV, we
spernt only a small fraction of assessmentime (lessthan 20 percert) composing parti-
tions.

The statistics in Table4.2do not reRectour elorts in testing and rePningthe knowledge
maps for the two systems. Testing consistedmostly of observing dilerential diagnoses
generated from imagined cases. When the expert was dissatisbPedwith a dilerential
diagnosis,it usually was easyto pinpoint the sourceof his dissatisfaction and to correct
the problem. We have tested Pathbnder |1 INconstructed over 3 yearsagoNon over 300
imagined caseswhereaswe have tested Pathbnder IV on only about 70 imagined cases.
Also, Pathbnder| Il wastested on 24 real casesn aformal evaluation (Heckerman, 1988).

2These figures do not count the assessments that are determined by the fact that the probabilities
for the instances of a given feature must sum to 1.
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In the following chapter, we comparethe diagnostic accuracy of Pathbnder 111 and IV.
In examining the results of the comparison,we should keepthesefacts in mind, because
the greater elorts spent on testing and rebning Pathbnder |11 bias the results in favor
of this system.

Overall, the similarity-network and partition represeitations greatly facilitated the
capture of dependenciesamongfeaturesin the lymph-node domain. A similarity network
made possiblethe construction of the global knowledge map for the domain; partitions
reducedthe number of probability assessmds (and time to assesspy more than a factor
of bwve.

These obsenations apply to a single expert who was familiar with decision-theoretic
conceptsat the time we beganthe construction of Pathbnder IV. Nonetheless,| expect
that even experts who are not accustomedto thinking in decision-theoreticterms will Pnd
these represetations useful for knowledge acquisition. There are many techniques for
helping peopleto structure decision-theoreticmodelsand to provide accurate probability
and utilit y assessmes (Winkler, 1967a;Winkler, 1967b;Spetzler and Staelvon Holstein,
1975; Howard, 1988a;Langlotz, 1989;Klein, 1989)3 | usedsewral of these techniques
to train the Pathbnder expert prior to the construction of PathbnderIll. My experience,
and the experienceof other researters, suggeststhat most people can adapt easily to
decision-theoreticthinking.

4.4 Insigh ts

In building the Pathbnder knowledge base, the expert and | deweloped important in-
sights about the similarit y-network and partition represerations, and about probability
assessmemn In this section, we examine seweral of theseinsights.

4.4.1 Insigh ts Ab out Similarit y Net works

Let us reexamine the su"cient conditions for the soundnessresult, and discuss how
they alected the construction of the global knowledge map for Pathbnder. Recall, from
Chapter 3, that the construction of a global knowledgemap from a similarity network is
sound whene\er the following constraints are satisped:

1. Hypothesesare mutually exclusive and exhaustive.

2. The similarity graph is connected.

3. The global knowledge map that is equalto the graph union of the local knowledge
maps contains no directed cycles.

3 Also, see Appendix A.
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4. There are no arcs pointing to the distinguished node in any local knowledge map.

5. The joint distribution for the domain is strictly positive (i.e., there are no proba-
bilities in the distribution that are equalto zero).

As we discussedn Chapter 1, constraint 1 doesnot posea problem for the lymph-node
domain, becausediseaseshat co-occur in the same patient almost always manifest in
di'erent lymph nodesor in dilerent sectionsof the samelymph node. In Chapter 6, we
discussa procedure for using the similarit y-network represenation even when diseases
or hypothesesare not mutually exclusive. As a consequencef this procedure, the brst
constraint is of little concernfor many domains.

In Section 4.2, we saw that the lymph-node expert had no trouble composing a con-
nected similarity graph for Pathbnder. This obsenation suggeststhat constraint 2 will
not be a seriousimpedimert to the useof the similarit y-network represenation, in gen-
eral. If we do come acrossa domain in which an expert cannot compose a connected
similarity graph, we should considerthe possibility that the domain is actually two or
more well-isolated subdomains, and build separate expert systemsfor eat cluster of
connectedhypothesesin the similarity graph.

Constraint 3 implies that the arcs in ead knowledge map must Bow in the same
direction. More precisely if there is an arc from nodesx to y in somelocal knowledge
map, there can be no path from nodesy to x in any local knowledge map. Due to the
particular implementation of the similarit y-network represenation within SimNet, this
constraint was not a signibcan barrier to the construction of the global knowledgemap.
Specibcally when we added feature x to a local knowledge map, then for all featuresy
already in the local knowledge map, SimNet automatically added an arc betweenx and
y if that arc existedin the global knowledgemap. It wasup to the expert to remove an
arc if, giventhe context of the local knowledge map, he wanted to assertthe conditional
independenceconstraints implied by that removal. Thus, it wasimpossiblefor the expert
to draw an arc from featuresx to y in onelocal knowledgemap and an arc in the opposite
direction in another local knowledgemap. Furthermore, in the rare circumstanceswhen
we created a directed cycle in the global knowledge map by adding an arc in a local
knowledge map, SimNet notiPed us of this condition. By immediately inspecting the
global knowledgemap, we were able to remaove the cycle we had createdwith little elort.

Constraint 4 alsodid not imposeany barrier to the construction of the knowledgemap
for Pathbnder. That is, the expert did not introduce any featuresthat were predecessors
of the diseasenode. This situation, however, is not typical acrossmedical domains. In
many sudh domains, features can causedisease. For example, excessie alcohol intake
tends to causeliver disease.In sud cases.experts are almost always more comfortable
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drawing arcs from featuresto diseases.In Chapter 6, we discussan approad for using
the similarity-network represertation in thesesituations.

Constraint 5 alected signibcarily the construction of the global knowledgemap. Many
of the distributions in Pathbnder cortain probabilities equal to 0. To circumvert this
constraint, the expert spent considerabletime (over 8 hours) chedking that the global
knowledge map was valid by direct inspection. That is, he consideredmany conditional
independenceconstraints implied by the global knowledge map, and, by introspection,
determined that he was willing to assert those constraints. In general, this solution
is not adequate. If an expert Pndsit di"cult to composea knowledge map for the
ertire domain, he should not be expected to validate that knowledge map onceit is
constructed. Indeed, in the words of the expert, this processof validating of the global
knowledge map for Pathbnder was Oquite painful.O More theoretical work is neededto
characterizethose joint probability distributions for which the construction of the global
knowledgemap from the similarity network is sound. | suspect that the soundnesgesult
will hold for many typesof nonpositive distributions. For example,asis suggestedoy the
similarity network in Figure 3.4(c) on page 76, it appearsthat the soundnessresult for
comprehensie similarity networks will apply to any distribution provided nodesthat are
nondeterministic in the global knowledge map do not becomedeterministic in any local
knowledge map within the similarity network. If this or a similar result can be proved
and can be extendedto ordinary similarity networks, then direct validation of the global
knowledgemap for many domainswill becomeunnecessary In addition, we must extend
the algorithm for cheding the consistencyof a similarity network to include nonpositive
distributions.

Aside from evaluating the elect of theoretical constraints on the soundnesof knowledge-
map construction, we discoveredse\eral other properties of similarit y networks during the
construction of the Pathbnder knowledgemap. Recall that, in phasel of the two-phase
composition of a local knowledgemap, the expert identiped featuresthat wererelevant to
diseasepairs without consideringdependenciesamongthe features. This processhelped
to remind the expert of all featuresthat were relevant to the lymph-node domain. In
particular, during this phase,the expert discovered seeral featuresthat were excluded
from Pathbnder 111, simply becausehe had not thought to include them. In addition,
the results of phasel provided a reminder tool for probability assessmen Occasionally
during assessmen the expert forgot why a particular feature was useful for diagnosis.
In this situation, we had SimNet highlight on the similarity graph those diseasepairs
that were discriminated by the feature. In these casesthe expert immediately recalled
the value of the feature for diagnosis,and then proceededwith probability assessmen

In phase?2 of local-knowledgemap composition, whenwe add a feature to alocal knowl-
edgemap, SimNet automatically adds arcs betweenthis feature and any other features
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in the local knowledgemap wheneer those arcs exist in the global knowledgemap. This
feature of SimNet greatly facilitated the capture of dependencies.After about one-third
of the local knowledge maps were created, most of the arcs that ewventually would be
drawn in the global knowledge map were presern in this knowledge map. Furthermore,
as we discussedin Section 3.8, if two features were dependert in one local knowledge
map, they were also dependert in almost all other maps. Thus, for the majority of
local knowledge maps, the expert neededonly to verify the dependencyarcs that were
automatically created by SimNet in those maps.

Also, during phase2, the expert quickly appreciatedhow arcsdrawn in a local knowl-
edgemap alected the global knowledgemap. With this understanding, he occasionally
assessedlependenciesamong features while viewing the global knowledge map directly.
In particular, he would assumethat only one of two diseaseswere presen (as he did
when building a local knowledge map), but draw the informational arcs appropriate to
this badkground knowledge on the global knowledge map. At times, this mode of com-
position was useful, becausethe expert could seeall the featureson the computer screen
simultaneously, and thereby could easily identify those featuresthat were dependert in
the local context.

4.4.2 Insigh ts Ab out Partitions

We made two important obsenations about partitions during the construction of the
Pathbnder knowledgebase. First, the expert found it exceptionally easyto composethe
partitions. Of the 40 or so hours spert assessingorobabilities for the knowledge map,
we spert only about 4 hours composing the partitions. As we discussedin Chapter 2,
construction was easy because(1) the expert could make judgments concerning subset
irrelevance without brst having to assesshe underlying probability distributions, and
(2) many partitions were identical or closelyrelated from one feature to another.

Second,partitions improved the quality of the expertOgrobability assessmes. In an
informal experiment, the expert compared probability distributions for approximately
10 featuresfrom Pathbnder |11 with thosedistributions for identical featuresfrom Path-
bnder IV. For ead feature, the expert strongly preferred the distributions from Path-
bnder V. The experiment was not blinded, becausethe expert could easily identify the
distributions taken from Pathbnder|V. Nonethelessthe expert had no incertiv e to favor
one set of distributions over the other, and the results appear to be signibcart.

Seweral attributes of the partition represeration cortributed to the improvemen. Of-
ten, the probability p(feature|disease!) doesnot depend on the diseaseitself. Instead,
this probability dependson someabstract property of the disease.For example,consider
the feature NECROSIS, which refersto the presenceof dead cells. The degreeof necrosis
or cell death seenin a lymph-node section dependson the aggressienessof the disease.
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If a diseaseprogressegapidly, remnarnts of cells that have beenkilled by the spread of
the diseaseare often presen; if a diseaseprogresseslowly, the immune systemof the pa-
tient typically removesany suc traces of the spreadof the disease.ln Pathbnder IV, we
usedthe partition for NECROSIS (seeFigure 4.10) to represertt this knowledgeexplicitly .
That is, in the partition, we grouped the diseasedy their aggressieness.In cortrast,
when constructing Pathbnder 111 without partitions, the expert assessedx probability
distribution for NECROSIS given a particular classof aggressienessmany times. Each
assessmenproduceda slightly dilerent distribution. (The expert could rarely reproduce
any probability assessmento within more than onesignibcan bgure.) Thus, thesedirect
probability assessmeis indicated incorrectly that necrosiswas relevant to many disease
pairs. The partition represeration provided us with a meansto avoid the intro duction
of such spurious relevancies

Another attribute of partitions that facilitated better assessmes is illustrated by the
partition for progressiely transformed germinal certers shonvn in Figure 4.9. In this
partition, the setsof diseasesare arranged such that a set S, is below S; if and only if
the probability of seeinggerminal certers, given a diseasein set S,, is higher than the
probability of seeinggerminal certers, givena diseasdan setS;. To assesshe probabilities
for PTGC, the expert brst arranged the sets as described. He then usedthe graphical
arrangemern of thesesetsto avoid assessmas that wereinconsistert with his qualitativ e
understanding of the relationship betweenpPTGcC and disease.In its basicform, a partition
allows an expert to represett equivalenciesamongprobability distributions. Here, we see
that a partition, implemented in graphical form, allows an expert to represen diler enaes
among assessmets aswell. Suc represetation facilitates the comparisonand, thereby,
the evaluation of probability assessmets.

4.4.3 An Insight Ab out Probabilit y Assessment

While assessingorobabilities, the expert and | repeatedly encountered a problem that
has a simple solution. | mertion this di"cult y and its solution here for other researters
who plan to construct large inBuencediagrams.

Let us considerthe feature NECROSIS, which conditions the feature KARYORRHEXIS.
From Figure 4.10, the probability that NECROSIS is ABSENT, given CAT SCRATCH DIS-
EASE is 0. Thus, we do not needto assess probability distribution for KARYORRHEXIS
and CAT SCRATCH DISEASE, given that there is no necrosisin the tissue section. In
SimNet, we represen distributions with impossibleconditioning events, by placing 0 in
ead slot of the distribution. This convertion is illustrated in the partition for KARYOR-
RHEXIS, shown in Figure 4.11.

In the current implementation of SimNet, the user must make sure that the assess-
merts obey this convertion. Thus, there is the possibility of inconsistency In particular,
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Figure 4.11: The probability assessments for the feature KARYORRHEXIS.
The probability that NECROSIS is ABSENT, given CAT SCRATCH DISEASE, is 0. Thus, we do
not assess a probability distribution for KARYORRHEXIS and CAT SCRATCH DISEASE, given the
absence of necrosis. Similarly, we do not assess a probability distribution for either form of NECR
LYMPHADENITIS (necrotizing lymphadenitis).
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when assessing@ feature that is dependert on other features,an expert might forget that
a particular conditioning instance is impossible, and thereby needlesslyassessa distri-
bution. Conversely the expert might sometimesbelieve incorrectly that a conditioning
instance was impossible, and fail to assessa neededdistribution. Avoiding inconsis-
tencies becomesespecially di"cult during the phase of knowledge-basedevelopmert in
which the system is tested and the probabilities are modibped. When a probability of
seeinga feature is changedfrom 0 to another value, an expert easily can forget to assess
the distributions that are conditioned by that feature.

While assessinghe probabilities for Pathbnder, the expert and | were careful to avoid
these errors. Whenewer there was a question as to the possibility of a conditioning in-
stance, we chedked the probability of that evernt, using the display facilities of SimNet.
Nonetheless,the processof maintaining a consisten set of probability assessmes was
tedious and time consuming. Furthermore, despite our elorts, we made seeral errors
when modifying probability distributions in the later stagesof knowledge-mapconstruc-
tion.

To avoid this problem, SimNetNand other inBuence-diagramprogramsNcould identify
graphically all probability distributions that have impossible conditioning evernts. For
example,the boxesthat surround such a probability distribution could be displayedin a
shadeof gray, rather than in black. Also, whena probability is changedfrom 0 to another
value, theseprogramscould inform the userthat additional assessmes are required, and
direct the userto those assessmeds.

45 The Pathbnder Inference Algorithm

Sofar in this chapter, we have discussedexclusively the construction of the knowledge
basefor lymph-node pathology. In concluding this chapter, let us examinethe algorithm
for probabilistic inferencethat Pathbnder employs to manipulate this knowledge. (For a
debnition of probabilistic inference,seeAppendix A, page 184).

The algorithm, designedand implemerted by Jaap Suermondt, exploits the assertions
of symmetric conditional independencein the global knowledge map. Specibcally the
algorithm is basedon the obsenation that the global knowledgemap consistsof relatively
small clusters of featuressud that ead cluster is conditionally independert of all others,
given a disease! This obsenation is illustrated schematically in Figure 4.12(a). The
clusters X1, X2, ... X", which ead cortain one or more features, are conditionally
independert, given an instance of the diseasevariable d.

4This observation is apparent in Figure 4.1. In the figure, all arcs from DISEASE to the feature nodes
are omitted. Thus, a cluster is a set of features that is connected by an undirected path in the figure.
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To understand the algorithm, supposewe obsene one or more featuresO! in X 2 and
one or more features O in X 2. Let O and O/ denote the instancesthat we obsene
for O! and O?, respectively. From Bayes@heorem and the conditional independenceof
clusters, we can compute the probability of ead disease given our obsenations.
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In the curtent version of the algorithm, we calculate the terms p'Oilldm,! and
p'Ofldm,! using a brute-force computation that does not exploit conditional inde-
pendencewithin the clusters. For example, supposecluster X' is composedof the three
features x, y, and z, asillustrated in Figure 4.12(b). Further, supposethat we have

obsened the instance z for z. We compute
%
P(zk|dm,!) = P(ZclYj,dm, ') P(YjIXi dm,!) p(Xildm,!) p(dm|') (4.5.2)

XY

(4.5.1)

where the sum runs over all the instancesof the featuresx andy.

Given obsenations for the majorit y of featuresin Pathbnder, this inferencealgorithm
requireslessthan 1 secondto compute the posterior probability of all diseases.For some
features in the large cluster containing lymphoid cells (see Figure 4.4), howewer, the
algorithm requires almost 20 minutes to compute these probabilities. Thus, menbers of
the Pathbnder team are currently investigating methods for increasingthe e"ciency of
inference. In oneapproad, we could exploit conditional independencewithin the clusters
by applying either the LauritzenbSpiegelhalteralgorithm (Lauritzen and Spiegelhalter,
1988) or Pearl cutset-conditioning algorithm (Pearl, 1988) to compute p(O;|dk,!) for
eat cluster X'. Either algorithm, for example, would simplify the computation in
Equation 4.5.2, by exploiting the fact that z is independert of x, givend andy. In elect,

either algorithm would move the summation over x to the right of the brst term to obtain
% %

p(zld,!) = p(z«lyj,di, 1) Py lxi,di,!) p(xild,!) p(dl') (4.5.3)
Yj Xi

To simplify inferencefurther, we could exploit the assertionsof asymmetric conditional

independencerepresentied within the similarity network. We discussthis approad further

in Section6.2.1.
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Figure 4.12: A schematic knowledge map for Pathfinder.
(a) The features in Pathfinder can be arranged into clusters of features X 1, X 2 ... X™. The features
within each cluster are dependent, but the clusters are conditionally independent, given the disease
variable d. (b) A detailed view of the features X, y, and z within cluster X ?.






5 An Evaluation of Pathbnder

In the previous chapter, we saw that similarity networks made possiblethe construction
of a version of Pathbnder in which dependenciesamong features are represened, and
that partitions signipcarly reducedthe time that would otherwise be required to assess
a knowledge map. In this chapter, we examine whether the knowledge base created
through the use of these new represertations is more accurate for diagnosisthan is the
original simple Bayes knowledge base! Specibcally we compare Pathbnder 111 and 1V
in a three-phaseexperiment. In the brst phase,we ask the question: Is the diagnostic
accuracy of Pathbnder IV greater than Pathbnder 111? In the secondphase, we ask:
What factors are responsible for improvemert, if any? In the third phase,we ask: Are
the improvemerts worth the elort of building the more sophisticated knowledge base?

5.1 Selection of Cases

A setof casedor the experimen wasselectedin sequencdrom alargelibrary of caseghat

had beenreferred to Dr. Nathwani from community pathologists. Becausesuc cases
were referrals, they were likely to be at least as di"cult as casesin which nonexperts

would seekthe help of a computer aid. Caseswere rejected only if glassslides were
unavailable or if the casedid not involve lymph-node tissue. Sectionsthat were poorly

stained or improperly sliced were not excluded. Over 100 caseswere selected;becauseof

time constraints, however, the experiment was conducted on only the brst 53 cases.

5.2 Entry of Features

A comnmunity pathologist entered featuresobsenedin ead caseinto both Pathbnder |11
and PathbnderlV. Sheentered only morphologicfeatures(i.e., featuresobsened through
a microscope); shedid not perform tests that were expensiwe or that would have caused
signibpcant delays in the experiment. Shewas allowed to seethe recommendationsfor
additional obsenations made by both systemsif shewas unsure about what feature to
enter next. Also, if shewas unsure about the identibcation of a feature, shewas allowed
to accessa library of over 4000video imagesthat illustrates the morphologic featuresthat
can be reported to the two systems. For eact case,the pathologist entered featuresuntil
shebelievedthat no additional obsenations wererelevant to that case.In mostinstances,
she stopped entering featureswhen neither program had further featuresto recommend

1Several attributes of expert systems other than diagnostic accuracy are critical to the acceptance
of such systems in clinical practice. These attributes include the usability of a system and the degree
to which a system can improve the quality of physicians’ decisions. Here, we concentrate on diagnostic
accuracy, because this attribute of expert-system performance is most directly affected by the new
representations described in this work.
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Table 5.1: Expert ratings for Pathfinder III and IV.

Knowledge Expert Ratings (0-10 scale)
Base mean sd
Pathfinder III 7.99 2.32
Pathfinder IV 8.94 1.51

that sheexamine. For seweral caseshowever, although oneor both systemsrecommended
that she examine additional features, shedid not obsene any of those features, because
she believed that they would not have a signibcan elect on the dilerential diagnosis.
For se\eral other caseswhere neither systemrecommendedthat sheexamineadditional
features, she identibed on her own features that shethought might be relevant to the
case,and entered those features.

The pathologist chosenfor the experiment was recerily a fellow in hematopathology
with Dr. Nathwani. She was selectedbecauseshe was familiar with the lymph-node
domain and with most of the terminology usedby Pathbnder.

5.3 Phase 1: An Exp ert-Rating Metric

In phasel of the experiment, we wanted to determine whether the diagnostic accuracy
of Pathbnder IV was greater than that of Pathbnder I11. For eat case,our expert was
shown the features reported by the nonexpert, as well as the probability distributions
produced by the two versionsof the system. The expert was blinded asto the identity
of the distributions, and the distributions were displayed in random order. For eadh
probability distribution, the expert was asked, OOna scalefrom zeroto tenNzero being
unacceptableand ten being perfectNhow accurately doesthe distribution reRect your
beliefs?0

The mean and standard deviation of the expert ratings for Pathbnder 111 and Path-
bPnder IV are showvn in Table 5.1. The case-ly-caseresults are shovn in Appendix D.
The experimert revealsa signibcart dilerence betweenthe two systems. Specibcally a
bootstrap permutation test (Diaconis and Efron, 1983) yields an achieved signibPcance
level (ASL) of 0.007. The permutation test indicates that there is only a 0.007 chance
that a more extreme result would be obtained if data were drawn at random from the
set union of the ratings for both Pathbnder 11 and Pathbnder IV.



An Evaluation of Pathbnder 135

Table 5.2: Factors of Pathfinder IV that affected its diagnostic accuracy relative to Pathfinder III.

Factors that Increased Diagnostic Accuracy

Number of

Cases Affected Factor
5 Conditioning produced better assessments
3 Dependencies existed among observed features
2 Partitions reduced spurious relevance in probability assessments
2 Comparisons afforded by partitions produced better assessments
2 Expert’s knowledge improved since construction of Pathfinder 111
1 Disease subdistinction introduced
2 Probability assessments improved for unknown reasons

Factors that Decreased Diagnostic Accuracy

Number of
Cases Affected Factor
1 Failure to maintain consistency of knowledge base
2 Probability assessment worsened for unknown reasons

5.4 Phase 2: A Case-by-Case Analysis

The experiment described in the previous sections shows that there is a dilerence
between Pathbnder |11 and Pathbnder IV, but it doesnot identify those aspects of the
two knowledgebasesthat are responsible for thesedilerences. To discernthe causesfor
the obsened dilerences, | examined ead patient casewhere the dilerence betweenthe
expert ratings for Pathbnder 111 and IV exceededl.5.

There were 12 casesin which the expert rating for Pathbnder IV exceededthat for
Pathbnder 111 by this threshold. In nine cases,a single factor was responsible for the
increasedperformance;in two cases,two factors were responsible; and in one case,four
factors were responsible. In cortrast, there were only three casesin which the expert
rating for Pathbnder 111 exceededthat for Pathbnder IV by 1.5. In all three cases,
a single factor of the knowledge base was responsible for this decreasein diagnostic
accuracy Table 5.2 summarizesthe factors of the Pathbnder IV knowledge basethat
increasedor decreasedts diagnostic accuracyrelative to Pathbnder 111. Many of these
factors alected performancein more than onecase. The tables show the number of times
ead attribute cortributed to a dilerence in performance.
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5.4.1 Causes of Increased Diagnostic Accuracy

In eight of the 12 caseswvhere Pathbnder |V outperformed Pathbnderlll, the represen-
tation of feature dependenciescortributed to the superior performanceof Pathbnder V.
In three of the cases Pathbnder IVOsincreasedaccuracywas a direct consequencef the
explicit encaling of dependencies.That is, in thesethree casesthe community pathol-
ogist obsened featuresthat were dependert. In the remaining bve cases,however, the
sourceof the improvemen wasindirect. In particular, by conditioning probability assess-
merts for a feature on other features, the expert provided probabilities of higher quality.
For example, let us considerthe assessmanof the probability distribution for LLC CY-
TOPLASM (color of large-lymphoid-cell cytoplasm), given DISEASE. In Pathbnder 11, the
expert provided these assessmes directly. In Pathbnder IV, howewer, the expert con-
ditioned theseassessmels on LLC IDENTITY (identity of large lymphoid cells). That is,
he assessea probability distribution for LLC IDENTITY, given DISEASE, and probability
distributions for LLC CYTOPLASM, given DISEASE and LLC IDENTITY. This technique
for decompsing the assessmemnof a probability distribution is called extendingthe con-
versation. Using this technique, an expert can avoid having to average over a set of
distributions in his head, and thereby can produce better assessmes. For a detailed
discussionof this technique and the conditions under which it is useful, seeTribus (1969,
Chapter 3), de Finetti (1977), and Heckerman and Jimison (1987).

The use of partitions led to increasedperformancein four of the 12 cases. In Sec-
tion 4.4.2, we discussedtwo attributes of the partition represenation that facilitated
probability assessmemn Specibcally partitions reducedthe introduction of spurious rel-
evancies and partitions facilitated the comparison of probability assessmes. Both of
theseattributes produced improvemerts in diagnostic accuracyin two of the 12 cases.

Another sourceof increasedaccuracywasthat the expertOknowledgeimproved since
the construction of Pathbnderl1l. For example,in a previous evaluation of Pathbnder| 11
(Heckerman, 1988),the systemperformed poorly in many caseshecausethe probabilities
assessefbr the feature epithelioid clustersof histiocyteswerecontradicted by data. That
is, the expert said that theseclusterswere never seenin most diseasesyet, in the process
of evaluating the system, he sav small numbers of theseclustersin unexpected settings.
During the year sincethat experimert, the expert paid closeattention to theseclusters
in his daily diagnostic workups. Thus, the probability distributions for this feature
that he provided later were signibcarily more informed than were those he provided for
Pathbnder I11.

In one case,the diagnostic accuracy of Pathbnder IV was superior to that of Path-
bPnder 111 becausewe introduced diseasesubtypesinto the latter system. To seehow
the failure to include diseasesubtypes can decreasediagnostic accuracy let us consider
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the diseasenecrotizing lymphadenitis, which has subtypes KikuchiOsand nonKikuchiOs.
In nonKikuchiOsnecrotizing lymphadenitis, we always seenecrosis,and we sometimes
seelarge numbers of plasma cells. On the other hand, in KikuchiOsnecrotizing lym-
phadenitis, we may not seenecrosis,and we never seelarge numbers of plasma cells.
Furthermore, these two features are conditionally independen, given disease. Thus, if
we fail to obsene necrosisin a given lymph node, and if we seea large number of plasma
cellsin that samenode, then both subtypesof necrotizing lymphadenitis should be ruled
out. Suppose,however, that we construct an expert systemthat doesnot distinguish the
two subtypes of disease,and retains the assertion of conditional independence. In this
case,if we obsene no necrosisand abundant plasma cellsin a given lymph node, the
expert systemincorrectly reports that necrotizing lymphadenitis is a possiblecontender
for the diagnosisof that node. Here, when we combine the two subtypes of necrotizing
lymphadenitis, necrosisand plasma cells becomeconditionally dependert, given disease.
Consequetly, the diagnostic accuracyof such a systemis lessthan that of a systemthat
includesthe distinction.

Finally, in two of the 12 cases,we traced the improvemens to dilerences between
the systemsin specibc probability assessmes. We could not, howewer, identify the
underlying causeof the improvemerts.

5.4.2 Causes of Decreased Diagnostic Accuracy

In three cases,Pathbnder Il outperformed Pathbnder IV. In Section 4.4.3, we dis-
cussedthe problem of maintaining consistert probability assessmes in a large knowl-
edge map assaiated with nonpositive distributions. This di"cult y was the source of
Pathbnder IVOspoor performancein one of thesethree cases.In the other two caseswe
traced the decremern in accuracyto dilerences in specibcprobability assessmets, but
we could not determine the sourceof thesedilerences.

5.5 Phase 3: A Decision-Theoretic Metric

The two approadcesfor evaluation that we have examined are easyto apply. Further-
more, they readily exposedilerences betweenthe diagnostic accuracy of Pathbnder I11
and IV and the causesof these dilerences. Unfortunately, it is di"cult to infer the
importance of dilerences basedon these experiments. Specibcally in Chapter 4, we sav
that the construction of Pathbnder IV required approximately 40 more hours of elort
than did the construction of Pathbnder I11. Neither the dilerence betweenthe average

2In principle, we could avoid the introduction of disease subtypes by representing the feature depen-
dencies that result from such a representation. Usually, however, the number of induced dependencies
is large, and this approach is impractical.
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expert ratings of approximately 1.0 on a scalefrom 0 to 10 nor the identibcation of
system factors responsible for the improvemert, however, can tell us whether this ad-
ditional elort was worth the improvemen in diagnostic accuracy In this section, we
use an evaluation procedure, basedon decision theory, that can addressthis tradeo!.
The approad described hereis similar to previous evaluations of seweral medical expert
systems(Smetset al., 1975;Asselainet al., 1977; Habbema and Hilden, 1981).

We compare Pathbnder 111 and IV by computing a quartity called inferential loss
for both versionsof the program and for eadt of the 53 test cases. The inferential loss
assciated with a version of Pathbnder and a given caseis the decreasein expected
utilit y that results from using a distribution produced by that version of the program,
rather than the correct or gold-standad probability distribution asseiated with that
case.To compute inferential loss, we require (1) gold-standard probability distributions
for eadh case,and (2) the utilit y of every possiblecorrect and incorrect diagnosis,given
every diseasethat a patient might have. In Sections5.5.1 and 5.5.2, we examine these
componerts of the computation; in Section5.5.3, we discussthe computation in detail.

5.5.1 Gold-Standard Distributions

It is di"cult to produce an adequate gold standard in the domain of pathology. One
approad, illustrated in Figure 5.1(a), is simply to use the true diseaseto construct
the gold-standard distribution. That is, we assigna probability of 1 to the established
diagnosis. In pathology, the diseasethat is manifestedin a lymph node is determined (1)
by an expert pathologist examining tissue sectionsunder a microscope; (2) by expensivwe
immunology, molecular biology, or cell-kinetics tests; (3) through obsenations of the time
courseof a patientOsliness; or (4) by a combination of these approades.

There are two problemswith this gold standard. First, its useignoresthe distinction
betweena good decision and a good outcome For example, supposethe obsenations
for a casesuggestNsay, through statistical dataNthat there is a 0.7 chanceof HodgkinOs
diseaseand a 0.3 chance of mononucleosis. Furthermore, supposethat monornucleosisis
the true disease(not an unlikely event). In such a situation, an inference method that
producesexactly this probability distribution for HodgkinOgliseaseand mononucleosis
receives (unjustly) a lower rating than a distribution that producesa higher chance
of monorucleosis. This problem with the approadc, howewer, is not serious. We can
attenuate dilerences betweengood decisionsand good outcomesby consideringa large
number of cases.

A second, more serious, problem with this construction stems from details of how
microscopic obsenations are made by experts and nonexperts. In my experience,when
experts examine such biopsies, they typically seemany featuresat onceand cometo a
diagnosisimmediately. When askedto identify specibcfeaturesthat appearin the biopsy,
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these pathologists report mostly features that conbrm their diagnosis. Moreover, it is
di"cult to train theseexperts to do otherwise, and essetially impossibleto determine
whether or not sud training is successful. Thus, when experts are used to identify

features, both Pathbnder I11 and IV tend to perform well, and, in practice, it becomes
impossibleto identify signibcart dilerences from an experimental comparison. On the

other hand, pathologists who do not specializein the lymph-node domain misrecognize
or fail to recognizesome of features assaiated with diagnosis. It is unreasonableto

compare the distributions produced by Pathbnder Il and IV, derived from one set of

obsenations, with the true diseasederived from a dilerent set of obsenations. In fact,

in a separatestudy, | shoved that errors in diagnosisresulting from the misrecognition
and lack of recognition of features by a nonexpert were su“cient to obscurecompletely
the dilerences betweenthe two versionsof Pathbnder, when the true diagnosiswas used
asthe gold standard (Heckerman et al., 1990).

An alternativ e procedurefor constructing a gold standard is shown in Figure 5.1(b).
In this procedure, an expert looks at only a list of obsenations for a caseproduced by
another pathologist (expert or nonexpert), and assessedirectly a probability distribution
over the diseases An assaiated drawbad is that this construction ignoresthe possibility
that one or both versionsof PathbPnder might outperform the initial impressionsof the
expert. That is, if, for ead case,our expert wereto undergoa detailed decisionanalysis,
costing thousands of dollars, the probability distributions determined by these analyses
may be closerto the distributions producedby Pathbnder 11 or IV than to the expertOs
initial assessmes of probability.

Thus, in the pathology domains, there appearsto be no ideal gold standard. For this
experimert, however, the construction of the gold-standard distribution using the true
diseasds unworkable, giventhe di"culties of feature obsenation assaiated with experts
and nonexperts. Consequetly, | employed the procedureillustrated in Figure 5.1(b). As
mentioned in Section 5.2, a nonexpert pathologist identibed features.

5.5.2 A Utilit y Mo del for Diagnosis

Pathbnder Il and IV share the same utilit y model. The model is illustrated in the
schematic inBuencediagram for Pathbnder IV shown in Figure 5.2. The chancenode d
represerts the set of all possiblediseases.The decisionnode dx represens all possible
diagnoseswhere a diagnosisis simply a statemert of the form, Othepatient has disease
d; .OThe node u represers a patientOautilit y for all possiblecombinations of diseaseand
diagnosis. We use the term ug, 4, to denote the utilit y of having diseased; and being
diagnosedwith diseased; .

As we have discusseda diagnosisin the domain of lymph-node pathology is a decision
becauseclinicians basetheir treatment on the diagnosesenderedby pathologists. There
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Figure 5.1: Alternative gold standards for a given case.
(a) From the morphologic observations of the expert, expensive immunology, molecular biology and
cell-kinetics tests, and information about the time course of the patient’s illness, we determine the true
disease. (b) Given only the list of observations reported by another pathologist, the expert assesses a
gold-standard probability distribution (represented by the shaded probability wheel).

Figure 5.2: An influence diagram for Pathfinder IV.
The node d represents a set of mutually exclusive and exhaustive diseases. The node dx represents all
possible diagnoses—that is, all possible statements of the form, “the patient has disease d;.” The node
U represents a patient’s disutilities for all disease—diagnosis combinations. Pathfinder III uses the same
utility model.
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are exceptionsto this obsenation. For example, the treatment of HodgkinOsdisease
depends not only on the subtype of HodgkinOsdisease,but also on the clinical stage
of the disease(i.e., the degreeto which the diseasehas spread throughout the body).

In constructing the utilit y model, however, the expert and | addressedthese exceptions
by averaging over factors relevant to treatment that would be unknown at the time of
diagnosis.

An important considerationin the assessmemnof diagnostic utilities is that preferences
will vary from one decisionmaker to another. For example, the diagnostic utilities of a
decision makerNthe patientNfaced with the results of a lymph-node biopsy are likely
to be inBuencedby the personOsge, gender, and state of health. Consequetly, the
inferential lossescomputed in this evaluation are meaningful to an individual only to the
degreethat the diagnostic utilities usedin the evaluation match the diagnostic utilities
of that individual.

For this experimental comparison,| usedthe utilities of the expert on the Pathbnder
project. | choosethe expert for two practical reasons.First, he was reasonablyfamiliar
with many of the ramibcations of correct and incorrect diagnosis. Second,| had estab-
lished a good working relationship with him during the construction of Pathbnder. The
expert, becausehe is an expert, howewer, had biasesthat made his initial preferences
deviate from those of a typical patient. For example,many setsof diseasef the lymph
node currently have identical treatments and prognoses. Nonetheless,experts like to
distinguish diseaseswithin ead of these sets, becausedoing so allows researt in new
treatments to progress.That is, experts often considerthe value of their elorts to future
patients. In addition, experts generally suler professionalembarrassmen when their
diagnosesare incorrect. Also, experts are concernedabout the legal liabilit y assaiated
with misdiagnosis. In an elort to remove these biases,| asked the the expert to ignore
specibcally these attributes of utilit y. Further, | asked him to imagine that he himself
had a particular diseaseand to assesghe diagnostic utilities accordingly.

Another important considerationin almost any medical decisionproblem is the wide
range of sewrities assaiated with outcomes. For example, if a patient has a viral infec-
tion and is incorrectly diagnosedas having cat-scratch diseaseNa diseasecausedby an
organism that is killed with antibioticsNthe consequencesre not sewere. In fact, the
only nonnegligible consequencas that the patient will take antibiotics unnecessarilyfor
se\eral weeks. If, however, a patient hasHodgkinOsliseaseand is incorrectly diagnosedas
having an insignibcart benigndiseasesuc asa viral infection, the consequenceare often
lethal. If the diagnosishad been made correctly, the patient would have immediately
undergoneradio- and chemotherapy, with a 90-percent chanceof a cure. If the patient
is diagnosedincorrectly, however, and thus is not treated, the diseasewill progress. By
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the time its major symptoms appear and the patient onceagain seekshelp, the cure rate
with appropriate treatment will have dropped to lessthan 20 percert.

It is important for us to measurepreferencesacrosssuc a wide range, becausesome-
times we must balance a large chance of a small loss with a small chance of a large
loss. For example, even though the probability that a patient has syphilis is smallNsay,
0.001Ntreatment with antibiotics may be appropriate, becausethe patient may prefer
the harmful elects of antibiotics to the small chance of the harmful elects of untreated
disease.

Early attempts to assespreferencesfor both minor and major outcomesin the same
unit of measuremeh were fraught with paradaxes. For example,in a linear willingness-
to-pay approad, a decision maker might be asked, OHav much would you have to be
paid in order to accepta onein ten-thousand chance of death?OIf the decision maker
answered, say, $1000,then the approac would dictate that he would be willing to be
killed for $10 million. This inferenceis absurd.

Recerily, Howard has constructed an approac that avoids many of the paradoxes of
earlier models (Howard, 1980). Like sewral of its predecessorsthe model determines
what an individual is willing to pay to avoid a given chance of death, and what he is
willing to be paid to assumea given chanceof death. Also, like many of its predecessors,
Howard®smodel shaws that, for small risks of death (typically, p < 0.001), the amourt
someoneis willing to pay to avoid, or is willing to be paid to to assume,such a risk is
linear in p. That is, for small risks of death, an individual acts as would an expected-
value decision maker with a Pnite value attached to his life. For signibcan risks of
death, however, the model deviates strongly from linearity. For example, the model
shows that there is a maximum probability of death, beyond which an individual will
acceptno amourt of moneyto risk that chanceof death. Most people bnd this result to
be intuitiv e3

In this book, the details of the model will not be presered; for a discussionof the
approac seeHoward (1980). Here, we needto assumeonly that willingnessto buy or sell
small risks of death is linear in the probability of death. Given this assumption, prefer-
encesfor minor to major outcomescan be measuredin a commonunit, the probability of
immediate, painlessdeath that a personis willing to accept to avoid a given outcome and
to be once again healthy. The undesirability of major outcomescan be assessedlirectly
in theseterms. For example, a decision maker might be asked, OIf you have HodgkinOs
diseaseand have beenincorrectly diagnosedas having a viral infection, what probability
of immediate, painless death would you be willing to acceptto avoid the illness and

3The result makes several assumptions, such as the decision maker is not suicidal and is not concerned
about how his legacy will affect other people.
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incorrect diagnosis,and to be once again healthy?O At the other end of the spectrum,
the undesirability of minor outcomes can be assessedy willingness-to-pay questions,
and can be translated, via the linearity result, to the commonunit of measuremen For
example, a decisionmaker might be asked, OHav much would you be willing to pay to
avoid taking antibiotics for two weeks?Qf he answered $100,and if his small-risk value
of life were $20million, then the answer could be translated to a utilit y of a5 in 1 million
chanceof death.

An important task in assessinghe ugq, 4, is the determination of the decision makerQOs
small-risk value of life. Howard proposesa model by which this value can be computed
from other assessmes (Howard, 1980). A simple versionof the model requiresa decision
maker to trade o! the amount of resourceshe consumesduring his lifetime and the
length of his lifetime, to characterize his ability to turn presen cashinto future income
(summarized, for example,by an interest rate), and to establish his attitude toward risk.
However, our expert did not Pndit di"cult to assesshe small-risk value of life directly.*
When asked what dollar amourt he would be willing to pay to avoid chancesof death
ranging from 1 in 20to 1 in 1000, he was consistert with the linear model to within a
factor of 2, with a median small-risk value of life equalto $20 million.

Note that, with this utilit y model, the inferertial lossescomputed for Pathbnder 111
and IV will have units Oprobability of death.OIn many caseswe shall seethat the losses
are small in these units (on the order of 0.0001). Consequetly, it is useful to debPnea
micromort, a onebinb1-millionchance of death. In these units, for example, the expert,
who has a small-risk value of life of $20 million, should be willing to buy and sell risks of
death at the rate of $20 per micromort. This unit of measuremen is also useful because
it helpsto emphasizethat the linear relationship betweenrisk of death and willingness
to pay holds for only small probabilities of death. Howard (1989b) discussesn detail the
use of the micromort for medical decisionmaking.

Finally, an important consideration is the complexity of the utilit y-assessmen pro-
cedure. There are approximately 60 diseasesrepreserted in Pathbnder. The direct
measuremen of the ug, 4, therefore requiresabout 60° = 3600assessmes. Clearly, the
measuremenh processwould be tedious. Thus, seweral steps were taken to reduce the
complexity of the task. For one, the expert establishedsets of diseaseghat have identi-
cal treatments and prognoses.The expert identiPed 36 such equivalenceclassesyeducing
the number of direct utilit y assessmes to 36> = 1296 In addition, the expert and | de-
composedmany of the utilities into independert assessmeas sud as the disutilit y of a
diseasewhen correctly treated, the disutilit y of delaying the appropriate treatment, and
the disutilit y of the treatment in the absenceof disease(e.g., the disutilit y of taking

4Howard also has observed that the small-risk value of life can be assessed directly (Howard, 1990).
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Figure 5.3: The computation of inferential loss.

Based on the features reported, Pathfinder (III or IV) produces a probability distribution over diseases
(represented by the shaded probability wheel). Based on these same features, we also determine a
gold-standard distribution. Given theses distributions, we identify the optimal diagnoses associated
with them, denoted dxpf and dXgs, using the principle of maximum expected utility. We compute the
expected utility of the two diagnoses with respect to the gold-standard distribution. We then calculate
the inferential loss associated with the Pathfinder distribution by subtracting the expected utility of the
Pathfinder distribution from the expected utility of the gold-standard distribution.

antibiotics or undergoing surgery). Through such decomposition, more than 80 percert
of the direct assessmds were avoided. In total, the construction of the utilit y model
took approximately 60 hours.

5.5.3 The Computation of Inferen tial Loss

The procedurefor computing inferertial lossis identical for both versionsof Pathbnder
and is illustrated in Figure 5.3. First, basedon the features reported for a given case,
Pathbnder producesa probability distribution over diseases.Next, basedon these same
features, we determine a gold-standard distribution asdescribed in Section5.5.1.

Then, we determine the optimal diagnosisassaiated with a Pathbnder distribution,
denoted dx,¢, by identifying the diagnosisthat maximizes the expected utilit y of the
patient giventhat distribution. Similarly, we determine the optimal diagnosisassaiated

with the gold-standard distribution, denoted dx,.,. Formally, we compute
* +
%
dXpe = argmaxg, Ppe(di) Ug, g,
d;
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* +
%
dxgs = argmaxy, Pes(di) Ud,,d;
d;
wherep,¢(d;) and pgs(d;) represen the probability of the ith diseaseunder the Pathbnder
and gold-standard probability distributions, respectively.

Next, we compute the expectedultilit y of dx,: and dx,s, denotedeu(dx,s) and eu(dXs),
respectively. When computing expected utilit y, we use the gold-standard distribution,
which reRectsthe assumedbest distribution. That is, we compute

%
eu(dxyr) = Pgs(di) Ud, dx

d;

%
eU(ngS) = pgs(di) udi,dxgs

d;
Finally, we determine inferential loss, denoted IL, for the Pathbnder distribution, by
subtracting the expected utilit y of the Pathbnder diagnosisfrom the expected utilit y of
gold-standard diagnosis. That is,

IL = eu(dxgs) - eu(dXpe)

By construction, IL is always a nonnegative quartity. If both a Pathbnder distribution
and the gold-standard distribution imply the samediagnosis,then the inferential lossfor
that Pathbnder distribution is zero, a perfect score. Note that the units of inferertial
lossare the sameasthose for the diagnostic utilities udi,danamer, micromorts.

5.5.4 Results

The mean and standard deviation of inferential loss for the two versionsof PathbPnder
are showvn in Table 5.3. The case-ly-caseresults are shavn in Appendix D. Unlike
the dilerence of 0.95 produced by the expert-rating metric, theseresults clearly re3ect
the increasein value of Pathbnder IV as a result of this systemOsuperior diagnostic
accuracy Specibcally assumingthat a patient is willing to corvert micromorts to dollars
at a rate of $20 per micromort®, as our expert was, the results in this metric shav that
it is worth approximately $6000per caseto the patient to have the more sophisticated
Pathbnder knowledgebe usedinstead of the earlier knowledgebasethat assumedglobal
independenceamong features. As was mertioned earlier, it took approximately 40 hours
longerto construct Pathbnder 1V than it did to construct Pathbnderlll. Thus, assuming
a combined hourly rate of $400 for the expert and myself, the additional elort would

5The value of $20 per micromort applies to the expert when he is healthy. We use this value to
approximate his small-risk value of life in situations where he is ill.
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Table 5.3: Inferential losses for Pathfinder III and IV.

Knowledge Inferential Loss (micromorts)
Base mean sd
Pathfinder 111 340 1684
Pathfinder IV 16 104

more than pay for itself after only three caseshad beenrun. If we include the time
required to construct the utilit y model (60 hours), then the additional elort would more
than pay for itself after seven caseshad beenrun.

The standard deviations for inferential lossare quite large relative to the means. The
reasonfor such large variancesis easily appreciated. For many of the casesthe optimal
diagnosisassaiated with the distributions produced by both versionsof Pathbnder are
identical to the optimal diagnosisassaiated with the gold standard. In particular, the
optimal diagnosedor Pathbnder Il agreedwith the gold-standard diagnosesn 47 of the
53 casesithose for Pathbnder IV agreedin 50 of the 53 cases.In thesecases,inferertial
lossis zero. In the remaining cases,the approadies determine a diagnosisthat dilers
from the gold standard. Most of thesenonoptimal diagnosesare assaiated with expected
utilities that are signibcarly lower than is the expected utilit y assaiated with the gold-
standard diagnosis. Thus, inferertial lossesRuctuate from zero in most casesto large
valuesin the remainder.

Despite the large standard deviations for inferertial loss, a Bootstrap permutation
test suggeststhat the results are not due only to chance. In particular, the test yields
an ASL of 0.08. Again, this meansthat there is only an 8 percert chance that the
dilerence in diagnostic accuracy would be more extreme than what the current results
shaw, if inferential losseswere drawn at random for the set union of inferential lossesfor
Pathbnder 11l and IV.

5.6 Discussion

All phasesof this experiment provided useful results. The expert-rating approac was
easy to implemert, and it shaved that there were dilerences in diagnostic accuracy
betweenthe two versionsof Pathbnder. Thereby, it suggestedthat pursuing ead of the
secondtwo phaseswould be worthwhile. The secondphaseshowed that seweral factors
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were responsible for the superior performanceof Pathbnder IV, the most frequert being
that improvemeris in probability assessmes resulted from conditioning the assessmes
on other everts. Finally, the third phaseshaved that the additional work required to
construct Pathbnder IV was well worth the elort.

The expert-rating metric usedin phasel was more sensitive to dilerences in the two
systemsthan was the decision-theoreticmetric usedin phase3. This obsenation is not
surprising becauseexperts, who have their integrity at stake, tend to be hypersensitive to
errorsin diagnosis,regardlessof the degreeto which sud errors matter to the patient. Of
course,the decision-theoreticmetric canbe modibPedto be more sensitive. Considerations
of integrity or liabilit y, for example, can be incorporated into the diagnostic utilities.
Indeed, the fact that componerts of preferencecan be made explicit and are under the
direct control of the expert is one advantage of the decision-theoreticapproad.

This evaluation has concerrated on an analysis of dilerences in diagnostic accuracy
betweenPathbnder 111 and IV that arise from dilerences in the probabilistic knowledge
represened within these systems. This focusis important for evaluating the usefulness
of similarity networks and partitions. Nonetheless,we can usethe experimental design
described in this chapter to investigate other facets of Pathbnder performance. For ex-
ample, as | mertioned, | usedthis methodology to measurethe decreasein diagnostic
accuracythat aries from the misrecognition and lack of recognition of morphologic fea-
tures by a nonexpert (Heckerman et al., 1990). Also, using this approad, the Pathbnder
group plans to compare the diagnostic accuracy of community pathologists who have
accessto Pathbnder to that of pathologists who do not have suc access.In addition,
the dependenciesamong lymphoid cells and clusters of clear cells make the Pathbnder
inference algorithm sluggish (see Section 4.5). Of course, there is a much room for
improvemert in the algorithm. Nonetheless,we can use the decision-theoretic metric
to determine the negative value of ignoring these dependenciesaltogether, and thereby
trade o! the value of represening the dependencieswith the cost of improving the al-
gorithm. In yet another study, we can measurethe sensitivity of diagnostic accuracyto
changesin the joint probability distribution of PathbnderIV. In general,we can usethis
approad to evaluate, in clear terms, a wide variety of issuesrelated to the building of
real-world expert systems.






6 Conclusions and Future Work

In this chapter, we consider possible extensionsto the similarit y-network and partition
represertations. Wethen examineconclusionsthat we can draw from the work preseried
in this book.

6.1 Weaker Conditions for Soundness

In Chapter 4, we discussedhe conditions that are su'cient to guarantee the soundnesof
the global-knowledge-mapconstruction. There, we examinedthe elect of ead condition
on the construction of the Pathbnder knowledge map, and outlined brieRy the work we
require to relax the positivity condition. In this section, we examine approaces for
relaxing seweral of the other soundnessconditions.

6.1.1 Local Knowledge Maps for More Than Tw o Diseases

Similarit y-network theory and implemenrtation, in their current form, require that we
composelocal knowledgemapsonly for pairs of hypotheses.This restriction lessenedhe
usefulnesof the represenation for building the Pathbnderknowledgemap. For example,
Figure 6.1(a) cortains a portion of PathbPnderOsimilarity graph where the diseasesAIDS
EARLY, RHEUMATOID ARTHRITIS, and GLH PLASMA CELL TYPE form a clique. Given
this represenation, the expert had to assess local knowledgemap for ead of the three
edgesin the graph. The expert, howewer, preferred to assesone local knowledge map
for the diseasetriplet.

In general,we can extend the similarit y-network represenation to include local knowl-
edge maps for hypothesis sets of arbitrary size. In such an extension, we replace the
similarity graph with a similarity hypergraph. A hypergraph consistsof nodes and hy-
peredgesthat connectsetsof nodes. We then composeone local knowledgemap for each
hyperedge.For example,we can replacethe graph in Figure 6.1(a) with the hypergraph
in Figure 6.1(b). In this hypergraph, the small oval and the three lines represen a hy-
peredgethat connectsthe diseasetriplet. Given this hypergraph, the Pathbnder expert
needsto composeonly onelocal knowledge map.

To ensurethat the global knowledge map constructed from such a network is sound,
we must replaceonly the constraint that the similarity graph be connected,using instead
the constraint that the similarity hypergraph be connected. We can generalizethe proof
of soundnessn Chapter 3 in a straightforward fashionto demonstrate this obsenation.

6.1.2 Distinguished Node with Predecessors

One of the su”cient conditions for soundnesss that the distinguished node can have no
predecessorsWe can eliminate this condition using the following steps. First, we build a
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(a) AIDS EARLY 0 GLH PLASMA CELL TYPE
0 /O/

| RHEUMATOID ARTHRITIS

(b) AIDS EARLY | GLH PLASMA CELL TYPE

| RHEUMATOID ARTHRITIS

Figure 6.1: A similarity graph and its corresponding similarity hypergraph.
(a) A portion of the Pathfinder similarity graph (see the upper-right corner of Figure 4.2 on page 109).
The graph is associated with three local knowledge maps. (b) A similarity hypergraph that corresponds
to the graph in (a). The similarity hypergraph is associated with one local knowledge map for the disease
triplet.

similarity network for only thosenodesthat are not (direct or indirect) predecessorsf the
distinguished node. Second,we construct the global knowledge map from this similarity
network. Third, we composethe remainder of the global knowledge map directly. This
procedurewill be usefulin those domainswhere only a few nodesare predecessorsf the
distinguished node. In more complicated situations, we must look for extensionsto the
theory.

6.1.3 Multiple Hyp otheses

Another su'cient condition for soundnesss that the hypothesesin a similarity network
must be mutually exclusive. In many domains, however, hypothesesare not mutually
exclusive. Patients admitted to the internal-medicine ward of a hospital, for example,
often present with four to Pve coexisting diseases.In this section, we examine how we
can usethe similarit y-network and partition represettations to facilitate the construction
of knowledge maps for the diagnosisof multiple hypotheses.

Figure 6.2 corntains a small portion of a knowledge map for internal medicine. In
the exampleswe have examined previously, we have represened diseasesas instancesof
a single variable, under the assumption that these diseasesare mutually exclusive. In
Figure 6.2, howewer, the node APPI represelts the absenceor presenceof unruptured
acute appendicitis. Similarly, the node RUPTURED ECTOPIC represens the absenceor



Conclusions and Future Work 151

RUPTURED ECTOPIC
ANOREXIA VAGINAL BLEEDING

Figure 6.2: A knowledge map for the diagnosis of multiple diseases.
The nodes APPI and RUPTURED ECTOPIC represent the disorders unruptured acute appendicitis
and acute ruptured ectopic pregnancy, respectively. Each disease may be absent or present. The nodes
ANOREXIA, PERITONITIS, and VAGINAL BLEEDING represent patient findings relevant to the
diagnosis of these diseases.

_ Figure 6.3: Multiple causes of the same finding.
Each disease d* may cause the finding f to be present. If the diseases and the finding are binary, then
we require 2™ probability assessments to quantify the interaction.

presenceof acuteruptured ectopic pregnancy Thus, this knowledgemap doesnot exclude
the possibility that both diseasesan manifest in the samepatient.

This exampleillustrates a di"cult y that arisestypically in situations where multiple
hypothesesare possible. In particular, both diseasesn Figure 6.2 condition the node
PERITONITIS, which represens the absenceor presenceof an inBammatory response
in the peritoneum (the lining of the abdominal cavity). Thus, without any additional
information, we would have to assesgour probability distributions for this Pnding. More
generally we can have the situation, illustrated in Figure 6.3, wherediseases!', d?,...d"
can eat causebnding f to appear. Here, the node f is assaiated with 2" probability
distributions.

We can reduce dramatically the number of probability assessmes for node f by
making an additional assertionof conditional independence,called causal independene.
In the cortext of Figure 6.3, let p' denotethe probability that a patient, initially without
diseased and without Pnding f , will develop bnding f when getting diseased'. When
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we assert causal independencein this situation, we state that probability p' does not
depend on whether or not the patient has any other diseasesefore he hasd', and that
the bnding f cannot disappear when the diseased manifestsin the patient.

Now let D, denote an arbitrary instance of the set of variablesD = {d',d?,...,d"}.
That is, let D, denote some assignmen of absen or presen to ead diseased. In
addition, let Dg denotethe particular instance of D whereall diseasesare absen. Given
the assertionof causalindependence the Pndingf will be absert in a patient only if two
conditions are met: (1) the bnding f cannot be presen in the patient initially , and (2)
none of the patientOsdiseasesan act to causef to appear. Thus, we obtain

p(fsIDa!) = p(fs[Ds,1)  '1- o 6.1.1)

il

wherel , is the set of indicesi such that d' is presen in D,. Applying the sum rule to
Equation 6.1.1, we obtain

p(f4IDat)=1- [1- p(f4|Ds, D]

il

1-p (6.1.2)

)

If the patient has only diseased', Equation 6.1.2 becomes
p filonlyd,,! =1- [1- p(fi|Ds,1)] 1- p (6.1.3)

Solving for p' in Equation 6.1.3, and substituting the result in Equation 6.1.2, we obtain
* | "4
1- p fylonlyd,,!

1 p(Ips.)

p(f4IDat) = 1- [1- p(f+|Ds. 1]

(6.1.4)

Thus, with the assertion of causal independence,we can determine all the probabil-
ity distributions agsaiated with .the node f in Figure 6.3, from only the probabilities
p(f4|Dg,!)andp folonly d,! ,i=12...,n.

Good and other theorists have described various forms of the causal-independenceas-
sertion (Good, 1961a;Suppes, 1970; Pearl, 1988). Pearl refersto the particular form we
have discussedwhere diseasesand bndingsare binary, as a noisy or-gate (Pearl, 1988).
(We consider the origin of this name in the following paragraph.) Sewral researters
have noted that we can apply the noisy OR-gate and more generalforms of causalinde-
pendenceto numerous situations within domains ranging from medicine to motorcycle
repair (Habbema, 1976; Heckerman, 1987;Henrion and Cooley, 1987;Henrion, 1987).

The model of the noisy OR-gate, as we have examined it so far, makes referenceto
the appearanceof diseasesover time. We can also represen the model in an inBuence
diagram, without this temporal reference,as illustrated in Figure 6.4. In the bgure,the
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d 2caused- d %caused-

d Lcauses-

d "caused-

Figure 6.4: An atemporal representation of causal independence.
The node d* represents the absence or presence of disease d’ in a given patient. The node d’—causes—
f represents the absence or presence of an intermediate event through which d¢ causes finding f to
be present with certainty. The deterministic node f is the disjunction of its parents. Thus, if any of
these intermediate events occur, then the finding f will appear in the patient for certain. The lack
of arcs between nodes in the upper two rows of the influence diagram reflects an assertion of causal
independence.

node labeled d Dcausedb represens the absenceor presenceof an intermediate evert
through which d causesbnding f to be presert with certainty. As is indicated by the
label OR above the deterministic node f , if any of theseintermediate events occur, then
the Pnding f will appear for certain (hencethe name noisy or-gate). The arc from d
to d Dcausedb reRectsthe assertionthat the absenceor presenceof d' inBuencesthe
probability distribution for the variable d'DcausesR! In particular, we assumethat, if
d' is absen, then the diseasecannot act to causef , whereasif d' is presen, then it causes
f to be present with someprobability greater than 0. This probability corresponds to
p' in the temporal formulation of the model. The lack of arcs between nodesin the
upper two rows of the knowledge map ref3ectsthe assertion of causalindependence.In
particular, the missingarcsrepresern the statemert that the probability distribution for
the variable d' Dcausesbdependsneither on the absenceor presenceof any other disease
nor on the absenceor presenceof any other evernt leading to the occurrenceof f. We
require the node d°Pcausesbto capture the possibility that bnding f will appear when
all diseasesare absen.

To make this model more concrete, let us consider the simple medical example in
Figure 6.2. In this example, acute ruptured ectopic pregnancy can cause peritonitis,
becauseblood from the rupture of a fallopian tube can collect in the peritoneal cavity,

1Here, we assume that the knowledge map is minimal.
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and thereby irritate the peritoneum. In cortrast, the presenceof unruptured acute
appendicitis is assaiated with the releaseof substancesthat mediate the inBammatory
response within the appendix. These substancescan leak out of the appendix, and
thereby causean inBammatory responsein the nearby peritoneum. Thus, the variable
RUPTURED ECTOPICDcausesSEERITONITIS refers to the absenceor presenceof blood
in the peritoneal cavity, whereasthe variable APPIDcausesEERITONITIS refersto the
absenceor presenceof inBammatory triggers of appendiceal origin in the peritoneum.
To a good approximation, the probability that blood will collectin the peritoneal cavity
is inBuenced neither by the presenceof an unruptured acute appendicitis nor by the
presenceof inBammatory triggers of appendiceal origin in the peritoneum. Conversely
the probability that infammatory triggers from the appendix will readh the peritoneum
is inBuencedneither by the presenceof an acute ruptured ectopic pregnancy nor by the
presenceof blood in the peritoneal cavity. Thus, we can assertcausalindependencefor
the interaction among these variables.

We can derive Equation 6.1.4from both the temporal and atemporal modelsfor causal
independence.The atemporal model is somewhatproblematic, becausewe often cannot
debneeverts of the form d'Bcausesbprecisely Nonethelessmost peoplebnd this model
easyto understand. In addition, we canusethe framework to extend causalindependence
to situations where diseasesand Pndings are not binary (Hedkerman, 1987; Henrion,
1987).

Now let us examinehow we can useassumptionsof causalindependencein conjunction
with an assessedimilarity network to construct a knowledge map for the diagnosis of
multiple diseaseqor hypotheses). The construction derivesfrom Equation 6.1.4, which
statesthat the only probability assessmets we ngedto debnethe interaction illustrated
in Figure 6.3 are those probabilities of the form p f_Jonly d',,! ,i= 1,2,...,n and the
probability assessmenp(f .|Dg,!). These probabilities are exactly those assessmes
that we can derive from a similarity network where we represent ead diseaseas an
instance of the distinguished node, and where we include the hypothesis NORMAL to
represen the instanceDg .

With this obsenation in mind, let us considerthe similarity network showvn in Fig-
ure 6.5. From this similarity network, we can construct the multiple-diseaseknowledge
map shown in Figure 6.2, in the following steps. First, we construct the global knowledge
map from the similarity network, and transfer the PndingSANOREXIA, PERITONITIS, and
VAGINAL BLEEDING in the global knowledgemap to the multiple-diseaseknowledgemap.
Also, if there were any arcs betweenthese bndings, we would transfer those arcsto the
multiple-disease knowledge map. Second,for ead node in the similarity graph, except
NORMAL, we construct a binary chancenode in the multiple-diseaseknowledgemap. In
particular, we construct the binary nodes APPI and RUPTURED ECTOPIC. Third, in the



Conclusions and Future Work 155

RUPTURED ECTOPIC |

VAGINAL BLEEDING

Figure 6.5: A similarity network for APPI and RUPTURED ECTOPIC.

The similarity network contains a local knowledge map for APPI and NORMAL and a local knowl-
edge map for RUPTURED ECTOPIC and NORMAL. The former knowledge map contains the findings
ANOREXIA and PERITONITIS, whereas the latter knowledge map contains the findings PERITONI-
TIS and VAGINAL BLEEDING. The small ovals from which the arcs emanate represent the distin-
guished node in the local knowledge maps. (See Chapter 3, page 67, for a detailed description of this
graphical shorthand for a similarity network.) In composing this network, we assume that APPI, NOR-
MAL, and RUPTURED ECTOPIC are mutually exclusive hypotheses. From this similarity network
and additional assertions of conditional independence, including assertions of causal independence, we
can construct the multiple-disease knowledge map shown in Figure 6.2.

NORMAL

ANOREXIA

multiple-diseaseknowledgemap, we draw an arc from APPI to ANOREXIA, and from APPI
to PERITONITIS. Conversely we do not draw an arc from APPI t0 VAGINAL BLEEDING.
We can omit this arc becausethe local knowledgemap for APPI and NORMAL states that
the probability distribution for VAGINAL BLEEDING given APPI is equal to the distribu-
tion for VAGINAL BLEEDING given NORMAL, and becausewe assertcausalindependence.
Similarly, we draw arcs from RUPTURED ECTOPIC t0 PERITONITIS and t0 VAGINAL
BLEEDING, but we do not draw an arc from RUPTURED ECTOPIC t0 ANOREXIA. Fourth,
we usethe probability assessmes assaiated with the similarity network in conjunction
with the noisy-OR-gate model (Equation 6.1.4) to compute the probability distributions
for eah bnding. Finally, we assertthat APPI and RUPTURED ECTOPIC are marginally
independert, and assesghe prior probabilities for thesevariables.

In transforming the similarity network to a multiple-diseaseknowledge map, we added
seweral assertionsof conditional independence.In particular, the similarity network im-
pliesonly that the pndingsare conditionally independert given NORMAL, APPI alone,and
RUPTURED ECTOPIC alone. The multiple-diseaseknowledgemap, however, also encades
the assertionthat the bndingsare independert giventhat both APPI and RUPTURED EC-
TOPIC are presert in a patient. In general,when we apply the transformation described
in the previous paragraph, we must verify that theseadditional assertionshold.

Also, in transforming the similarity network to a multiple-diseaseknowledge map, we
usedthe fact that NORMAL was connectedto ead of the remaining hypothesesin the
similarity graph. That is, we usedthe fact that the similarity graph had a star topology,
with NORMAL asits certer. To understandthis obsenation, let us considerthe similarity
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NORMAL

ANOREXIA
VAGINAL BLEEDING

Figure 6.6: An alternative similarity network for APPI and RUPTURED ECTOPIC.
In this similarity network, there is no local knowledge map for the hypothesis pair APPI and NORMAL,
and thus we cannot determine that APPI (when considered a binary variable) and VAGINAL BLEED-
ING are conditionally independent. Consequently, we cannot construct the knowledge map shown in
Figure 6.2 from this similarity network.

network in Figure 6.6. Here, APPI and NORMAL are not connected,and thus we cannot
identify those bndingsthat are conditioned by the chance node APPI in the multiple-
diseaseknowledge map. Of course,we could add an arc from APPI to every bnding in
the multiple-disease knowledge map, but, in so doing, we would loosethe assertionsof
conditional independenceimplied by the absenceof the arc from APPI to ANOREXIA.

Although the transformation is facilitated by a similarity graph with a star topology, we
should not require an expert to composesud graphs. Indeed, an expert might not beable
to composea local knowledgemap for distinguishing a particular diseasefrom NORMAL.
Fortunately, however, we can transform any similarity network to one whosesimilarity
graph has a star topology. Specibcally given any similarity network, we brst construct
and assesshe global knowledge map assaiated with that similarity network. Then,
for eath hypothesisin the similarity graph (other than NORMAL), we construct a local
knowledge map for discriminating that hypothesiswith NORMAL, using the probability
distributions from the global knowledgemap, and any ordering over the nondistinguished
variables that is consistert with the global knowledge map (seeTheorem 3.3). Once we
obtain this new similarity network, we can construct the multiple-hypothesisknowledge
map from that similarity network as described previously.

In this section, we have outlined only one possibletransformation procedurein the
context of a simple example. We require a generaltransformation algorithm and a proof
that the algorithm is sound and exhaustive under certain conditions. In Appendix E, we
considera candidate for such an algorithm.
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6.2 Applications Other Than Coherent Kno wledge Acquisition

In this section, we examine se\eral possibleusesof the similarit y-network and partition
represertations other than the coheren construction and assessmenof a knowledgemap.

6.2.1 Inference and Explanation

We can usethe asymmetric assertionsof conditional independenceencadedin a similarity
network to simplify and sometimesto avoid inferenceand value-of-clairvoyance compu-
tations. For example,considerthe local knowledgemap for L&H DIFFUSE HD and MIXED
CELLULARITY in Figure 4.3 on page110. For a given patient case,if we acquired enough
evidenceto rule out all diseaseexceptthe two diseasesn this local knowledgemap, then
the subsequenh obsenation of any feature other than L&H SR, MUMMY, MONONUCLEAR
SR, and CLASSIC SR would not changethe probabilities of the two diseases.In addition,
the value of clairvoyance for all features not in this local knowledge map must be 0.
Consequetly, in this situation, we can avoid potentially time-consuming inferenceand
value-of-clairvoyance computations.> We can generalizethis procedure for simplifying
computations to caseswhere more than two hypothesesare possible.

We can also usea similarity network to explain how the obsenations for a given case
alect the probability distribution over hypotheses,and to justify the recommendations
for evidencegathering that the systemprovidesto the user. For example,let us examine
the current facility in Pathbnder for justifying evidence-gatheringrecommendations.In
Chapter 1, we sav a sample dialog between Pathbnder and a user of the system. In
that dialog, the user erntered the featurebinstancepairs F % AREA: >90%, F DENSITY:
BACK-TO-BACK, and F POLARITY: PROMINENT, and then asked the systemto identify
featuresthat were cost-elective for narrowing the dilerential diagnosis(seeFigure 1.7
on page 11). A justibcation for one of PathpnderOsecommendationsNMONOCYTOID
ceLLsNis illustrated in Figure 6.7.

The dollar amourt at the bottom of the window reRectsthe monetary cost assaiated
with observingthe feature. In general,the user can electto display seweral componerts
of cost, including an estimate of the time it takesto obsene a feature, and the degreeof
tedium assciated with suc a task.

The graph in the middle of the window ref3ectsthe benebtsassaiated with observing
the feature. In general, for ead instance f; of the feature f being justibed, the system
graphs (on a log scale)the quartit y

20ther researchers are also investigating methods that exploit asymmetries for inference (Smith,
1990).
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g Feature Category Observed Features Differential Diagnosis

i DISTINCTIVE FEATURES | F|F % AREA: »50% ' 5 Diseases

IMMUE[[&&————————— Explanation
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: LABf The information here helps to elucidate the utility of the feature
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Figure 6.7: A justification for the recommendation of MONOCYTOID CELLS.
For each instance of the feature, the length and direction of a bar reflects the change in the probability

S EARLY relative to the change in the probability of FLORID FOLLIC HYPERP, given the
observation of that feature—instance pair. The justification also includes the monetary cost of observing

the feature.
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p(fildi,!)
p(fildz,!)
whered; and d; are the most probable and secondmost probable diseasesrespectively,
and where! includesthose featuresthat the userhasalready obsened. This quantity is
called alikelihood ratio. The logarithm of this quartit y is known asthe weight of evidene
for f; in favor of d; relative to that of dy, given! (Good, 1950). The likelihood ratio
ref3ectsthe degreeto which the probability of d; changesrelativeto d2, when we obsene
fi. Thus, according to the graph in Figure 6.7, if a user of the system obsenes that
MONOCYTOID CELLS are ABSENT, then the probability of FLORID FOLLIC HYPER will
increaserelative to the probability of AIDS EARLY by almost a factor of 10. In cortrast,
if the userobsenesthat MONOCYTOID CELLS are PRESENT, then the probability of AIDS
EARLY will increaserelative to FLORID FOLLIC HYPERP by more than a factor of 100.
The graph in Figure 6.7 givesan indication of whether or not MONOCYTOID CELLS iS
useful for narrowing the dilerential diagnosis. It doesnot however, describe the elect of
obsenations on all the diseases.To overcomethis drawbad of the approad, the system
can partition the diseaseson the dilerential diagnosisinto two sets. The system can
then generatejustibcations like the oneillustrated in Figure 6.7, replacing single diseases
with diseasegroups. The Pathbnder researty group has implemerted this procedure
(Heckerman et al., 1985; Hedkerman et al., 1990). In another approac, we could make
available the Pathbnder similarity graph to a user, who can then ask the system to
generate justibcations of the form shavn in Figure 6.7 for one or more diseasepairs
debnedby the similarity graph. Alternativ ely, the user may wish to seejustibcations
generatedbasedon a similarity graph of his own composition.

6.2.2 Heuristic Applications

For extremely large and complex domains, the similarit y-network and partition represen-
tations might play a useful heuristic role in knowledge acquisition. In particular, when
composinga similarity network, an expert may wish to include in a local knowledgemap
only those nondistinguished variables that are strong discriminators of the hypotheses
assaiated with that local knowledge map. Similarly, when composing a partition for a
given nondistinguishedvariable x, an expert may wish to allow two hypothesesh,, h, to
remain in the sameset, even though x is relevant to {h, hs}, for sewral reasons. For
example,p(x|hy,!) might be approximately equalto p(x|hz,!), or the disutilities asso-
ciated with the misdiagnosisof h; for hy and of h, for h; might be small. Alternativ ely,
the variable x might be conditioned by other variables, and the conditioning events under
which the expert is composing the partition might be extremely unlikely.

If we are to usesimilarity networks and partitions in this heuristic fashion, the quality
of the knowledge baseswe produce must exhibit graceful degradation. That is, if we
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decreasethe amount of elort that we expend to composea knowledge baseby a small
amourt, then the diagnostic accuracy of that knowledge base must also decreaseby
only a small amourt. The determination of the degradation characteristics of these
represertations requiresboth theoretical and empirical investigation.

6.2.3 Utilit y Assessment

The similarity-network represertation might also facilitate the assessmenof utilities.
For example, a decision maker can composea similarity graph (or hypergraph) where
ead node in the graph represerns a decision outcome. For ead edgeor hyperedgein
the graph, he canthen identify attributes of preference(e.g., monetary lossesand gains,
pain, disability, and length of life) that discriminate the outcomesassaiated with that
edgeor hyperedge. This simple approach would sene to remind the decision maker of
attributes that are important for his decision.

6.3 Conclusions

The computer-basedtransfer of knowledge through expert systems has helped many
peoplewho are confronted with confusing,important decisions. Furthermore, normative
expert systemshave the potential to deliver high-quality expertise that is free from many
of the stereotypic errors in decisionmaking made by both nonexperts and experts.

In this book, | have made seweral advancestoward the goal of making the construction
of normative expert systemspractical. In particular, working with the PathbPnder expert,
| have dewveloped:

¥ A genenl approach to the capture and representation of prokabilistic knowledge. In
this approad, we identify assertionsof conditional independencethat an expert
makesimplicitly about his domain, and createa represenation in which that expert
can represen such assertionseasily This represettation, in turn, facilitates the
construction of an accurate probabilistic model for the expertOsiomain.

¥ Similarity networksand partitions, two examplesof the geneal approach. In partic-
ular, the represenations exploit subsetindependenceand hypothesis-sgecibcinde-
pendenceto facilitate the construction of knowledgemapsfor single-and multiple-
fault diagnosis.

¥ SimNet, an implementation of theserepresentationson the Macintosh computer.

¥ Pathbnder, a normative expert systemfor lymph-nade pathology. The similarity-
network and partition represenations madethe construction of PathbPndernot only
tractable, but also cost electiv e.
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The similarit y-network and partition represertation suler from seweral weaknesses:

¥ The assumption of strict positivity. In proving that the construction of a global
knowledgemap from a similarity network is sound, | assumedthat the underlying
joint probability distribution of the network was strictly positive. This assumption
is unrealistic for many domains, including PathbnderOsConsequetly, the expert
and | had to expend additional elort to construct the global knowledge map for
Pathbnder.

¥ Limited experience: | have demonstrated the usefulnessof the similarit y-network
and partition represerations for only one expert in a single domain. Whether we
can apply theserepresettations to diagnostic tasksin many other domainsremains
uncertain.?

¥ Limited extensibility: The represettations will not be useful when there is no dis-
tinguished variable that can sere asthe focusfor attention during knowledge-map
construction and assessmen Thus, the represertations are lesslikely to facilitate
knowledge acquisition for problems other than diagnosis.

Nonethelesswe canrelax the assumptionof strict positivit y with additional theoretical
work. In addition, given the extensionsto similarity networks described in this chapter,
the represenation will probably make tractable the construction of a wide variety of
normative expert systemsfor diagnosis. Furthermore, as we discussedin Chapter 4,
most experts are likely to bnd the similarit y-network and partition represeiations easy
to use.

Most important, the generalapproad for making knowledgeacquisition practical that
| have described olers promise for problems that deviate from the model of diagnosis
we have examinedin this work. For such problems, a challengelies in making forms of
independenceexplicit and self-consistet, and in extending the inBuence-diagramrepre-
senation to facilitate the expressionof such forms of independence.If we can meet this
challenge,then we will be able to construct normative expert systemsfor a wide variety
of real-world domains.

3As of July, 1991, one year after the completion of this work, knowledge engineers have used the
similarity-network and partition representations to construct expert systems for the diagnosis of (1)
breast, intestine, ovary, skin, soft-tissue, testis, and thymus pathology, (2) sleep disorders, (3) eye dis-
eases, (4) jet-engine failures, and (5) efficiency problems in gas turbines that generate electricity.
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In this book, we examine practical methods for using probability and decision theory
to represen and manipulate knowledge within expert systems. This appendix provides
an overview of the decision-theoretic concepts and techniques with which the reader
must be familiar to understand this work. We begin with a discussionof the rules of
probability and decisiontheory. We then examine decision analysis, the application of
decision theory to real-world problems. Next, we consider alternative methodologies
for reasoningunder uncertainty, and discussthe advantagesand disadvantages of these
approadteswith respect to decisiontheory. Finally, we examinethe knowledge-mapand
inBuence-diagramrepresenations, which are formal languagedor plausible-inferenceand
decision problems.

A.1 Decision Theory and Decision Analysis

Decisiontheory is atool for clearly describingand reasoningabout a decision. The theory
divides a decisioninto three fundamental componerts: what a decisionmaker can do (his
alternativ es), what he knows (his beliefs), and what he wants (his preferences). Within
the theory, we use we use protabilities to describe a personObeliefs about whether or
not various everts will occur, and utilities to describe his preferencesfor ead possible
consequencef everts.

A.1.1 Uncertain Variables and Instances

A primary elemert of the languageof probability is the uncertain variable. An uncertain
variable represers a distinction about the worldNthat is, a setof mutually exclusive and
exhaustive instances or events An uncertain variable can represen a binary or simple
distinction: an instance or evert, and its negation. Alternativ ely, an uncertain variable
can have more than two (possibly inPnite) instances.

In this book, we denote uncertain variableswith lower caseletters, sucth asx, y, and z.
We consideronly variables with a Pnite number of instances;we subscript a variable to
denote an instance or evert for that variable. For example, x; denotesthe ith instance
of variable x. Also, we usex and xg to referto an instance or event and its negation.

A.1.2 Probabilit y as Personal Belief

The prevalent conception of the probability of someinstance x; is that it is a measure
of the frequencywith which x; occurs, when we repeat many times an experiment with
possibleoutcomesthat correspond to the instancesof x. A more generalnotion, however,
is that the probability of x; represeits the degree of belief held by a personthat the evert
x; will occur in a single experiment. If a personassignsa probability of 1 to x;, then he
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believeswith certainty that x; will occur. If he assignsa probability of O to x;, then he
believeswith certainty that x; will not happen. If he assignsa probability of between0
and 1 to x;, then heis to somedegreeunsure about whether or not x; will occur.

The interpretation of a probability as a frequencyin a seriesof repeat experimerts
traditionally is referred to asthe objective or frequentist interpretation. In cortrast, the
interpretation of a probability as a degreeof belief is called the subjective or Bayesian
interpretation, in honor of the Reverend Thomas Bayes, a sciertist from the mid-1700s
who helpedto pioneerthe theory of probabilistic inference(Bayes,1958;Hacking, 1975).

In the Bayesianinterpretation, a probability or belief will always depend on the state
of knowledge of the personwho provides that probability. For example, if we were to
give someonea coin, he would likely assigna probability of 1/ 2 to the event that the coin
would shawv headson the next toss. If, however, we corvinced that personthat the coin
was weighted in favor of heads,he would assigna higher probability to the evert. Thus,
we write the probability of x; asp(x;|!), which is read as the probability of x; given!.
The symbol ! represens the state of knowledge or backgiound knowledge of the person
who provides the probability. Occasionally when there is no ambiguity, we omit explicit
mertion of !.

Also, in this interpretation, a personcanassesa probability basedon information that
he assumesto be true. For example, our coin tosser can assesghe probability that the
coin would shav headson the next toss, under the assumptionthat the samecoin comes
up headson ead of ten previous tosses.We write p(x.|y+,!) to denote the probability
of X, giventhat y, is true, and given badground knowledge! .

The conception of probability as a measureof personal belief is certral to researt
on the use of probability theory for represeting and reasoningwith expert knowledge
in computer-basedreasoningsystems. There is usually no alternativ e to acquiring from
experts the bulk of probabilistic information usedin an expert system. Gathering a
signibcart portion of frequenciesthrough empirical study would entail much time and
great expense. For example, in this book, we examine Pathbnder, an expert system for
the diagnosisof lymph-node diseases.There are over 75 thousand probabilities in this
expert system; someof these probabilities are on the order of 10°%. Furthermore, even
when statistical studies have been performed in somedomain, we often cannot employ
the frequenciesthat these studies produce, becausethe specibcdistinctions usedin an
expert system for that domain may not match those distinctions usedin the studies.
Nonetheless,Bayesian probability theory provides for the gradual integration of appro-
priate statistical data into an expert system as those data becomeavailable (Howard,
1970a;Pearl, 1985; Spiegelhalter, 1986).
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A.1.3 Rules of Probabilit y Theory

The framework of Bayesian probability theory consistsof a set of rules that describes
constraints among a collection of probabilities provided by a given person. We say that
any set of beliefsthat abide by theserules is coherent. There are many equivalent sets
of rules. Here, we usethe following set, wherex, and y, are arbitrary ewverts:

0& p(x4]!) & 1 (A.1.1)
p(x; ORxg|!) = 1 (A.1.2)
px4)+plxs|!) =1 (A.1.3)
PX,Y4l') = p(Xely+,!) p(y+]') (A.1.4)

The disjunction of x, and xg in Equation A.1.2 is an evert that is always true. The
concatenationof x . and ys in Equation A.1.4 denotesthe logical conjunction of the two
events. Equations A.1.3 and A.1.4 are called the sum rule and product rule, respectively
(Tribus, 1969; Jaynes, 1985).

Let us consider seweral consequence®f these rules that we shall use frequertly. By
repeated application of the sum rule and product rule, we obtain

P(X4+ ORy4[1) = p(x4|') + p(Y+]') - P(X4,y4]!) (A.1.5)

Applying Equation A.1.5 to uncertain variable z with mutually exclusive and exhaustive

instancesz,, z,, ..., zy, We obtain the following more generalversion of the sum rule:
%
p(zl') + p(zi]!') + p(z2]!) + 88+ p(zn]') = 1 (A.1.6)

Z;

Similarly, we have

%

pz.w )= pw]) (A.L17)
Z;
Applying the product rule to ead term in the sum of Equation A.1.7, we obtain the
exm@nsion rule for probabilities, which tells us how to expand the probability of variable
w over variable z:

%

p(w|t) = p(wlzi,!) p(zl') (A.1.8)

Z;



166 Appendix A

Finally, if we divide both sidesof the product rule by p(y+|!), we get

P(X4, y+l)

X My= —= A.1.9
P(Xtly+. 1) 001 (A.1.9)
Applying the product rule to p(x,,y+,!) in Equation A.1.9 givesus

X4,! X!
P(Xylys,!) = PO+ ) POX) (A.1.10)

p(y+1")

which is BayesGheorem. We sometimesrefer to p(x,|!) and p(x,|y,,!) asthe prior
and posterior probability of x, respectively.

A.1.4 Pro of of the Probabilit y Rules

Within the frequertist interpretation, we can easily defend the rules of probability. A
simple defenseis not possible,however, within the Bayesianinterpretation. For example,
statisticians typically refer to Equation A.1.9 (omitting the referenceto !) asthe debpni-
tion of a conditional probability. In the Bayesianinterpretation, howewer, all probabilities
are conditional. In particular, the probability p(x.|ys,!) reBectsa personObelief that
x4 will occur, given that he knows y., and given his badkground knowledge!. This
person can asses9 (X |y.+,!) directly, as he can assesghe other two probabilities in
Equation A.1.9. Thus, in the Bayesianinterpretation, Equation A.1.9Nor the product
rule, from which we derived Equation A.1.9Nis a constraint among probabilities that we
should prove. Similarly, we should prove the sum rule.

In the last 60 years, seeral researtiers have derived the rules of probability (in one
form or another) from fundamertal axioms. For example, Ramsey and deFinetti have
arguedthat anyone who is willing to bet in accordancewith incoherert beliefswould be
willing to accepta ODutch book:O a combination of bets leading to a guararteed loss
under any circumstances(Ramsey 1931;de Finetti, 1937).

The proof of the rules that | Pnd most convincing was deweloped by the physicist
Richard Cox. He was able to derive the probability rules without any mention of bets or
payo!s. In particular, Cox identiped a set of compelling axioms for a measureof belief.
The axioms can be stated informally:

¥ Clarity : Events or variables should be well-debned.

¥ Completeness A personcan assigna degreeof belief to any well-debPnedevent.

¥ Context dependency The degreeof belief that a person assignsto an event can
depend on the personO&nowledge of other everts. We denote the degreeof belief
in X, given badkground knowledge!, as" (x|!).
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¥ Consistency If a personknows that events x and y, are logically equivalent and
that z, and w,. are logically equivalert, then

" (Xlze 1) = (g lwe, 1)

¥ Complementarity. For all simple distinctions X, there exists some function f of
" (X4]!) such that

") =1 (xs D]

That is, we can compute the belief in the negation of an evert from the belief in
the event itself.

¥ Hypothetical conditioning: For all events x, and y., there exists somefunction g
of " (X4]y4,!) and " (y4]') sud that

Tyt = gl ey ) (ylh]

where g is nondecreasingin both of its argumerts. That is, we can calculate the
belief in a conjunction of everts, from the belief in one evert and the belief in the
other evert given that the brst evert is obsened.

Cox shawedthat, giventheseaxioms,the quartity " (§ must be a probability. That is, he
proved that somemonotonic transformation of " (§ must satisfy Equations A.1.1 through
A.1.4. In deriving this result, Cox assumedthat degreesof belief were represettied by
real numbers, and that the functions f and g were twice dilerentiable. Later, Aczel
generalizedthe proof, shawing that the functions f and g needonly to be continuous
(Aczel, 1966). Most recerly, Aleliunas examined the casewhere degreesof belief are
discrete. He showed that, provided we can multiply any degreeof belief by itself enough
times such that the product is not lessthan any other degreeof belief, and provided that
this measureof belief satisbesCoxOrinciples, then this measuremust be isomorphic to
a subalgebraof ordinary real-valued probabilities (Aleliunas, 1988).

CoxOsaxioms, with the exception of complemerarity and hypothetical conditioning,
require little if any justibcation. Tribus gives a detailed yet corvincing argumert for
the axiom of hypothetical conditioning (Tribus, 1969). Here, we justify the axiom of
complemerarity. To many readers,it might seemobvious that, oncea personprovides
a degreeof belief in event x., then his degreeof belief in the negation of that event is
determined, becausex  is the logical antithesis of xg. Nonetheless,seweral artibcial-
intelligence researders argue that, if our belief in the evernt xg is determined from our
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belief in the evert x., then there is no room for us to expressour degreeof conpdence
about our belief in either evert. There are, however, at least two medanisms within
the probabilistic framework for represening degreesof conbdence. In one approad,
we provide bounds on probabilities. Given a collection of probability bounds, we can
infer bounds on other probabilities by applying the rules of probability on all possible
point probabilities within those bounds. This approadc was originally deweloped by
Good (Good, 1962), and has attracted interest recertly within the artibcial-intelligence
community (Nilsson, 1986). In another approad, we can equate a personOslegree of
conbdencen his assessmenof p(x_.|!) with the degreeto which that personOgrobability
will change,when he obtains new information (de Finetti, 1977;Hedkerman and Jimison,
1987;Pearl, 1987a;Pearl, 1988;Howard, 1988b). That is, if a personsholds a probability
with a high degreeof conbdencethen he will not changethat probability signibcarnly, no
matter what he learns about the world. In cortrast, if he holds a probability with a low
degreeof conbdencethen heis likely to changethat probability, given new information.

Despite the argumerts of Cox and other researters for the rules of probability, there
is still cortroversy in the artibcial-intelligence Peld about the adequacyof probability for
represening beliefs. We return to this discussionin SectionA.2.

A.1.5 The Maxim um Exp ected Utilit y Principle

We can think of a decision as a choice among one or more lotteries. Given a lottery,
we receiwe exactly one of a set of prizes. Asscciated with ead prize is a chance(i.e., a
probability) that we get that prize. In this section, we use decisiontrees to represen
lotteries. For example, Figure A.1(a) illustrates a simple lottery where we receiwe a 2-
weekall-expenses-paidrip to Hawaii with probability 3/ 4, and nothing with probability
1/4. Figure A.1(b) shows a compound lottery with two stages. The number of prizes
that we assaiate with a lottery can be inbnite; to simplify the discussion,however, we
assumethat lotteries are Pnite.

People naturally ascribe degreesof preferenceto prizes. Let us represen a personOs
degreeof preferencefor a prize by a real-valued quartit y called the utility of that prize.
Using upper-caseletters (such as A, B, and C) to denote prizes, we let u(A) represen
the utilit y of prize A, for a given decisionmaker.

Supposethat we have a lottery with prizesA, Ao, ..., An, and that the probability
of receiving A; is p;, fori = 1,2,...,n.! The expected utilit y of that lottery is
%

pi u(Ai)

i=1

11In this and the following section, we deviate slightly from the notation described earlier, to simplify
the presentation.
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(a) (b)

Figure A.1: Two lotteries.
(a) A simple lottery. The lottery offers a 3/ 4 chance of winning a 2-week all-expenses-paid trip to Hawaii,
and a 1/ 4 chance of winning nothing. (b) A compound lottery. In the first round of the lottery, we face
a 1/ 2 probability of losing $120. If we do not lose in the first round, we get a 9/ 10 chance of winning
$1000 and a 1/ 10 chance of winning $100.

Now supposewe are olered a choicebetweentwo lotteries. If we could choosebetweenthe
sametwo lotteries many times, we would do bestin the long run by always choosingthe
lottery with the greatestexpected utilit y. In real life, however, we seldomare facedwith
a seriesof identical choices. Sowhat do we do? The maximum expected utilit y (MEU)
principle says that we should choosethe lottery (i.e., alternative) with the maximum
expected utilit y.

A.1.6 Pro of of the Maxim um Exp ected Utilit y Principle

Pascaland his assaiates brst suggestedhe MEU principle over 300yearsago (Hacking,
1975). It was not until 1947, howewver, that vonNeumann and Morgenstern provided
the brst formal argumert for the principle (von Neumann and Morgenstern, 1947). In
their argument, they identiped Pwe axioms that describe how a decision maker should
chooseamongsimple lotteries. They shovedthat if the personfollows theseaxioms, then
whenewer he facesa choice among more complicated lotteries, he must act as if he had
assigneda utilit y to ead prize in the lottery, and then had selectedthe lottery with the
greatestexpected utilit y. Theseaxioms (which include the rules of probability) form the
basis of decisiontheory.

Let us examine a simple version of the argumert preseried by Howard (1970b). Von-
Neumann and Morgenstern proposedthe following axioms:

¥ Orderability: A decision maker must be able to state his preferencesamong the
prizes of any lottery. That is, given any two prizes A and B, he must be able to
state whether he prefers A to B, prefersB to A, or is indilerent betweenA and
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B. Furthermore, his preferencesmust be transitiv e. If a decision maker prefers A
to B, wewrite A. B; if heisindilerent betweenA and B, we write A/ B.

¥ Continuity : Consider the lottery shown in Figure A.2, in which a decision maker
receivesprize A with probability p and prize C with probability 1- p. If the decision
maker has expressedhe preferencesA . B . C, then, for someprobability p, the
decision maker must be indilerent betweenreceiving B for certain, and receiving
the lottery. We call the lottery wherethe decisionmaker receivesB with certainty
the certain equivalent of the lottery involving A and C.

¥ Substitutability: We can exdcange a lottery with its certain equivalert without
alecting preferences.For example, supposea decisionmaker is indilerent between
having B for certain and having the lottery with prizes A and C illustrated in
Figure A.2. Then he must be indilerent betweenthe two lotteries in Figure A.3.
The only dilerence betweenthese two lotteries is that prize B is substituted for
the lottery with A and C.

¥ Monotonicity: Let us supposethat a decisionmaker can choosebetweentwo lotter-
iesL; and L., and that both lotteries have the sameprizes A and B. In addition,
let us supposethat the probability of receiving prize A is p; for lottery L4, and is
p. for lottery L. If the decisionmaker prefersA to B, then he must prefer L, to
Lo if and only if p; > p.. That is, the decisionmaker must prefer the lottery that
olers the greater chance of receiving the better prize. This axiom is illustrated in
Figure A.4.

¥ Decomposability: We can reducecompound lotteries to simple onesusing the rules
of probability. An example of such a reduction is shown in Figure A.5.

The axiomsare compelling. For example,let us supposethat a personhasthe intransitiv e
preferencesA . B . C . A, and that he holds prize A. Becausehe prefersC to A,
he should be willing to exchange A for C and a small payment. Similarly, this person
should be willing to exchangeC for B, and A for B. As aresult, we can extract payments
from him, and yet leave him with the sameprize. This imaginary device, called a money
pump, provides a strong argumert for the orderability axiom. We can defendead of the
axioms with argumerts like this one (Howard, 1970Db).

Now let us examinethe consequencesf theseaxioms. Supposethat a decisionmaker
must choosebetweentwo lotteries L, and Lo, eac with prizesA1, As, ...A,. Using the
orderability axiom, we can assumethat A; . A, . a44. A,. Further, supposethat the
probability of receiving prize A;, in lotteries L; and Lo, is p! and p?, respectively, for
i = 1,2,...n. Someof theseprobabilities might be equalto 0, sothat all prizes may not
be available in both lotteries.
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If A >B >C, then, for somp,

O— s ~

1-p C

Figure A.2: The continuity axiom.
If a decision maker prefers A to B, and B to C, then for some probability p, he must be indifferent
between having B for certain, and having a lottery that rewards A with probability p and C with
probability 1# p.

P
q B A
q
:1-q P ¢
D 1-
9 b

Figure A.3: An indifference implied by the substitutability axiom.
Given that a decision maker is indifferent between to two lotteries in Figure A.2, the substitutability
axioms states that the decision maker must also be indifferent between the two lotteries shown here. In
the lottery on the left of the figure, a person receives B with probability . In the lottery on the right
of the figure, the person receives the lottery involving A and C with the same probability.

P A g A
>~ if and only if p>q
: 1 : 1-
P B g B

Figure A.4: The monotonicity axiom.
A decision maker should always prefer the lottery that offers the greater chance of winning the better
prize (A in this case).
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Figure A.5: An example of the decomposability axiom.
We apply the sum and product rules to the compound lottery on the left to obtain the simple lottery
on the right.

Figure A.6: A consequence of the continuity axiom.
For some probability u;, a decision maker must be indifferent between getting prize A; for certain, and
the lottery that awards A1 with probability u; and A, with probability 1# u,.

Giventhe cortin uity axiom, we know that, for every prize A;, there existsa probability
ui, sud that the decision maker is indilerent betweenreceiving prize A; and the lot-
tery that olers the most desirableprize, A, with probability u;, and the least desirable
prize, A,, with probability 1- u;. The equivalenceis illustrated in Figure A.6. Using
the substitutabilit y axiom, we can replace eadt prize A; in lotteries L; and L, with its
corresponding lottery derived from the cortinuity axiom. The substitution for lottery
L, appearsin Figure A.7. Applying the decommsability axiom, asshawn in Figure A.8,
e know that lottery L, is equivalert to a Iotéery that olers prize A; with probability
' uip! and prize A, with probability 1- ', ujp!. We can derive a similar equiv-
alencefor lottery L,. Finally, given the monotonicity axiom, we know that the decision
maker must prefer L to Lo if and only if
% %

up > up (A.1.11)
i=1 i=1
This result is the MEU principle. We can identify u; asthe utilit y of prize A;, and the
sumsin Equation A.1.11 asthe expected utilities of the lotteries.
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A
PL A,
An
A1
P2,
L1 —— An
y
¥
¥
A1
P A
An

Figure A.7: A consequence of the substitutability axiom.
The decision maker must be indifferent between the simple lottery L1 and the compound lottery where
we replace each prize A; in L1 by a lottery of the form shown in Figure A.6.
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Aq

An

A1

An —~

A

An

Figure A.8: A consequence of the decomposability axiom.
We derive this statement of indifference by applying the sum and product rules to the compound lottery
on the left.
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if and only if

n n
I plu>1 plu
i=1 i=1
Figure A.9: A consequence of the monotonicity axiom.

The MEU principle follows directly from this application of the monotonicity axiom. We can identify u;
as the utility of prize A;, and the sums as the expected utilities of the original lotteries L1 and L.
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A.1.7 Normativ e Versus Descriptiv e Decision Making

In the proof of the MEU principle, we simply reducea choice betweentwo (or more)
complex lotteries to a seriesof choices between simpler lotteries, using seweral desir-
able axioms. Although this approad is attractiv e from a theoretical perspective, many
researders have shavn that people follow neither the MEU principle nor the axioms
when they make decisions(Edwards, ed., 1956; Tversky and Kahneman, 1974; Kahne-
man et al., 1982). In fact, seweral researdiers have demonstrated that people exhibit
stereotypical deviations or biasesfrom the axioms (Tv ersky and Kahneman, 1974;Kah-
neman et al., 1982). Thus, we distinguish between normative and descriptive decision
making. That is, we distinguish betweenhow we wish we could make decisions,and how
we actually make them, when unaided by the axioms.

This distinction is important to peoplewho build expert systemsfor medicine and for
other domains where the stakes are high. Unaided physicians, whether they are non-
specialists or specialists, are not immune to errors in decision making (Elstein, 1976;
Elstein et al., 1978). Thus, from the perspective of decision theory, these physicians
are taking actions that sometimesincur great coststo their patients. Normative expert
system&lcomputer-based systemsthat deliver expert knowledgein a decision-theoretic
frameworkNha ve the potential to increasethe quality of decisionsmade by physicians,
and thereby to improve patient outcome dramatically. Sud systemsprobably will be
an improvemert over traditional (nonnormative) expert systems,which faithfully repro-
duce the errors of experts. In addition, normative expert systemsprobably will allow
specialists to benebtfrom their own knowledgeNknowledge encaded with the aid of the
axioms.

A.1.8 Decision Analysis

Decision analysisis an engineeringdiscipline that addressegractical issuesconcerning
the application of decisiontheory to real-world decisionproblems. The discipline grewout
of the beldsof systemsscienceand statistical decisiontheory in the mid-1960s(Howard,
1966; Howard, 1968). Sincethat time, decisionanalyseshave beenapplied with great
succesgo many domains, including those within the areasof government, industry, law,
and medicine (Howard and Matheson, 1983).

Decisionanalysisaugmerts decisiontheory with a setof represenations and techniques
that help a personconfronted by adi"cult decision. Represemations include the strategy-
geneation table a device for creating new alternatives, and the inBuence diagram, a
graphical languagethat we examinein Section A.3.

Decision-analytic techniquesinclude the clarity test, a procedurethat helpsa decision
maker to debPneeverts and variables clearly (Howard, 1988a). This task is important,
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becauset eliminates a componert of uncertainty often assaiated with the assessmenof
beliefs and preferences.To apply the clarity test to an event, we ask ourselveswhether
or not a clairvoyantNan omnisciert being able to seethe past, presen, and future with
certaintyNcould tell us the outcome of that evert. If the clairvoyant cannot determine
the outcome, then we must work to make the dePnition of that evert more precise. For
example,using the clarity test, we could sharpenthe debnition of the event it will rain at
Stanford next Monday to obtain the depbnition the majority of people at the Stanford cole e
houseat 9pm next Monday (who are willing to vote) will say that it rained somewhee
on the Stanford campus between sunrise and sunsetthat day.

Other decision-analytic techniques include methods for correcting the biasesin the
probability and utilit y assessmes of a decisionmaker. One such method is the almanac
game(Raila, 1968;Howard, 1985). Decision analysts invented this gamein responseto
the obsenation that most peoplebelieve they know more than they actually do know. In
a simple version of this game, a decisionanalyst usesan almanacto generatea question
whoseanswer is a cortinuous (or at least an ordered) value. For example, the decision
maker might generatethe question: OWhatis the height of the tallest building in lowa?0
Next, the decisionmaker is asked to provide two quartities LOW and HIGH, suc that he
believesthe true answer to the question lies below Low with probability 1/ 4 and above
HIGH with the sameprobability. After answering a seriesof thesequestions,the decision
analyst revealsthe true answersto the questions. If the decision maker has accurately
reBectedhis beliefs, then the true answersto the questionsshould lie betweenLow and
HIGH about one-halfof the time. Typically, however, the true answerslie in that interval
much lessthan one-half of the time. On observingthis outcome, the decisionmaker can
improve his probability assessmes for the next round of play. As the gamecortinues,
the accuracy of the decisionmakerOgrobabilities increase.

Another decision-analytictechnique is sensitivity analysis. The are seweral typesof sen-
sitivit y analysis, including deterministic sensitivity analysisand sewral forms of stochas-
tic sensitivity analysis In applying a deterministic sensitivity analysis to a decision
model, we sweep one or more variables in the model through their possibleinstances.
We then obsene whether or not sud actions alect the utilit y of the resulting outcomes.
We bx those variables that do not have a pronouncedalect on utilit y at their nominal
values, and we cortin ue to model the remaining variables as sud.

We can apply stochastic sensitivity analysisto decisionsin a similar fashion. In one
form of stochastic sensitivity analysis, we sweep one or more probabilities and utilities
in a decision model through wide rangesof value, and determine whether or not sud
action alects the decisionor decisionsin the model. Both deterministic and stochastic
sensitivity analyseshelp to direct a decision makerOsattention to those componerts of
his decisionproblem that are most worthy of consideration.
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Besidesrepresenations and specibcinterview techniques, decision analysis provides
a philosophy that emphasizeshe insights that can be gained by a decision maker who
goesthrough the decision-analytic process,rather than the results of MEU calculations.
For example, the decision-analytic philosophy highlights the distinction betweena good
decisionand a good outcome: a gaod decision is onethat is consistert with the preferences
and complete information of a decision maker; a good outcome is desirable. Sometimes,
a good decisionwill, through a courseof bad luck, lead to a bad outcome. Conversely a
bad decisionwill, with a great deal of good luck, lead to a good outcome. Nonetheless,
the best way to achieve good outcomesin the long run, short of being all-knowing, is
to make good decisionsconsistertly. With this realization, people faced with confusing
high-stakesdecisionsmore easily can overcomefeelingsof helplessnesshat often paralyze
their actions.

A.2 Decision Theory Versus Other Formalisms for Decision Making

In the last two decades,seweral researtiers have suggestedthat decisiontheory is not
adequate for the represetation and manipulation of uncertain knowledge. Investiga-
tors have cited both theoretic (Shafer, 1986) and practical (Gorry, 1973; Shortlile and
Buchanan, 1975) limitations of the theory. In responseto sud criticisms, researders
have deweloped alternative methods for uncertain reasoning. These approadesinclude
the DempsterbShafetheory of belief functions (Shafer,1976;Shafer,1981),fuzzy-setthe-
ory (Zadeh, 1983),and the Mycin certaintybfactor(CF) model (Shortli'e and Buchanan,
1975). Although the dewelopers of eat of these approadces have concerrated on the
represenation of belief, they have suggestedmethods for decision making within their
frameworks as well (Shafer, 1982; Zadeh, 1983;Kacprzyk and Orlovski, 1987;Buchanan
and Shortli'le, 1984).

Despite such criticisms and the availability of these alternatives, | have employed the
decision-theoreticframework exclusively in the work describedin this book. | believe that
decisiontheory is by far the most appropriate framework for encading and reasoningwith
knowledge,in expert systemsand elsewhere.Becausethis claim is cortroversial, | presen
my reasonsfor preferring decisiontheory, and point to other discussionsof the relative
merits of ead approad.

There are Pve major advantages of using decisiontheory as a framework for expert
systems. Not one of the alternativ e approachessharesall bve of theseadvantages. First,
a decision-theoretic framework requiresthat expertise encaded in a knowledge basebe
self-onsistent | have found that this consistencyrequiremert exposesf3aws in the rea-
soning of experts in much the sameway that a computer-programming languageexposes
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errors in human-designedalgorithms. Revelations of this sort should improve the quality
of knowledge stored in an expert system, and thereby improve the performance (e.g.,
diagnostic accuracy) of the system.

Second,assumptionsthat experts make during the processof encaling their knowl-
edge in a decision-theoretic frameworkNfor example, assumptions of conditional
independenceNarerepresened with clarity. The unambiguousrepresentation of assump-
tions allows systembuilders and experts to addressexplicitly the inevitable tradeo!s that
they encourter during the construction of an expert system,such asthe tradeo! between
the completenessof a knowledge baseand the time and elort dedicatedto knowledge-
baseconstruction. In addition, suc clarity can simplify the evaluation and modibcation
of an expert system. For example, if we bnd that a systemOgerformanceis poor, we
prst can examine and modify those assumptionsthat we believe to be least reasonable.
Finally, the explicit represenation of assumptionsallows researtiersto build on the work
of other investigators.

Third, decisiontheory is generl. That is, any aspect of rational thought related to
decisionmaking can be captured by decisiontheory. For example, despite claims to the
cortrary, we can expressthe degreeof conbdencea personhas in a probability within
a probabilistic framework (see Section A.1.4). Also, we can incorporate the results of
statistical studies directly into a decision-theoretic model (Howard, 1970a;Pearl, 1985;
Spiegelhalter, 1986).

Fourth, decisiontheoryNespecially probability theoryNis well developd. That is, the
theory has existed for seweral certuries. As a result of its maturit y, probability theory is
familiar to most researtierswho have studied the represettation of beliefs. Consequetly,
investigators can share work easily: researters can build on the work of other people,
and can avoid previous mistakes.

Fifth, and mostimportant, decisiontheory is normative. That is, the axiomsof decision
theory are compelling, and psydologists have characterized peopleOsleviations from
theseaxioms, in detail. As a consequenc®f this characterization, decisionanalysts have
developed techniguesthat help peopleto avoid mistakesin reasoning(seeSectionA.1.8).

The DempsterbShafetheory of belief is neither general (it lacks a formal theory for
decision making) nor well developed. In addition, many of the assumptionsassaiated
with the useof the theory are unclear (Pearl, 1990). Finally, with rare exceptions, most
researders do not believe that the theory is normative. That is, most investigators do
not believe that peopleshouldact in accordancewith the DempsterbShafetheory. (For
the two sidesof this debate, seelLindley, 1982,and Shafer, 1986).

The most signibcan weaknessof fuzzy-settheory is the ambiguity of the assumptions
asseiated with the theory. In particular, the dewelopers of the theory have not debned
clearly the meanings of the quartities that represen degreesof belief and preference
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(Cheeseman,1985). Furthermore, the theory is neither well developed nor normative
(Cheeseman,1985).

The CF model exhibits none of the advantagesof decisiontheory that we have exam-
ined. For example, | have shown that the model allowsNand sometimesencouragesN
the represertation of inconsistert knowledge (Heckerman, 1985). In addition, the model
makes strong assumptionsof conditional independencethat are not apparert to the user
(Hedkerman, 1985).

A.3 Kno wledge Maps and InfBuence Diagrams

One important advantage of the CF model and other ad hoc approadesis that these
techniques are tractable. The main purpose of this book, howewer, is to demonstrate
that we can make decision-theoreticmethods tractable aswell. The represenations that
we discussin this section are a brst step toward this goal.

A.3.1 Kno wledge Maps

A knowledge map is a graphical knowledge-represetation languagethat encalesproba-
bilistic dependenciesamongdistinctions (Howard, 1989a). The represettation rigorously
describesprobabilistic relationships, yet hasa human-orierted qualitativ e structure that
facilitates communication betweenthe expert and the probabilistic model. In addition,
the represertation canrepresern any probabilistic-inference problem. Seeral researters
have developed and studied knowledge maps, although they have usedvarious namesfor
this represertation such as causal nets (Good, 1961a;Good, 1961b), prokabilistic causeb
elect models (Rousseau, 1968), Bayesian belief networks and causal networks (Pearl,
1982;Pearl, 1988;Vermaand Pearl, 1988; Geigerand Pearl, 1988;Lauritzen and Spiegel-
halter, 1988), and prokabilistic causal networks (Cooper, 1984). An inl3uence diagram is
an extension of the knowledge-maprepresermation that can represer any decisionprob-
lem (Howard and Matheson, 1981). In particular, an inBuencediagram can serwe as a
knowledgebasefor an expert system.

Let us brst considerthe knowledge-maprepreseration, using a simple exampletaken
from Kim and Pearl (1983):

Mr. Holmesreceivesa telephonecall from his neighbor, who notibeshim that
he has heard a burglar alarm sound from the direction of his home. As he
is preparing to rush home, Mr. Holmesrecallsthat the previous sounding of
his alarm was triggered by an earthquake. A momert later, he hearsa radio
newscastreporting an earthquake 200 miles from his house.
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Figure A.10 shows a knowledge map for Mr. HolmesGsituation. The knowledge map
is a directed acyclic graph,>2 whose nodes represen the uncertain variables relevant to
the problem, and whosearcs represett potential probabilistic dependenciesamongthose
variables. In the remainder of this discussion,we make no distinction betweenthe variable
x and the node x that represerts that variable.

In a knowledgemap, an arc from node x to node y ref3ectsan assertionby the builder
of that network that the probability distribution for y may depend on the instance of
the variable x. We say that x conditions y. In the knowledge map for Mr. HolmesO
situation, all variables are binary or simple distinctions. ThusNfor exampleNthe arc
from ALARM to PHONE CALL in Figure A.10 represerts Mr. HolmesCassertion that
the probability of receiving the telephone call may depend on whether or not there
was an alarm. Conversely the lack of arcs in a knowledge map ref3ect assertions of
conditional independen@. For example,there is no arc from BURGLARY t0 PHONE CALL
in Figure A.10. The lack of this arc encadesMr. Holmes(elief that the probability of
receiving the telephonecall from his neighbor doesnot depend on whether or not there
was a burglary, provided Mr. Holmes knows whether or not the alarm sounded.

In Chapter 3, we examine the formal relationship between conditional-independence
assertionsand the topology of a knowledgemap. Here, it is important to recognizethat,
using knowledge maps, experts can control the assertionsof conditional independence
that are encaded in normative expert systems. Such cortrol was not available to experts
who constructed probabilistic expert systemsin the 1960s(seeChapter 1).

Each node in a knowledge map is assaiated with a set of probability distributions.
These distributions appear below the knowledge map in Figure A.10. In particular, a
node has a probability distribution for ewery instance of its conditioning nodes. (An
instance of a set of nodesis an assignmen of an instance to ead node in that set.)
For example, in Figure A.10, ALARM is conditioned by both EARTHQUAKE and BUR-
GLARY. Therefore, there are four probability distributions for ALARM, correspnding
to the instances where both EARTHQUAKE and BURGLARY oOccur, BURGLARY OCCUrS
alone, EARTHQUAKE occurs alone, and neither EARTHQUAKE nor BURGLARY Occurs. In
cortrast, RADIO NEWSCAST and PHONE CALL are ead conditioned by only one node.
Thus, there are two probability distributions for RADIO NEWSCAST and two probability
distributions for PHONE CALL. Finally, EARTHQUAKE and BURGLARY do not have any
conditioning nodes, and henceead node has only oneN marginalNprobabilit y distribu-
tion.

2 A directed acyclic graph contains no directed cycles. That is, in a directed acyclic graph, we cannot
travel from a node and return to that same node along a nontrivial directed path.
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Figure A.10: A knowledge map for Mr. Holmes’ situation.

The nodes in the knowledge map represent the uncertain variables relevant to Mr. Holmes’ situation.
The node PHONE CALL represents the event (and its negation) that Mr. Holmes received a telephone
call from his neighbor reporting the alarm sound. The node ALARM and BURGLARY encode the events
that the alarm sounded and that the burglary occurred, respectively. The node RADIO NEWSCAST
corresponds to the event that Mr. Holmes heard a radio newscast reporting an earthquake, whereas
the node EARTHQUAKE corresponds to the event that the earthquake itself occurred. The lack of
arcs between nodes represent assertions of conditional independence. Each node in the knowledge map
is associated with a set of probability distributions. These distributions appear below the graph. The
variables in the probabilistic expressions correspond to the nodes that they label in the knowledge map.
For example, p (b: |!') denotes the probability that a burglary has occurred. The figure does not display
the probabilities that the events failed to occur. We can compute these probabilities by subtracting the
probabilities shown from 1.0.
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The probability distributions assciated with ead node are shovn below the knowledge
map in Figure A.10. For example, the probability that PHONE CALL occurs, given that
ALARM occurs, and given Mr. Holmes®adkground knowledge! Ndenoted p(c,|ay,!)N
is 0.3. Sometexts refer to the conmbination of the graph and the probability distributions
assaiated with the nodesin the graph as a knowledgemap. In this work, however, we
usethe term knowledge map to refer to only the graph.

The joint prolability distribution for a set of variablesis the collection of probabilities
for eadh instanceof that set. A knowledgemap determinesa unique joint distribution over
its variables. In particular, we can construct the joint distribution from the probability
distributions assaiated with ead node in the knowledge map, and from the assertions
of conditional independencerelRectedby the lack of arcsin the knowledge map.

Let usagain considerMr. Holmes@ituation. From repeatedapplication of the product
rule, we know that the probability that e,, b, a;, ny, and c, will occur is given by

p(es,by,ay,ny,cyll) = p(eg]h)a (A.3.12)
p(biles,!)a
p(ailes,by,!)a
p(niles,by,ag,l)a
p(ciles, by ar,ng,t)

We obtain a similar equality for ead instance of the bwe variables. In this book, we
represen the collection of these equalities by omitting the subscripts on the variables.
Thus, we write

p(e,b,a,n, ') = p(e!') p(ble,!) p(ale,b,!) p(nle,b,a,!) p(cle,b,a,n,!) (A.3.13)

The lack of an arc between EARTHQUAKE to BURGLARY implies that these two nodes
are independert. Formally, we have

p(ble,!) = p(H!) (A.3.14)
From the lack of other arcsin the knowledge map (seeChapter 3), we obtain

p(nle,b,a,!) = p(nle,!) (A.3.15)
p(cle,b,a,,!) = p(cla,!) (A.3.16)

Combining Equations A.3.13 through A.3.16, we have

p(e,b,an,c!) = p(e!') p(b!) p(aleb,!) p(nle!) p(cla,!) (A.3.17)

The probability distributions on the right-hand side of Equation A.3.17 are exactly those
distributions assaiated with the nodesin the knowledge map.
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A.3.2 Kno wledge Maps and Probabilistic Inference

Protabilistic inference is the computationNvia the rules of probabilityNof one set of
probabilities from another set. Given a joint probability distribution over a set of vari-
ables, we can compute any conditional probability that involves those variables. For
example, Mr. Holmes undoubtedly wants to determine the probability of BURGLARY
given RADIO NEWSCAST and PHONE CALL. Applying the product rule and a generaliza-
tion of the sum rule to the joint probability distribution for Mr. HolmesGituation, we
obtain

p(by,ny,cil!)
b |n., c.,! PR T Y410
p(bini,cy,t) D)
g ear P(&L Dy AN Cill)
ei,bj,ak p(elyhyak,n+,c+|!)

where e, iy, and ax denote arbitrary instancesof the variablese, b, and a, respectively.

In the previous section, we saw that we can construct a joint distribution for a set of
variables from the knowledgemap for those variables. Thus, given a knowledge map for
somedomain, we can perform any probabilistic inferencefor that domain by constructing
the joint distribution from the knowledge map, and by applying the rules of probability
directly to this joint distribution.

We can also perform probabilistic inferencedirectly within a knowledgemap. In one
such algorithmNdev eloped by Howard, Matheson, Olmsted, and ShadterNw e reverse
arcsin the knowledgemap (Howard and Matheson, 1981;0Imsted, 1983;Shadter, 1988).
For example, let us considerthe portion of the knowledge map for Mr. HolmesGitua-
tion shown in Figure A.11(a). The knowledge map corntains a marginal distribution for
EARTHQUAKE, and conditional distributions for RADIO NEWSCAST given EARTHQUAKE.
We can transform this knowledgemap into the one shown in Figure A.11(b) by reversing
the arc betweenthe two nodes. To transform the knowledgemap, we useBayes@heorem
and the expansionrule. In particular, we obtain

p(niles,!) plel!)
p(n4|')

p(erInyg,!)

= p(niles,!) pleg]!)
p(niles,!) p(er]') + p(nyiles,!) p(es]!)
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e n
RADIO
(a) EARTHQUAKE NEWSCAST

p(e,!)= 0.001 p(n, e_,/)= 0.00002
p(n e, /)= 102

RADIO
(b)

p(e,|n_,/)= 0.000¢ p(n|!)= 0.00022
pe,In,,/)= 0091

Figure A.11: Probabilistic inference as arc reversal in a knowledge map.
(a) The arc between EARTHQUAKE and RADIO NEWSCAST is oriented as it is oriented in Fig-
ure A.10. (b) Using Bayes’ theorem, we can reverse the arc so that it points from RADIO NEWSCAST
to EARTHQUAKE. The probability distributions for the transformed knowledge map appear below the
graph.

(0.2) (0.001) _ ool
(0.2) (0.001) + (0.00002)(0.999) '

In general,an arc reversal correspondsto an application of Bayes@heorem. Shaditer has
shown that we can perform any probabilistic inferencein a knowledgemap with a series
of arc reversals (Shadter, 1988). More important, he has showvn that the arc-reversal
transformation can exploit assertionsof conditional independencethat are encaded in a
knowledge map.

Investigators have created other inferencealgorithms that exploit assertionsof condi-
tional independencein a knowledgemap. In thesealgorithms, the topology of the directed
graph remains bxed. For example, Pearl has developed a message-passingdheme that
updates the probability distributions for eatd node in a knowledge map in responseto
obsenations of one or more variables (Pearl, 1986). Lauritzen and Spiegelhalter have
created an algorithm that Prst builds an undirected graph from the knowledge map
(Lauritzen and Spiegelhalter,1988). The algorithm then exploits seweral mathematical
properties of undirected graphsto perform probabilistic inference. Most recertly, Cooper
hasdeweloped an inferencealgorithm that recursively bisectsa knowledgemap, solvesthe
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inference subproblems, and reasserbles the componert solutions into a global solution
(Cooper, 1990a).

Although we can exploit assertionsof conditional independencein a knowledge map
for probabilistic inference,such inferencein an arbitrary knowledge map is an NP-hard
task (Cooper, 1990b). Researters are dewveloping se\eral techniquesto circumvert this
di"cult y. For example, investigators are developing techniques for optimizing inference
algorithms for a specibcknowledge maps and for specibcinference problems within a
given knowledge map (Ramamurthi and Agogino, 1988; Shadter et al., 1990; Jensen
and Andersen, 1990). In addition, researders are creating hybrid algorithms that
are custom-tailored to particular graph topologies (Heckerman, 1989; Suermondt and
Cooper, 1991)3 and are dewveloping approximate algorithms that are basedon stochastic-
simulation techniques(Henrion, 1986;Pearl, 1987b;Shadter and Peot, 1989;Chavezand
Cooper, 1990).

A.3.3 Kno wledge Maps for Kno wledge Acquisition

A knowledge map simplibes knowledge acquisitionNthe capture and represeration of
knowledgeNby exploiting a fundamertal obsenation about the ability of peopleto assess
probabilities. Namely, a knowledgemap takesadvantage of the fact that peoplecan make
assertionsof conditional independencemuch more easily than they can assesswumerical
probabilities (Howard and Matheson, 1981; Pearl, 1986). In using a knowledge map, a
personprst builds the graph that reRectshis assertionsof conditional independence,and
only then doeshe assesghe probabilities underlying the graph. Thus, a knowledgemap
helps a personto decomposethe construction of a joint probability distribution into the
construction of a set of smaller probability distributions. In the main body of this work,
we examine extensionsto the knowledge-maprepresettation that also probt from this
obsenation about probability assessmen

Knowledge maps also facilitate the modibcation of probabilistic knowledge. This ob-
senation hasimportant implications with respect to the construction of expert systems
that must manageuncertainty. In the 1970s,researters lauded the production-rule ar-
chitecture for expert systems,becauseknowledge basesrepresened by this architecture
were easyto modify. In particular, researters cited the modularity of rules; they noted
that rules could be added, deleted, or modibed without the meaning of other rulesin a
knowledge basebeing alected. The production-rule architecture, however, was inspired
by the properties of logical facts. In 1986,Horvitz and | shavedthat rulesin a production
system are not modular when they represent knowledge that is uncertain. In particu-
lar, we demonstrated that the addition, deletion, or modibcation of sud rules within a

3See also Section 4.5.
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knowledge base might necessitatethe modibcation of all other rules in that knowledge
base. We went on to establish that assertionsof conditional independencerepresen a
weaker form of modularity more appropriate to knowledgethat is uncertain. Finally, we
showed that knowledge maps, becausethey faithfully represen assertionsof conditional
independence,greatly simplify the processof modifying a probabilistic knowledge base
(Hedkerman and Horvitz, 1986;Hedkerman and Horvitz, 1987).

The examplein Figure A.11 illustrates another feature of knowledge maps for knowl-
edgeacquisition. Namely, a knowledge provider can often choosethe order in which he
prefersto assesgprobability distributions. If Mr. Holmeswanted to specify the probabil-
ity of EARTHQUAKE given RADIO NEWSCAST, he simply would createthe knowledgemap
in Figure A.10, drawing instead an arc from RADIO NEWSCAST t0 EARTHQUAKE. Re-
gardlessof the direction in which Mr. Holmes assessethe conditional distributions, we
canreversearcsin the knowledgemap to reveal the conditional probabilities of interest,
if the needarises.

A.3.4 InBuence Diagrams

The inlduencediagram, an extensionof the knowledge-maprepresenation, represeits the
alternativ esand preferenceof a decisionmaker in addition to his beliefs. Let us consider
the following embellishmert to Mr. Holmes@&ituation, taken from Breese(1990):

Mr. Holmes believes that, in the event of a burglary, he is more likely to
recover his stolen goods if he reports the crime immediately. Therefore, if in
fact a burglary hasoccurred, it is important that he return home as soon as
possible. On the other hand, if he rusheshome, he will miss an important
salesmeeting that could result in his earning a substartial commission.

The inBuencediagram for Mr. HolmesQlecisionis illustrated in Figure A.12. The oval
nodesin the diagram are called chane nodes Chancenodesarethe type of nodesthat we
Pndin a knowledgemap; they represert uncertain variables. The squarenode GO HOME?
is called a decision node. This node represens Mr. HolmesQ@wo mutually exclusive and
exhaustive alternativ es: go home (immediately), or remain at work. The rounded-square
node UTILITY is a special type of chance node that represens Mr. Holmes(preferences
regarding the possible outcomesof his decision. In general, an inBuence diagram can
contain many decisionnodes, but only one preferencenode.

The node ATTENDANCE AT MEETING in Figure A.12 is a special kind of chancenode
called a deterministic node. This node is distinguished from other chance nodes by its
double-oval border. In general, the instance that we obsene for a deterministic node
X is determined with certainty, given any instance of the nodesthat condition x. The
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deterministic node in Figure A.12 rel3ectsthe fact that Mr. Holmes will attend the
meeting if and only if he doesnot go home.

An infBuencediagram cortains two types of arcs. Solid arcs are called conditioning
arcs, and represen probabilistic dependence.For example,in Figure A.12, the arc from
GO HOME? to CRIME REPORT represens Mr. HolmesCassertionthat the probability of
reporting the crime quickly dependson his decisionto go home. In general,if an arc
points to a chancenode, then it must be a conditioning arc. In cortrast, arcsthat point to
decisionnodesare informational arcs. Thesearcs appear as dashedlinesin Figure A.12.
An informational arc from a chance or decisionnode x to a decision node y indicates
that the decisionmaker knows x at the time decisiony is made. The informational arcs
in Figure A.12, for example,encale the fact that Mr. Holmeshasreceiwed the telephone
call, and has heard the radio newscast,at the time he must decidewhether or not to go
home.

We can represett any decisionor seriesof decisionsin an inBuencediagram that we
can represen in a decision tree, provided the conditioning and informational arcs (1)
form no directed cycles, and (2) re3ect a complete ordering of the decisionsover time.
(Shadnter, 1990, discusseghe signibcanceof these conditions.) An important advantage
of the inBuence-diagramrepresenation, howewer, is that we can represen assertionsof
conditional independence and thereby make knowledgeencading and manipulation more
tractable.

A.3.5 Computations in InBuence Diagrams

There are seweral computations that we perform commonly in an inBuencediagram. In
this section, we examine two such computations that are relevant to the main body
of this work. First, we can solve the inBuence diagram. That is, we can determine
the alternative or alternatives in the diagram that maximize the expected utilit y of
the decision maker, and, in the process,determine the expected utilit y of the decision
maker. Se\eral approades exist for solving an inBuencediagram. In one approad, we
convert the inBuencediagram to a decisiontree, and then solve the tree (Howard and
Matheson, 1981; Shaditer, 1990). In another approad, we apply probabilistic-inference
and expectation computations to the inBuencediagram directly (Shadter, 1986). Also,
we can useany knowledge-mapalgorithm for probabilistic inferenceto solve an inBuence
diagram (Cooper, 1988).

Second,we can compute the value of clairvoyance or value of perfect information for a
variable. In general,the value of clairvoyancefor x is the largestamourt (e.g.,in dollars)
that the decisionmaker would be willing to pay to obsene x with certainty. For example,
let us return to Mr. Holmes@&ituation.
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CRIME
* / REPORT

HOME?

RECOVERED
GOODS

UTILITY

SALES
COMMISSION

ATTENDANCE
AT MEETING

Figure A.12: An influence diagram for Mr. Holmes’ decision.

The oval nodes, called chance nodes, represent the uncertain variables for Mr. Holmes’ decision. Some
of these nodes appear in Figure A.10. The node CRIME REPORT represents the various times at
which Mr. Holmes might report the crime. The node RECOVERED GOODS represents the event (and
its negation) that Mr. Holmes will recover his stolen property. ATTENDANCE AT MEETING and
SALES COMMISSION correspond to the events that Mr. Holmes attends the meeting and obtains a
sales commission, respectively. The node GO HOME?, called a decision node, represents Mr. Holmes’
mutually exclusive and exhaustive alternatives: go home, or remain at work. The node UTILITY is
a special type of chance node that encodes Mr. Holmes’ preferences for the possible outcomes of his
decision. The double-oval node ATTENDANCE AT MEETING is another special type of chance node
called a deterministic node; the outcome of ATTENDANCE AT MEETING is a deterministic function
of GO HOME?. The solid arcs are conditional arcs. These arcs represent probabilistic dependence, just
as they do in a knowledge map. The dashed arcs are informational arcs. These arcs indicate what Mr.
Holmes knows at the time that he must make his decision.
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Mr. Holmesremenbersthat his other next door neighbor, Mr. Watson, works
as a security guard at night. He knows that Mr. Watson is always home at
this time of day, and heimaginesthat, for suitable compensation,Mr. Watson
would visit the houseand determine whether it has been burglarized. Mr.
Holmesneedonly to call Mr. Watson and wait for a return call.

The highest compensationthat Mr. Holmesshould oler Mr. Watsonto ched his house
is the value of clairvoyanceon the variable BURGLARY.

Using Mr. Holmes@nRuencediagram, we easily can approximate the value of clairvoy-
ancefor BURGLARY. First, we solve the inRuencediagram in Figure A.12 to determine
Mr. HolmesCexpected utilit y (u;) if he doesnot call Mr. Watson. Then, we add an
informational arc from BURGLARY to GO HOME? to indicate that Mr. HolmesCknows
with certainty whether or not a burglary occurred. We solve this new diagram to de-
termine Mr. HolmesCxpected utilit y (us) if he doescall Mr. Watson. Next, we invert
Mr. Holmes@napping from value to utilit y to determine the certain equivalerts ¢, and
c; from u; and u., respectively. Finally, we approximate the value of clairvoyance for
BURGLARY by the dilerence betweenthe two certain equivalents (c; - ¢;).

In general, we can approximate the value of clairvoyance for node x in an inuence
diagram with a single decisionnode by subtracting the certain equivalent of the current
diagram from the certain equivalent of a modibeddiagram, in which we add an arc from
X to the decisionnode. If there is more than one decisionnode in the inBuencediagram,
we add the arc from x to the decisionnode that represeins the point in time at which
the decisionmaker is consideringhow much to pay for the obsenation of x.

The inBuence-diagramcomputation of value of clairvoyance is exact, provided the
decisionmakerOsitilities satisfy the delta property. In terms of lotteries and prizes, the
delta property states that an increasein value of all prizesin a lottery by an amount
0 increasesthe certain equivalent of that lottery by 0. The property is illustrated in
Figure A.13. Howard discusseshe computation of value of clairvoyancewhen the delta
property doesnot hold (Howard, 1985, page 27).
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Figure A.13: The delta property.

The delta property holds if and only if an increase of all prizes in a lottery by an amount % increases

the certain equivalent of that lottery by %.






B Pro of of Theorems and Notation

B.1 Pro of of Theorem 2.1

As in Chapter 2, let h denotea variable with mutually exclusive and exhaustive instances
or hypotheseshy, h,,...h,, and let h, denotea subsetof thesehypotheses.Recall that,

when used in the conditioning part of a probability, h, denotesthe disjunction of its

elemers.

Theorem 2.1 The variable x is not relevant to the set of hypothesesh, , given a state
of knowledge!, if and only if

p(x[hi,!) = p(x|hj,!) (B.1.1)
for all pairs h;,h; " h, .

Pro of: From Bayes@heorem, we know that

. _ p(hilX, h! v')
p(thllh! i!)_ p(hllhl ,l)

for all h;. It follows from Debnition 2.1 that x is not relevant to the seth, if and only if

p(x|hi,hy 1) = p(x|h ,!)

for all hy " h, . Furthermore, becauseh; logically implies the disjunction of the elemeris
in hy , x is not relevant to h, if and only if

p(x|h; ,1)

p(x|hi,!) = p(x|hy ,!) (B.1.2)

for all h; * h, . Consequetly, if x is not relevant to h, , Equation B.1.2 appliesto any
pair of hypothesesh;, h; " h, , and Equation B.1.1 follows. Conversely if Equation B.1.1
holds for every pair of hypothesesin h, , it follows from the product and addition rules
for probabilities that

p(x, hy |!)
p(h [!)
&
h, RN E) phy )
I

p(xlh; 1)
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&
p(xin;, 1) ", p(hyl!)
T, (1)

p(x|hi,!)

for all h; " h, , which implies Equation B.1.2. Hence,x is not relevant to the seth, . !
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B.2 Pro of of Theorem 3.7(a)

Theorem 3.7(a) The construction of a comprehensie similarity network from a hypothesis-
specibcsimilarity network is sound for strictly-p ositive distributions. The construction
remains sound when both networks are minimal.

Pro of: The proof for nonminimal networks is a special caseof the proof for minimal
networks. Here, we prove the more generalresult.

Let HS bethe given hypothesis-sgcibcsimilarity network, let Cbethe comprehensie
similarity network constructedfrom HS, and let G, be the c-global map constructed from
C. Supposewe have assigneda strictly-p ositive joint distribution to the variablesin HS
that satisfy the assertionsof conditional independenceand dependenceimplied by the
network, making HS consistert. (If no suc distribution exists, then the constraints
of HS imply trivially the constraints of C) Let &g be someexpansionorder that is
consistent with G.. We shaw that, for all nondistinguished variables y and all c-local
maps h;Eh; in C,

! ;
p yICY (y),{hi,hj},! = p(yl &e(y),{hi,hj},1) (B.2.3)
for all instancesof Cl (y). Furthermore, we shaw that, for all x " CU (y),

! . " ! . "
p yIC" (W\x, {hi,h},! & pylC'(y),{hi,h},! (B.2.4)

for someinstanceof Cl (y). By Theorems3.3and 3.5, it followsthat the joint distribution
satisbesthe assertionsof conditional independenceand dependenceimplied by C, and
the theorem follows.

First, obsenethat &g must be consisten with every hs map, provided we omit h from
the ordering. Thus, we know that

&e(y)\h' F(y) (B.2.5)

for every hs map K.
Now, for node y in c-local map h;Enh;, considerthe following two cases.

i. hI"Cll (y). Becausethere is no arc from h to y, it follows from the dePnition of
construction HS) C that

Cl(y) = Cl(y) + C" (y)

Also, from the debnition of the construction, we know that
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C'(y) = Cl(y) = Cl (y)

Sincethe joint distribution satisbesthe constraints implied by the hs maps i and
KJ- , it follows from Equation B.2.5 and Theorem 3.1 that

! "
p YICY (y).hi,! = p(yl &e(y)\h, hi, 1) (B.2.6)

p!yIC” (), h; 4= p(yl &e(y)\h,hj, 1) (B.2.7)
Also, from the relevanceset RY , we have the assertion

pYIC! (.hi! = p yICh (bt ©28)
From equationsB.2.6, B.2.7, and B.2.8 it follows that

|o!yICij (y),{hi,h;},!" = p(yl &e(y)\h, h, {hi,hj},1) (B.2.9)

which is equivalert to Equation B.2.3.

Becausethe joint distribution satispesthe constraints of Ni and K,— , we also know
that

L o "
p yYIC" (W\x, xr,hi,! £ p y|CY (y)\ x, xs, by, ! (B.2.10)

! " " ! , "
p YIC" (Y)\x, %, hj,! £ p y|[CY (y)\ X, Xs, hj,! (B.2.11)

for someinstance of C! (y)\ x and for someinstancesof x, x; £ xs. Given Equa-
tion B.2.8, however, the two terms on the left-hand sidesof Equations B.2.10 and
B.2.11 must be equal. Similarly, the two terms on the right-hand side of the equa-
tions are equal. Consequetly,

! , " ! ; "
P YICT (VX xr {hi i}t E p yICT (1)\x s, {hi, By} (B.2.12)

which is equivalent to Equation B.2.4.

. h" CU (y). By construction, we have

CY (y) = C'(y) %C! (y) %h
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Thus, given Equation B.2.5 and Theorem 3.1, we obtain

| . !
pyIC" (W\hhi,! = p(yl &e(y)\h,hi,!) (B.2.13)

! , "
p yIC" (N\h,hj,t = p(yl &e(y)\h hj,!) (B.2.14)
Together, Equations B.2.13 and B.2.14 imply Equation B.2.3.
To derive Equation B.2.4, considerthe casesx = h and x £ h separately

1. x = h. If Ci(y) = Cl(y) = Cl (y)\ h, then, by construction, the relevance set
R must cortain the assertion
| "

p yIC" (y)\h,hi,! £ p y|C (y)\h,h;,! (B.2.15)

Equation B.2.15implies
- " - "
p yIC" (v).{hi.hj},! & p yIC" (N\h,{hi h}! (B.2.16)

which is equivalent Equation B.2.4.

If Ci(y) £ Cl(y), choosenode z such that z " Ci(y) and z!"Cl (y). From
Theorem 3.5, we obtain

p!ylcij (y)\{z,h},zr,hi,!" E p!leij (y)\{Z,h},Zs,hi.!" (B.2.17)

for some instance of C’ (y)\ {z,h} and for someinstancesof z, z. £ zs.
However, sincez!"C! (y), we know from Theorem 3.1 that
] " ! "

p yICY (W\{z,h},z,hy,t = p yICY (V)\{z,h}, 25,y ! (B.2.18)

for all instancesof CV (y)\ {z,h}. Thus, either the two terms on the left-
hand sides of Equations B.2.17 and B.2.18 are not equal, or the two terms
on the right-hand sidesof the equationsare not equal. In either case,we get
Equation B.2.4. This obsenation provesthat if C'(y) £ CI(y), then y must
be relevant to {h;, h; }, given someinstance of C' (y) %C! (y). Thus, we do not
include assertionsof subsetindependenceand dependencein a relevance set
R, whenCi(y) £ Cl(y).

2. x £ h. By construction, we know that x " C'(y) or x " Cl(y). If x " C'(y),
Tr]eorem 3.5implies

! . " ! . "
p yIC! (W\{x, h},hi,t & pylCl(y)\hh!
for someinstanceof Cl (y)\h, which is equivalert to Equation B.2.4. Similarly,
we obtain Equation B.2.4 whenx " Cl(y). !
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Note that the assumption of strict positivity was usedin the proof only to show that
the assertionsof conditional denden@ are presened by the construction. Thus, for
nonminimal networks, the construction of the c-local maps from the hs maps is sound
for all distributions.
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B.3 Pro of of Theorem 3.7(b)

Theorem 3.7(b) The construction of an c-global map from a comprehensie similarity
network is soundfor strictly-p ositive distributions. The construction remainssoundwhen
both represenations are minimal.

Pro of: Let Cbe the given comprehensie similarity network, and let G be the c-global
map constructedfrom C. Supposewe have assigneda strictly-p ositive joint distribution to
the variablesin Cthat satisPeghe constraints of the c-local maps. (If no such distribution

exists, then the constraints of Cimply trivially the constraints of G..) To provethe result,
we must shaw that, for all nondistinguished variablesy,

! !
P yIC®(y),! = p y|F(y),! (B.3.19)

for all instancesof C®:(y). If the given network is minimal, we must also show that for
every x " CU (y),

! !
P YICS(W\x, I E p y|Co(y),! (B.3.20)

for someinstanceof C®(y). Weneedto consideronly nondistinguishedvariables,because
h has no nonsuccessorin the c-global map. (If there is a node completely disconnected
from h in the c-global map, it is irrelevant to the diagnosisof h, and it can be omitted
from consideration.)

To begin, obsene that, for ead c-local map h;£h;,

Cl(y)' C%(y) and 8%(y)' & (y) (B.3.21)

by construction. Thus, becausethe joint distribution satispesthe constraints of eah
c-local map, it follows from Theorem 3.1 that

! !
p yICe(y).{hi.hj},! = p y|g%(y).{hi.h},! (B.3.22)
for every pair of hypothesesh; and h; that is directly connectedin the similarity graph.

To seethat this fact implies Equation B.3.19, considerthe following two cases.

i. h™ C®(y). In this case,Equation B.3.22 becomes

! !
p yIC(\h,h {hi,h},! = p y|8%(y)\h,h {hi,hi}! (B.3.23)

Sinceh; or h; alone logically implies the disjunction of h; and h;, we can rewrite
Equation B.3.23to be
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! " "
p yIC%(y)\h,h,! = p y|8%(y)\h,h,! , h=hih (B.3.24)

Becausethe similarity graph is connected,there is a c-local map assaiated with
every hypothesis,and hence

! " ! "
p YIC®(y)\h, hi,! = p y|g(y)\h,hi,! , #h (B.3.25)

which is equivalert to Equation B.3.19.

. h!"C®:(y). From Equation B.3.22, we get

pYICE (), (hiuhyb.! = p YIS (VR A {hh ) (6.3.26)
However, becausethere is no arc from h to vy, it follows from Theorem 3.1 that

b YICO:(y),h, {hi,hi ).t = p yICS(y). {hi, ).t ©3.27)
Consequetly, we can rewrite Equation B.3.26 to obtain

p!leG“(Y),h,{hi,hj},!" = p!YIQG“(Y)\h, h.{hi,hj},!" (B.3.28)

Furthermore, since h; or h; alone logically implies the disjunction of h; and h;,
Equation B.3.28 becomes

! " ! "
and we obtain
! " ! "
p yIC®(y),hi,! = p y|8%(y)\h,hi,! , #h (B.3.30)

becausethere is a c-local map ass@iated with every hypothesis.
Now from Equation B.3.27, it follows that

| |
p yICC(y),hi,! = p y|C(y),hy,! (B.3.31)

for any hypothesispair h; and h; that is directly connectedin the similarity graph.
However, Equation B.3.31 must also hold for any hypothesis pair in the network,
whether or not that hypothesis pair is directly connected, becausethe similarity
graph is connectedand the joint distribution is strictly positive (seethe discussion
that follows the statemert of the theorem in Chapter 3). Thus, we obtain
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! " ! "
P YIC®(y),hi,! =p yIC®(y),! , #h (B.3.32)
Together, Equations B.3.30 and B.3.32 imply Equation B.3.19.

Now supposethe given comprehensie network is minimal. If there is an arc from x
to y in the c-global map, where x is either a nondistinguished node or the distinguished
node h, then there must be a corresponding arc in some c-local mapNsay;, h; £h; Nby
construction. In this case,becausethe joint distribution is strictly positive, it follows
from Equation B.3.21 and Theorem 3.5 that

p!yICG“(y)\x,{hi,hj},! E p!yICGC(y){hi,hj},! (B.3.33)
for someinstance of C (y) If X = h, Equation B. 3 33 becomes

p yICG W\h,{hi,hj}, ! Ep yICG (). {hi,hj},! (B.3.34)
for someinstance of CCe (y) whereh = h; or h;. Consequetiy, it follows that

p y|CG (Y)\h,hi,! Ep y|CG Y\ h,h;,! (B.3.35)
for someinstance of CG (y)\ h. If x £ h, Equatlon B.3.33 becomes

p yICG W\{x,h},h,1 Ep yICG (Y\h,h,! (B.3.36)

for someinstance of C®(y)\ h whereh = h; or hj. In either case,we obtain Equa-
tion B.3.20. !
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B.4 Pro of of Theorem 3.8

Theorem 3.8 A hypothesis-sgecibcsimilarity network is consistert if and only if there is

no cyclein the similarity graph suc that, for any nondistinguishednodey, the assertion
# $ # $

p yIC" (y),hi,! =p yIC" (y),h;,! (B.4.37)
isin all but onerelevancesetR" in the cycle.

Pro of (only if): Considerthe cycle debnedby the c-local mapsh;Eh,, hobhg, ... hyEhy,

wheren > 2. Supposethe assertion
#o $ # $
p yIC" T(y).hi, ]! = p yIC" Fi(y), iy, ]! (B.4.38)

isin the relevancesetR" ** for onlyi =1,2,...n- 1. By debnition of hypothesis-sgcibc
similarity networks, it follows that

C(y) = C'(y) = C*(y) = &&= C"(y)

Consequetly, the assertion
# $
p yIC" (y),hi,! = p y|C'™ (y),hy,! (B.4.39)

must be in the relevanceset R'", a cortradiction.

Pro of (if): The proof for nonminimal networks is a special caseof the proof for minimal
networks. So let us supposethat the given network is minimal. If there are no cycles
in the similarity graph, we can always Pnd a joint distribution over the variables in
the network that satisbesthe constraint in ead hs map. First, chooseany h; in the
similarity graph. Assign distributions p y|Ci(y),hi,! to eah nodey in the hs map
K. Use Theorem 3.5 to be sure that the distributions imply that ewvery arc from x to
y, x " Ci(y), is nonsuperBuous. Second,chooseany h; that is directly connectedto h;
in the similarity graph. If C'(y) £ Ci(y), choosedistributions for y in K in the same

manner as they were chosenfor K. If C (y) = Cl(y) and the assertion
# o $ # $
p yIC" (y),hi,t £ p yICT (y),hy,!

is in the relevanceset R | selectdistributions for y that satisfy both this assertionand
the constraints of Theorem 3.5. If C'(y) = Cl (y) and the assertion

# $ # $
p yIC" (y).hi,! =p yIC" (y),h;,!
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| "
is, in the relevance set RY, copy the distributions p y|C" (y),hi,! to
p y[C" (y), h;,! . Finally, repeat the secondstep of the assignmen process traversing
ead arc in the similarity graph.

If there are cyclesin the similarity graph, add the following Olmk-aheadQprocedure
to the secondstep. Before assigningdistributions to y in KJ- , determine whether there is
a path from h; to somehy in the similarity graph sud that the distributions for y in e

have beenassigned,and suc that the assertion
# $ # $
p yIC™ (¥),hm,! =p yIC™ (y),hn,!

|
isin every relevancesetR™ alongthe path. If such a path exists, copy p yICX(y), h,!
to p y|CI(y),h;,! for every instance of CX(y) = Ci (y). Otherwise, selectdistributions
for y as described in the previous paragraph. BecauseEquation B.4.37 never holds for
only onerelevanceset, no conficting assignmens can be generated. !
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B.5 Pro of of Theorem 3.10

Algorithm 3.1 (Consistency , comprehensiv e networks)

1 For every pair of nondistinguishednodesx andy such that x -) vy
in the c-global map constructed from the given network do

2 For every c-local map h;Eh; sudh that x -) y do
3 Post the constraint & -) yOon h; and on h;
4 For every c-local map h;Eh; sudh that x -) y do
5 If h-) yand -} yOis postedon h; and on h; then
6 Return OinconsistetO
7 Elseif h-) y and O -} yOis postedon h; or on h; then
8 Return OinconsistetO
9 For every hypothesish; do
10 If the constraint & -) yOis not postedon h; then
11 Add x-) ytol
12 For every nondistinguished node y in the c-global map do
13 For every c-local map h;Eh; whereh-) y do
14 From the similarity graph, construct the edge-inducedsubgraph, G,
cortaining edge(h;, h;), and edges(hi, h)) sud that h -} vy in heEh
15 If the edge(h;,h;) isin acyclein G
16 Return OinconsistetO
17 For every nondistinguished node y in the c-global map do
18 For every c-local map hiEh; sud that Ci(y) = Cl(y) + C (y) do
19 If h-}) vy then " | "
20 Add O y|C" (y),hi,! =p y[C" (y),hj,! Oto R
21 Elseif h-), y then " | "
22 Add O y|C" (y),hi,! £ p y[Ch (y),hj,! Oto R

23 Return OconsistetO

Theorem 3.10 (Consistency , comprehensiv e networks) Algorithm 3.1 applied to
a comprehensie similarity network returns OconsistetO if and only if there is a strictly-
positive joint distribution that makesthe network consistert and minimal. Moreover, if
Algorithm 3.1 returns OconsistenjO it generatesthe hypothesis-sgecibcnetwork that is
the maximal constructor of the given network.

Pro of (if): If the algorithm returns OinconsistetO within the for-loop beginning at
line 1, it follows from Corollary 3.1 that the network is inconsistert for strictly-p ositive
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distributions. If the algorithm returns OinconsistetO within the for-loop beginning at
line 12, then there is somecycle in the similarity graph such that there is an arc from
h to y in exactly one c-local map of that cycle. Thus, by Corollary 3.2. the network is
inconsistert.

Pro of (only if): SupposeAlgorithm 3.1 returns OconsistenO Sincethe for-loop begin-
ning at line 12 doesnot return OinconsistenO there is no cycle in the similarity graph
such that there is an arc from h to y in exactly one c-local map of the cycle. Con-
sequetly, by Theorem 3.8, the hypothesis-sgecibc network created by the algorithm
is consistert. Thus, we needonly to shav that the given network can be constructed
from this hypothesis-sgcibcnetwork. It then follows from soundnesf the construction
(Theorem 3.7a) that the comprehensie network is consistert and minimal.

The structure among nondistinguished nodesin ead c-local map is correctly repro-
duced by the hs maps created by the algorithm. If there is an arc from x to y in the
c-local map h;Eh;, Algorithm 3.1 guararteesthat there is such an arc in either K or K,— .
Therefore, the c-local map h; Eh; constructed from Ki and K,— cortains the arc. Conversely
if there is no arc from x to y in the c-local map h;Enh;, Algorithm 3.1 guarartees that
there is no sud arc in either Ki or K,— . It follows that the c-local map h;Eh; constructed
from K; and K,— does not cortain the arc. Also, by construction, the arcs and missing
arcs from h to nondistinguished nodesin the c-local maps are correctly reproduced by
the relevancesetscreated by the algorithm.

Pro of (maximal constructor): Algorithm 3.1 placesan arc from x to y in the hs map i

whene\er there is such an arc in the c-global map constructed from the given network and
wheneer there is no constraint derived from the c-local maps that makesthe addition

impossible. Sincethere can be no arc in any hs map unlessthere is a corresponding arc
in the c-global map, it follows that the hypothesis-sgecibcsimilarity network generated
by the algorithm is a maximal constructor of the comprehensie network. !
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B.6 Pro of of Theorem 3.12

Algorithm 3.2 (Consistency , ordinary networks)

1

w N

(o]

10
11
12
13
14

15
16
17

18
19
20

21
22

23
24

For every pair of nondistinguished nodesx and y such that x -) vy in
the o-global map constructed from the given network do
For every o-local map h;Eh; sud that x -) y do
Post the constraint O -) yOon h; and on h;
For every o-local map h;Eh; sud that only oneof x and y is on
the map do
Post the constraint & -) yOon h; and on h;

Mark all o-local maps as unvisited
While there is an unvisited o-local map corntaining neither x nor y
sudh that the constraint & -} yOis postedon h; or on h; do
Post the constraint O -) yOon h; and on h;
Mark the o-local map as visited

For every o-local map h;Eh; sud that x -) y do
If h-) yand-) yOis postedon h; and on h; then
Return OinconsistetO
If h-) yandx-) yOis postedon h; or on h; then
Return OinconsistetO

For every hypothesish; do
If the constraint & -) yOis not postedon h; then
Add x-) yto ;

For every nondistinguished node y in the c-global map do
For every c-local map h;Eh; whereh-) vy do
From the similarity graph, construct the edge-inducedsubgraph, G,
cortaining edge(h;, h;), and edges(hi, h)) sud that h-) vy in heEh
If the edge(h;,h;) isin acyclein G
Return QinconsistetO

For every nondistinguished node y in the c-global map do
For every c-local map hiEh; sud that Ci'(y) = Cl(y) + C (y) do
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25 If h-}) ythen " | "
26 Add O y|C" (y),hi,! =p y[Ch (y),hj,! Oto R
27 Elseif h-), y then " | "
28 Add O y|C" (y),hi,! £ p ylCh (y),h;,! Oto R

29 Return OconsistetO

Theorem 3.12 (Consistency , ordinary networks) Algorithm 3.2 applied to an
ordinary similarity network returns OconsistetOif and only if there is a strictly-p ositive
distribution that makesthe network consistert and minimal. Moreover, if Algorithm 3.2
returns OconsistenO it generatesthe hypothesis-sgecibc network that is the maximal
constructor of the given network.

Pro of (if): Let O be the given ordinary similarity network. Suppose some strictly-
positive joint distribution satisbpesthe constraints implied by the o-local maps of O.
From the debpnition of ordinary similarity networks, we know that the joint distribution
satispesthe constraints of someminimal comprehensie similarity network from which
we can construct O. Call this comprehensie network C. Given Theorem 3.10, we know
that Algorithm 3.1 applied to C returns OconsistenO We use this fact to shav that
Algorithm 3.2 applied to O must also return OconsistenO

First, obsene that the o-global constructed from O and the c-global constructed from
Careidentical, becauseO is consistent. Thus, the main for-loopsin Algorithms 3.1 and
3.2 iterate over the sameset of arcs.

Second,obsene that if the constraint & -) yOis posted on h; by Algorithm 3.2
applied to O, then the constraint is posted on h; by Algorithm 3.1 applied to C. In
particular, Algorithm 3.2 posts no more constraints than doesAlgorithm 3.1. To derive
this obsenation, considerseparatelythe casewherethe constraint is posted by line 3 or
5 of Algorithm 3.2 and the casewherethe constraint is posted by line 8 of the algorithm.
In the Prst case,the obsenation follows immediately from the depbnition of o-local maps.
In the secondcase,we can prove the obsenation using an inductive argumert. Consider
the Prst time within the while-loop of Algorithm 3.2 that the constraint & -) yOis
posted on someh; by line 8 of the algorithm. If the algorithm is cheding the o-local
map h;Bh;, we know that the constraint & -) yOis already posted on h; by both
Algorithms 3.1 and 3.2. Furthermore, we know that neither x nor y are on the o-local
map and, hence, that there is no arc from h to y on the c-local map h;Eh;. It follows
that there canbe no arc from x to y on the c-local map and Algorithm 3.1 must post the
constraint O -} yOon h;. Applying this argumert to ead subsequen constraint posted
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by line 8 of Algorithm 3.2, we bnd that an identical constraint must also be posted by
Algorithm 3.1.

Third, obsene that Algorithm 3.2 applied to O cannot return QinconsistetO at line
12 or 14. This obsenation follows from the previous obsenation, from the fact that
Algorithm 3.1 applied to Creturns OconsistejO and from the fact that an arc in Cfrom
X to y is consideredby Algorithm 3.1 in line 4 only if the correspnding arc in O is
consideredby Algorithm 3.2in line 10.

Finally, obsene that there is an arc from h to y in an o-local map if and only if there
is such an arc in that o-local mapOsorrespnding c-local map. Therefore, line 22 of
Algorithm 3.2 cannot return OinconsistetO when applied to O, becauseAlgorithm 3.1
applied to C returns OconsistenO

Pro of (only if): We know that Algorithm 3.2 applied to O returns OconsistenO So let
HS be the hypothesis-sgecibcsimilarity network created by the algorithm, and let C be
the comprehensie similarit y network constructed from HS. We shaw that Algorithm 3.1
applied to Creturns OconsistenO It then follows from Theorem 3.10that O is consisten
and minimal.

First, obsene that, by construction, the c-global of Cis identical in structure to the
o-global of O. Consequetly, the main for-loopsin Algorithms 3.2 and 3.1 iterate over
the sameset of arcs.

Second, obsene that, if the constraint & -) yOis posted on h; by Algorithm 3.1
applied to C, then the constraint is postedon h; by Algorithm 3.2 applied to O. To see
this fact, let us supposethat there is an arc from x to y on the (c- or o-) global map,
and that the constraint O -) yOis not postedon h; by Algorithm 3.2 applied to O. In
this case,the for-loop at line 15 of Algorithm 3.2 guararteesthat there is an arc from x
to y on the hs map ;. Consequetly, there is an arc from x to y on all c-local mapsthat
are bordered by h;, and the constraint & -J yOis not posted by Algorithm 3.1 when
applied to C.

Third, obsene that neither line 6 nor line 8 of Algorithm 3.1 returns OinconsistetO
when applied to C. If x and y are both connectedto h in the c-local map h;Eh;, this
obsenation follows from the previous obsenation and from the fact that Algorithm 3.2
applied to O returns OconsistenO If only one of x and y is connectedto h in h;Eh;,
there can be no arc from x to y. In this case,it is impossible for Algorithm 3.1 to
return OinconsistenO If both x and y are disconnectedfrom h in the c-local map h; Eh;,
Algorithm 3.2 guaranteesthat there is an arc from x to y in i or Kj only if the constraint
& -) yOis not posted on either h; or h;. Thus, Algorithm 3.1 returns OinconsistetO
when consideringthis arc.
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Finally, obsene that line 16 of Algorithm 3.1 does not return OinconsistetO when
applied to C becauseAlgorithm 3.2 applied to O returns OconsistenO

Pro of (maximal constructor): By construction, Algorithm 3.2 placesan arc from x to y
in the hs map K wheneer there is such an arc in the c-global map and whene\er there
is no constraint derived from the o-local maps that makesthe addition impossible. It
follows that the hypothesis-sgecibcsimilarity network generatedby the algorithm is a
maximal constructor of the ordinary network. !






C Glossary of Pathbnder Terms

C.1 Diseases of the Lymph Node

AIDS EARLY: AIDS, early phase

AIDS INVOLUTIONARY: AIDS, involutionary phase

AILD: Angio-immunoblastic lymphadenopathy

ALIP: Atypical lymphoplasmacytic and immunoblastic proliferation

AML: Acute myeloid leukemia

B-IMMUNOBLASTIC: Immunoblastic plasmacytoid diluse lymphoma
CARCINOMA: Carcinoma

CAT SCRATCH DISEASE: Cat-scratch disease

CELLULAR PHASE NSHD: Cellular phaseof nodular sclerosisHodgkinOslisease
DERMATOPATHIC LADEN: Dermatopathic lymphadenitis

DIFFUSE FIBROSIS HD: Diluse bbrosisHodgkinOslisease

EM PLASMACYTOMA: Extramedullary plasmacytoma

FLORID FOLLIC HYPERP: Florid reactive follicular hyperperplasia

GLH HYALINE VACULAR: Giant lymph-node hyperplasia, hyaline vacular type
GLH PLASMA CELL TYPE: Giant lymph-node hyperplasia, plasma-celltype
GRANULOMATOUS LADEN: Granulomatous lymphadenitis

HAIRY CELL LEUKEMIA: Hairy cell leukemia

HISTIOCYTOSIS X: Histiocytosis x

IBL-LIKE T-CELL LYM: Immunoblastic lymphadenopathy-like T-cell lymphoma
INFECTIOUS MONO: Infectious monorucleosis

INTERFOLLICULAR HD: Interfollicular HodgkinOslisease

JAPANESE ATL: Japaneseadult T-cell lymphoma

KAPOSIS SARCOMA: Kaposissarcoma

L&H DIFFUSE HD: Lymphocytic and histiocytic diluse HodgkinOslisease
L&H NODULAR HD: Lymphocytic and histiocytic nodular HodgkinOslisease
LARGE CELL, DIF: Large cell di'luse lymphoma
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LARGE CELL, FOL: Large cell follicular lymphoma

LEPROSY: Leprosy

LYMPHANGIOGRAPHIC: Lymphangiography elect
LYMPHOBLASTIC: Lymphoblastic lymphoma

MALIG HISTIOCYTOSIS: Malignant histiocytosis

MANTLE ZONE: Mantle-zone lymphoma

MANTLE ZONE HYPERL: Mantle-zone hyperplasia

MAST CELL DISEASE: Mast-cell disease

MELANOMA: Melanoma

MIXED CELLULARITY HD: Mixed-cellularity HodgkinOslisease
MIXED, FCC DIF: Mixed (follicular certer cell type) diluse lymphoma
MIXED, FOL: Mixed (follicular certer cell type) follicular lymphoma
MULTIPLE MYELOMA: Multiple myeloma

MYCOSIS FUNGOIDES: Mycosis fungoides

NECROTIZ NONKIKUCHL: NonKikuchiOsecrotizing lymphadenitis
NECROTIZING KIKUCHI: KikuchiOsecrotizing lymphadenitis
NODULAR SCLEROSIS HD: Nodular sclerosisHodgkinOslisease

PLASMACYTOID LYCTIC: Small lymphocytic diluse lymphoma with plasmacytoid
features

RETICULAR TYPE HD: Reticular type HodgkinOslisease
RHEUMATOID ARTHRITIS: Rheumatoid arthritis

SARCOIDOSIS: Sarcoidosis

SHML: Sinus histiocytosis with massiwe lymphadenopathy

SINUS HYPERPLASIA: Sinus hyperplasia

SMALL CLEAVED, DIF: Small cleaved diluse lymphoma

SMALL CLEAVED, FOL: Small cleaved follicular lymphoma
SMALL LYMPHOCYTIC: Small lymphocytic lymphoma

SMALL NONCLEAVED DIF: Small noncleaved diluse lymphoma
SMALL NONCLEAVED FOL: Small noncleaved follicular lymphoma
SYNCYTIAL NSHD: Syncytial nodular sclerosisHodgkinOslisease
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SYPHILIS: Syphilis

T-IMMUNOB LRG: Peripheral T-cell lymphoma, large-celltype
T-IMMUNOB MIX: Peripheral T-cell lymphoma, mixed-cell type
TOXOPLASMOSIS: Toxoplasmosis

TRUE HISTIOCYTIC: True histiocytic lymphoma
TUBERCULOSIS: Tuberculosis

VIRAL NOS: Viral lymphadenitis, not otherwise specibed
WHIPPLE’S DISEASE: WhippleOdlisease

C.2 Features of the Lymph Node

ABR T-CELL PHENO: Abberrant T-cell phenotype in medium-sized or large lymphoid
cells

ACID FAST STAIN: Acid fast stain
B GENE REARRANGEMENT: Immunoglobulin generearrangemern
BNG HIST: Benign histiocytes not otherwise specibedin the nonfollicular areas

BNG HIST FOAMY: Foamy benign histiocytes in the nonfollicular areasthat do not
contribute to mottling

BNG HIST LANGERHANS: Langerhansbenign histiocytes in the nonfollicular areas
BNG HIST SS: Starry-sky benign histiocytes in the nonfollicular areas

CAP THICKENING: Capsulethickening (number of lymphocytes thick)
CARCINOMA CELLS: Carcinoma cells

CLASSIC SR: Classic SternbergbReedells (number per 4-square-cetimeter
DIL VASC SP: Vascular spacesdilated by red blood cells

EMPERIPOLESIS: Number of histiocytes shoving emperipolesis

EOSIN MICROAB: Eosinophil microabscessess

EOSIN MYELO&META: Eosinophilic myelocytes and metamyelocytes
EOSINOPHILS: Eosinophils (not in microabcesses)

EPI HIST CLUS: Epithelioid histiocyte clusters

EPI HIST CLUS FOL EN: Epitheliod histiocyte clusters encroading and/or within
follicles
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EPI HIST NONCLUSTERS: Epitheliod histiocyte nonclusters(percert of total cell
population)

EXTRAVASC CLUS CLR C: Extravascular clusters of clear lymphoid cells
F % AREA: Percert areaoccupied by follicles

F CC CYTOLOGY: Cytology of follicular certer cellsin most follicles

F CENTERS ATROPHIC: Atrophic certers in any follicles

F CYTOLOGY COMP: Similar cellsinside and outside of most follicles

F DEFINITION: DebPnition of follicles

F DENSITY: Follicle density

F HEMORRHAGES: Hemmorrhagesin any of the follicles

F LYMPH INFIL: Lymphocyte inbltration of any follicles

F MANTLE ZONES: Follicle mantle zonesin any follicles

F MIT FIGURES: Follicle mitotic Pguresin 10 high-power belds

F MZ CONCENTRIC RIMS: Mantle zoneconcertric rims in any follicles
F MZ STATUS: Follicle mantle zones

F POLARITY: Prominent polarity in any follicle

F RADIALLY PEN BV: Number of follicles showing radially penetrating blood vessels
F SS PATTERN: Follicle starry-sky histiocytes(averagenumberin one 10X objective power)
FCB: Fibrocollagenousbands or sclerosis

FCB NODULES: Nodulesformed by Pbrocollagenousbands

FIBROSIS: Prominent Pbrosis

FITE STAIN: Fite stain

FOLLICLES: Follicles

FOREIGN BODY: Foreign body (number in 4-square-cetimeter section)
HAIRY CELLS: Hairy cells

HTLV I. HTLV | antib ody test

HTLV I1I1: HTLV I11 antib ody test

INTRAVASC CLUS LYMPH: Intravascular clusters of lymphoid cells
KARYORRHEXIS: Karyorrhexis

L&H NODULES: Lymphocytic and hitio cytic nodules
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L&H SR: Lymphocytic and hitio cytic variants of SternbergbReecdtells (humber in
4-square-cetimeter section)

LACUNAR SR: Lacunar variants of SternbergbReectells (number in 4-square-cetimeter
section)

LANGHANS: Langhanscells (number in 4cm? section)

LC LYSOZYME: Lysozyme positivity in medium-sizedand/or large lymphoid cells
LEUKEMIC CELLS: Leukemic cells

LLC CHROMATIN: Chromatin of most large lymphoid cells

LLC CYTOPLASM: Cytoplasm of most large lymphoid cells

LLC EV CLUS: Large lymphoid cellsin extravascular clusters of clear cells

LLC IDENTITY: ldentity of most large lymphoid cells

LLC IV CLUS: Large lymphoid cellsin intravascular clusters

LLC NUC SHP: Nuclear shape of most large lymphoid cells

LLC NUCLEOLL: Nucleolar features of most large lymphoid cells

LLC NUM: Number of large lymphoid cellsin the nonfollicular areas(percert of total cell
population)

LLC+MLC > 50%: Number of medium-sizedand large lymphoid cellsin the nonfollicular
areasexceedsb0 percert of total cell population

LRG LMPH CELLS: Large lymphoid cells

MAST CELLS: Mast cells (number in 4cm? section)

MED LYMPH CELLS: Medium-sizedlymphoid cells

MELANOMA CELLS: Melanoma cells

MITOTIC FIG: Mitotic Pguresin 10 high-power belds(nonfollicular areas)
MLC CHROMATIN: Chromatin structure of most medium-sizedlymphoid cells
MLC CYTOPLASM: Cytoplasm of most medium-sizedlymphoid cells

MLC EV CLUS: Medium-sizedlymphoid cellsin extravascular clusters of clear cells
MLC IV CLUS: Medium-sizedlymphoid cellsin intravascular clusters

MLC NUC SHP: Nuclear shape of most medium-sizedlymphoid cells

MLC NUCLEOLI: Nucleolar features of most medium-sizedlymphoid cells

MLC NUM: Number of Medium-sized lymphoid cells in the nonfollicular areas (percert
of total cell population)
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MONOCYT: Monocytoid cells (percert of total cell population)

MONONUCLEAR SR: Mononuclear variants of SternbergbReedells (number in 4-square-
certimeter section)

MOTTLING HIST: Mottling by langerhansor other histiocytes
MOTTLING LLC: Mottling by large lymphoid cells

MUMMY: Large mummibed cells (number in 4-square-cetimeter section)
NECROSIS: Necrosis

NEUTROPHIL MICROABSC: Neutrophil microabcessess

NEUTROPHILS: Neutrophils (not in microabcesses)

NONSIN NONFOL AREAS: Nonsinus nonfollicular areas

PAS STAIN: Strong PAS positivity in the histiocytes

PERICAP INFILTR: Pericapsularinpltration

PLASMA: Plasmacellsin the nonfollicular areas(percen of total cell population)
PLASMA TYPE: Plasmacell type

PLEOMORPHIC SR: Pleomorphic variants of SternbergbReedcells (number in 4-square-
certimeter section)

PSEUDOFOLLICLES: Pseudofollicles

PTGC: Progressiwely transformed germinal certers
RUSSELL&DUTCHER: Russelland/or Dutcher bodies

SARCOMA CELLS: Sarcomacells

SCHAUMAN: Sdauman cells

SIGNET-RING: Signet-ring cells

SINUSES: Sinuses

SLC CHROMATIN: Chromatin structure of most small lymphoid cells
SLC CYTOPLASM: Cytoplasm of most small lymphoid cells

SLC EV CcLUS: Small lymphoid cellsin extravascular clusters of clear cells
SLC IV cLusS: Small lymphoid cellsin intravascular clusters

SLC NUC sHP: Nuclear shape of most small lymphoid cells

sLc NUM: Number of small lymphoid cellsin the nonfollicular areas(percert of total cell
population)
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SML LYMPH CELLS: Small lymphoid cells

SR-LIKE: SternbergDReed-lik cells (number in 4cm? section)
SYSTEMIC AIDS: Systemic AIDS

T GENE REARRANGEMENT: T-cell receptor generearrangemen

TRANSITION FORMS: Transition forms (lymphoid cells having sizesother than the sizes
of small, medium-sized,or large cells) in the nonfollicular areas

VASC CHANGES: Endarteritis or periarteritis
VASC PROLIF NONSLIT: Vascular proliferation (nonslitlik )
VASC PROLIF SLIT: Vascular proliferation slitlik e






D Evaluation Results

Table D.1: Expert ratings and inferential losses for Pathfinder III and IV.

Case

Expert Rating

Pathfinder 11

Pathfinder IV

Inferential Loss (micromorts)

Pathfinder ITI

Pathfinder IV

bnn1001
bnn1002
bnn1003
bnn1005
bnn1008
bnn1013
bnnl1015
bnnl1016
bnn1018
bnn1021
bnn1022
bnn1024
bnn1027
bnn1028
bnn1030
bnn1034
bnn1044
bnn1050
bnn1055
bnn1059
bnn1063
bnn1065
bnnl1067
bnn1070
bnn1071
bnn1072
bnn1078
bnn1079

7.0
10.0
10.0

1.5

9.5

9.5

9.0

8.0

8.0

9.5

9.0

8.5

8.5

9.0

9.5

9.5

9.5

9.0

8.5

8.0
10.0

6.0
10.0

9.0

9.5

1.0
10.0

4.5

7.0
10.0
10.0

9.5

8.5

9.8

9.0

4.0

7.0

9.5
10.0
10.0

9.0

9.0
10.0

9.5

9.5

8.0

9.5

4.0
10.0

6.0
10.0

9.0

9.5
10.0

4.0

9.5
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Table D.2: Expert ratings and inferential losses continued.

Expert Rating Inferential Loss (micromorts)

Case Pathfinder III ~ Pathfinder IV | Pathfinder III ~ Pathfinder IV
bnn1084 6.8 10.0 3269 0
bnn1087 8.0 9.5 0 0
bnn1088 10.0 10.0 0 0
bnn1091 8.5 9.0 0 0
bnn1095 9.0 10.0 0 0
bnn1098 9.9 9.9 0 0
bnn1102 5.0 9.5 11358 0
bnn1106 10.0 10.0 0 0
bnn1109 7.0 9.0 0 0
bnnll111 10.0 10.0 0 0
bnnl1112 5.0 8.0 0 0
bnnl1113 4.0 8.0 0 752
bnnl119 8.0 9.0 0 0
bnn1123 10.0 10.0 0 0
bnn1126 2.0 9.5 7 0
bnn1129 5.0 8.5 0 0
bnn1139 9.5 9.5 0 0
bnn1152 10.0 10.0 0 0
bnnl154 8.0 9.0 0 0
bnn1159 5.8 9.8 0 0
bnn1162 6.5 7.0 0 0
bnnl165 10.0 10.0 0 0
bnnl1167 7.5 9.0 0 7
bnnl1171 9.5 10.0 0 0
bnnl172 8.5 9.0 0 0




E Transformation for Multiple Hyp otheses

In this appendix, we examine an algorithm for transforming a similarity network S into
a multiple-hypothesisknowledgemap M . Let hg, hy, hs, ..., h, denotethe instancesof
the distinguished variable h in S, whereh, is NORMAL. In addition, let h',i = 1,2,...,n,
denotethe binary variable in M that correspndsto hypothesish; in S. Also, let x and
y denote arbitrary nondistinguished variables in S. Finally, let S* denote a similarity
network constructed from S such that the similarity graph of S* has a star topology
with certer hg, and let Gs: denote the global knowledge map constructed from S*. We
transform S into M asfollows:

Construct S*from S

Construct Gs: from S*

For all x in Gst, placex in M

Forall x-) yin Gs:, placex-) yinM
For h; in S%i=1,2,...,n, placeh’ in M

For local knowledgemap hy; in S, i=1,2,...,n,
For all x in Gg, if X isin hg;, then placeh' -) x in M
For all x,

Determine the probability distributions for x in M from the distributions for
x in Gs!, using assertionsof causalindependence
Assessdependenciesamongthe h' in M
Forh' in M ,i=1,2,...,n, assesghe probability distributions for h!

Note that, in this transformation, the nondistinguishedvariablesdo not needto be binary,
provided we generalizebeyond the noisy OR-gate model expressedby Equation 6.1.4. In
addition, we can generalizethis algorithm to include situations whereh' is nonbinary, by
represeting ead instanceof h' in the similarity graph, and by identifying forms of causal
independencethat can accourt for the interaction betweenh' and ead nondistinguished
node.
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Notation

X, Y, ...
Xi
X+, X»
X
X
X\Y
C(x)
S(x)
S(x)
p(Xs|X ;1)

P (Xel{ hi by}, 1)

&c
&p
X #$ y

X #B y
HS,C O

Uncertain variables or their corresponding nodes in a knowledge
map

Sets of variables or corresponding sets of nodes

The ith instance of variable X

The two instances of the binary variable x

A subset of the instances of the variable X

The ith instance of set X

The variables in X that are not in Y

The conditional or direct predecessors of node X

The successors of node X

The nonsuccessors of node X

The probability of x; given X ; and background knowledge !
The probability of X given background knowledge ! and the
knowledge that either h; or h; is true

A partial ordering on nodes in a knowledge map defined by
X & ¢ y if and only if there is a directed path from X to y

A total ordering on the nodes in a knowledge map used to
expand the joint distribution

Abbreviation for “arc from X to y”

Abbreviation for “no arc from X to y”

A hypothesis-specific, comprehensive, and ordinary similarity
network

A comprehensive global knowledge map (c-global map)

An ordinary global knowledge map (o-global map)

The hypothesis-specific knowledge map (hs map) associated
with h;

The edge between h; and h; in a similarity graph

The comprehensive local knowledge map (c-local map) or
ordinary local knowledge map (o-local map) associated with
the edge (h;, h;) in a similarity graph

The conditional predecessors of node X in the hs map I{Z

The conditional predecessors of node X in the c-local or o-local
map hlfh ki

The conditional predecessors of node X in a c-global map
The relevance set for h; and h; in a hypothesis-specific
similarity network

The construction of C from HS

Abbreviation for “HS logically implies C’



