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ABSTRACT

In this paper we study the challenges and evaluate the ef-
fectiveness of data collected from the web for recommen-
dations. We provide experimental results, including a user
study, showing that our methods produce good recommen-
dations in realistic applications. We propose a new evalu-
ation metric, that takes into account the difficulty of pre-
diction. We show that the new metric aligns well with the
results from a user study.
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1. INTRODUCTION

Recommender systems — systems that suggest items to
users — are used on many web sites to help users find in-
teresting items [19]. There are many different approaches to
creating recommender systems [13], but the most common
systems fall into two broad classes: collaborative-filtering
systems [2] and content-based systems [15]. Content-based
systems make recommendations based on an item similar-
ity measure, based on item features. On the other hand,
Collaborative-filtering systems use patterns in user ratings
to make recommendations. Both types of recommender sys-
tems require significant data resources. In this paper, our
focus is on collaborative-filtering systems in which one uses
a user-item rating matrix to generate recommendations.

Many organizations, such as e-commerce web sites, collect
private datasets which can be used to create user-item rat-
ings matrices. This data is usually not available freely, or is
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available for a restricted use only. We use the term private
dataset to denote such a dataset. However, similar data is
often publicly available on the internet. For example, many
bloggers publicly express their opinion about movies or elec-
tronic gadgets. These opinions are often available without
usage restrictions. For such datasets we use the term public
datasets.

In this paper, we compare the efficiency of recommen-
dation systems built using public web datasets with a rec-
ommender system constructed using private datasets. We
investigate two different methods for mining the web to
build a collaborative-filtering recommender system. The
first method uses a search engine to extract aggregate counts
of item names using a search engine, and the second method
extracts a full user-item rating matrix by mining item lists
from a crawl of web pages. We show that in two real-world
domains, each of these two methods leads to a recommenda-
tion system that is competitive with or better than a system
constructed using a private user-item ratings matrix.

A separate contribution of this paper is a new evaluation
metric for recommender systems. Our new metric addresses
shortcomings of standard metrics for evaluating recommen-
dations, such as Precision / Recall or the Exponential Decay
Score, pointed out by other researchers. Such methods fo-
cus only on the predictive power of the algorithm, assuming
all predictions are equally important. We argue that such
an approach does not align well with recommendations that
benefit the user. We derive a new evaluation metric that
takes into account the difficulty of prediction.

We use the new metric to compare the recommendations
that were generated from the public and private datasets.
We show that the new metric computes scores that align
well with a user study, where users rated lists of recommen-
dations created from public and private datasets.

The paper is organized as follows. In Section 2, we de-
scribe the details of the collaborative-filtering system we use.
In Section 3, we describe two internet-mining methods that
can extract the data necessary to build our system. We dis-
cuss the shortcomings of standard evaluation metrics and
suggest a new evaluation method in Section 4. In Section
5, we describe an experimental evaluation of our methods.
We describe a user study demonstrating that the recommen-
dation systems constructed using the two mining methods
are competitive with the system constructed using a private
dataset in the domain of movie recommendations. We show
that standard evaluation metrics for recommendation sys-
tems are biased towards systems that recommend popular
items, and show that our new metric yields scores that are



better correlated with the results of our user study. We
overview related work in Section 6, and then suggest direc-
tions for future research (Section 7).

2. BACKGROUND

Collaborative-filtering algorithms attempt to find patterns
within a dataset of user-item ratings. Such methods usually
find users that provided similar ratings, and predict ratings
based on those similar users. In many cases, collaborative-

filtering methods detect interesting correlations between items,

that are not obvious given the item properties.

A collaborative-filtering algorithm usually requires a user-
item rating matrix. We use V; ; to denote the rating (vote)
of user i for item j in the matrix. This ratings matrix typ-
ically contains any categorical values, but for this paper we
consider only binary ratings (like/dislike).

There are many other well known collaborative-filtering
algorithms. Breese et al. [2] suggest creating a decision tree
for each item i in the dataset. The nodes of the tree are la-
beled by items and the edges are labeled by ratings. Thus,
a path through the tree corresponds to a set of ratings over
items. The leaves contain probability distributions over the
ratings for the item ¢. Other methods for recommendations
work directly with the user-item ratings matrix. Such meth-
ods take as input a set of ratings by a user, and find other
users that have similar tastes. Then, the ratings for other
items that these “similar” users liked are aggregated to cre-
ate a list of recommendations[17]. Algorithms that directly
work with the user-item rating matrix are known as mem-
ory based while algorithms that construct some model (e.g.
a decision tree) are known as model based.

As our goal is to compare the effectiveness of public and
private datasets, we choose to use a simple collaborative-
filtering method. This allows us to focus our attention on the
datasets rather than on the features of the recommendation
algorithms.

One of the simplest ways to provide collaborative-filtering
recommendations is the pairwise setting, where given a sin-
gle item, we try to recommend other related items [18, 10].
A well known method to evaluate the relevance of two items
71 and 72 is the cosine score:

Zj Viy,iVia.g
(Zj Vil»j)(zj‘ Viz»j)
that measures the angle between the vectors of the item’s

ratings. In the case of binary ratings, the cosine score is
computed using:

cosine(ii,i2) =

(1)

count(ii,i2)
count(i1)count(iz)

cosine(ii,iz2) = (2)
where count(i) is the number of users who liked item 4 and
count(ii,i2) is the number of users who liked both item i,
and item 2.

Given an item i1, we recommend items i2 with the largest
cosine(i1,i2). The cosine score has the attractive property
that for a set of items with similar co-occurrence counts with
i1, the least popular items will tend to have higher values
due to their low counts in the denominator. Recommending
unpopular items often provides the most added benefit to
the user because he is less likely to know about these items
a-priori[5]. Given that we are only allowed a limited number
of recommendations, it is important to try to maximize the
value the user gains from the recommendations.
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This item-to-item recommendation scheme is simple, but
it has been employed successfully in large scale commercial
recommender systems (e.g., [10]).

3. MINING THE WEB FOR RECOMMEN-
DATIONS

The World Wide Web can be thought of as a huge database
of documents for which a search engine[6] such as Microsoft
Live Search' provides indexing to allow us to rapidly search
for documents that contain specific keywords and phrases.
In this section, we take this view of the internet and describe
how to extract the data needed to build a recommendation
system.

We use as our running example the problem of recom-
mending movies, where a user has expressed an interest in
a movie and we wish to present a valuable list of other in-
teresting related movies. As we later show, our method can
be applied to artist recommendations. We believe that the
methods generalize to other domains including recommend-
ing books, gadgets — domains where many people publicly
express their opinions on the web.

3.1 DataMining Using a Search Engine

There are many pages on the web where people publicly
describe their preferences over movies. Such pages often
have lists that specify the movies the page author likes the
most, or movies that the author recommends to other peo-
ple. Pages that review movies contain in many cases ref-
erences to other movies commenting on their relevance to
the reviewed movie. Also, there are many recommendation
systems for movies online, and these too post lists of movies
that are related.

The cosine method, in the case of item-to-item recommen-
dations and binary ratings, requires the number of users who
liked the pair of items and the number of users who liked
each item individually. We can use the number of pages
that list an item (a pair of items) as a proxy for the num-
ber of users who liked the item (the pair of items). These
aggregated counts are sufficient for producing item-to-item
recommendations.

The simplest way to gather such information is by execut-
ing a query that includes the item name on a search engine
such as Live Search. This will result in a set of pages where
the item name appears. To compute the cosine score, we
execute a query for each movie separately, and then execute
a query for each pair of movies. Since we are only interested
in the number of pages where the search term appears, we
use the number of results returned by the search engine as
the counts of the users required by the cosine score. We call
the resulting method — executing queries on a search engine
and using the counts of results to compute cosine scores —
the WebCount method.

Arguably, many pages returned by searching for occur-
rences (co-occurrences) of movie names contain occurrences
(co-occurrences) which are not relevant for the movie rec-
ommendation task. For instance, many pages containing
the word “seven” do not refer to the movie of that name.
Even when two names on a page refer to actual movies,
the co-occurrence might be due to a shared property that
is not useful for movie recommendation such as being re-
leased in the same month. One approach to mitigating
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these problems in the WebCount method is to use a more
refined search query. In our experiments we append the fol-
lowing refinement to each query (i.e., movie name or pair
of movie names): (“Movie Recommendations” OR “Recom-
mended Movies” OR “Related Movies”). At first this might
seem quite restrictive, but issuing this refinement (with no
movie name) as a query to the Live Search engine resulted
in more than 1.4 million pages.

Using a refined query only partially addresses the rele-
vance issue. In particular, count estimates for movies that
are common English words or phrases are inaccurate. For
example, since “big” is a commonly used English word, it
appears in many movie descriptions. The co-occurrences
counts for the movie “Big” will therefore be over estimated.
As a result, our method is more accurate when the movie
name is more unique (e.g. movie names with more words).

Another problem is the evaluation of movie names which
are substrings of other movie names, such as “American Pie”
and “American Pie 2”. In this case, it is also difficult to
estimate which of these movies was discussed in a specific
web page.

Finally, the count of results returned by a search engine is
inaccurate [11]. Search engines do not explicitly count the
number of pages containing a search phrase, but rather es-
timate these counts [9] based on the frequency of the search
phrase in the index and the estimated coverage of the web
pages space by the search engine[l]. In fact, the fewer re-
sults the search engine reports, the more accurate the counts
are. As we later discuss, we are more interested in these less
popular items, so this aligns well with our goals.

We later discuss approaches for addressing these prob-
lems, but we claim that noisy datasets are a key feature for
recommendations that rely on an aggregation of web pages.
Therefore, recommender systems that mine the web for rec-
ommendations must be robust to such noise in the datasets.

3.2 Crawling Web Pages

A more sophisticated approach to gathering data is find-
ing lists of movies that users like. Indeed, many people
put in their websites lists of “the movies I like” or “my top
10 movies”. Generally speaking, each time a list contains
a number of movies, it is reasonable to assume that these
movies are correlated. In this paper we assume that the
occurrence of a movie on a page is a positive rating. This
needn’t be the case. For instance, a list of “the digital cam-
eras you should avoid” or a list of “the worst cell-phones”
contains lists of negative ratings. Such negative ratings are
also beneficial for a recommender system, but we do not
consider mining of such lists in this paper.

Finding lists of items, or ‘entities’ is the subject of current
research[4, 21]. In this paper, we limited ourselves to a single
well structured domain in which lists can be extracted easily
using a deterministic algorithm. As a result, we can evaluate
the benefit of extracting entities in a web crawl to building
a recommendation system without confounding our results
by difficulties in the entity extraction algorithm.

MySpace? is a web site that hosts many user pages. The
website offers users a standard template they can use to
specify, among other things, lists of movies and lists of mu-
sicians they like. Given this standard template, identify-
ing the list of movies is relatively easy. However, this data
is still somewhat noisy. First, people often misspell movie

2 WWwWWw.myspace.com
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names. Second, people sometime use only a part of the offi-
cial movie name, such as writing “The Two Towers” instead
of “The Lord of the Rings: The Two Towers”. We used
some name reduction techniques in order to handle these
problems. Many people also say that they like movie series
such as the “Lord of the Rings Trilogy”, or “The Godfa-
ther Series”. When observing such statements, we expand
the user profile with all the movies from the series. Also,
many people make general statements such as “I like all Tom
Hanks movies”. These statements usually do not resemble
any movie name and are easy to ignore.

Although we did not estimate the false-positive rate of the
inexact item-name identification methods described above
(e.g., by hand-labeling a large set of pages), we noticed
no false positives on the pages we examined. That is, our
method seems not to detect that a movie appeared in the
list even though it did not. On the other hand about 30%
of the strings in the lists are not mapped to movies and are
therefore discarded.

Many pages in MySpace (about 1,800 of the 44, 000 pages
that we crawled), contain a suspiciously large number of
movies. After inspecting many of these lists, we concluded
that most were likely automatically generated (e.g. they
had no misspellings and were alphabetically ordered). As a
result, we consider any list containing more than 70 movies
to be SPAM, and we remove them from the dataset.

We obtain a user-item rating matrix by treating each web
page that was crawled as a user and extracting the list of
items appearing on that page. We call this algorithm the
WebCrawl method. In contrast to the WebCount method
of the previous section, any standard collaborative-filtering
algorithm can be applied to the resulting user-item matrix.

4. EVALUATING RECOMMENDATIONS

User studies, where users provide feedback about recom-
mendations, are a particularly good way for evaluating rec-
ommender systems. Unfortunately, they are also difficult to
conduct. In particular, the amount of effort, time, and cost
required to evaluate the performance of an algorithm over a
large scale dataset makes a complete study unrealistic. Most
research therefore uses statistical evaluation methods that
automatically evaluate the performance over the dataset. In
this setting, the users are randomly split into a training and
test sets. The algorithm is trained over the users from the
training set and evaluated over the users in the test set.

4.0.1 Prediction Accuracy

The standard method for the evaluation of the accuracy of
a recommender system is to check its ability to predict what
users liked. Evaluation methods such as the Root Mean
Standard Error (RMSE), Prediction/Recall, F1[17, 5], or
Exponential Decay (ED) [2], attempt to measure the accu-
racy of the ratings that the algorithm predicts for a user-item
pair (RMSE) or a user-list pair (Prediciton/Recall, F1, ED)
from the test set.

In this paper we focus on using the Exponential Decay
(ED) score, suggested by Breese et al. [2] to evaluate recom-
mendations lists. In this setting, the recommender system
takes as input a subset of a test user ratings, and proposes
a list of recommendations, ordered in decreasing order of
relevance. Then, we look at the rest of the ratings of the
user. For each rated item, we look for its position in the
list of recommendations. In the case of multi-valued rat-



ings, the ED score for a user a and each item i in a list of
recommendations ordered by decreasing relevance is:

maz(vae,; — d,0)

Rai = 9(idz())—1)/(a—1)

(3)
where idx (i) is the position of item ¢ in the recommendation
list, vq,; is the actual rating of user a for item ¢, and d is the
neutral vote. Thus, prediction accuracy is more important
for items that are closer to the beginning of the list. The
intuition behind this method is that when a list of recom-
mendations is shown to the user, the user looks at the items
by their order, until he finds sufficient recommendations.
Therefore, the user is more likely to see a recommendation
when it is closest to the beginning of the list. The half-life
parameter («) captures the index of the item that has a 0.5
probability of being observed.
In the case of binary ratings the above reduces to:

o(a, 1)

Ra,i = 9(idz(i)—1)/(a—1)

(4)

where 0(a, 1) is 1 if user a has liked item ¢ and 0 otherwise.
The aggregated score for a user a is:

Ra= Y Ra,

i€like(a)

()

where like(a) is the holdout set of items that the test user
a has liked.
The overall score over the entire dataset is:

(6)

where R;'“* is the best possible score for user a.

The standard evaluation methods described above, includ-
ing the ED score, fail to capture accurately the concept of
the usefulness of a recommendation [12]. For example, rec-
ommending a very popular item to a user may be good in
terms of a standard accuracy score, but because the user is
likely to already be aware of such an item, it may be more
useful to recommend a less popular item [5]. Many commer-
cial recommender systems (such as ones using cosine similar-
ity [10]) have a built-in bias against recommending popular
items, and as a result these systems will be at a disadvantage
in terms of standard evaluation methods. Below we suggest
modifications to the standard evaluation methods that take
into account item popularity.

4.0.2 Prediction Difficulty

As we later show (Section 5), the standard ED scores do
not align well with the results that were obtained from a
user study we have conducted.

Specifically, we identify two problems with the standard
ED score. First, a static recommendation list based on pop-
ularity can get a very high score. Second, random recom-
mendations can also produce a relatively high score, while
one would expect random recommendations to be bad.

We suggest that these two anomalies result because some
predictions are more difficult than others. Predicting that a
user will like a popular item is relatively easy because pop-
ular items, by definition, are preferred by most users. Suc-
cessfully predicting whether a user will like an unpopular
item, however, relies on accurately computing the correla-
tions between items.
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Also, it appears that the entire lists for some users are
easier to predict than others. Specifically, some users like
almost any movie that they see. Since these users like al-
most every movie, random recommendations have a good
predictive power.

4.0.3 Modified Exponential Decay Score

In view of the above two problems, we modified the ED
score to take prediction difficulty into consideration. While
we discuss below only the modifications to the ED score,
the changes we propose can be applied to other evaluation
methods such as Precision/Recall and RMSE.

First, we want to augment the method to take the pop-

ularity of the item into account. As such, we modify the
above score by emphasizing items that are less popular and
therefore more difficult to predict. Breese et al. suggest to
emphasize less popular items when computing user similar-
ity by:
F(0) = tog(=-) (7)
where n is the number of users and n; is the number of users
who liked item 7. We take a similar approach by converting
Equation 4 into:

i

Ra,i = f(i)Ra,i (8)

This modification gives a higher score to successful predic-
tions of items with low n; — less popular items. Then we
modify the score for a user (Equation 5) into:

Ro= Y Ra

i€like(a)

9)

R also needs to be redefined to R™** given the different
optimal order of items introduced by the f(i) scores.

As explained above, the second problem we noticed was
that some users were extremely easy to predict. We there-
fore propose to emphasize users who like a small number of
movies:

N
9(@) = log(x) (10)
where N is the number of items, and N, is the number of
items that user a liked.

Finally, the score for the entire test set is computed as

follows:

5, 9(@)Fa
. ga) e

5. EXPERIMENTAL RESULTS

A natural way to evaluate our WebCount and WebCrawl
methods for using the web to build recommendation sys-
tem datasets is to compare the recommendations that they
generate to recommendations generated from a traditional
private dataset of collected ratings. We hence used the Net-
Flix dataset® that contains movie ratings (one to five stars)
from 480,000 users on 17,000 movies. We used the 400
most popular movies, for which each have at least 49,000
ratings. We converted the ratings to binary form by treat-
ing high ratings (4 or 5 stars) as positive votes and all oth-
ers as negative votes. We make this conversion because our
WebCount and WebCrawl methods currently capture only
3

MED = (11)

www.netflixprize.com



positive votes. We later discuss how the WebCrawl method
can be augmented to provide finer ratings.

We used the two methods — counting web pages returned
by movie queries over the Live Search engine (the WebCount
method), and crawling 44,000 MySpace profile pages (the
WebCrawl method) — to gather preferences datasets. We
computed recommendation lists for all three datasets (the
two datasets gathered from the web and the private ratings
dataset from NetFlix) using the cosine score. Thus, we focus
our attention to differences in the quality of the datasets, not
the features of the recommendation algorithm.

5.1 User Study

The ultimate goal of many (if not all) recommendation
systems is to bring value to a user. A particularly good
way to evaluate how well a system is achieving this goal is
to ask users whether the recommendations are useful [5].
As a result, we conducted the following user study. Each
user was asked to rate three lists of recommendations for a
single input movie, based on their relevance to the movie.
The ratings were either “Good” (most movies in the list are
relevant), “Ok” (some movies are relevant), or “Bad” (most
movies are not relevant). Each list had 5 movies in it, sorted
by decreasing scores, and the lists was presented in a random
order.

To help users recognize the movies, we displayed movies
details below the candidate lists. These details included the
plot, the cast, and the director. If the user did not know the
input movie, he could skip rating the recommendation lists
and move to the next input movie. All users were required
to rate at least 10 sets of recommendation lists, but some
users rated more. We had 98 users participating in the user
study, voting on 2054 sets of recommendation lists.

We showed users recommendations using cosine scores
computed from the NetFlix dataset, the WebCount method,
and the WebCrawl method. Also, a small number of users
were given random recommendations in order to provide a
baseline for comparison. Table 1 contains the results of the
user study, showing the relative number of votes for each
recommendation method. Results were verified to be sig-
nificant using a Chi-square test on the contingency tables
(specifically, the pairwise p-value for the WebCrawl and the
NetFlix recommendations was 0.0021, and all other results
were far more significant).

Rating | Random | WebCount | WebCrawl | NetFlix
Good 0.11 0.27 0.42 0.37
Ok 0.19 0.44 0.42 0.46
Bad 0.70 0.29 0.16 0.17

Table 1: Distributions of ratings of recommendation
lists from the various methods during the user study.

As expected, the random recommendations provide the
worst results. Still, 0.3 of the lists were deemed to be at least
reasonable. We attribute this to two factors. First, our lists
contained only 400 movies, which were selected based on
their popularity. As such, the random lists would often con-
tain a popular movie from the same genre as the input movie
which users thought to be a reasonable recommendation. If
we would have used the entire movie set as input, we would
expect this effect to be reduced. Also, we speculate that
people sometime like to see unexpected recommendations,
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and credit the recommender system for proposing movies
that are not obviously related.

The remaining methods provided comparable results.
Specifically, the WebCrawl method provided the best rec-
ommendations, with the NetFlix ratings close behind. This
suggests that in the movie domain, the user-item matrix that
we get from crawling MySpace has similar or better quality
to the one that we get from the NetFlix ratings.

The WebCount method that used queries from Live Search
performs somewhat worse. This is understandable, since
many movies have names that are very generic, such as “Big”
or “Seven”. These movies are very difficult to predict using
the web search. Also, search engines provide in their results
only rough estimates of the number of pages that contain a
key word, especially for keywords, such as popular movies,
that have a high frequency. That being said, the results
from the WebCount recommendations are surprisingly good,
given the very simple method we have used. Over 70% of the
recommendations list that were computed looked reasonable
to people.

5.2 Automatic Evaluation

In this section we study the new metric we have suggested
for evaluating recommendations. As explained above (Sec-
tion 4), the standard ED score is biased towards popular
items and towards users who like many items. We demon-
strate these two problems below, and show how our mod-
ifications handle these issues. We report results over two
domains — the NetFlix movie ratings, and the MSN music
dataset that contains ratings over performing artists.

5.2.1 Results over the NetFlix Dataset

We split the users from the NetFlix dataset into a training
set containing 90% of the 480, 000 users and a test set con-
taining the remaining 10% (about 47,000) of the users. We
trained the cosine scores for the NetFlix recommendations
only on the training set. Then, we evaluated all the methods
over the test set. Clearly, this method of evaluation is biased
towards the NetFlix recommendations. It is quite likely that
people’s tastes have changed since the NetFlix dataset was
published in 2004, and that therefore the results mined from
the web are more appropriate for an updated recommender
system.

To illustrate the difference between the data sets, the
most rated movie in the NetFlix dataset is “Miss Congenial-
ity”, which is only the 256th on the WebCrawl popularity.
The most popular movie among the MySpace users, “Fight
Club”, was only 86th on the NetFlix popularity list.

We use the “Given one” method of Breese et al.[2] to create
the prediction tasks for our evaluations. In particular, for
each user in the test set with liked items < i1,...,im >, we
consider each item ¢; from the list as an input, and evaluate
the systems by how well they predict the remaining items.

We have evaluated five prediction algorithms; we com-
puted random recommendations, and a fixed list of items
ordered by popularity (computed from the NetFlix dataset).
Next, we used the NetFlix ratings from the test set to com-
pute cosine item-to-item scores. We also used the two new
methods we propose — the WebCount method, that uses
query results count from Live Search, and the WebCrawl
method that crawled pages from MySpace to obtain a user-
item matrix. We computed cosine scores for these two meth-
ods as explained in Sections 3.1 and 3.2.



Metric Random | Popularity | WebCount | WebCrawl | NetFlix
ED 0.169 0.299 0.229 0.257 0.228
ED, g(a) 0.078 0.214 0.155 0.181 0.159
ED, f(7) 0.137 0.093 0.182 0.200 0.224
MED 0.048 0.079 0.131 0.148 0.165

Table 2: Evaluating the modifications to the ED score over the NetFlix train-test experiment.

The first row of Table 2 demonstrates the two problems
we have identified with the ED score; First, the static rec-
ommendation list based on popularity is getting the highest
score. Second, the random recommendations score is very
close to the other methods, while the user study suggests
that the difference should be much larger. We attribute the
high scores of the random recommendations to “easy” users
who like most items. Indeed, among the 400 most popu-
lar movies, about 1700 users in our test set rated over 200
movies with at least 4 stars.

To show how the changes we propose affect the ED score
we computed four different scores over the NetFlix train-test
set. We first compute the original ED score, then evaluate
separately each of the changes we proposed: g(a) and f(7),
and finally, we also report our Modified Exponential Decay
(MED) score that contains both changes. Table 2 shows
the results for evaluating the performance of the prediction
methods using the different evaluation methods.

As explained above, the original ED score does not cap-
ture well user preferences obtained from the user study. The
modifications that we made fix these shortcomings. Adding
the f(4) score reduces the evaluated effectiveness of popu-
lar recommendations, and adding the g(a) score reduces the
evaluated score of the random recommendations. The final
MED score we propose seems to better capture the results
from the user study. The NetFlix ratings superiority likely
results from the NetFlix bias as explained above.

5.2.2 Results over the MSN Music Dataset

We also experimented with a second dataset. The MSN
Music website* allows users to rate performing artists (singers
and bands), and we used these ratings as a second domain
for evaluating our approaches for recommendations and for
evaluation. The dataset consists of ratings on the scale of
1 to 5 for about 14,000 artists, given by slightly more than
120, 000 users. The dataset was gathered in 2004.

We selected from the MSN Music dataset the 200 most
popular artists. We converted the ratings to binary values
in the same manner as we did for the NetFlix dataset. We
split the dataset into a training set consisting of 90% of the
120, 000 users and a test set consisting the remaining 10%
(12,000) users.

We executed the WebCount and WebCrawl methods in
the same way as in the movies domain. We used again the
MySpace pages since MySpace users can also list the artists
they like. We also generated random recommendation lists
and a recommendation list sorted by decreasing popularity.
Finally, we used the ratings in the MSN Music dataset to
compute cosine scores.

Table 3 shows the results over the MSN Music dataset.
Again, we can see how the original ED score gives the high-
est score to the fixed popularity recommendations. In this
domain the random recommendations did not do that well.

4music.msn.com
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This is because there are not many “easy” users in this
dataset, since users have rated fewer items than in the Net-
Flix dataset. The MED metric assigns lower scores to ran-
dom and popularity while preserving the results for the rest
of the methods that use the cosine score.

6. RELATED WORK

There are several previous papers that utilized the web
obtaining ratings where no publicly available user-item rat-
ings datasets exist. For example, the Book-Crossing dataset
[22] contains book ratings collected from a social network
dedicated to discussions of books®. Users of this network
provide lists of books they like. We expect that this dataset
is less noisy than most publicly available datasets, such as
the MySpace dataset that we crawled. The primary differ-
ence is that users of Book-Crossing do not enter item names
via free text, removing the problem of correctly matching
identical items.

Similar to our work, Frankowski et al. [3] collect user rat-
ings from the web. Unlike our work, their goal is to show
that these ratings can be used to identify users. This work
provides evidence to the effectiveness of ratings collected
from the web. Narayanan and Shmatikov [14] extended this
work to the movies domain and the NetFlix dataset, report-
ing noise in the data gathered by crawling the web.

Li et al. [8] suggest an evaluation metric where the 3
least popular items in the basket are predicted based on
the more popular items. The motivation for this approach
is the higher value of recommending less popular items, and
therefore the higher importance for accurate predictions over
these items. Our method can be viewed as a generalization
of this idea.

7. FUTURE RESEARCH

In this section we discuss potential extensions to our re-
search. We explain how the WebCount and the WebCrawl
methods can be extended to more sophisticated recommen-
dation algorithms by learning richer models and by collect-
ing additional data. We will also discuss how other recom-
mendation systems can be constructed from web data.

7.1 Other Collaborative-Filtering Algorithms

In this paper we used a simple item-to-item collaborative-
filtering algorithm: the cosine score. We selected this al-
gorithm because its simplicity allows us to focus on the
datasets rather than the choice of the recommendation al-
gorithm.

The WebCount method is particularly well-suited for the
cosine score. It can, however, be used as the basis of more so-
phisticated collaborative-filtering algorithms. For instance,
we can use the WebCount method to construct decision
trees. Decision trees can predict the probability of a user

5 -
www.bookcrossing.com



Metric Random | Popularity | WebCount | WebCrawl | MSN Music
ED 0.085 0.246 0.211 0.238 0.217
ED, g(a) 0.057 0.208 0.188 0.218 0.190
ED, f(7) 0.082 0.036 0.214 0.214 0.278
MED 0.021 0.031 0.197 0.200 0.252

Table 3: Evaluating the modifications to the ED score over the MSN Music train-test experiment.

rating over a specific item given a set of items he likes [2].
Such a decision tree can have nodes labeled by items, and
edges labeled by ratings. A path in the tree specifies a set
of ratings over items. The leaves provide a probability dis-
tribution over possible ratings.

We can use the counts that were computed in order to
decide which items should be placed in the tree nodes. For
example, when constructing a tree for item 7 we can place in
the root the item i’ = max; cosine(i,j). Then, we can exe-
cute new query that contains the items ¢ and i‘, and a new
query that contains ¢ and excludes ¢‘, to build the two sub-
trees (when i’ is liked and when 7’ is disliked). Finally, when
a sufficiently small number of results is returned, we can run
query that includes ¢ and the rest of the search path, and
one query that excludes i and includes the rest of the search
path to compute a probability estimation. This algorithm is
an interesting case of constructing decision trees where we
can only access the data through aggregation queries, rather
than allowing us to directly observe the data.

The WebCrawl method has no obvious limitations on the
type of collaborative-filtering algorithm we use because it
gathers a standrad user-item rating matrix; this matrix is

the standard input data used to train most of the collaborative-

filtering algorithms from the literature.

7.2 Cold Start

As collaborative-filtering methods require previous user
ratings in order to provide useful recommendations, such
systems must gather sufficient ratings before recommenda-
tions for new items can be produced. This is usually known
as the cold start problem [20].

It is possible that our methods can reduce the cold start
problem, by providing recommendations for some items prior
to their release, or shortly afterwards.

For example, many people post information about movies
prior to their release. Many web pages, either formal or fan
blogs are already posting comments about a movie prior to
its release. For instance, a query for “Indiana Jones and the
Kingdom of the Crystal Skull”, that was issued prior to the
release of the movie, returned more than 3.8 million results.
In addition ratings are rapidly available on the web; Many
people express their opinions online shortly after experienc-
ing an item. As such, a day after a new movie release, the
web already contains the opinions of many people who have
seen it.

7.3 Collecting Better Data

Mining the MySpace web pages was a relatively easy task
due to the standard layout of the profile web page. In gen-
eral, however, mining item references from text is a difficult
task.

When mining web pages, it is possible to extract entities,
for example, to identify whether the web page uses “big” as
an adjective or as a movie name. We can also enrich the
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dataset by considering the sentiment that was expressed for
the item [4, 21]. For example, we can differentiate between
movies that the user “likes” and the movies that she “loves” or
“hates”. This would allow us to create datasets that contain
more than binary ratings. Extracting sentiment is a topic
of on-going research and is already used in some commercial
applications. For example, if we search for a specific digital
camera on Live Search, the results show an aggregation of
opinions from online reviews.

Another possibility is to try and capture the notion of
closeness. For example, if two movies are mentioned rela-
tively close in the web page then they are more likely to be
related. As a special case of this suggestion we might want
to identify lists in a web page. Since many movie recom-
mendations in web pages are arranged in a list, identifying
these lists will give us access to more robust data.

However, methods that attempt to mine the web page are
bound to be slower than methods that use the search engine
indexing directly. It is possible that these methods should
only be used when the search engine produces noisy results,
as measured by some significance measurement, or when the
item is of high importance and we want high confidence in
our recommendations.

The notion of a “user” should also be further explored.
In this paper, we assume that each web page is the equiva-
lent of a user. In practice, bloggers, or movie critics, use a
multitude of pages to express their opinions. If we properly
identify the sets of pages that correspond to a single user,
we can capture deeper correlations between items.

7.4 Other Recommendation Approaches

Even though this paper focuses on mining the web to get
collaborative-filtering data, we can also mine the web to get
data that is suitable for other recommendation types.

Mining the web to find the actors that appeared in a
movie, or the writer of a book is a relatively easy task, since
most search engines are designed exactly for that — pro-
viding a set of results to answer a specific query. As such,
gathering a dataset of item attributes might prove to be a
simple and efficient method for constructing a dataset for
content-based recommendations

Another type of recommendation engine relies on the opin-
ions of experts. Indeed, reviews for many types of items
are readily available on the web. We can use data-mining
techniques to extract from such reviews positive or negative
sentiment, and in some cases we can even understand that
the review specifies that item i; should be used instead of
the reviewed item iz [16]. For example, a review of a spe-
cific digital camera might say that the product is not good,
and that another digital camera that has similar attributes
should be preferred [7].

Another expert-based system might use existing recom-
mendation engines as experts. Many recommender engines
are publicly available (especially in the movies domain). We



could explicitly limit our search to pages that use such rec-
ommender engines, and then aggregate the results into a sin-
gle list of recommendations. This is similar to the approach
used by some meta search engines, which only aggregate
results from a set of search engines.

8. CONCLUSIONS

In this paper we developed two methods for generating
public datasets that utilize the web. We demonstrated in
a user study how recommendation systems built using our
techniques produce good results in practice compared to pri-
vate datasets.

We modified a standard evaluation metric—the exponen-
tial decay score—to better evaluate the performance of a
recommendation algorithm, and we experimented with the
new evaluation metric over two domains. The results from
the new method align well with the user preferences that
were obtained from our user study.

We identified the advantages and disadvantages of the
data that we collected and we suggested some ways in which
our methods can be extended. Our results are important as
they allow researchers to create recommendation systems
without the use of private datasets. This opens up research
opportunities in domains where such datasets are difficult
to obtain.
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