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ABSTRACT

The rapid advances in hardware, software, and networksrhade
the management of enterprise network systems an incréashmg-
lenging task. Due to the tight coupling between hardwariwsoe,
and data, every one of the hundreds or thousands of PCs that ar
connected in an enterprise environment has to be admiedster
dividually, leading to high Total Cost of Ownership (TCO)e\Af-
gue that centralized management with distributed, diskitients,
yet centralized repositories of all software and data cdoge the
management complexity with reduced software maintenanes t
improved system availability, and enhanced security. Vg&ainti-
ate such paradigm with a diskless, thick client based sysban
supports heterogeneous OSes including Windows—the daonina
commodity OS in the current market. The prototype requi@s n
or minimum OS modification, nor application modification. rOu
initial deployment and experiment results demonstratedhaap-
proach is a feasible and efficient solution for managing renite
network systems.
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1. INTRODUCTION

The advent of desktop computers has greatly enhanced end-us
productivity and flexibility by enabling a richer set of ajmaitions
to execute locally. They have been ubiquitously deployedrin
terprise network systems such as universities, corpostiand
government organizations, where hundreds or thousandesif d
top computers are networked with a few application servers.

This distributed thick-client model, although very suafakin
computing, has created a set of challenges for enterpristery
management such as software maintenance and security. oDue t
the tight coupling of hardware, software, and data, eacivichaal
machine must be installed with OSes and applications, aaotigt
patched or upgraded. The diversity of OSes and applicafions
ther increases the complexity of software support and reaarice.
Meanwhile, the distributed storage of software and data nwy
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only be lost or corrupted by malicious attacks, but alsoerdie
risks of information leakage and data theft.

Various tools (e.g, Marimba [16]) have been created to dase t
management tasks by automatically pushing patches andafew s
ware images across the enterprise. However, the existéhoead
copies of software and data inevitably creates local valniéty
for various errors and malicious attacks, making it diffidol en-
sure centralized control of distributed clients even wlithse tools.
Once aclient s faulty, offline, or infected by maliciousaatts, ad-
ministrators lose control of everything stored on the Idwagt, in
which case, manual intervention and local diagnostics tageme
in.

We believe a centralized management paradigm digttributed,
diskless clients, yet centralized repositories of allsafe and data
can significantly reduce the management complexity of priser
systems. Without local disks, clients keep no persistextest Ad-
ministrators can ensure centralized control of all sofensmd data
at a small number of servers, hence effectively addressinigus
challenges associated with distributed, inconsisteniegystates.

We present a Transparent Computing modedisCom that in-
stantiates the centralized management concept with gskikick
clients for enterprise systems. TransCom decouples safwata,
and states from the underlying hardware. TransCom cliests p
form all the computing tasks without local storage deviddsthe
required OSes, applications, and data will be located atalered
servers, and streamed to the clients on demand. Our appi®ach
thus different from the traditional thin-client model ofntealized
management (e.g., [4, 2]), in that it leverages the cheapand
erful computing resources of individual clients, and heisamore
scalable for supporting computation intensive applicetio

We have developed and deployed a TransCom prototype system.
Our key technique is the use wiftual disksthat simulate physical
block-based storage devices using disk image files locaiati®
servers and accessed via network communication. Our sysiem
the following desirable features:

e Heterogeneous OS supporfransCom supports heteroge-
neous OSes with no or minimum OS modification. TransCom
clients can flexibly choose to boot the desired operating sys
tems via the same remote OS boot process.

User transparencyThe use of virtual disks is transparent to
users and applications, and requires no application maslific
tion. From the perspective of applications and users, tisere
no difference between accessing data from virtual disks and
accessing data from local hard disks.

Flexible software and data sharin@ur design enables both
data and application software sharing. The system and-appli
cation file sharing is transparent to users.



2. CENTRALIZED MANAGEMENT WITH
DISKLESS CLIENTS

We focus on the enterprise computing environments where all
computers are connected with a low latency network, for @tam
a switch-based Ethernet. These computers have restrisageu
in a limited local area such as a building. They are admitistt
within a single domain by dedicated IT professionals. To enak
our discussion more concrete, we consider the followingrgpta
enterprise systems:

Educational ClassroomgConsider a high school e-learning class-
room, where tens of computers are connected through a loeal a
network. Given various course requirements, students teese
different OSes such as Linux, Windows, and Macintosh, ard di
verse applications such as office software (e.g., MS offic@pen
office), image/audio/video editors (e.g., Adobe Photoskaipbe
Premiere, 3D MAX), and program developing tools (e.g., GEC o
Microsoft C#). After each class, the computers should beciean
and consistent state. Software failures or errors, if aegdnto
be corrected in time for the systems to be used for followipg u
classes.

Government and Military Organizationstn military environ-
ments, availability and security have much higher priestthan
other management goals. There should be functioning detee
can access the desired software and data at any time, buinosly
limited area such as a specific building. No internal sofexardata
should be available to any devices outside the enterpriseone

Commercial EnterprisesA commercial corporation network typ-
ically spans across several departments such as call sesédes,
marketing, accounting/fiance, etc. All the employees maydis
ferent types of business applications to finish their jobbexibility
and customizable environments are important to suppoihess
provisioning in addition to availability and security. Taeterprise
network system should have both the flexibility to quicklyable
the deployment of new applications, and the flexibility ofuimg
employees to different departments as necessary.

2.1 Challenges of Distributed Management

The distributed thick-client model has been very populath:
above example systems by leveraging the computing resoofce
distributed clients to achieve flexibility and enhanceddoidivity.
Nevertheless, since software and data are distributedsiwrdivid-
ual clients, it has also created the following managemegiterges
in such environments:

e Software consistency:Each machine has a local disk drive
to store the required software and data. The tasks of saftwar
installation, patching, and upgrading have to be performed
on every client to keep a correct, consistent, and up-te-dat

which is in particular a big threat to the military networks.
sensitive military data are fetched and cached at locabdisk
they will be potentially available to the public or to the at-
tackers who have access to the machine.

e Heterogeneous OS and application supportMultiple types

or versions of OSes and applications may need to co-exist,
for example, to support educational requirements, or te sup
port both legacy applications and new computing require-
ments. The diversity of software increases the management
complexity. Administrators need accurate knowledge of the
correct versions of software to update for each machine. And
more sophisticated tools are required to automatically pus
various software in a heterogeneous environment.

e Data backup and recovery: Distributed data backup, al-
though critical, is time consuming and not reliable due # th
same difficulties of maintaining software consistency.

o Flexibility and availability: As usage scenario changes, for
example, supporting new business applications or relogati
employees as described in commercial enterprises, adminis
trators need to re-provision and migrate client hosts wéth n
software and data. System installation, software upgrades
and ongoing security threats impact the availability oéiwati
hosts and their data, which hampers end-user productivity.

2.2 The Power of Centralized Management

We believe a centralized management paradigm digttributed,
diskless clients, yet centralized repositories of allsafe and data
can address the above challenges and significantly redeceah-
agement complexity of enterprise systems. In this paragdigjents
have no local disks and keep no persistent states. All thevacd
and data will be stored in various formats, such as regules,fil
disk images, or database entries, at one or more centrakzedrs.
Instead of using scripts or tools to distribute managemesks to
individual hosts, administrators perform managementstasionly
centralized servers. For clarification, the computing $asikn be
performed by either the centralized servers or distribufezhts,
and is less relevant to our discussion in this section.

First, with full control of all software, administratorsrcanforce
OS and application patching and upgrading, by updating ¢me ¢
tents in the centralized repositories at the earliest albil time.
Only a small number of centralized servers have to be managed
and maintained, as opposed to tens or hundreds of clientingsch
The savings of installation and configuration time to ensok-
ware consistency can be significant.

As a comparison, let us assume we would like to install a new

system state across the enterprise. Tools such as Maritepa [1 OS across an enterprise network with 100 computers. Thedlpi

can help reduce the manual effort of administrators by auto-
matically pushing new software images to distributed ¢tien

But they do not address the consistency problem fundamen-

tally, as clients may fail to respond to these tools due td-har
ware, software, and user errors, or malicious attacks.

e Security: The distribute storage of software and data raises
two security risks. The first security risk is associatechwit

time for installing a new OS at a host is about 30 minutes. With
centralized management, administrators can finish the n®wn©
stallation by updating the disk image contents in maximurh 52
hours based on the TransCom prototype system that we hagk dev
oped (see Section 3). In contrast, to automate the procéisslisi
tributed management, administrators first need to mandaiboy
an OS installation agent (e.g., Ghost [11]) at each host,tlaenl
broadcast the new OS image to the distributed agents foala0®i

malicious attacks such as viruses and worms that target atinstallation. Now, suppose the time to manually install gerd

disrupting the normal functions of individual machines.c@n

takes 5 minutes per host, and 5% of the hosts will need a manual

the corresponding client is damaged or compromised, the OS installation due to errors. The total time spent acroSshti3ts

software and data may be lost or corrupted, requiring expen-

sive distributed data backup and restoration service. Aemor
serious security risk is information leakage and data theft

would be5 min/hostx 100 host+ 90 min (configuration, OS im-
age making and broadcastingB0 min/hostx 5 host= 740 min,
which is more than 5 times longer than the centralized itagtah.



Second, since software patching and upgrading can be paxtbr
in a more timely fashion, the time window of clients beingnera-
ble to malicious attacks will be shortened. Thus virusesveains
could have little chance of infecting end user computerdorin
mation leakage will no longer happen and there is no needtb sc
client hard drives at the end of their usage life. Althoughdistem
security now largely depends on one or more server compllters
management efforts are also more concentrated. Thus therser
can be better maintained. For example, they can be placedria m
secure locations to reduce end users’ opportunity of inicod) at-
tacks into the system.

Third, centralized storage of software potentially opepgreat
opportunities for sharing OSes and applications to redueedm-
plexity of managing heterogeneous software. Administgatan
install and support only one copy of each software at therabnt
ized repository, available to all users that have permissiouse
them. There is thus no need to keep track of the detailed eonfig
ration knowledge of each host, since users can launch tasiredl
OSes and applications on demand.

Fourth, without the need of transferring data back and foeth
tween clients and servers, centralized data backup andescis
faster and more reliable by simply preserving and recouetti@
snapshots of server repository images.

Finally, software migration due to re-provisioning or eoyge
relocation can be realized more easily by replicating dislge
files or database entries at centralized repositories. Prmtess
can take place in transparent to the users without the neslaubf
ting down the client hosts. Client hosts can then reboot &&d u
the migrated services after the management tasks are deahple
achieving better system availability with reduced machioa/n-
time.

In summary, by ensuring centralized control of software and
data, centralized management with diskless clients is miging
solution to address the management challenges associiiedisy
tributed, inconsistent system states.

However, with centralized management, many issues of manag
ing software at server repositories still need to be addrkder ex-
ample, developing scripts or tools to update OSes and apiolics
across various disk image files or database entries. Theatizat
storage also creates a number of new challenges, for exasaffte
ware sharing and customization, access control, and incpkat
performance isolation and guarantee. For some of thesesisa@
discuss our solutions to address them in the TransCom ppatot
system that we will describe in Section 3. For others, wedeav
them as open questions for future work.

2.3 Thin-client vs. Diskless Thick Client

A popular approach to perform centralized system managemen

is the thin-client computing model, which has been depldyeith
academically and commercially (e.g., [4, 2]). In this modith
the computation and storage functions are performed byalersd
servers. A thin client simply uses a remote display protécac-
cess its computing environment through a terminal. The¢hent
model, while simplifying the management tasks, is not sdalay
centralizing computing as well. Such performance disathgm
suggests that it cannot efficiently support CPU-intensiwitime-
dia applications as the system scales. The thin-client hiedsore
appropriate for enterprises where end users routinely uga-a
ited number of CPU/memory non-intensive applications, amall
number of users who would like to share powerful server cdmpu
ing resources.

We favor a diskless, thick client model for centralized ngma
ment in enterprise environments. In this model, clientsycaut all

computing tasks, but have no local disks. All the requireftivsore
and data will be located at centralized servers, and stretaonige
clients on demand through network communication. By leyeig
the cheap and powerful computing resources of individuahts,
such model can retain both the merits of centralized maneagem
and the system scalability.

Two technology trends suggest that the diskless, thickifedel
is potentially a high performance yet cost-effective dolut First,
both the computing power and network bandwidth are becoming
increasingly cheaper, with the prices between a regulaktoles
computer and a thin client getting closer. Second, disk wadtti
has been increasing with the RAID technology [7, 17]. Althlou
the high performance storage technologies may be expetosiiee
ploy on individual clients today, it is realistic to deployetm on
servers by amortizing the costs over clients. These twalséo-
gether, may lead to a powerful server with faster I/O acchas t
makes network-based software and data access faster ttessac
ing low performance client local disks.

3. THE TRANSCOM SYSTEM

In this section, we present TransCom—a Transparent Congputi
system that instantiates the centralized management gondta
diskless, thick clients for enterprise systems. In TramsCa sin-
gle server supports up to tens of client hosts connected étveonk
system. Figure 1 shows the high level architecture of a TCans
system. Each client machine is a bare-hardware like comgafp-
pliance without any local storage devices. The server cagitber
a regular desktop computer or a higher-end dedicated matir
stores all the software and data required for completingpging
tasks at clients. In our current design, TransCom serves tse
MAC address to identify a unique client. The delivery netwisr
thus a local area network protected from other networks byNA
(Network Address Translator) or firewalls for security.

To use a TransCom client, a user just need to power it on for the
client to boot remotely and load the selected OS and apjitat
from a server. After this remote OS boot process, the user can
access the client in the same way as a regular computer veigh lo
storage devices.

n

Software and data repositot

Servers Servers

TransCor Clients

TransCor Clients

Figure 1: Overall architecture of a TransCom system

An important design goal to enable this software and da¢astr
ing is to support conventional, off-the-shelf software.r ®ey con-
cept for achieving this goal is the use wftual disksin replace
of the traditional local disks. Without local disks, eaclkent ac-
cesses data from one or marigtual disks(Vdisks) that simulate
physical block-based storage devices. A Vdisk, in essdaame
or more disk image files located on the server and accessédtby t



client remotely via a UDP-based virtual disk access prdtoBe-

cause disk operations locate beneath file systems and atpqtis,
such disk block level virtualization can thus support bo®e® and
applications with no or minimum modifications.

3.1 System Overview

Figure 2 shows the various components for supporting thefuse
virtual disks in TransCom, using an example of a single seand
a single client system. Access to Vdisks can be generallgeted
across different operating systems with a Vdisk driver,clitis a
specialized device driver running on the TransCom client.

TransCom clients issue separate requests for OS boot akd dis
access. When a client is powered up, it makes a boot requiist to
TransCom server, and uses a remote boot protocol to firstidedn
and enable Vdisk access functions. The client can then \édis&
access requests to launch the desired OS from its own viisie.
During this OS loading process, the Vdisk driver will be leddn
replace of a normal hard disk driver. Further disk accessastg
will go through the Vdisk driver, and the OS will take contia
the system to finish the boot process in a regular way, as fif avit
local hard disk.

OS (running in memory)

File
redirector
File system

Vdisk driver

Client
management
database

Vdisk
management
database

Client
request
handler

Vdisk images

________

Server

Client

Figure 2: TransCom system modules

Each virtual disk is mapped to a virtual disk image in the serv
repositories. The virtual image holds the actual disk austand
is the basic management unit. A Vdisk image is created by admi
istrators as an empty image or as a replication of an existard
disk with software and data. Each image has a number of atiésb
for management, including image name, type, access mode, an
access control list.

A Vdisk seen by users can be mapped to different images. This

feature provides flexibility for sharing OS and applicatsmitware
among different users for easy management. Specificallyiptaul
user-perceived Vdisks on different clients can be mappettheo

same Vdisk image on the TransCom server. Each client uses a

software agent callefile redirectorto redirect the access of files on
user-perceived disks to the access of files on server-pertdisks.
Eventually, every file access request will be converted amte or
more low level disk access requests, which will be handlethby
corresponding Vdisk driver by communicating with the serve

The TransCom server is running as an application daemon. It

maintains a client management database and a Vdisk manageme
database. Given a disk request, the server first looks up diekV
management database to find the corresponding Vdisk imdges.
then performs the requested operation before sendingeseipdick

to the client. For fairness, the TransCom server maintares|aest
queue per client, and serves queues in a round robin fashion.

3.2 Sharing, Isolation, and Recovery

In order to facilitate managing centralized disk image fdesl
to support heterogeneous OSes and applications with redaare-
plexity, TransCom classifies client Vdisks into four difet cate-
gories to enable sharing and isolation. First, TransConarsdgs
software from data based on the observation that many uskrs w
use the same OS and application software and thus can skarg th
while data are often user-specific and cannot be shared.

Usel-perceive(
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images

©,
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®
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Figure 3: Categories of Vdisks and their virtual images

Second, TransCom maintains a “golden image” of a clean sys-
tem that contains the desired OS and a common set of applica-
tions. This “golden image” is thus immutable and can be share
by all clients. However, some applications must write to dek
directories where they are installed to function propezly,, create
temporary files. To support these applications, TransCaoptaca
copy-on-write (COW) approach by having a COW Vdisk for each
client. Figure 3illustrates this idea by mapping differeategories
of client Vdisks onto different virtual images at the server

e System Vdisk (Shtis used to store the “golden image” of OS
and applications. The corresponding system virtual images
are created by the administrator, and shared by all cliénts.
can be modified by only administrators.

Shadow Vdisk (H) It is a user-specific COW disk of the sys-
tem Vdisk to enable write access to the system Vdisk con-
tents. The copy-on-write semantics, however, are supgorte
at the granularity of files through a file redirector, whiclais

file system level software agent. When a user needs to mod-
ify a file on the system Vdisk, a COW copy of the file will be
created on the shadow disk for any subsequent access. The
use of shadow Vdisks is transparent to the end users.

Profile Vdisk (P)Each client also has a profile Vdisk to store
user-specific persistent data such as customized usemgsetti
for OS and applications. Similar to shadow Vdisks, the exis-
tence of profile Vdisks is also transparent to the users.

User Vdisk (U):Each client has one or more user Vdisks that
are used to store private user data. Each user Vdisk will be
mapped to a user-specific image.

Our classification of Vdisks can greatly simplify enterprisoft-
ware management tasks, especially for system recovenryclig¢iat
is corrupted by accidental errors, software bugs, or malgiat-
tacks such as viruses, worms, and spyware, system adratoistr



need to simply clear up the corresponding shadow Vdisk dilero  GB Dual DDR 400 RAM, two 80 GB Seagate Barracuda 7200rpm

Vdisk, and then reboot the client to resume its normal opmrat soft RAIDO hard disks, and 1 Gbps onboard network card.
We first vary the number of clients supported by a TransCom
4. IMPLEMENTATION AND EVALUATION server, and compare the performance with a regular PC (tith t

) same hardware configuration, and has an additional loceldisk
We have implemented a prototype of TransCom that SUpports ¢ oG Seagate Barracuda 7200rpm). Table 1 lists the cient
both Windows 2000 Professional and RngIag 4.1 Desktopuflin - ogg latency measured by concurrently running on all client
kernel 2.4.26-1) [19]. Our implementation uses the InteEPas operation in the following four categories: OS booting,reking
the remote boot protocol for sending boot requests. Becd&se e gpplications, launching image applications, anddigying.
vice drivers are platform dependent, we implemented twiedint The OS boot latency refers to the time elapsed from powering o

Vdisk drivers, customized for Windows and Linux, respesiii the client to the login window displayed on screen. The aaion
The implementations are in C++. Since Windows 2000 is & Mod- |5 nch time refers to the time elapsed from starting theiebn
ified microkernel, we modified the corresponding Windows Reg )it is ready for use.

istry files for the OS to load the Vdisk driver. Thus there isveed For all four categories of performance, we observe thatSam
to change or recompile the kernel. However, Linux is a mahigli outperforms the regular PC in the single client scenarioe Bh

kernel. Thus we compiled the Vdisk driver into the kernel byt ¢y increases with the numbers of clients within our reamggis

ifying the related kernel source code before recompilation on the order of tens of seconds. The worst case latency iiéor t
; 20 clients to concurrently copy a 50 MB file, which is a Vdisk in

4.1 D_Eployment Experlence . tensive operation. Thus the network communication ovethess

~ Our Windows based system has been deployed across 30 clientg,igher and the server was more likely to become a bottler®okh

in a university e-learning classroom for daily usage for Bhths. worst case scenario rarely occurs in our real deploymergravive

In our deployment, TransCom clients are Intel Celeron 1GHz m i there is strong locality of disk access patterns by shithe
chines, each with 128 MB DDR 133 RAM and 100 Mps onboard iy5ces collected from the server.

network card. The server is an Intel Pentium IV 2.8GHz PC with

1G RAM, an 1Gbps network card, and an 80 GB 7200rpm soft PC TransCom client
RAIDO hard disk. The clients and the server are connectechby a Tclient [ 10 clients | 20 clients
Ethernet switch with 48 100Mbps interfaces (used for ctigand OS boot 53.13]| 48.73 70.62 92.79
two 1 Gbps interfaces (used for the server). The server OSris W MS Word 2003 2.23 1.26 2.28 6.35
dows 2003 Server (SP1) edition. TransCom clients use Wisdow MS PPT 2003 5.21 3.04 6.58 9.98
2000 professional (SP2). Photoshop V7.0 13.29] 11.08 16.48 27.51
During our initial deployment, TransCom has been runnimg st Flash V 6.0 1862] 7.16 3141 74.30
bly most of time and has achieved the following benefits: 3D MAX V4.0 2971 2568 | 34.24 ©4.18
Copy afile 20 MB)[[ 11.59] 8.95 19.75 37.51
e Reduced system maintenance tinReeviously, administra- Copy afile (SOMB) || 28.24 || 24.33 | 49.48 | 109.52

tors on average spent 4 to 8 hours a week to regularly clear
every machine even with the help of automatic tools to fix
problems caused by user faults or malicious attacks. Us-
ing TransCom, the system cleaning and upgrading time is
reduced to 30 minutes per week, due to both the reduced We also compared the TransCom performance with the perfor-
number of malicious attacks and the centralized operations mance achieved by thin-client systems including Citrix, [¥i-
crosoft RDP [10], and VNC [20] using both Web browsing and
¢ Improved availability:Before using TransCom, the 4-8 hour  video playback applications. In our experiments, TransGam
system maintenance took place every Thursday. No class reduce the client access latency by 2-3 times and improveidee
can be arranged to use the classroom during this maintenanceplayback quality by 2-20 times compared with the thin-dligys-
window. After deploying TransCom, the classroom has been tems. In particular, we find that when the number of clients is
in operation without weekly service interruption. small < 4 in our setup), thin-client systems can achieve lower
. . client latencies than TransCom since the servers perfdrooail-
e Improved seCL_JrltyAfter deployln_g TransCom, there has be_en puting tasks. However, as the system scales (number of ho}s
no reported viruses or worms in the system. One physical Ty3nscom achieves almost constant access latency as dpjose
theft happened in the classroom of our deployment, where in e thin_client systems where the client latencies grovedity.

addition to the 30 TransCom clients, there are also 30 other Thege results suggest that TransCom is a promising casttiet
regular desktop computers. All the memory slots and hard ¢qution for scalable real world use.

disk drives of the 30 regular clients were stolen in this in-

cident, resulting significant data loss. As a contrast,tedl t

TransCom clients remained intact, except for one that suf- 5. RELATED WORK

fered loss of memory slot after the thief opened this single  The power of centralized management has been recognized for
computer box and discovered no disk. No data were lost, |ong to reduce the cost and complexity by using diskless ior th
and the TransCom system resumed operating the very nextclients. Despite the overwhelming potential advantagetisfar-

Table 1: TransCom client access latency (seconds)

day. chitecture, so far none of the existing systems has becomeva-p
. lent paradigm in practice. Network computers, such as the Ja
4.2 Testbed EXpe”mentS Station by Sun [12], are proposed as a low-cost desktop tetmi

In our testbed experiments, we used the same hardware configu Such solution supports WWW & Java applications only, andsdoe
rations as our real deployment but with a more powerful gesfe not work with general commodity OSes or other applicatiarchs
AMD Athlon64 3000+ machine. The server is configured with 2 as Microsoft Office. Thin-client systems (e.g., [10, 4, 23, 3]),
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