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Abstract

We argue that quality attributes of a component are moshaft# a constant property. Muchmore, the quality of a compo-
nent heavily depends on the specific usage context. Thereferpresent a specification method for contractually $geki
components which does not specify quality attributes asteotts but as functions to be evaluated at deployment. Time co
tribution of this paper is threefold: (a) We clarify the tefgontractual use of components”, a term which is often natesd
or used inconsistently in current literature. We therefoanslate the “design-by-contract’-principle to compants. (b) We
generalise component contracts to parameterised corgraaking the mentioned context-dependencies of compmimémt
account. (c) We finally demonstrate how parameterised aotgrare used to compute the reliability of software comptse
Results from an empirical evaluation confirm the strong eriatiependency of a component’s reliability but also shoat t
parameterised contracts for reliability prediction aresmeto specify by automated control-flow analysis.

1. Introduction

Quality attributes of components are gaining increasitrgetion in the CBSE community. Here we use the term “quality
attribute” for extra-functional properties which are exia@ly visible to the user, such as reliability of performsarfopposed
to extra-functional properties intrinsic to the softwagemaaintainability or reusability). At least two reasons tioe recent
attraction of quality attributes in component-based safenengineering (CBSE) can be identified: (a) Componenswesh
to use knowledge on the quality of a component to make a psectiacision. Among components with similar functional
properties, the knowledge on quality attributes often ddad a most significant information, if specified. (b) In theawrt
past, two of the most promising areas of software engingeniamely software architecture and software componenigdo
closer together. One of the major motivations of softwahiéectures, the aim to reason explicitly on extra-funaio
properties during software-design may benefit a lot fronuéireg oncomponent basesbftware architectures. Consequently,
the problem of predicting quality attributes of the ovegatthitecture by known component-qualities gains moraetitn
[2,13].

If a component specifies a certain quality of service in itsvjates-interfaces, the component also must request afispeci
quality of service from its context (as the components ¢eidf services of this environment). The concept “the comgnt
offers some quality of service, if the component’s expecetiare met by its context” naturally leads to contract-gple
of B. Meyer [9] with pre- and postconditions. Hence, to sfyequality of service for components, we first review the term
“contractual use” of software components in section 3 aaddiate Meyer’s design-by-contract principle to compadsien

*This position paper extends the paper “Using Paramete@isedracts to Predict Properties of Component Based Saftechitectures”, a position
paper presented at the CBSE Workshop at the IEEE ECBS conteie Lund, Sweden, April 2002 and summarises recent sesult



Beyond classical contracts, we present in section 4 a gégeatian of contracts, calleparameterised contracfd 1], dealing
with the prediction of functional component properties adlvas component quality attributes by taking the component
context into account.

The importance of a component’s context for the componenvperties becomes clear, when looking at quality atteibut
like timing behaviour or reliability. Here, the timing behaur (reliability) of the component clearly depends on timeing
behaviour (reliability, resp.) the of environmental sees used by the component. In addition, the reliability aepends
on the usage profile of the component. The usage profile issal§o clearly not fixed but a part of the component’s vagabl
context.

2. Example

Figure 1 shows as an example a composite componiti(l eMai | Vi ewer ) which offers the service of displaying
mails of various formats to a mobile personal organiseertlly, theMobi | eMai | Vi ewer consists out of &ont r ol er
(handling the selection of mails, connection to an addres& tformatting of strings, etc.) and\ai | Ser ver (delivering
the mails) and &1 ewer Sof t war eSer ver , which provides th&ont r ol er with the viewers appropriate to the format
of the actual email and its possible attachment. (Since mgimdimited on mobile devices, the device itself cannotsto
viewers for all formats. Also the programmer of the controknnot foresee all future mail or attachment formats ireade.)
Both servers are remote for tnt r ol er component. Nevertheless, the personal manager prograneendbile device
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Figure 1. Configuration of a mobile viewer

considers thébbi | eMai | Vi ewer as a single component, located locally.

In our figure, rectangles denote components, triangle deméerfaces. Components have two kinds of interfaces:
provides- and requires-interfaces. The first describeices\woffered by a component, the latter services requirethbey
component (i.e., services from other components). Compsm®nnected to a component’s interfaces formetigronment
of the component. In our example, tBent r ol er component requires théai | Ser ver and theVi ewer Sof t war e-
Server and offers services to thigbbi | eDevi ceManager . Although the need of requires-interfaces is obvious for
interoperability and substitutability check (and wellgam in literature [15, 8]), current component models likenSIEJB
or Microsoft’s .NET only contain provides interfaces. (Om&table exception is CORBA 3.0. Within Microsoft's COM-
model, one were able to model requires-interfaces via tloemf@ctionPoint” pattern).

3. Contractual Use of Components in Software Architectures

Much of the confusion about the term "contractual use” of mponent comes from the double meaning of the term "use”
of a component. The "use” of a component often refers to orkefollowing:
1. the usage of a component during run-time. This is, calienyices of the component, like callidg spl ayMessage
of theCont r ol er component.
2. the usage of a component during composition time. Thigagjing a componentin a new reuse-context, like it happens
when architecting systems, or reconfiguring existing systée.g., updating the component).
Depending on the above case, contracts play a different role
Before actually defining contracts for components, we byriedl/iew the design-by-contract principle from an abstract
point of view. According to [10, p. 342] a contract betweeea tfient and the supplier consists of two obligations:



e The client has to satisfy the precondition of the supplier.
e The supplier has to fulfil its postcondition, if the precaiah was met be the client.

Each of the above obligations can be seen as the benefit fothbeparty. (The client can count on the postconditionef th
precondition was fulfilled, while the supplier can count ba precondition). Putting it in one sentence:

If the client fulfils the precondition of the supplier, thepglier will fulfil its postcondition.

It is clear, that a used component plays the role of a supdiat to formulate contracts for components, we also have to
identify the pre- and postconditions and the user of a coraponThis depends on the above case of usage (run-time of
composition-time). Let's first consider the component’s asrun-time. The use of a component at run-time is callisg it
services. Hence, the user of a comporn@mre all components connected®s provides interface(s).

The precondition for that kind of use is the preconditionltd service, likewise the postcondition is the postconditio
of the service. Hence, this kind of use of a component is ngtHifferent than using a method. Therefore, the authors do
consider this case as the use afanponent servicédut not as the use of aomponent Likewise, the contract to fulfilled
here from client and supplier israethod contracas described by Meyer already 1992. There is nothing comyp@pecific
in this kind of contracts!

The other case of component usage (usage at compositiopitirttee actually important case, when talking about the
contractual use of components. This is the case, when actinigj systems out of components or deploying components
within existing systems for reconfigurations. Again, irstbaise a componea6tis acting as a supplier, and the environment
as a client. The componefitoffers services to the environment (i.e., the componemgected ta”’s provides interface(s)).
According to the above discussion of contracts, theseafeervices are the postcondition of the component (asgustc
ditions describe what the client can expect from a workingngonent). Also according to the Meyers above description of
contracts, the precondition describes what the compafi@xpects from its environment (i.e., all components coretetd
C'’s requires-interface(s)). Only if this precondition istn€ offers its services (as stated in its postcondition). Hetlue
precondition of a component is stated in its requires-fatass.

Analogously to the above single sentence formulation ofrdrect, we can state:

If the user of a component fulfils the components’ requiréerface (offers the right environment) the component
will offer its services as described in the provided inteefa

Note that checking the satisfaction of a requires interfackides checking whether the contracts of required sesvfthe
service contracts specified in the requires-interface&(®)sub-contracts of the service contracts stated in thada®in-
terfaces of the required components. The notion of a subadtris described in [10, p. 573] like contravariant typiiog f
methods: A contracat is a subcontract of contract if (a) the precondition of' is weaker than or equal to the precondition
of ¢ and (b) the postcondition @f is stronger than or equal to the postconditior.of

For checking the correct contractual use of @oant r ol er component of our example we check, whether the services
specified in the requires-interface@bnt r ol er are included in provides-interface bhi | Ser ver and the contracts of
requires services are subcontracts of provided servidesfse we have to check the binding between the other resuir
interface ofCont r ol er and the provides interface ®f ewer Sof t war eSer ver ). In general, we can state:

The interfaces involved by contract checking belong to sspacomponents and are connected by bindings
(figure 1). Checking contractual use of components aredptrability checks and therefore have a boolean
result.

Hence, when architecting systems (i.e., introducing nempmnents), we have to check the bindings between requires-
interfaces and the used environmental provides-intesfaten replacing a component with a newer one, we not onlg hav
to check their contract (i.e., the bindings between thejuies-interfaces and the used components, like mentiabede),

but also the contracts of the using environmental compan@et, the bindings from the provides-interfaces), beeaane

has to ensure, that by a replacement none of the existing docdracts has been broken. In our example, this means,
if we replace theCont r ol er component we (a) have to check the contractual us€oait r ol er (i.e., we check the
precondition of theCont r ol er for the interoperability withVai | Ser ver andVi ewer Sof t war eSer ver ), and (b)

we have to check whether the preconditionMobi | eDevi ceMyr is still fulfilled (i.e., checking the contractual use of
Mobi | eDevi ceMyr).



There is a range of formalisms used for specifying pre- arstqomditions, defining a range of interface models for
components (see for extensive discussions and variouslsedg, [6, 14, 11]). This leads naturally to different kénof
contracts for components [1].

Another degree of freedom in the abstract principle of de&ig-contract is the time of their deployment. Component
contracts as discussed here describe the deployment oformn{s at composition-time. This stresses the importafice o
contracts which are statically checkable. When a systemclsitacted or reconfigured, one is aware of the possibility o
introducing errors. Therefore, the direct feedback abmeisticcess of introducing (or replacing) a component inistem
is very helpful in practice, because it can assure the abkseihcomposition errors. Opposed to that, run-time checks ca
only show the presence of composition errors when deteetiogntract violation. While this is helpful for debugging, i
is particularly bad when reconfiguring existing systemsthis case the person using the system and triggering the erro
is most commonly not the person reconfiguring or architgcthre system. Even worse, in case of several subsequent
reconfigurations, the administrtatior finds it hard to trbaek the reconfiguration step which introduced the error.

4. Parameterised Contracts

In daily life of component reuse, a component rarely fits alyein a new reuse context. For a component developer
it is hard to foresee all possible reuse contexts of a comtaneadvance (i.e., during design-time). One of the severe
consequences for component oriented programming is,ibatdmponent developer finds it hard to provide the component
with the configuration possibilities which will be requiréat making the component fit into future reuse contexts. Gagmi
back to our discussion about component contracts, this sné@at in praxis one single pre- and postcondition of a carepd
will not be sufficient:

1. the precondition of a component is not satisfied by a sjeeifvironment while the component itself would be able
to provide a meaningful subset of its functionality (e.pe Vi ewer Sof t war eSer ver in our example may fail or
even being completely absent in a different architectusettie Cont r ol er can be still present standard text emails,
although cannot display specific attachments).

2. a weaker postcondition of a component is sufficient in aifipereuse context (i.e., not the full functionality of a
component will be used). Due to that, the component willfitggjuire less functionality at its requires-interfage(=.,
will be satisfied by a weaker precondition.

Hence, what we need are not static pre- and postconditiompabameterised contracfd 1]. In case one, a parameterised
contract computes the postcondition which is computed peddency of the strongest precondition guaranteed by dfispec
reuse context (hence the postcondition is parameterisdtiaé precondition). In case 2 the parameterised contmut ¢
putes the precondition in dependency of the postconditidmnch acts as a parameter of the precondition). For comgenen
this means, that provides- and requires-interfaces aréxeat, but a provides-interface if computed in dependenchef
actual functionality a component receives at its requinésrface and a requires-interface is computed in depearydefithe
functionality actually requested from a component in a pa@use context. Hence, opposed to classical contracéscan
say:

Parameterised contracts link the provides- and requitesfate(s) of the same component (see fig. 1). They
have a range of possible results (i.e., new interfaces).

Interoperability is a special case now: if a component isrioperable with its envorinment, its provides-interfadk mot
change. If the interoperability check fails, a new providtgsrface will be computed.

5. Applications of Parameterised Contracts

Like classical contracts, parameterised contracts depetite actual interface model. In any case, the softwarddgee
do not have to foresee possible reuse contexts but has tapra\bidirectional mapping between provides- and requires
interfaces. For CORBA-IDL like signature list based intexs, this means that for each provided service a list ofinedju
external services must be provided by the component deeeldfyhen computing the provides-interface a service would
only be included in the provides-interface, if all its rea services are provided by the component linked to theimestu
interfaces. If interfaces also describe component prdépone has to specify for each offered service which sadjluences
are required for its correct execution [11]. This specifaratask can be simplified by tools (algorithms and a protiziyip
implementation are described in [4]).



For extra-functional properties, the application of pagtenised contracts is crucial. For example, one cannotfggbe
timing behaviour of a software component as a fixed numbechuinore, the timing properties of a component as offered in
its provides-interface is always a function of the enviremt’s timing behaviour, as received at its requires-iatees. The
same argument holds for reliability as shown in the follogvin

6. Context-Dependent Reliability Prediction for Software Components with Parameterised Con-
tracts

Software reliability is defined as the probability that tlodtware operates according to the user’'s expectationscéjen
reliability is anti-proportional to the MTBF (mean time lbeten failure), i.e., the mean time to a failure (MTTF) plue th
mean time to repair (MTTR) [5]. Usually, one assumes a condfll TR and records (e.g., by statistical testing or system
monitoring) the MTTF as a measure of software reliability,im IBM's cleanroom approach [3]. It becomes clear that
reliability (opposed to correctnes) is not relative to arfaf system specification but to a given usage profile. Diffeusage
profiles of the same software usually will result in differegliability values.

Determining the reliability of a software component hasaketthe following two facts into account.

1. The usage profile of the component is not part of the commudne of the component’s context. Most likely, a compo-
nent is used differently in different contexts.

2. The component performs calls to external services (giaeijuires-interface(s)). Consequently, the reliabdisyper-
cieved by the component user not only depends on the compi®nede, but also on the reliability of the called external
services.

Therefore, the reliability of a software component is nobastant. Muchmore, the reliability of a component has to be
modelled as a function having as parameters the usage moéliehe reliability of the external services.

In our approach, the parameterised contract is a functiorpating for the reliability value of each service paramistt
with the reliability values of the external (contextualj\dees. Concretely, the parameterised contract includegdch
service provided by the component a Markov-Model which isapeeterised with an vector of external services’ religpili
values. By Markov-Chain analysis one yields the reliapiialue of each service provided by the component. In a second
step, the user can compute the component’s reliabilityindg@gMarkov-Chain analysis using these reliability valaéshe
provided services and the usage profile of the component.
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Figure 2. Two-step reliability computation of the Cont r ol er Component

In figure 2 this two step process is shown for computing theabdity of the Cont r ol er component of our exam-
ple system. In the first step, we read the vector of the exteseraices (as given by the componeMsi | Ser ver and



Vi ewer Sof t war eSer ver, cf. figure 1) and compute for each service of @t r ol er, namelyget Message and
get MessageTypes, the reliability by Markov chain analysis (details can barid e.g., in [12]). For that we require for
each service provided by th@ont r ol er a Markov Model, specifying the probabilities of the call seqces to external
services this service will use. How the explicit specifioatof such a model can be avoided is discussed in the nexosecti
The result of the first step is the reliability value for eacbyided service of th€ont r ol er . This is sufficient information
for the most users. However, if the user wants to associsitegéereliability figure with a component, in the second step the
user can compute the reliability of the component, again bykdv Chain analysis using the intended usage profile far thi
component.

7. Specification of Parameterised Contracts

Even with the benefit of automated analyses, the successchfsdtware engineering technique heavily depends on
minimising the costs of its application. As often the mairstcarise by additional specification overhead, it is crutgal
minimise these specification overhead, e.g., by automagedrgtion of the required specifications.

The application of our technique needs the following inputs

1. The reliability values for all external services. Theoimhation can be gained either by monitoring, or predictig
by our model itself) or by estimating.

2. The parameterised contract. Here, that means for eaatidptbmethod a Markov Model describing the usage of
external methods.

3. (Only for step two:) The usage profile for the component.

As specifying this informatioraccuratelymay result in considerable costs, in the sequell we disdussiecessity of
providing this information accurately.

We used a test-bed for validating our model and for runningua experiments [12]. First of all, our experiments show
the accuracy of the used Markov models for predicting thab#ity. Having accurate inputs, the prediction in the giarase
is only 1 % off of the measured reliability values (while onshoases the error is even below 0.1 %).

In one experiment, we changed the reliability of the consed observed the changes in the measured component relia-
bility (cf. figure 3).
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Figure 3. Comparing the reliability of services depending o f the external services' reliabilities

These experiments clearly confirm that the reliability obaxponent cameavilydepend on the reliability of the environ-
ment: only slight changes in the reliability of the servipesvided by the component context (as shown on the x-axssiitre
in large changes of the reliability of offered services @sally, if external services are called within loops, asénvice
get Transacti onDet ai | s).



The second point in the list of required inputs concerns tegliption model itself, i.e., the Markov models how each
provided service uses external methods. In figure 4 we shoexpariment within our testbed where the accuracy of the
Markov model used for predictions is varied (as shown on tlagig). Here we are interested in the error our predictions
have against the “real” reliability measured (y-axis). te figure we show the results for two different contexts. “tegh
one” is most homogenous with respect to reliability, i.ee teliability of the different services of that context ayaite
similar (just one order of magnitude difference; detail$li@]). Opposed to that, “Context two” includes reliable\dees
and unreliable services (like one encounters when calkémgices of an intra-net and services of an extra-net). 1o ise
expected that this is also a quite realistic scene when wsihgervices from different servers.
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Figure 4. Differences between predicted and measured relia  bility of varied over the accuracy of the
Markov model for two different contexts of external reliabi lity

Most interestingly, in neither context the accuracy realigtters. Even without knowing anything of the real Markov-
Model (error larger than 50%, as shown on the x-axis) theiptied has less than 10 % error (y-axis). (In “Context one th
prediction is basically completely independent from theusacy of the input. This is explained by the homogenoussdnt
if all external service have a very similar reliability, ises not matter whether we know exactly which service is dalle
So, if the accuracy is of secondary concern, we can yield thekb models by simply guessing the transition probab#iti
For example, by the following heuristic: If a state hasutgoing transitions, we assume (unless knowing bettet)dhch
outgoing transition has probability/n. (This can be seen as the application of the “maximum-egtpyciple”.) Hence,
the only input we actually need is a finite state machine fohgaovided component service denoting as transitionsahe c
to internal and external methods. (Later we can inline therival method calls.) This kind of state machine is bagiagilen
by the control-flow graph of a component service which canielelgd by code analysis. Tools for generating these automat
by analysing Java source code exist [4] (although this eggbr@s not limited to Java source code).

The last point in the above list of required input, the usawéile for the component, is only needed to compute out of the
reliability of the provided services a single reliabilitgtire of the component. As mentioned, mostly the servicalyiiiy
values are of interest rather than a single component iijatalue, hence not having the component usage profilessdoe
not hurd. (Although it might be partially derived from MegsaSequence-Charts or from a state machine describing the
valid call sequences to provided services. In this contegtdf interest that newer industrially used methods, Ilke BMW
reference web architecture applies finite state machinmeadalelling user inputs [7].)

So the bottom-line is: without information on the contextea@annot say anything about the reliability of the compbnen
But the software component itself can still be deliveredlaskibox: the information required to perform a contextsséve
prediction of the component reliability at deployment-giwith parameterised contracts can be derived automatiosll
control-flow analysis from the components code (either theeces or binary code).



8. Conclusion

As a result of discussing the contractual usage of softwamponents, we argued for requires-interfaces as precon-
ditions of components and provides-interfaces as posttions. Parameterised contracts, linking provides- amlires-
interfaces of the same component were motivated by the sigce$ computing a component’s properties (functional and
extra-functional) in dependence of the concrete reuseegtnt

We emphasise that contracts specifying quality attribofe®ftware components cannot be fixed once and forever by the
component vendor. (In case of component reliability ouecsady clearly demonstrates this.)

In fact, the component contract must be parameterised wittegtual properties at deployment-time (or even run-time
if the context changes at run-time). This parameterisedrachis to be specified by the component vendor and bundled
with the component. Our case study shows that when dealitigtiaé quality attribute “reliability”, a parameterisedntact
automatically generated by control-flow analysis of theecdsufficiently accurate.

Further work in this area includes a formal model for preadigthe accuracy of our model in the presence of inaccurate in
puts. Beyond that, the application of parameterised cotstfar performance prediction seems to be a worthwhile@guogr,
as it is to be expected that also the performance attribdtacomponent heavily depend on the performance attribtes o
the concrete component deployment context.
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