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In the Bayesian framework, predictions for a regression problem are expressed in terms of a
distribution of output values. The mode of this distribution corresponds to the most probable
output, while the uncertainty associated with the predictions can conveniently be expressed in
terms of error bars given by the standard deviation of the output distribution. In this paper we
consider the evaluation of error bars in the context of the class of generalized linear regression
models. We provide insights into the dependence of the error bars on the location of the data
points and we derive an upper bound on the true error bars in terms of the contributions from

individual data points which are themselves easily evaluated.

1 Introduction ,
Many applications of neural networks are concerned with the prediction of one or
more continuous output variables, given the values of a number of input variables.
As well as predictions for the outputs, it is also important to provide some measure
of uncertainty associated with those predictions.

The Bayesian view of regression leads naturally to two contributions to the error
bars. The first arises from the intrinsic noise on the target data, while the second
comes from the uncertainty in the values of the model parameters as a consequence
of having a finite training data set [1, 2]. There may also be a third contribution
which arises if the true function is not contained within the space of models under
consideration, although we shall not discuss this possibility further.

In this paper we focus attention on a class of universal non-linear approximators
constructed from linear combinations of fixed non-linear basis functions, which we
shall refer to as generalized linear regression models. We first review the Bayesian
treatment of learning in such models, as well as the calculation of error bars [3].
Then, by considering the contributions arising from individual data points, we pro-
vide insight into the nature of the error bars and their dependence on the location
of the data in input space. This in turn leads to the key result of the paper which is
an upper bound on the true error bars expressed in terms of the single-data-point
contributions. Our analysis is very general and is independent of the particular form
of the basis functions.

2 Bayesian Error Bars

We are interested in the problem of predicting the value of a noisy output variable
t given the value of an input vector . Throughout this paper we shall restrict
attention to regression for a single variable ¢ since all of the results can be extended
in a straightforward way to multiple outputs. To set up the Bayesian formalism we
begin by defining a model for the distribution of ¢ conditional on . This is most
commonly chosen to be a Gaussian function in which the mean is governed by the
output y(x;w) of a network model, where w 1s a vector of adaptive parameters
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