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Markus Svenśen and Christopher M. Bishop

Copyright c
 2002–2009

This is the solutions manual (web-edition) for the bookPattern Recognition and Machine Learning
(PRML; published by Springer in 2006). It contains solutions to the www exercises. This release
was created September 8, 2009. Future releases with corrections to errors will be published on the PRML
web-site (see below).

The authors would like to express their gratitude to the various people who have provided feedback on
earlier releases of this document. In particular, the “Bishop Reading Group”, held in the Visual Geometry
Group at the University of Oxford provided valuable comments and suggestions.

The authors welcome all comments, questions and suggestionsabout the solutions as well as reports on
(potential) errors in text or formulae in this document; please send any such feedback to

prml-fb@microsoft.com

Further information about PRML is available from

http://research.microsoft.com/� cmbishop/PRML





Contents

Contents 5
Chapter 1: Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
Chapter 2: Probability Distributions . . . . . . . . . . . . . . . . . . . .20
Chapter 3: Linear Models for Regression . . . . . . . . . . . . . . . . . . 35
Chapter 4: Linear Models for Classi�cation . . . . . . . . . . . . . . .. 41
Chapter 5: Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . 46
Chapter 6: Kernel Methods . . . . . . . . . . . . . . . . . . . . . . . . . 54
Chapter 7: Sparse Kernel Machines . . . . . . . . . . . . . . . . . . . . . 59
Chapter 8: Graphical Models . . . . . . . . . . . . . . . . . . . . . . . . 63
Chapter 9: Mixture Models and EM . . . . . . . . . . . . . . . . . . . . 68
Chapter 10: Approximate Inference . . . . . . . . . . . . . . . . . . . . . 72
Chapter 11: Sampling Methods . . . . . . . . . . . . . . . . . . . . . . . 83
Chapter 12: Continuous Latent Variables . . . . . . . . . . . . . . . . .. 85
Chapter 13: Sequential Data . . . . . . . . . . . . . . . . . . . . . . . . 92
Chapter 14: Combining Models . . . . . . . . . . . . . . . . . . . . . . . 97

5



6 CONTENTS



Solutions 1.1–1.4 7

Chapter 1 Introduction

1.1 Substituting (1.1) into (1.2) and then differentiating with respect towi we obtain

NX

n =1

 
MX

j =0

wj x j
n � tn

!

x i
n = 0 : (1)

Re-arranging terms then gives the required result.

1.4 We are often interested in �nding the most probable value for some quantity. In
the case of probability distributions over discrete variables this poses little problem.
However, for continuous variables there is a subtlety arising fromthe nature of prob-
ability densities and the way they transform under non-linear changes of variable.

Consider �rst the way a functionf (x) behaves when we change to a new variabley
where the two variables are related byx = g(y). This de�nes a new function ofy
given by

ef (y) = f (g(y)) : (2)

Supposef (x) has a mode (i.e. a maximum) atbx so thatf 0(bx) = 0 . The correspond-
ing mode ofef (y) will occur for a valueby obtained by differentiating both sides of
(2) with respect toy

ef 0(by) = f 0(g(by))g0(by) = 0 : (3)

Assumingg0(by) 6= 0 at the mode, thenf 0(g(by)) = 0 . However, we know that
f 0(bx) = 0 , and so we see that the locations of the mode expressed in terms of each
of the variablesx andy are related bybx = g(by), as one would expect. Thus, �nding
a mode with respect to the variablex is completely equivalent to �rst transforming
to the variabley, then �nding a mode with respect toy, and then transforming back
to x.

Now consider the behaviour of a probability densitypx (x) under the change of vari-
ablesx = g(y), where the density with respect to the new variable ispy (y) and is
given by ((1.27)). Let us writeg0(y) = sjg0(y)j wheres 2 f� 1; +1g. Then ((1.27))
can be written

py (y) = px (g(y))sg0(y):

Differentiating both sides with respect toy then gives

p0
y (y) = sp0

x (g(y)) f g0(y)g2 + spx (g(y))g00(y): (4)

Due to the presence of the second term on the right hand side of (4) the relationship
bx = g(by) no longer holds. Thus the value ofx obtained by maximizingpx (x) will
not be the value obtained by transforming topy (y) then maximizing with respect to
y and then transforming back tox. This causes modes of densities to be dependent
on the choice of variables. In the case of linear transformation, the second term on
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Figure 1 Example of the transformation of
the mode of a density under a non-
linear change of variables, illus-
trating the different behaviour com-
pared to a simple function. See the
text for details.
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the right hand side of (4) vanishes, and so the location of the maximum transforms
according tobx = g(by).

This effect can be illustrated with a simple example, as shown in Figure 1. We
begin by considering a Gaussian distributionpx (x) over x with mean� = 6 and
standard deviation� = 1 , shown by the red curve in Figure 1. Next we draw a
sample ofN = 50; 000 points from this distribution and plot a histogram of their
values, which as expected agrees with the distributionpx (x).

Now consider a non-linear change of variables fromx to y given by

x = g(y) = ln( y) � ln(1 � y) + 5 : (5)

The inverse of this function is given by

y = g� 1(x) =
1

1 + exp( � x + 5)
(6)

which is alogistic sigmoidfunction, and is shown in Figure 1 by the blue curve.

If we simply transformpx (x) as a function ofx we obtain the green curvepx (g(y))
shown in Figure 1, and we see that the mode of the densitypx (x) is transformed
via the sigmoid function to the mode of this curve. However, thedensity overy
transforms instead according to (1.27) and is shown by the magentacurve on the left
side of the diagram. Note that this has its mode shifted relativeto the mode of the
green curve.

To con�rm this result we take our sample of50; 000values ofx, evaluate the corre-
sponding values ofy using (6), and then plot a histogram of their values. We see that
this histogram matches the magenta curve in Figure 1 and not the green curve!

1.7 The transformation from Cartesian to polar coordinates is de�ned by

x = r cos� (7)
y = r sin � (8)
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and hence we havex2 + y2 = r 2 where we have used the well-known trigonometric
result (2.177). Also the Jacobian of the change of variables is easily seen to be

@(x; y)
@(r; � )

=

�
�
�
�
�
�
�
�

@x
@r

@x
@�

@y
@r

@y
@�

�
�
�
�
�
�
�
�

=

�
�
�
�

cos� � r sin �
sin � r cos�

�
�
�
� = r

where again we have used (2.177). Thus the double integral in (1.125) becomes

I 2 =
Z 2�

0

Z 1

0
exp

�
�

r 2

2� 2

�
r dr d� (9)

= 2 �
Z 1

0
exp

�
�

u
2� 2

� 1
2

du (10)

= �
h
exp

�
�

u
2� 2

� �
� 2� 2

� i 1

0
(11)

= 2 �� 2 (12)

where we have used the change of variablesr 2 = u. Thus

I =
�
2�� 2

� 1=2
:

Finally, using the transformationy = x � � , the integral of the Gaussian distribution
becomes

Z 1

�1
N

�
xj�; � 2

�
dx =

1

(2�� 2)1=2

Z 1

�1
exp

�
�

y2

2� 2

�
dy

=
I

(2�� 2)1=2
= 1

as required.

1.8 From the de�nition (1.46) of the univariate Gaussian distribution, we have

E[x] =
Z 1

�1

�
1

2�� 2

� 1=2

exp

�
�

1
2� 2

(x � � )2

�
x dx: (13)

Now change variables usingy = x � � to give

E[x] =
Z 1

�1

�
1

2�� 2

� 1=2

exp

�
�

1
2� 2

y2

�
(y + � ) dy: (14)

We now note that in the factor(y + � ) the �rst term in y corresponds to an odd
integrand and so this integral must vanish (to show this explicitly, write the integral
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as the sum of two integrals, one from�1 to 0 and the other from0 to 1 and then
show that these two integrals cancel). In the second term,� is a constant and pulls
outside the integral, leaving a normalized Gaussian distribution which integrates to
1, and so we obtain (1.49).

To derive (1.50) we �rst substitute the expression (1.46) for the normal distribution
into the normalization result (1.48) and re-arrange to obtain

Z 1

�1
exp

�
�

1
2� 2

(x � � )2

�
dx =

�
2�� 2

� 1=2
: (15)

We now differentiate both sides of (15) with respect to� 2 and then re-arrange to
obtain �

1
2�� 2

� 1=2 Z 1

�1
exp

�
�

1
2� 2

(x � � )2

�
(x � � )2 dx = � 2 (16)

which directly shows that

E[(x � � )2] = var[ x] = � 2: (17)

Now we expand the square on the left-hand side giving

E[x2] � 2� E[x] + � 2 = � 2:

Making use of (1.49) then gives (1.50) as required.

Finally, (1.51) follows directly from (1.49) and (1.50)

E[x2] � E[x]2 =
�
� 2 + � 2

�
� � 2 = � 2:

1.9 For the univariate case, we simply differentiate (1.46) with respect tox to obtain

d
dx

N
�
xj�; � 2

�
= �N

�
xj�; � 2

� x � �
� 2

:

Setting this to zero we obtainx = � .

Similarly, for the multivariate case we differentiate (1.52) withrespect tox to obtain

@
@x

N (xj� ; � ) = �
1
2

N (x j� ; � )r x

�
(x � � )T � � 1(x � � )

	

= �N (x j� ; � )� � 1(x � � );

where we have used (C.19), (C.20)1 and the fact that� � 1 is symmetric. Setting this
derivative equal to0, and left-multiplying by� , leads to the solutionx = � .

1NOTE: In the1st printing of PRML, there are mistakes in (C.20); all instances ofx (vector)
in the denominators should bex (scalar).
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1.10 Sincex andz are independent, their joint distribution factorizesp(x; z) = p(x)p(z),
and so

E[x + z] =
ZZ

(x + z)p(x)p(z) dx dz (18)

=
Z

xp(x) dx +
Z

zp(z) dz (19)

= E[x] + E[z]: (20)

Similarly for the variances, we �rst note that

(x + z � E[x + z])2 = ( x � E[x])2 + ( z � E[z])2 + 2( x � E[x])(z � E[z]) (21)

where the �nal term will integrate to zero with respect to the factorized distribution
p(x)p(z). Hence

var[x + z] =
ZZ

(x + z � E[x + z])2p(x)p(z) dx dz

=
Z

(x � E[x])2p(x) dx +
Z

(z � E[z])2p(z) dz

= var( x) + var( z): (22)

For discrete variables the integrals are replaced by summations,and the same results
are again obtained.

1.12 If m = n thenxn xm = x2
n and using (1.50) we obtainE[x2

n ] = � 2 + � 2, whereas if
n 6= m then the two data pointsxn andxm are independent and henceE[xn xm ] =
E[xn ]E[xm ] = � 2 where we have used (1.49). Combining these two results we
obtain (1.130).

Next we have

E[� ML ] =
1
N

NX

n =1

E[xn ] = � (23)

using (1.49).

Finally, considerE[� 2
ML ]. From (1.55) and (1.56), and making use of (1.130), we

have

E[� 2
ML ] = E

2

4 1
N

NX

n =1

 

xn �
1
N

NX

m =1

xm

! 2
3

5

=
1
N

NX

n =1

E

"

x2
n �

2
N

xn

NX

m =1

xm +
1

N 2

NX

m =1

NX

l =1

xm x l

#

=

�
� 2 + � 2 � 2

�
� 2 +

1
N

� 2

�
+ � 2 +

1
N

� 2

�

=

�
N � 1

N

�
� 2 (24)
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as required.

1.15 The redundancy in the coef�cients in (1.133) arises from interchange symmetries
between the indicesi k . Such symmetries can therefore be removed by enforcing an
ordering on the indices, as in (1.134), so that only one member in each group of
equivalent con�gurations occurs in the summation.

To derive (1.135) we note that the number of independent parameters n(D; M )
which appear at orderM can be written as

n(D; M ) =
DX

i 1 =1

i 1X

i 2 =1

� � �
i M � 1X

i M =1

1 (25)

which hasM terms. This can clearly also be written as

n(D; M ) =
DX

i 1 =1

(
i 1X

i 2 =1

� � �
i M � 1X

i M =1

1

)

(26)

where the term in braces hasM � 1 terms which, from (25), must equaln(i 1; M � 1).
Thus we can write

n(D; M ) =
DX

i 1 =1

n(i 1; M � 1) (27)

which is equivalent to (1.135).

To prove (1.136) we �rst setD = 1 on both sides of the equation, and make use of
0! = 1, which gives the value1 on both sides, thus showing the equation is valid for
D = 1 . Now we assume that it is true for a speci�c value of dimensionality D and
then show that it must be true for dimensionalityD + 1 . Thus consider the left-hand
side of (1.136) evaluated forD + 1 which gives

D +1X

i =1

(i + M � 2)!
(i � 1)!(M � 1)!

=
(D + M � 1)!
(D � 1)!M !

+
(D + M � 1)!
D !(M � 1)!

=
(D + M � 1)!D + ( D + M � 1)!M

D!M !

=
(D + M )!

D !M !
(28)

which equals the right hand side of (1.136) for dimensionalityD + 1 . Thus, by
induction, (1.136) must hold true for all values ofD .

Finally we use induction to prove (1.137). ForM = 2 we �nd obtain the standard
resultn(D; 2) = 1

2 D(D + 1) , which is also proved in Exercise 1.14. Now assume
that (1.137) is correct for a speci�c orderM � 1 so that

n(D; M � 1) =
(D + M � 2)!

(D � 1)! (M � 1)!
: (29)
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Substituting this into the right hand side of (1.135) we obtain

n(D; M ) =
DX

i =1

(i + M � 2)!
(i � 1)! (M � 1)!

(30)

which, making use of (1.136), gives

n(D; M ) =
(D + M � 1)!
(D � 1)! M !

(31)

and hence shows that (1.137) is true for polynomials of orderM . Thus by induction
(1.137) must be true for all values ofM .

1.17 Using integration by parts we have

�( x + 1) =
Z 1

0
ux e� u du

=
�
� e� u ux

� 1

0
+

Z 1

0
xux � 1e� u du = 0 + x�( x): (32)

Forx = 1 we have

�(1) =
Z 1

0
e� u du =

�
� e� u

� 1

0
= 1 : (33)

If x is an integer we can apply proof by induction to relate the gammafunction to
the factorial function. Suppose that�( x + 1) = x! holds. Then from the result (32)
we have�( x + 2) = ( x + 1)�( x + 1) = ( x + 1)! . Finally, �(1) = 1 = 0! , which
completes the proof by induction.

1.18 On the right-hand side of (1.142) we make the change of variablesu = r 2 to give

1
2

SD

Z 1

0
e� u uD= 2� 1 du =

1
2

SD �( D=2) (34)

where we have used the de�nition (1.141) of the Gamma function. On the left hand
side of (1.142) we can use (1.126) to obtain� D= 2. Equating these we obtain the
desired result (1.143).

The volume of a sphere of radius1 in D-dimensions is obtained by integration

VD = SD

Z 1

0
r D � 1 dr =

SD

D
: (35)

ForD = 2 andD = 3 we obtain the following results

S2 = 2 �; S 3 = 4 �; V 2 = �a 2; V3 =
4
3

�a 3: (36)
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1.20 Sincep(x) is radially symmetric it will be roughly constant over the shellof radius
r and thickness� . This shell has volumeSD r D � 1� and sincekxk2 = r 2 we have

Z

shell
p(x) dx ' p(r )SD r D � 1� (37)

from which we obtain (1.148). We can �nd the stationary points ofp(r ) by differen-
tiation

d
dr

p(r ) /
h
(D � 1)r D � 2 + r D � 1

�
�

r
� 2

�i
exp

�
�

r 2

2� 2

�
= 0 : (38)

Solving forr , and usingD � 1, we obtainbr '
p

D� .

Next we note that

p(br + � ) / (br + � )D � 1 exp

�
�

(br + � )2

2� 2

�

= exp

�
�

(br + � )2

2� 2
+ ( D � 1) ln(br + � )

�
: (39)

We now expandp(r ) around the pointbr . Since this is a stationary point ofp(r )
we must keep terms up to second order. Making use of the expansion ln(1 + x) =
x � x2=2 + O(x3), together withD � 1, we obtain (1.149).

Finally, from (1.147) we see that the probability density at the origin is given by

p(x = 0) =
1

(2�� 2)1=2

while the density atkxk = br is given from (1.147) by

p(kxk = br ) =
1

(2�� 2)1=2
exp

�
�

br 2

2� 2

�
=

1
(2�� 2)1=2

exp

�
�

D
2

�

where we have usedbr '
p

D� . Thus the ratio of densities is given byexp(D=2).

1.22 SubstitutingL kj = 1 � � kj into (1.81), and using the fact that the posterior proba-
bilities sum to one, we �nd that, for eachx we should choose the classj for which
1 � p(Cj jx ) is a minimum, which is equivalent to choosing thej for which the pos-
terior probabilityp(Cj jx ) is a maximum. This loss matrix assigns a loss of one if
the example is misclassi�ed, and a loss of zero if it is correctlyclassi�ed, and hence
minimizing the expected loss will minimize the misclassi�cation rate.

1.24 A vectorx belongs to classCk with probabilityp(Ck jx ). If we decide to assignx to
classCj we will incur an expected loss of

P
k L kj p(Ck jx ), whereas if we select the

reject option we will incur a loss of� . Thus, if

j = arg min
l

X

k

L kl p(Ck jx ) (40)
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then we minimize the expected loss if we take the following action

choose

�
classj; if min l

P
k L kl p(Ck jx ) < � ;

reject; otherwise. (41)

For a loss matrixL kj = 1 � I kj we have
P

k L kl p(Ck jx ) = 1 � p(Cl jx ) and so we
reject unless the smallest value of1 � p(Cl jx ) is less than� , or equivalently if the
largest value ofp(Cl jx ) is less than1 � � . In the standard reject criterion we reject
if the largest posterior probability is less than� . Thus these two criteria for rejection
are equivalent provided� = 1 � � .

1.25 The expected squared loss for a vectorial target variable is given by

E[L ] =
ZZ

ky(x) � t k2p(t ; x) dx dt :

Our goal is to choosey(x) so as to minimizeE[L ]. We can do this formally using
the calculus of variations to give

� E[L ]
� y (x)

=
Z

2(y (x) � t )p(t ; x) dt = 0 :

Solving fory (x), and using the sum and product rules of probability, we obtain

y (x) =

Z
t p(t ; x) dt

Z
p(t ; x) dt

=
Z

t p(t jx) dt

which is the conditional average oft conditioned onx. For the case of a scalar target
variable we have

y(x) =
Z

tp(t jx) dt

which is equivalent to (1.89).

1.27 Since we can choosey(x) independently for each value ofx, the minimum of the
expectedL q loss can be found by minimizing the integrand given by

Z
jy(x) � t jqp(tjx) dt (42)

for each value ofx. Setting the derivative of (42) with respect toy(x) to zero gives
the stationarity condition

Z
qjy(x) � t jq� 1sign(y(x) � t)p(t jx) dt

= q
Z y (x )

�1
jy(x) � t jq� 1p(tjx) dt � q

Z 1

y (x )
jy(x) � t jq� 1p(tjx) dt = 0
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which can also be obtained directly by setting the functional derivative of (1.91) with
respect toy(x) equal to zero. It follows thaty(x) must satisfy

Z y (x )

�1
jy(x) � t jq� 1p(tjx) dt =

Z 1

y (x )
jy(x) � t jq� 1p(tjx) dt: (43)

For the case ofq = 1 this reduces to
Z y (x )

�1
p(tjx) dt =

Z 1

y (x )
p(tjx) dt: (44)

which says thaty(x) must be the conditional median oft.

For q ! 0 we note that, as a function oft, the quantityjy(x) � t jq is close to 1
everywhere except in a small neighbourhood aroundt = y(x) where it falls to zero.
The value of (42) will therefore be close to 1, since the densityp(t) is normalized, but
reduced slightly by the `notch' close tot = y(x). We obtain the biggest reduction in
(42) by choosing the location of the notch to coincide with thelargest value ofp(t),
i.e. with the (conditional) mode.

1.29 The entropy of anM -state discrete variablex can be written in the form

H (x) = �
MX

i =1

p(x i ) ln p(x i ) =
MX

i =1

p(x i ) ln
1

p(x i )
: (45)

The functionln(x) is concave_ and so we can apply Jensen's inequality in the form
(1.115) but with the inequality reversed, so that

H (x) 6 ln

 
MX

i =1

p(x i )
1

p(x i )

!

= ln M: (46)

1.31 We �rst make use of the relationI( x ; y ) = H( y ) � H(y jx) which we obtained in
(1.121), and note that the mutual information satis�esI( x ; y ) > 0 since it is a form
of Kullback-Leibler divergence. Finally we make use of the relation (1.112) to obtain
the desired result (1.152).

To show that statistical independence is a suf�cient condition for the equality to be
satis�ed, we substitutep(x; y ) = p(x)p(y ) into the de�nition of the entropy, giving

H(x; y ) =
ZZ

p(x; y ) ln p(x; y ) dx dy

=
ZZ

p(x)p(y ) f ln p(x) + ln p(y )g dx dy

=
Z

p(x) ln p(x) dx +
Z

p(y ) ln p(y ) dy

= H( x) + H( y ):
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To show that statistical independence is a necessary condition, we combine the equal-
ity condition

H(x; y ) = H( x) + H( y )

with the result (1.112) to give

H(y jx) = H( y ):

We now note that the right-hand side is independent ofx and hence the left-hand side
must also be constant with respect tox. Using (1.121) it then follows that the mutual
informationI[x ; y ] = 0 . Finally, using (1.120) we see that the mutual information is
a form of KL divergence, and this vanishes only if the two distributions are equal, so
thatp(x; y ) = p(x)p(y ) as required.

1.34 Obtaining the required functional derivative can be done simplyby inspection. How-
ever, if a more formal approach is required we can proceed as follows using the
techniques set out in Appendix D. Consider �rst the functional

I [p(x)] =
Z

p(x)f (x) dx:

Under a small variationp(x) ! p(x) + �� (x) we have

I [p(x) + �� (x)] =
Z

p(x)f (x) dx + �
Z

� (x)f (x) dx

and hence from (D.3) we deduce that the functional derivative is given by

�I
�p (x)

= f (x):

Similarly, if we de�ne

J [p(x)] =
Z

p(x) ln p(x) dx

then under a small variationp(x) ! p(x) + �� (x) we have

J [p(x) + �� (x)] =
Z

p(x) ln p(x) dx

+ �

� Z
� (x) ln p(x) dx +

Z
p(x)

1
p(x)

� (x) dx

�
+ O(� 2)

and hence
�J

�p (x)
= p(x) + 1 :

Using these two results we obtain the following result for the functional derivative

� ln p(x) � 1 + � 1 + � 2x + � 3(x � � )2:
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Re-arranging then gives (1.108).

To eliminate the Lagrange multipliers we substitute (1.108) into each of the three
constraints (1.105), (1.106) and (1.107) in turn. The solution is most easily obtained
by comparison with the standard form of the Gaussian, and noting that the results

� 1 = 1 �
1
2

ln
�
2�� 2

�
(47)

� 2 = 0 (48)

� 3 =
1

2� 2
(49)

do indeed satisfy the three constraints.

Note that there is a typographical error in the question, which should read ”Use
calculus of variations to show that the stationary point of thefunctional shown just
before (1.108) is given by (1.108)”.

For the multivariate version of this derivation, see Exercise 2.14.

1.35 NOTE: In PRML, there is a minus sign ('� ') missing on the l.h.s. of (1.103).

Substituting the right hand side of (1.109) in the argument of the logarithm on the
right hand side of (1.103), we obtain

H[x] = �
Z

p(x) ln p(x) dx

= �
Z

p(x)

�
�

1
2

ln(2�� 2) �
(x � � )2

2� 2

�
dx

=
1
2

�
ln(2�� 2) +

1
� 2

Z
p(x)(x � � )2 dx

�

=
1
2

�
ln(2�� 2) + 1

�
;

where in the last step we used (1.107).

1.38 From (1.114) we know that the result (1.115) holds forM = 1 . We now suppose that
it holds for some general valueM and show that it must therefore hold forM + 1 .
Consider the left hand side of (1.115)

f

 
M +1X

i =1

� i x i

!

= f

 

� M +1 xM +1 +
MX

i =1

� i x i

!

(50)

= f

 

� M +1 xM +1 + (1 � � M +1 )
MX

i =1

� i x i

!

(51)

where we have de�ned

� i =
� i

1 � � M +1
: (52)
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We now apply (1.114) to give

f

 
M +1X

i =1

� i x i

!

6 � M +1 f (xM +1 ) + (1 � � M +1 )f

 
MX

i =1

� i x i

!

: (53)

We now note that the quantities� i by de�nition satisfy

M +1X

i =1

� i = 1 (54)

and hence we have

MX

i =1

� i = 1 � � M +1 (55)

Then using (52) we see that the quantities� i satisfy the property

MX

i =1

� i =
1

1 � � M +1

MX

i =1

� i = 1 : (56)

Thus we can apply the result (1.115) at orderM and so (53) becomes

f

 
M +1X

i =1

� i x i

!

6 � M +1 f (xM +1 )+(1 � � M +1 )
MX

i =1

� i f (x i ) =
M +1X

i =1

� i f (x i ) (57)

where we have made use of (52).

1.41 From the product rule we havep(x; y ) = p(y jx)p(x), and so (1.120) can be written
as

I (x ; y ) = �
ZZ

p(x; y ) ln p(y ) dx dy +
ZZ

p(x; y ) ln p(y jx) dx dy

= �
Z

p(y ) ln p(y ) dy +
ZZ

p(x; y ) ln p(y jx) dx dy

= H (y) � H (y jx): (58)
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Chapter 2 Probability Distributions

2.1 From the de�nition (2.2) of the Bernoulli distribution we have

X

x 2f 0;1g

p(xj� ) = p(x = 0 j� ) + p(x = 1 j� )

= (1 � � ) + � = 1
X

x 2f 0;1g

xp(xj� ) = 0 :p(x = 0 j� ) + 1 :p(x = 1 j� ) = �

X

x 2f 0;1g

(x � � )2p(xj� ) = � 2p(x = 0 j� ) + (1 � � )2p(x = 1 j� )

= � 2(1 � � ) + (1 � � )2� = � (1 � � ):

The entropy is given by

H[x] = �
X

x 2f 0;1g

p(xj� ) ln p(xj� )

= �
X

x 2f 0;1g

� x (1 � � )1� x f x ln � + (1 � x) ln(1 � � )g

= � (1 � � ) ln(1 � � ) � � ln �:

2.3 Using the de�nition (2.10) we have

�
N
n

�
+

�
N

n � 1

�
=

N !
n!(N � n)!

+
N !

(n � 1)!(N + 1 � n)!

=
(N + 1 � n)N ! + nN !

n!(N + 1 � n)!
=

(N + 1)!
n!(N + 1 � n)!

=

�
N + 1

n

�
: (59)

To prove the binomial theorem (2.263) we note that the theorem is trivially true
for N = 0 . We now assume that it holds for some general valueN and prove its
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correctness forN + 1 , which can be done as follows

(1 + x)N +1 = (1 + x)
NX

n =0

�
N
n

�
xn

=
NX

n =0

�
N
n

�
xn +

N +1X

n =1

�
N

n � 1

�
xn

=

�
N
0

�
x0 +

NX

n =1

��
N
n

�
+

�
N

n � 1

��
xn +

�
N
N

�
xN +1

=

�
N + 1

0

�
x0 +

NX

n =1

�
N + 1

n

�
xn +

�
N + 1
N + 1

�
xN +1

=
N +1X

n =0

�
N + 1

n

�
xn (60)

which completes the inductive proof. Finally, using the binomial theorem, the nor-
malization condition (2.264) for the binomial distribution gives

NX

n =0

�
N
n

�
� n (1 � � )N � n = (1 � � )N

NX

n =0

�
N
n

� �
�

1 � �

� n

= (1 � � )N

�
1 +

�
1 � �

� N

= 1 (61)

as required.

2.5 Making the change of variablet = y + x in (2.266) we obtain

�( a)�( b) =
Z 1

0
xa� 1

� Z 1

x
exp(� t)( t � x)b� 1 dt

�
dx: (62)

We now exchange the order of integration, taking care over the limits of integration

�( a)�( b) =
Z 1

0

Z t

0
xa� 1 exp(� t)( t � x)b� 1 dx dt: (63)

The change in the limits of integration in going from (62) to (63) can be understood
by reference to Figure 2. Finally we change variables in thex integral usingx = t�
to give

�( a)�( b) =
Z 1

0
exp(� t)ta� 1tb� 1t dt

Z 1

0
� a� 1(1 � � )b� 1 d�

= �( a + b)
Z 1

0
� a� 1(1 � � )b� 1 d�: (64)
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Figure 2 Plot of the region of integration of (62)
in (x; t ) space.

t

x

t = x

2.9 When we integrate over� M � 1 the lower limit of integration is0, while the upper
limit is 1 �

P M � 2
j =1 � j since the remaining probabilities must sum to one (see Fig-

ure 2.4). Thus we have

pM � 1(� 1; : : : ; � M � 2) =
Z 1�

P M � 2
j =1 � j

0
pM (� 1; : : : ; � M � 1) d� M � 1

= CM

"
M � 2Y

k=1

� � k � 1
k

# Z 1�
P M � 2

j =1 � j

0
� � M � 1 � 1

M � 1

 

1 �
M � 1X

j =1

� j

! � M � 1

d� M � 1:

In order to make the limits of integration equal to0 and1 we change integration
variable from� M � 1 to t using

� M � 1 = t

 

1 �
M � 2X

j =1

� j

!

which gives

pM � 1(� 1; : : : ; � M � 2)

= CM

"
M � 2Y

k=1

� � k � 1
k

#  

1 �
M � 2X

j =1

� j

! � M � 1 + � M � 1 Z 1

0
t � M � 1 � 1(1 � t) � M � 1 dt

= CM

"
M � 2Y

k=1

� � k � 1
k

#  

1 �
M � 2X

j =1

� j

! � M � 1 + � M � 1
�( � M � 1)�( � M )
�( � M � 1 + � M )

(65)

where we have used (2.265). The right hand side of (65) is seen to be anormalized
Dirichlet distribution overM � 1 variables, with coef�cients� 1; : : : ; � M � 2; � M � 1+
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� M , (note that we have effectively combined the �nal two categories) and we can
identify its normalization coef�cient using (2.38). Thus

CM =
�( � 1 + : : : + � M )

�( � 1) : : : �( � M � 2)�( � M � 1 + � M )
�

�( � M � 1 + � M )
�( � M � 1)�( � M )

=
�( � 1 + : : : + � M )
�( � 1) : : : �( � M )

(66)

as required.

2.11 We �rst of all write the Dirichlet distribution (2.38) in the form

Dir( � j� ) = K (� )
MY

k=1

� � k � 1
k

where

K (� ) =
�( � 0)

�( � 1) � � � �( � M )
:

Next we note the following relation

@
@�j

MY

k=1

� � k � 1
k =

@
@�j

MY

k=1

exp ((� k � 1) ln � k )

=
MY

k=1

ln � j expf (� k � 1) ln � k g

= ln � j

MY

k=1

� � k � 1
k

from which we obtain

E[ln � j ] = K (� )
Z 1

0
� � �

Z 1

0
ln � j

MY

k=1

� � k � 1
k d� 1 : : : d� M

= K (� )
@

@�j

Z 1

0
� � �

Z 1

0

MY

k=1

� � k � 1
k d� 1 : : : d� M

= K (� )
@

@�j

1
K (� )

= �
@

@�j
ln K (� ):

Finally, using the expression forK (� ), together with the de�nition of the digamma
function (�), we have

E[ln � j ] =  (� j ) �  (� 0):
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2.14 As for the univariate Gaussian considered in Section 1.6, we canmake use of La-
grange multipliers to enforce the constraints on the maximum entropy solution. Note
that we need a single Lagrange multiplier for the normalizationconstraint (2.280),
a D-dimensional vectorm of Lagrange multipliers for theD constraints given by
(2.281), and aD � D matrixL of Lagrange multipliers to enforce theD 2 constraints
represented by (2.282). Thus we maximize

eH[p] = �
Z

p(x) ln p(x) dx + �

� Z
p(x) dx � 1

�

+ m T

� Z
p(x)x dx � �

�

+ Tr

�
L

� Z
p(x)(x � � )(x � � )T dx � �

��
: (67)

By functional differentiation (Appendix D) the maximum of this functional with
respect top(x) occurs when

0 = � 1 � ln p(x) + � + m T x + Trf L (x � � )(x � � )T g:

Solving forp(x) we obtain

p(x) = exp
�

� � 1 + m T x + ( x � � )T L (x � � )
	

: (68)

We now �nd the values of the Lagrange multipliers by applying the constraints. First
we complete the square inside the exponential, which becomes

� � 1 +

�
x � � +

1
2

L � 1m

� T

L

�
x � � +

1
2

L � 1m

�
+ � T m �

1
4

m T L � 1m:

We now make the change of variable

y = x � � +
1
2

L � 1m:

The constraint (2.281) then becomes
Z

exp

�
� � 1 + y T Ly + � T m �

1
4

m T L � 1m

� �
y + � �

1
2

L � 1m

�
dy = � :

In the �nal parentheses, the term iny vanishes by symmetry, while the term in�
simply integrates to� by virtue of the normalization constraint (2.280) which now
takes the form

Z
exp

�
� � 1 + y T Ly + � T m �

1
4

m T L � 1m

�
dy = 1 :

and hence we have
�

1
2

L � 1m = 0
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where again we have made use of the constraint (2.280). Thusm = 0 and so the
density becomes

p(x) = exp
�

� � 1 + ( x � � )T L (x � � )
	

:

Substituting this into the �nal constraint (2.282), and makingthe change of variable
x � � = z we obtain

Z
exp

�
� � 1 + zT Lz

	
zzT dx = � :

Applying an analogous argument to that used to derive (2.64) weobtainL = � 1
2 � .

Finally, the value of� is simply that value needed to ensure that the Gaussian distri-
bution is correctly normalized, as derived in Section 2.3, and hence is given by

� � 1 = ln

�
1

(2� )D= 2

1
j� j1=2

�
:

2.16 We havep(x1) = N (x1j� 1; � � 1
1 ) andp(x2) = N (x2j� 2; � � 1

2 ). Sincex = x1 + x2

we also havep(xjx2) = N (xj� 1 + x2; � � 1
1 ). We now evaluate the convolution

integral given by (2.284) which takes the form

p(x) =
� � 1

2�

� 1=2 � � 2

2�

� 1=2
Z 1

�1
exp

n
�

� 1

2
(x � � 1 � x2)2 �

� 2

2
(x2 � � 2)2

o
dx2:

(69)
Since the �nal result will be a Gaussian distribution forp(x) we need only evaluate
its precision, since, from (1.110), the entropy is determined by thevariance or equiv-
alently the precision, and is independent of the mean. This allows us to simplify the
calculation by ignoring such things as normalization constants.

We begin by considering the terms in the exponent of (69) which depend onx2 which
are given by

�
1
2

x2
2(� 1 + � 2) + x2 f � 1(x � � 1) + � 2� 2g

= �
1
2

(� 1 + � 2)

�
x2 �

� 1(x � � 1) + � 2� 2

� 1 + � 2

� 2

+
f � 1(x � � 1) + � 2� 2g2

2(� 1 + � 2)

where we have completed the square overx2. When we integrate outx2, the �rst
term on the right hand side will simply give rise to a constant factor independent
of x. The second term, when expanded out, will involve a term inx2. Since the
precision ofx is given directly in terms of the coef�cient ofx2 in the exponent, it is
only such terms that we need to consider. There is one other term in x2 arising from
the original exponent in (69). Combining these we have

�
� 1

2
x2 +

� 2
1

2(� 1 + � 2)
x2 = �

1
2

� 1� 2

� 1 + � 2
x2
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from which we see thatx has precision� 1� 2=(� 1 + � 2).

We can also obtain this result for the precision directly by appealing to the general
result (2.115) for the convolution of two linear-Gaussian distributions.

The entropy ofx is then given, from (1.110), by

H[x] =
1
2

ln

�
2� (� 1 + � 2)

� 1� 2

�
:

2.17 We can use an analogous argument to that used in the solution of Exercise 1.14.
Consider a general square matrix� with elements� ij . Then we can always write
� = � A + � S where

� S
ij =

� ij + � ji

2
; � A

ij =
� ij � � ji

2
(70)

and it is easily veri�ed that� S is symmetric so that� S
ij = � S

ji , and� A is antisym-
metric so that� A

ij = � � S
ji . The quadratic form in the exponent of aD-dimensional

multivariate Gaussian distribution can be written

1
2

DX

i =1

DX

j =1

(x i � � i )� ij (x j � � j ) (71)

where� = � � 1 is the precision matrix. When we substitute� = � A + � S into
(71) we see that the term involving� A vanishes since for every positive term there
is an equal and opposite negative term. Thus we can always take� to be symmetric.

2.20 Sinceu1; : : : ; uD constitute a basis forRD , we can write

a = â1u1 + â2u2 + : : : + âD uD ;

whereâ1; : : : ; âD are coef�cients obtained by projectinga onu1; : : : ; uD . Note that
they typically donot equal the elements ofa.

Using this we can write

aT �a =
�
â1uT

1 + : : : + âD uT
D

�
� (â1u1 + : : : + âD uD )

and combining this result with (2.45) we get
�
â1uT

1 + : : : + âD uT
D

�
(â1� 1u1 + : : : + âD � D uD ) :

Now, sinceuT
i u j = 1 only if i = j , and0 otherwise, this becomes

â2
1� 1 + : : : + â2

D � D

and sincea is real, we see that this expression will be strictly positive forany non-
zeroa, if all eigenvalues are strictly positive. It is also clear thatif an eigenvalue,
� i , is zero or negative, there exist a vectora (e.g.a = u i ), for which this expression
will be less than or equal to zero. Thus, that a matrix has eigenvectors which are all
strictly positive is a suf�cient and necessary condition for the matrix to be positive
de�nite.
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2.22 Consider a matrixM which is symmetric, so thatM T = M . The inverse matrix
M � 1 satis�es

MM � 1 = I :

Taking the transpose of both sides of this equation, and usingthe relation (C.1), we
obtain �

M � 1
� T

M T = I T = I

since the identity matrix is symmetric. Making use of the symmetry condition for
M we then have �

M � 1
� T

M = I

and hence, from the de�nition of the matrix inverse,

�
M � 1

� T
= M � 1

and soM � 1 is also a symmetric matrix.

2.24 Multiplying the left hand side of (2.76) by the matrix (2.287) trivially gives the iden-
tity matrix. On the right hand side consider the four blocks of the resulting parti-
tioned matrix:

upper left

AM � BD � 1CM = ( A � BD � 1C)(A � BD � 1C) � 1 = I

upper right

� AMBD � 1 + BD � 1 + BD � 1CMBD � 1

= � (A � BD � 1C)(A � BD � 1C) � 1BD � 1 + BD � 1

= � BD � 1 + BD � 1 = 0

lower left
CM � DD � 1CM = CM � CM = 0

lower right

� CMBD � 1 + DD � 1 + DD � 1CMBD � 1 = DD � 1 = I :

Thus the right hand side also equals the identity matrix.

2.28 For the marginal distributionp(x) we see from (2.92) that the mean is given by the
upper partition of (2.108) which is simply� . Similarly from (2.93) we see that the
covariance is given by the top left partition of (2.105) and is therefore given by� � 1.

Now consider the conditional distributionp(y jx). Applying the result (2.81) for the
conditional mean we obtain

� y jx = A � + b + A� � 1� (x � � ) = Ax + b:
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Similarly applying the result (2.82) for the covariance of the conditional distribution
we have

cov[y jx ] = L � 1 + A� � 1A T � A� � 1�� � 1A T = L � 1

as required.

2.32 The quadratic form in the exponential of the joint distribution is given by

�
1
2

(x � � )T � (x � � ) �
1
2

(y � Ax � b)T L (y � Ax � b): (72)

We now extract all of those terms involvingx and assemble them into a standard
Gaussian quadratic form by completing the square

= �
1
2

xT (� + A T LA )x + xT
�
� � + A T L (y � b)

�
+ const

= �
1
2

(x � m)T (� + A T LA )(x � m)

+
1
2

m T (� + A T LA )m + const (73)

where
m = ( � + A T LA ) � 1

�
� � + A T L (y � b)

�
:

We can now perform the integration overx which eliminates the �rst term in (73).
Then we extract the terms iny from the �nal term in (73) and combine these with
the remaining terms from the quadratic form (72) which depend ony to give

= �
1
2

y T
�

L � LA (� + A T LA ) � 1A T L
	

y

+ y T
��

L � LA (� + A T LA ) � 1A T L
	

b

+ LA (� + A T LA ) � 1� �
�

: (74)

We can identify the precision of the marginal distributionp(y ) from the second order
term iny . To �nd the corresponding covariance, we take the inverse of the precision
and apply the Woodbury inversion formula (2.289) to give

�
L � LA (� + A T LA ) � 1A T L

	 � 1
= L � 1 + A� � 1A T (75)

which corresponds to (2.110).

Next we identify the mean� of the marginal distribution. To do this we make use of
(75) in (74) and then complete the square to give

�
1
2

(y � � )T
�
L � 1 + A� � 1A T

� � 1
(y � � ) + const

where

� =
�
L � 1 + A� � 1A T

� �
(L � 1 + A� � 1A T ) � 1b + LA (� + A T LA ) � 1� �

�
:



Solution 2.34 29

Now consider the two terms in the square brackets, the �rst one involving b and the
second involving� . The �rst of these contribution simply givesb, while the term in
� can be written

=
�
L � 1 + A� � 1A T

�
LA (� + A T LA ) � 1� �

= A (I + � � 1A T LA )( I + � � 1A T LA ) � 1� � 1� � = A �

where we have used the general result(BC ) � 1 = C � 1B � 1. Hence we obtain
(2.109).

2.34 Differentiating (2.118) with respect to� we obtain two terms:

�
N
2

@
@�

ln j� j �
1
2

@
@�

NX

n =1

(xn � � )T � � 1(xn � � ):

For the �rst term, we can apply (C.28) directly to get

�
N
2

@
@�

ln j� j = �
N
2

�
� � 1

� T
= �

N
2

� � 1:

For the second term, we �rst re-write the sum

NX

n =1

(xn � � )T � � 1(xn � � ) = N Tr
�
� � 1S

�
;

where

S =
1
N

NX

n =1

(xn � � )(xn � � )T :

Using this together with (C.21), in whichx = � ij (element(i; j ) in � ), and proper-
ties of the trace we get

@
@� ij

NX

n =1

(xn � � )T � � 1(xn � � ) = N
@

@� ij
Tr

�
� � 1S

�

= N Tr

�
@

@� ij
� � 1S

�

= � N Tr

�
� � 1 @�

@� ij
� � 1S

�

= � N Tr

�
@�

@� ij
� � 1S� � 1

�

= � N
�
� � 1S� � 1

�
ij

where we have used (C.26). Note that in the last step we have ignored the fact that
� ij = � ji , so that@� =@� ij has a1 in position(i; j ) only and0 everywhere else.
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Treating this result as valid nevertheless, we get

�
1
2

@
@�

NX

n =1

(xn � � )T � � 1(xn � � ) =
N
2

� � 1S� � 1:

Combining the derivatives of the two terms and setting the result to zero, we obtain

N
2

� � 1 =
N
2

� � 1S� � 1:

Re-arrangement then yields

� = S

as required.

2.36 NOTE: In the1st printing of PRML, there are mistakes that affect this solution. The
sign in (2.129) is incorrect, and this equation should read

� (N ) = � (N � 1) � aN � 1z(� (N � 1) ):

Then, in order to be consistent with the assumption thatf (� ) > 0 for � > � ? and
f (� ) < 0 for � < � ? in Figure 2.10, we should �nd the root of the expectednegative
log likelihood. This lead to sign changes in (2.133) and (2.134), but in (2.135), these
are cancelled against the change of sign in (2.129), so in effect,(2.135) remains
unchanged. Also,xn should bexn on the l.h.s. of (2.133). Finally, the labels� and
� ML in Figure 2.11 should be interchanged and there are corresponding changes to
the caption (see errata on the PRML web site for details).

Consider the expression for� 2
(N ) and separate out the contribution from observation

xN to give

� 2
(N ) =

1
N

NX

n =1

(xn � � )2

=
1
N

N � 1X

n =1

(xn � � )2 +
(xN � � )2

N

=
N � 1

N
� 2

(N � 1) +
(xN � � )2

N

= � 2
(N � 1) �

1
N

� 2
(N � 1) +

(xN � � )2

N

= � 2
(N � 1) +

1
N

�
(xN � � )2 � � 2

(N � 1)

	
: (76)

If we substitute the expression for a Gaussian distribution intothe result (2.135) for
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the Robbins-Monro procedure applied to maximizing likelihood,we obtain

� 2
(N ) = � 2

(N � 1) + aN � 1
@

@�2(N � 1)

(

�
1
2

ln � 2
(N � 1) �

(xN � � )2

2� 2
(N � 1)

)

= � 2
(N � 1) + aN � 1

(

�
1

2� 2
(N � 1)

+
(xN � � )2

2� 4
(N � 1)

)

= � 2
(N � 1) +

aN � 1

2� 4
(N � 1)

�
(xN � � )2 � � 2

(N � 1)

	
: (77)

Comparison of (77) with (76) allows us to identify

aN � 1 =
2� 4

(N � 1)

N
:

2.40 The posterior distribution is proportional to the product of the prior and the likelihood
function

p(� jX ) / p(� )
NY

n =1

p(xn j� ; � ):

Thus the posterior is proportional to an exponential of a quadratic form in � given
by

�
1
2

(� � � 0)T � � 1
0 (� � � 0) �

1
2

NX

n =1

(xn � � )T � � 1(xn � � )

= �
1
2

� T
�
� � 1

0 + N � � 1
�

� + � T

 

� � 1
0 � 0 + � � 1

NX

n =1

xn

!

+ const

where c̀onst:' denotes terms independent of� . Using the discussion following
(2.71) we see that the mean and covariance of the posterior distribution are given by

� N =
�
� � 1

0 + N � � 1
� � 1 �

� � 1
0 � 0 + � � 1N � ML

�
(78)

� � 1
N = � � 1

0 + N � � 1 (79)

where� ML is the maximum likelihood solution for the mean given by

� ML =
1
N

NX

n =1

xn :

2.46 From (2.158), we have
Z 1

0

bae( � b� ) � a� 1

�( a)

� �
2�

� 1=2
exp

n
�

�
2

(x � � )2
o

d�

=
ba

�( a)

�
1

2�

� 1=2 Z 1

0
� a� 1=2 exp

�
� �

�
b+

(x � � )2

2

��
d� :
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We now make the proposed change of variablez = � � , where� = b+ ( x � � )2=2,
yielding

ba

�( a)

�
1

2�

� 1=2

� � a� 1=2

Z 1

0
za� 1=2 exp(� z) dz

=
ba

�( a)

�
1

2�

� 1=2

� � a� 1=2�( a + 1=2)

where we have used the de�nition of the Gamma function (1.141). Finally, we sub-
stituteb+ ( x � � )2=2 for � , �= 2 for a and�= 2� for b:

�( � a + 1=2)
�( a)

ba

�
1

2�

� 1=2

� a� 1=2

=
� (( � + 1) =2)

�( �= 2)

� �
2�

� �= 2
�

1
2�

� 1=2 �
�
2�

+
(x � � )2

2

� � ( � +1) =2

=
� (( � + 1) =2)

�( �= 2)

� �
2�

� �= 2
�

1
2�

� 1=2 � �
2�

� � ( � +1) =2
�

1 +
� (x � � )2

�

� � ( � +1) =2

=
� (( � + 1) =2)

�( �= 2)

�
�

��

� 1=2 �
1 +

� (x � � )2

�

� � ( � +1) =2

2.47 Ignoring the normalization constant, we write (2.159) as

St(xj�; �; � ) /

�
1 +

� (x � � )2

�

� � ( � � 1)=2

= exp

�
�

� � 1
2

ln

�
1 +

� (x � � )2

�

��
: (80)

For large� , we make use of the Taylor expansion for the logarithm in the form

ln(1 + � ) = � + O(� 2) (81)

to re-write (80) as

exp

�
�

� � 1
2

ln

�
1 +

� (x � � )2

�

��

= exp

�
�

� � 1
2

�
� (x � � )2

�
+ O(� � 2)

��

= exp

�
�

� (x � � )2

2
+ O(� � 1)

�
:
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We see that in the limit� ! 1 this becomes, up to an overall constant, the same as
a Gaussian distribution with mean� and precision� . Since the Student distribution
is normalized to unity for all values of� it follows that it must remain normalized in
this limit. The normalization coef�cient is given by the standard expression (2.42)
for a univariate Gaussian.

2.51 Using the relation (2.296) we have

1 = exp( iA ) exp(� iA ) = (cos A + i sinA)(cosA � i sinA) = cos2 A + sin 2 A:

Similarly, we have

cos(A � B ) = < expf i (A � B )g
= < exp(iA ) exp(� iB )
= < (cosA + i sinA)(cosB � i sinB )
= cos A cosB + sin A sinB:

Finally

sin(A � B ) = = expf i (A � B )g
= = exp(iA ) exp(� iB )
= = (cosA + i sinA)(cosB � i sinB )
= sin A cosB � cosA sinB:

2.56 We can most conveniently cast distributions into standard exponential family form by
taking the exponential of the logarithm of the distribution. For the Beta distribution
(2.13) we have

Beta(� ja; b) =
�( a + b)
�( a)�( b)

expf (a � 1) ln � + ( b� 1) ln(1 � � )g

which we can identify as being in standard exponential form (2.194) with

h(� ) = 1 (82)

g(a; b) =
�( a + b)
�( a)�( b)

(83)

u(� ) =

�
ln �

ln(1 � � )

�
(84)

� (a; b) =

�
a � 1
b� 1

�
: (85)

Applying the same approach to the gamma distribution (2.146) weobtain

Gam(� ja; b) =
ba

�( a)
expf (a � 1) ln � � b� g :
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from which it follows that

h(� ) = 1 (86)

g(a; b) =
ba

�( a)
(87)

u(� ) =

�
�

ln �

�
(88)

� (a; b) =

�
� b

a � 1

�
: (89)

Finally, for the von Mises distribution (2.179) we make use of the identity (2.178) to
give

p(� j� 0; m) =
1

2�I 0(m)
expf m cos� cos� 0 + m sin � sin � 0g

from which we �nd

h(� ) = 1 (90)

g(� 0; m) =
1

2�I 0(m)
(91)

u(� ) =

�
cos�
sin �

�
(92)

� (� 0; m) =

�
m cos� 0

m sin � 0

�
: (93)

2.60 The value of the densityp(x) at a pointxn is given byhj (n ) , where the notationj (n)
denotes that data pointxn falls within regionj . Thus the log likelihood function
takes the form

NX

n =1

ln p(xn ) =
NX

n =1

ln hj (n ) :

We now need to take account of the constraint thatp(x) must integrate to unity. Since
p(x) has the constant valuehi over regioni , which has volume� i , the normalization
constraint becomes

P
i hi � i = 1 . Introducing a Lagrange multiplier� we then

minimize the function

NX

n =1

ln hj (n ) + �

 
X

i

hi � i � 1

!

with respect tohk to give
0 =

nk

hk
+ � � k

wherenk denotes the total number of data points falling within regionk. Multiplying
both sides byhk , summing overk and making use of the normalization constraint,
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we obtain� = � N . Eliminating � then gives our �nal result for the maximum
likelihood solution forhk in the form

hk =
nk

N
1

� k
:

Note that, for equal sized bins� k = � we obtain a bin heighthk which is propor-
tional to the fraction of points falling within that bin, as expected.

Chapter 3 Linear Models for Regression

3.1 NOTE: In the1st printing of PRML, there is a2 missing in the denominator of the
argument to the `tanh' function in equation (3.102).

Using (3.6), we have

2� (2a) � 1 =
2

1 + e� 2a � 1

=
2

1 + e� 2a �
1 + e� 2a

1 + e� 2a

=
1 � e� 2a

1 + e� 2a

=
ea � e� a

ea + e� a

= tanh( a)

If we now takeaj = ( x � � j )=2s, we can rewrite (3.101) as

y(x; w) = w0 +
MX

j =1

wj � (2aj )

= w0 +
MX

j =1

wj

2
(2� (2aj ) � 1 + 1)

= u0 +
MX

j =1

uj tanh(aj );

whereuj = wj =2, for j = 1 ; : : : ; M , andu0 = w0 +
P M

j =1 wj =2.
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3.4 Let

eyn = w0 +
DX

i =1

wi (xni + � ni )

= yn +
DX

i =1

wi � ni

whereyn = y(xn ; w) and� ni � N (0; � 2) and we have used (3.105). From (3.106)
we then de�ne

eE =
1
2

NX

n =1

f eyn � tn g2

=
1
2

NX

n =1

�
ey2

n � 2eyn tn + t2
n

	

=
1
2

NX

n =1

8
<

:
y2

n + 2yn

DX

i =1

wi � ni +

 
DX

i =1

wi � ni

! 2

� 2tn yn � 2tn

DX

i =1

wi � ni + t2
n

9
=

;
:

If we take the expectation ofeE under the distribution of� ni , we see that the second
and �fth terms disappear, sinceE[� ni ] = 0 , while for the third term we get

E

2

4

 
DX

i =1

wi � ni

! 2
3

5 =
DX

i =1

w2
i � 2

since the� ni are all independent with variance� 2.

From this and (3.106) we see that

E
h

eE
i

= ED +
1
2

DX

i =1

w2
i � 2;

as required.

3.5 We can rewrite (3.30) as

1
2

 
MX

j =1

jwj jq � �

!

6 0
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where we have incorporated the1=2 scaling factor for convenience. Clearly this does
not affect the constraint.

Employing the technique described in Appendix E, we can combine this with (3.12)
to obtain the Lagrangian function

L(w; � ) =
1
2

NX

n =1

f tn � w T � (xn )g2 +
�
2

 
MX

j =1

jwj jq � �

!

and by comparing this with (3.29) we see immediately that they are identical in their
dependence onw.

Now suppose we choose a speci�c value of� > 0 and minimize (3.29). Denoting
the resulting value ofw by w ?(� ), and using the KKT condition (E.11), we see that
the value of� is given by

� =
MX

j =1

jw?
j (� )jq:

3.6 We �rst write down the log likelihood function which is given by

ln L(W ; � ) = �
N
2

ln j� j �
1
2

NX

n =1

(t n � W T � (xn ))T � � 1(t n � W T � (xn )) :

First of all we set the derivative with respect toW equal to zero, giving

0 = �
NX

n =1

� � 1(t n � W T � (xn )) � (xn )T :

Multiplying through by� and introducing the design matrix� and the target data
matrix T we have

� T �W = � T T

Solving forW then gives (3.15) as required.

The maximum likelihood solution for� is easily found by appealing to the standard
result from Chapter 2 giving

� =
1
N

NX

n =1

(t n � W T
ML � (xn ))( t n � W T

ML � (xn ))T :

as required. Since we are �nding a joint maximum with respect to both W and�
we see that it isW ML which appears in this expression, as in the standard result for
an unconditional Gaussian distribution.

3.8 Combining the prior
p(w) = N (w jm N ; SN )
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and the likelihood

p(tN +1 jxN +1 ; w) =

�
�
2�

� 1=2

exp

�
�

�
2

(tN +1 � w T � N +1 )2

�
(94)

where� N +1 = � (xN +1 ), we obtain a posterior of the form

p(w jtN +1 ; xN +1 ; m N ; SN )

/ exp

�
�

1
2

(w � m N )T S� 1
N (w � m N ) �

1
2

� (tN +1 � w T � N +1 )2

�
:

We can expand the argument of the exponential, omitting the� 1=2 factors, as fol-
lows

(w � m N )T S� 1
N (w � m N ) + � (tN +1 � w T � N +1 )2

= w T S� 1
N w � 2w T S� 1

N m N

+ � w T � T
N +1 � N +1 w � 2� w T � N +1 tN +1 + const

= w T (S� 1
N + � � N +1 � T

N +1 )w � 2w T (S� 1
N m N + � � N +1 tN +1 ) + const ;

whereconst denotes remaining terms independent ofw . From this we can read off
the desired result directly,

p(w jtN +1 ; xN +1 ; m N ; SN ) = N (w jm N +1 ; SN +1 );

with
S� 1

N +1 = S� 1
N + � � N +1 � T

N +1 : (95)

and
m N +1 = SN +1 (S� 1

N m N + � � N +1 tN +1 ): (96)

3.10 Using (3.3), (3.8) and (3.49), we can re-write (3.57) as

p(tjx ; t; �; � ) =
Z

N (tj� (x)T w; � � 1)N (w jm N ; SN ) dw:

By matching the �rst factor of the integrand with (2.114) and thesecond factor with
(2.113), we obtain the desired result directly from (2.115).

3.15 This is easily shown by substituting the re-estimation formulae(3.92) and (3.95) into
(3.82), giving

E(m N ) =
�
2

kt � �m N k2 +
�
2

m T
N m N

=
N � 


2
+



2

=
N
2

:
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3.18 We can rewrite (3.79)

�
2

kt � �w k2 +
�
2

w T w

=
�
2

�
tT t � 2tT �w + w T � T �w

�
+

�
2

w T w

=
1
2

�
� tT t � 2� tT �w + w T Aw

�

where, in the last line, we have used (3.81). We now use the tricks of adding0 =
m T

N Am N � m T
N Am N and usingI = A � 1A , combined with (3.84), as follows:

1
2

�
� tT t � 2� tT �w + w T Aw

�

=
1
2

�
� tT t � 2� tT �A � 1Aw + w T Aw

�

=
1
2

�
� tT t � 2m T

N Aw + w T Aw + m T
N Am N � m T

N Am N
�

=
1
2

�
� tT t � m T

N Am N
�

+
1
2

(w � m N )T A (w � m N ):

Here the last term equals term the last term of (3.80) and so it remains to show that
the �rst term equals the r.h.s. of (3.82). To do this, we use the same tricks again:

1
2

�
� tT t � m T

N Am N
�

=
1
2

�
� tT t � 2m T

N Am N + m T
N Am N

�

=
1
2

�
� tT t � 2m T

N AA � 1� T t� + m T
N

�
� I + � � T �

�
m N

�

=
1
2

�
� tT t � 2m T

N � T t� + � m T
N � T �m N + � m T

N m N
�

=
1
2

�
� (t � �m N )T (t � �m N ) + � m T

N m N
�

=
�
2

kt � �m N k2 +
�
2

m T
N m N

as required.

3.20 We only need to consider the terms of (3.86) that depend on� , which are the �rst,
third and fourth terms.

Following the sequence of steps in Section 3.5.2, we start with the last of these terms,

�
1
2

ln jA j:

From (3.81), (3.87) and the fact that that eigenvectorsu i are orthonormal (see also
Appendix C), we �nd that the eigenvectors ofA to be� + � i . We can then use (C.47)
and the properties of the logarithm to take us from the left to the right side of (3.88).
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The derivatives for the �rst and third term of (3.86) are more easily obtained using
standard derivatives and (3.82), yielding

1
2

�
M
�

+ m T
N m N

�
:

We combine these results into (3.89), from which we get (3.92) via (3.90). The
expression for
 in (3.91) is obtained from (3.90) by substituting

MX

i

� i + �
� i + �

for M and re-arranging.

3.23 From (3.10), (3.112) and the properties of the Gaussian and Gamma distributions
(see Appendix B), we get

p(t) =
ZZ

p(tjw ; � )p(w j� ) dwp(� ) d�

=
ZZ �

�
2�

� N= 2

exp

�
�

�
2

(t � �w )T (t � �w )

�

�
�
2�

� M= 2

jS0j � 1=2 exp

�
�

�
2

(w � m 0)T S� 1
0 (w � m 0)

�
dw

�( a0) � 1ba0
0 � a0 � 1 exp(� b0� ) d�

=
ba0

0

((2� )M + N jS0j)1=2

ZZ
exp

�
�

�
2

(t � �w )T (t � �w )

�

exp

�
�

�
2

(w � m 0)T S� 1
0 (w � m 0)

�
dw

� a0 � 1� N= 2� M= 2 exp(� b0� ) d�

=
ba0

0

((2� )M + N jS0j)1=2

ZZ
exp

�
�

�
2

(w � m N )T S� 1
N (w � m N )

�
dw

exp

�
�

�
2

�
tT t + m T

0 S� 1
0 m 0 � m T

N S� 1
N m N

�
�

� aN � 1� M= 2 exp(� b0� ) d�
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where we have completed the square for the quadratic form inw, using

m N = SN
�
S� 1

0 m 0 + � T t
�

S� 1
N = �

�
S� 1

0 + � T �
�

aN = a0 +
N
2

bN = b0 +
1
2

 

m T
0 S� 1

0 m 0 � m T
N S� 1

N m N +
NX

n =1

t2
n

!

:

Now we are ready to do the integration, �rst overw and then� , and re-arrange the
terms to obtain the desired result

p(t) =
ba0

0

((2� )M + N jS0j)1=2
(2� )M= 2jSN j1=2

Z
� aN � 1 exp(� bN � ) d�

=
1

(2� )N= 2

jSN j1=2

jS0j1=2

ba0
0

baN
N

�( aN )
�( a0)

:

Chapter 4 Linear Models for Classi�cation

4.2 For the purpose of this exercise, we make the contribution of thebias weights explicit
in (4.15), giving

ED ( fW ) =
1
2

Tr
�

(XW + 1w T
0 � T )T (XW + 1w T

0 � T )
	

; (97)

wherew0 is the column vector of bias weights (the top row offW transposed) and1
is a column vector of N ones.

We can take the derivative of (97) w.r.t.w0, giving

2N w0 + 2( XW � T )T 1:

Setting this to zero, and solving forw0, we obtain

w0 = �t � W T �x (98)

where
�t =

1
N

T T 1 and �x =
1
N

X T 1:

If we subsitute (98) into (97), we get

ED (W ) =
1
2

Tr
�

(XW + T � XW � T )T (XW + T � XW � T )
	

;
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where
T = 1�t T and X = 1�xT :

Setting the derivative of this w.r.t.W to zero we get

W = ( bX T bX ) � 1 bX T bT = bX y bT ;

where we have de�nedbX = X � X andbT = T � T .

Now consider the prediction for a new input vectorx?,

y (x?) = W T x? + w0

= W T x? + �t � W T �x

= �t � bT T
�

bX y
� T

(x? � �x ): (99)

If we apply (4.157) to�t , we get

aT �t =
1
N

aT T T 1 = � b:

Therefore, applying (4.157) to (99), we obtain

aT y(x?) = aT �t + aT bT T
�

bX y
� T

(x? � �x )

= aT �t = � b;

sinceaT bT T = aT (T � T )T = b(1 � 1)T = 0T .

4.4 NOTE: In the1st printing of PRML, the text of the exercise refers equation (4.23)
where it should refer to (4.22).

From (4.22) we can construct the Lagrangian function

L = w T (m 2 � m 1) + �
�
w T w � 1

�
:

Taking the gradient ofL we obtain

r L = m 2 � m 1 + 2 � w (100)

and setting this gradient to zero gives

w = �
1

2�
(m 2 � m 1)

form which it follows thatw / m 2 � m 1.

4.7 From (4.59) we have

1 � � (a) = 1 �
1

1 + e� a =
1 + e� a � 1

1 + e� a

=
e� a

1 + e� a =
1

ea + 1
= � (� a):
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The inverse of the logistic sigmoid is easily found as follows

y = � (a) =
1

1 + e� a

)
1
y

� 1 = e� a

) ln

�
1 � y

y

�
= � a

) ln

�
y

1 � y

�
= a = � � 1(y):

4.9 The likelihood function is given by

p(f � n ; t n gjf � k g) =
NY

n =1

KY

k=1

f p(� n jCk )� k gt nk

and taking the logarithm, we obtain

ln p(f � n ; t n gjf � k g) =
NX

n =1

KX

k=1

tnk f ln p(� n jCk ) + ln � k g: (101)

In order to maximize the log likelihood with respect to� k we need to preserve the
constraint

P
k � k = 1 . This can be done by introducing a Lagrange multiplier� and

maximizing

ln p(f � n ; t n gjf � k g) + �

 
KX

k=1

� k � 1

!

:

Setting the derivative with respect to� k equal to zero, we obtain

NX

n =1

tnk

� k
+ � = 0 :

Re-arranging then gives

� � k � =
NX

n =1

tnk = Nk : (102)

Summing both sides overk we �nd that � = � N , and using this to eliminate� we
obtain (4.159).
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4.12 Differentiating (4.59) we obtain

d�
da

=
e� a

(1 + e� a)2

= � (a)

�
e� a

1 + e� a

�

= � (a)

�
1 + e� a

1 + e� a �
1

1 + e� a

�

= � (a)(1 � � (a)) :

4.13 We start by computing the derivative of (4.90) w.r.t.yn

@E
@yn

=
1 � tn

1 � yn
�

tn

yn
(103)

=
yn (1 � tn ) � tn (1 � yn )

yn (1 � yn )

=
yn � yn tn � tn + yn tn

yn (1 � yn )
(104)

=
yn � tn

yn (1 � yn )
: (105)

From (4.88), we see that

@yn
@an

=
@�(an )

@an
= � (an ) (1 � � (an )) = yn (1 � yn ): (106)

Finally, we have
r an = � n (107)

wherer denotes the gradient with respect tow. Combining (105), (106) and (107)
using the chain rule, we obtain

r E =
NX

n =1

@E
@yn

@yn
@an

r an

=
NX

n =1

(yn � tn )� n

as required.

4.17 From (4.104) we have

@yk
@ak

=
eak

P
i ea i

�

�
eak

P
i ea i

� 2

= yk (1 � yk );

@yk
@aj

= �
eak ea j

� P
i ea i

� 2 = � yk yj ; j 6= k:
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Combining these results we obtain (4.106).

4.19 Using the cross-entropy error function (4.90), and following Exercise4.13, we have

@E
@yn

=
yn � tn

yn (1 � yn )
: (108)

Also
r an = � n : (109)

From (4.115) and (4.116) we have

@yn
@an

=
@�( an )

@an
=

1
p

2�
e� a2

n : (110)

Combining (108), (109) and (110), we get

r E =
NX

n =1

@E
@yn

@yn
@an

r an =
NX

n =1

yn � tn

yn (1 � yn )
1

p
2�

e� a2
n � n : (111)

In order to �nd the expression for the Hessian, it is is convenientto �rst determine

@
@yn

yn � tn

yn (1 � yn )
=

yn (1 � yn )
y2

n (1 � yn )2
�

(yn � tn )(1 � 2yn )
y2

n (1 � yn )2

=
y2

n + tn � 2yn tn

y2
n (1 � yn )2

: (112)

Then using (109)–(112) we have

rr E =
NX

n =1

�
@

@yn

�
yn � tn

yn (1 � yn )

�
1

p
2�

e� a2
n � n r yn

+
yn � tn

yn (1 � yn )
1

p
2�

e� a2
n (� 2an )� n r an

�

=
NX

n =1

�
y2

n + tn � 2yn tn

yn (1 � yn )
1

p
2�

e� a2
n � 2an (yn � tn )

�
e� 2a2

n � n � T
np

2�y n (1 � yn )
:

4.23 NOTE: In the1st printing of PRML, the text of the exercise contains a typographical
error. Following the equation, it should say thatH is the matrix of second derivatives
of thenegativelog likelihood.

The BIC approximation can be viewed as a largeN approximation to the log model
evidence. From (4.138), we have

A = �rr ln p(Dj � MAP )p(� MAP )

= H � rr ln p(� MAP )
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and if p(� ) = N (� jm; V 0), this becomes

A = H + V � 1
0 :

If we assume that the prior is broad, or equivalently that the number of data points
is large, we can neglect the termV � 1

0 compared toH . Using this result, (4.137) can
be rewritten in the form

ln p(D) ' ln p(Dj � MAP ) �
1
2

(� MAP � m)V � 1
0 (� MAP � m) �

1
2

ln jH j + const

(113)
as required. Note that the phrasing of the question is misleading, since the assump-
tion of a broad prior, or of largeN , is required in order to derive this form, as well
as in the subsequent simpli�cation.

We now again invoke the broad prior assumption, allowing us to neglect the second
term on the right hand side of (113) relative to the �rst term.

Since we assume i.i.d. data,H = �rr ln p(Dj � MAP ) consists of a sum of terms,
one term for each datum, and we can consider the following approximation:

H =
NX

n =1

H n = N bH

whereH n is the contribution from thenth data point and

bH =
1
N

NX

n =1

H n :

Combining this with the properties of the determinant, we have

ln jH j = ln jN bH j = ln
�

N M j bH j
�

= M ln N + ln j bH j

whereM is the dimensionality of� . Note that we are assuming thatbH has full rank
M . Finally, using this result together (113), we obtain (4.139) bydropping theln j bH j
since thisO(1) compared toln N .

Chapter 5 Neural Networks

5.2 The likelihood function for an i.i.d. data set,f (x1; t 1); : : : ; (xN ; t N )g, under the
conditional distribution (5.16) is given by

NY

n =1

N
�
t n jy (xn ; w); � � 1I

�
:
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If we take the logarithm of this, using (2.43), we get

NX

n =1

ln N
�
t n jy (xn ; w); � � 1I

�

= �
1
2

NX

n =1

(t n � y (xn ; w))T (� I ) ( t n � y (xn ; w)) + const

= �
�
2

NX

n =1

kt n � y (xn ; w)k2 + const;

where `const' comprises terms which are independent ofw . The �rst term on the
right hand side is proportional to the negative of (5.11) and hence maximizing the
log-likelihood is equivalent to minimizing the sum-of-squares error.

5.5 For the given interpretation ofyk (x ; w), the conditional distribution of the target
vector for a multiclass neural network is

p(t jw1; : : : ; wK ) =
KY

k=1

yt k
k :

Thus, for a data set ofN points, the likelihood function will be

p(T jw1; : : : ; wK ) =
NY

n =1

KY

k=1

yt nk
nk :

Taking the negative logarithm in order to derive an error function we obtain (5.24)
as required. Note that this is the same result as for the multiclass logistic regression
model, given by (4.108) .

5.6 Differentiating (5.21) with respect to the activationan corresponding to a particular
data pointn, we obtain

@E
@an

= � tn
1
yn

@yn
@an

+ (1 � tn )
1

1 � yn

@yn
@an

: (114)

From (4.88), we have
@yn
@an

= yn (1 � yn ): (115)

Substituting (115) into (114), we get

@E
@an

= � tn
yn (1 � yn )

yn
+ (1 � tn )

yn (1 � yn )
(1 � yn )

= yn � tn

as required.
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5.9 This simply corresponds to a scaling and shifting of the binary outputs, which di-
rectly gives the activation function, using the notation from (5.19), in the form

y = 2 � (a) � 1:

The corresponding error function can be constructed from (5.21) by applying the
inverse transform toyn andtn , yielding

E(w) = �
NX

n =1

1 + tn

2
ln

1 + yn

2
+

�
1 �

1 + tn

2

�
ln

�
1 �

1 + yn

2

�

= �
1
2

NX

n =1

f (1 + tn ) ln(1 + yn ) + (1 � tn ) ln(1 � yn )g + N ln 2

where the last term can be dropped, since it is independent ofw .

To �nd the corresponding activation function we simply apply the linear transforma-
tion to the logistic sigmoid given by (5.19), which gives

y(a) = 2 � (a) � 1 =
2

1 + e� a � 1

=
1 � e� a

1 + e� a =
ea=2 � e� a=2

ea=2 + e� a=2

= tanh( a=2):

5.10 From (5.33) and (5.35) we have

uT
i Hu i = uT

i � i u i = � i :

Assume thatH is positive de�nite, so that (5.37) holds. Then by settingv = u i it
follows that

� i = uT
i Hu i > 0 (116)

for all values ofi . Thus, if H is positive de�nite, all of its eigenvalues will be
positive.

Conversely, assume that (116) holds. Then, for any vector,v , we can make use of
(5.38) to give

v T Hv =

 
X

i

ci u i

! T

H

 
X

j

cj u j

!

=

 
X

i

ci u i

! T  
X

j

� j cj u j

!

=
X

i

� i c2
i > 0

where we have used (5.33) and (5.34) along with (116). Thus, if all of the eigenvalues
are positive, the Hessian matrix will be positive de�nite.
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5.11 NOTE: In PRML, Equation (5.32) contains a typographical error:= should be' .

We start by making the change of variable given by (5.35) which allows the error
function to be written in the form (5.36). Setting the value of the error function
E(w) to a constant valueC we obtain

E(w ?) +
1
2

X

i

� i � 2
i = C:

Re-arranging gives X

i

� i � 2
i = 2C � 2E(w ?) = eC

whereeC is also a constant. This is the equation for an ellipse whose axes are aligned
with the coordinates described by the variablesf � i g. The length of axisj is found
by setting� i = 0 for all i 6= j , and solving for� j giving

� j =

 
eC
� j

! 1=2

which is inversely proportional to the square root of the corresponding eigenvalue.

5.12 NOTE: See note in Solution 5.11.

From (5.37) we see that, ifH is positive de�nite, then the second term in (5.32) will
be positive whenever(w � w ?) is non-zero. Thus the smallest value whichE(w)
can take isE(w ?), and sow ? is the minimum ofE(w).

Conversely, ifw ? is the minimum ofE(w), then, for any vectorw 6= w ?, E (w) >
E(w ?). This will only be the case if the second term of (5.32) is positive for all
values ofw 6= w ? (since the �rst term is independent ofw). Sincew � w ? can be
set to any vector of real numbers, it follows from the de�nition (5.37) thatH must
be positive de�nite.

5.19 If we take the gradient of (5.21) with respect tow, we obtain

r E(w) =
NX

n =1

@E
@an

r an =
NX

n =1

(yn � tn )r an ;

where we have used the result proved earlier in the solution to Exercise 5.6. Taking
the second derivatives we have

rr E(w) =
NX

n =1

�
@yn
@an

r an r an + ( yn � tn )rr an

�
:

Dropping the last term and using the result (4.88) for the derivative of the logistic
sigmoid function, proved in the solution to Exercise 4.12, we �nally get

rr E (w) '
NX

n =1

yn (1 � yn )r an r an =
NX

n =1

yn (1 � yn )bn bT
n
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wherebn � r an .

5.25 The gradient of (5.195) is given

r E = H (w � w ?)

and hence update formula (5.196) becomes

w ( � ) = w ( � � 1) � � H (w ( � � 1) � w ?):

Pre-multiplying both sides withuT
j we get

w( � )
j = uT

j w ( � ) (117)

= uT
j w ( � � 1) � � uT

j H (w ( � � 1) � w ?)

= w( � � 1)
j � �� j uT

j (w � w ?)

= w( � � 1)
j � �� j (w( � � 1)

j � w?
j ); (118)

where we have used (5.198). To show that

w( � )
j = f 1 � (1 � �� j ) � gw?

j

for � = 1 ; 2; : : :, we can use proof by induction. For� = 1 , we recall thatw (0) = 0
and insert this into (118), giving

w(1)
j = w(0)

j � �� j (w(0)
j � w?

j )

= �� j w?
j

= f 1 � (1 � �� j )gw?
j :

Now we assume that the result holds for� = N � 1 and then make use of (118)

w(N )
j = w(N � 1)

j � �� j (w(N � 1)
j � w?

j )

= w(N � 1)
j (1 � �� j ) + �� j w?

j

=
�

1 � (1 � �� j )N � 1
	

w?
j (1 � �� j ) + �� j w?

j

=
�

(1 � �� j ) � (1 � �� j )N
	

w?
j + �� j w?

j

=
�

1 � (1 � �� j )N
	

w?
j

as required.

Provided thatj1 � �� j j < 1 then we have(1 � �� j ) � ! 0 as� ! 1 , and hence�
1 � (1 � �� j )N

	
! 1 andw ( � ) ! w ?.

If � is �nite but � j � (�� ) � 1, � must still be large, since� j �� � 1, even though
j1 � �� j j < 1. If � is large, it follows from the argument above thatw( � )

j ' w?
j .
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If, on the other hand,� j � (�� ) � 1, this means that�� j must be small, since�� j � �
1 and� is an integer greater than or equal to one. If we expand,

(1 � �� j ) � = 1 � � �� j + O(�� 2
j )

and insert this into (5.197), we get

jw( � )
j j = j f 1 � (1 � �� j ) � gw?

j j

= j
�

1 � (1 � � �� j + O(�� 2
j ))

	
w?

j j
' � �� j jw?

j j � j w?
j j

Recall that in Section 3.5.3 we showed that when the regularization parameter (called
� in that section) is much larger than one of the eigenvalues (called � j in that section)
then the corresponding parameter valuewi will be close to zero. Conversely, when
� is much smaller than� i thenwi will be close to its maximum likelihood value.
Thus� is playing an analogous role to�� .

5.27 If s(x; � ) = x + � , then
@sk
@�i

= I ki , i.e.,
@s
@�

= I ;

and since the �rst order derivative is constant, there are no higher order derivatives.
We now make use of this result to obtain the derivatives ofy w.r.t. � i :

@y
@�i

=
X

k

@y
@sk

@sk
@�i

=
@y
@si

= bi

@y
@�i @�j

=
@bi
@�j

=
X

k

@bi
@sk

@sk
@�j

=
@bi
@sj

= B ij

Using these results, we can write the expansion ofeE as follows:

eE =
1
2

ZZZ
f y(x) � tg2p(tjx)p(x)p(� ) d� dx dt

+
ZZZ

f y(x) � tgbT � p(� )p(t jx)p(x) d� dx dt

+
1
2

ZZZ
� T

�
f y(x) � tgB + bb T

�
� p(� )p(t jx)p(x) d� dx dt:

The middle term will again disappear, sinceE[� ] = 0 and thus we can writeeE on
the form of (5.131) with


 =
1
2

ZZZ
� T

�
f y(x) � tgB + bb T

�
� p(� )p(t jx)p(x) d� dx dt:
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Again the �rst term within the parenthesis vanishes to leading order in� and we are
left with


 '
1
2

ZZ
� T

�
bb T

�
� p(� )p(x) d� dx

=
1
2

ZZ
Trace

��
�� T

� �
bb T

��
p(� )p(x) d� dx

=
1
2

Z
Trace

�
I

�
bb T

��
p(x) dx

=
1
2

Z
bT bp(x) dx =

1
2

Z
kr y(x)k2p(x) dx;

where we used the fact thatE[�� T ] = I .

5.28 The modi�cations only affect derivatives with respect to weights in the convolutional
layer. The units within a feature map (indexedm) have different inputs, but all share
a common weight vector,w (m ) . Thus, errors� (m ) from all units within a feature
map will contribute to the derivatives of the corresponding weight vector. In this
situation, (5.50) becomes

@En
@w(m )

i

=
X

j

@En
@a(m )

j

@a(m )
j

@w(m )
i

=
X

j

� (m )
j z(m )

ji :

Herea(m )
j denotes the activation of thej th unit in themth feature map, whereas

w(m )
i denotes thei th element of the corresponding feature vector and, �nally,z(m )

ji

denotes thei th input for thej th unit in themth feature map; the latter may be an
actual input or the output of a preceding layer.

Note that� (m )
j = @En =@a(m )

j will typically be computed recursively from the� s
of the units in the following layer, using (5.55). If there are layer(s) preceding the
convolutional layer, the standard backward propagation equations will apply; the
weights in the convolutional layer can be treated as if they were independent param-
eters, for the purpose of computing the� s for the preceding layer's units.

5.29 This is easily veri�ed by taking the derivative of (5.138), using(1.46) and standard
derivatives, yielding

@

@wi

=
1P

k � k N (wi j� k ; � 2
k )

X

j

� j N (wi j� j ; � 2
j )

(wi � � j )
� 2

:

Combining this with (5.139) and (5.140), we immediately obtainthe second term of
(5.141).

5.34 NOTE: In the 1st printing of PRML, the l.h.s. of (5.154) should be replaced with

 nk = 
 k (t n jxn ). Accordingly, in (5.155) and (5.156),
 k should be replaced by

 nk and in (5.156),t l should betnl .
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We start by using the chain rule to write

@En
@a�k

=
KX

j =1

@En
@�j

@�j
@a�k

: (119)

Note that because of the coupling between outputs caused by the softmax activation
function, the dependence on the activation of a single outputunit involves all the
output units.

For the �rst factor inside the sum on the r.h.s. of (119), standardderivatives applied
to thenth term of (5.153) gives

@En
@�j

= �
Nnj

P K
l =1 � l Nnl

= �

 nj

� j
: (120)

For the for the second factor, we have from (4.106) that

@�j
@a�k

= � j (I jk � � k ): (121)

Combining (119), (120) and (121), we get

@En
@a�k

= �
KX

j =1


 nj

� j
� j (I jk � � k )

= �
KX

j =1


 nj (I jk � � k ) = � 
 nk +
KX

j =1


 nj � k = � k � 
 nk ;

where we have used the fact that, by (5.154),
P K

j =1 
 nj = 1 for all n.

5.39 Using (4.135), we can approximate (5.174) as

p(Dj �; � ) ' p(DjwMAP ; � )p(wMAP j� )
Z

exp

�
�

1
2

(w � wMAP )T A (w � wMAP )

�
dw;

whereA is given by (5.166), asp(Djw; � )p(w j� ) is proportional top(w jD ; �; � ).

Using (4.135), (5.162) and (5.163), we can rewrite this as

p(Dj �; � ) '
NY

n

N (tn jy(xn ; wMAP ); � � 1)N (wMAP j0; � � 1I )
(2� )W=2

jA j1=2
:

Taking the logarithm of both sides and then using (2.42) and (2.43), we obtain the
desired result.
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5.40 For aK -class neural network, the likelihood function is given by

NY

n

KY

k

yk (xn ; w)t nk

and the corresponding error function is given by (5.24).

Again we would use a Laplace approximation for the posterior distribution over the
weights, but the corresponding Hessian matrix,H , in (5.166), would now be derived
from (5.24). Similarly, (5.24), would replace the binary cross entropy error term in
the regularized error function (5.184).

The predictive distribution for a new pattern would again have tobe approximated,
since the resulting marginalization cannot be done analytically. However, in con-
trast to the two-class problem, there is no obvious candidate for this approximation,
although Gibbs (1997) discusses various alternatives.

Chapter 6 Kernel Methods

6.1 We �rst of all note thatJ (a) depends ona only through the formKa . Since typically
the numberN of data points is greater than the numberM of basis functions, the
matrix K = �� T will be rank de�cient. There will then beM eigenvectors ofK
having non-zero eigenvalues, andN � M eigenvectors with eigenvalue zero. We can
then decomposea = ak + a? whereaT

k a? = 0 andKa ? = 0. Thus the value of
a? is not determined byJ (a). We can remove the ambiguity by settinga? = 0, or
equivalently by adding a regularizer term

�
2

aT
? a?

to J (a) where� is a small positive constant. Thena = ak whereak lies in the span
of K = �� T and hence can be written as a linear combination of the columnsof
� , so that in component notation

an =
MX

i =1

ui � i (xn )

or equivalently in vector notation

a = �u : (122)

Substituting (122) into (6.7) we obtain

J (u) =
1
2

(K�u � t )T (K�u � t ) +
�
2

uT � T K�u

=
1
2

�
�� T �u � t

� T �
�� T �u � t

�
+

�
2

uT � T �� T �u (123)
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Since the matrix� T � has full rank we can de�ne an equivalent parametrization
given by

w = � T �u

and substituting this into (123) we recover the original regularized error function
(6.2).

6.5 The results (6.13) and (6.14) are easily proved by using (6.1) whichde�nes the kernel
in terms of the scalar product between the feature vectors for two input vectors. If
k1(x ; x0) is a valid kernel then there must exist a feature vector� (x) such that

k1(x ; x0) = � (x)T � (x0):

It follows that
ck1(x ; x0) = u(x)T u(x0)

where
u(x) = c1=2� (x)

and sock1(x ; x0) can be expressed as the scalar product of feature vectors, and hence
is a valid kernel.

Similarly, for (6.14) we can write

f (x)k1(x ; x0)f (x0) = v (x)T v(x0)

where we have de�ned
v(x) = f (x)� (x):

Again, we see thatf (x)k1(x ; x0)f (x0) can be expressed as the scalar product of
feature vectors, and hence is a valid kernel.

Alternatively, these results can be proved be appealing to the general result that
the Gram matrix,K , whose elements are given byk(xn ; xm ), should be positive
semide�nite for all possible choices of the setf xn g, by following a similar argu-
ment to Solution 6.7 below.

6.7 (6.17) is most easily proved by making use of the result, discussed on page 295, that
a necessary and suf�cient condition for a functionk(x; x0) to be a valid kernel is
that the Gram matrixK , whose elements are given byk(xn ; xm ), should be positive
semide�nite for all possible choices of the setf xn g. A matrix K is positive semi-
de�nite if, and only if,

aT Ka > 0

for any choice of the vectora. Let K 1 be the Gram matrix fork1(x ; x0) and letK 2

be the Gram matrix fork2(x ; x0). Then

aT (K 1 + K 2)a = aT K 1a + aT K 2a > 0

where we have used the fact thatK 1 and K 2 are positive semi-de�nite matrices,
together with the fact that the sum of two non-negative numberswill itself be non-
negative. Thus, (6.17) de�nes a valid kernel.
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To prove (6.18), we take the approach adopted in Solution 6.5. Since we know that
k1(x ; x0) andk2(x ; x0) are valid kernels, we know that there exist mappings� (x)
and (x) such that

k1(x ; x0) = � (x)T � (x0) and k2(x ; x0) =  (x)T  (x0):

Hence

k(x; x0) = k1(x ; x0)k2(x ; x0)
= � (x)T � (x0)  (x)T  (x0)

=
MX

m =1

� m (x)� m (x0)
NX

n =1

 n (x) n (x0)

=
MX

m =1

NX

n =1

� m (x)� m (x0) n (x) n (x0)

=
KX

k=1

' k (x)' k (x0)

= ' (x)T ' (x0);

whereK = MN and

' k (x) = � (( k � 1) � N )+1 (x) (( k � 1) � N )+1 (x);

where in turn� and� denote integer division and remainder, respectively.

6.12 NOTE: In the 1st printing of PRML, there is an error in the text relating to this
exercise. Immediately following (6.27), it says:jAj denotes the number ofsubsets
in A; it should have said:jAj denotes the number ofelementsin A.

SinceA may be equal toD (the subset relation was not de�ned to be strict),� (D )
must be de�ned. This will map to a vector of2jD j 1s, one for each possible subset
of D , includingD itself as well as the empty set. ForA � D , � (A) will have 1s in
all positions that correspond to subsets ofA and 0s in all other positions. Therefore,
� (A1)T � (A2) will count the number of subsets shared byA1 andA2. However, this
can just as well be obtained by counting the number of elements in the intersection
of A1 andA2, and then raising 2 to this number, which is exactly what (6.27)does.

6.14 In order to evaluate the Fisher kernel for the Gaussian we �rst notethat the covari-
ance is assumed to be �xed, and hence the parameters comprise only the elements of
the mean� . The �rst step is to evaluate the Fisher score de�ned by (6.32). From the
de�nition (2.43) of the Gaussian we have

g(� ; x) = r � ln N (x j� ; S) = S� 1(x � � ):

Next we evaluate the Fisher information matrix using the de�nition (6.34), giving

F = Ex

�
g(� ; x)g(� ; x)T

�
= S� 1Ex

�
(x � � )(x � � )T

�
S� 1:
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Here the expectation is with respect to the original Gaussian distribution, and so we
can use the standard result

Ex

�
(x � � )(x � � )T

�
= S

from which we obtain
F = S� 1:

Thus the Fisher kernel is given by

k(x; x0) = ( x � � )T S� 1(x0 � � );

which we note is just the squared Mahalanobis distance.

6.17 NOTE: In the1st printing of PRML, there are typographical errors in the text relating
to this exercise. In the sentence following immediately after (6.39), f (x) should be
replaced byy(x). Also, on the l.h.s. of (6.40),y(xn ) should be replaced byy(x).
There were also errors in Appendix D, which might cause confusion; please consult
the errata on the PRML website.

Following the discussion in Appendix D we give a �rst-principles derivation of the
solution. First consider a variation in the functiony(x) of the form

y(x) ! y(x) + �� (x):

Substituting into (6.39) we obtain

E [y + �� ] =
1
2

NX

n =1

Z
f y(xn + � ) + �� (xn + � ) � tn g2 � (� ) d� :

Now we expand in powers of� and set the coef�cient of� , which corresponds to the
functional �rst derivative, equal to zero, giving

NX

n =1

Z
f y(xn + � ) � tn g� (xn + � )� (� ) d� = 0 : (124)

This must hold for every choice of the variation function� (x). Thus we can choose

� (x) = � (x � z)

where� ( � ) is the Dirac delta function. This allows us to evaluate the integral over�
giving

NX

n =1

Z
f y(xn + � ) � tn g� (xn + � � z)� (� ) d� =

NX

n =1

f y(z) � tn g� (z � xn ):

Substituting this back into (124) and rearranging we then obtainthe required result
(6.40).
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6.20 Given the joint distribution (6.64), we can identifytN +1 with xa andt with xb in
(2.65). Note that this means that we are prepending rather than appendingtN +1 to t
andCN +1 therefore gets rede�ned as

CN +1 =

�
c kT

k C N

�
:

It then follows that

� a = 0 � b = 0 x b = t

� aa = c � bb = CN � ab = � T
ba = kT

in (2.81) and (2.82), from which (6.66) and (6.67) follows directly.

6.21 Both the Gaussian process and the linear regression model give rise to Gaussian
predictive distributionsp(tN +1 jxN +1 ) so we simply need to show that these have
the same mean and variance. To do this we make use of the expression (6.54) for the
kernel function de�ned in terms of the basis functions. Using (6.62) the covariance
matrix CN then takes the form

CN =
1
�

�� T + � � 1I N (125)

where� is the design matrix with elements� nk = � k (xn ), andI N denotes the
N � N unit matrix. Consider �rst the mean of the Gaussian process predictive
distribution, which from (125), (6.54), (6.66) and the de�nitions inthe text preceding
(6.66) is given by

mN +1 = � � 1� (xN +1 )T � T
�
� � 1�� T + � � 1I N

� � 1
t:

We now make use of the matrix identity (C.6) to give

� T
�
� � 1�� T + � � 1I N

� � 1
= ��

�
� � T � + � I M

� � 1
� T = �� SN � T :

Thus the mean becomes

mN +1 = � � (xN +1 )T SN � T t

which we recognize as the mean of the predictive distribution forthe linear regression
model given by (3.58) withm N de�ned by (3.53) andSN de�ned by (3.54).

For the variance we similarly substitute the expression (125) forthe kernel func-
tion into the Gaussian process variance given by (6.67) and thenuse (6.54) and the
de�nitions in the text preceding (6.66) to obtain

� 2
N +1 (xN +1 ) = � � 1� (xN +1 )T � (xN +1 ) + � � 1

� � � 2� (xN +1 )T � T
�
� � 1�� T + � � 1I N

� � 1
� � (xN +1 )

= � � 1 + � (xN +1 )T
�
� � 1I M

� � � 2� T
�
� � 1�� T + � � 1I N

� � 1
�

�
� (xN +1 ): (126)
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We now make use of the matrix identity (C.7) to give

� � 1I M � � � 1I M � T
�
� (� � 1I M )� T + � � 1I N

� � 1
� � � 1I M

=
�
� I + � � T �

� � 1
= SN ;

where we have also used (3.54). Substituting this in (126), we obtain

� 2
N (xN +1 ) =

1
�

+ � (xN +1 )T SN � (xN +1 )

as derived for the linear regression model in Section 3.3.2.

6.23 NOTE: In the 1st printing of PRML, a typographical mistake appears in the text
of the exercise at line three, where it should say “: : : a training set of input vectors
x1; : : : ; xN ”.

If we assume that the target variables,t1; : : : ; tD , are independent given the input
vector,x , this extension is straightforward.

Using analogous notation to the univariate case,

p(t N +1 jT ) = N (t N +1 jm(xN +1 ); � (xN +1 )I );

whereT is aN � D matrix with the vectorst T
1 ; : : : ; t T

N as its rows,

m(xN +1 )T = kT CN T

and � (xN +1 ) is given by (6.67). Note thatCN , which only depend on the input
vectors, is the same in the uni- and multivariate models.

6.25 Substituting the gradient and the Hessian into the Newton-Raphson formula we ob-
tain

anew
N = aN + ( C � 1

N + W N ) � 1
�
tN � � N � C � 1

N aN
�

= ( C � 1
N + W N ) � 1 [tN � � N + W N aN ]

= CN (I + W N CN ) � 1 [tN � � N + W N aN ]

Chapter 7 Sparse Kernel Machines

7.1 From Bayes' theorem we have

p(tjx) / p(x jt)p(t)

where, from (2.249),

p(x jt) =
1

N t

NX

n =1

1
Zk

k(x; xn )� (t; t n ):
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HereN t is the number of input vectors with labelt (+1 or � 1) andN = N+1 + N � 1.
� (t; t n ) equals1 if t = tn and0 otherwise. Zk is the normalisation constant for
the kernel. The minimum misclassi�cation-rate is achieved if, for each new input
vector,~x, we chose~t to maximisep(~tj~x). With equal class priors, this is equivalent
to maximizingp(~xj~t) and thus

~t =

8
<

:

+1 iff
1

N+1

X

i :t i =+1

k(~x; x i ) >
1

N � 1

X

j :t j = � 1

k(~x; x j )

� 1 otherwise.

Here we have dropped the factor1=Zk since it only acts as a common scaling factor.
Using the encoding scheme for the label, this classi�cation rule can be written in the
more compact form

~t = sign

 
NX

n =1

tn

N t n

k(~x; xn )

!

:

Now we takek(x; xn ) = xT xn , which results in the kernel density

p(x jt = +1) =
1

N+1

X

n :t n =+1

xT xn = xT �x+ :

Here, the sum in the middle experssion runs over all vectorsxn for which tn = +1
and�x+ denotes the mean of these vectors, with the corresponding de�nition for the
negative class. Note that this density is improper, since it cannot be normalized.
However, we can still compare likelihoods under this density, resulting in the classi-
�cation rule

~t =

�
+1 if ~xT �x+ > ~xT �x � ,
� 1 otherwise.

The same argument would of course also apply in the feature space� (x).

7.4 From Figure 4.1 and (7.4), we see that the value of the margin

� =
1

kwk
and so

1
� 2

= kwk2:

From (7.16) we see that, for the maximum margin solution, the second term of (7.7)
vanishes and so we have

L(w; b;a) =
1
2

kwk2:

Using this together with (7.8), the dual (7.10) can be written as

1
2

kwk2 =
NX

n

an �
1
2

kwk2;

from which the desired result follows.
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7.8 This follows from (7.67) and (7.68), which in turn follow from the KKT conditions,
(E.9)–(E.11), for� n , � n , b� n andb� n , and the results obtained in (7.59) and (7.60).

For example, for� n and� n , the KKT conditions are

� n > 0
� n > 0

� n � n = 0 (127)

and from (7.59) we have that
� n = C � an : (128)

Combining (127) and (128), we get (7.67); similar reasoning forb� n andb� n lead to
(7.68).

7.10 We �rst note that this result is given immediately from (2.113)–(2.115), but the task
set in the exercise was to practice the technique of completingthe square. In this
solution and that of Exercise 7.12, we broadly follow the presentation in Section
3.5.1. Using (7.79) and (7.80), we can write (7.84) in a form similar to (3.78)

p(tjX ; � ; � ) =

�
�
2�

� N= 2 1
(2� )N= 2

MY

i =1

� i

Z
expf� E (w)g dw (129)

where

E(w) =
�
2

kt � �w k2 +
1
2

w T Aw

andA = diag( � ).

Completing the square overw, we get

E(w) =
1
2

(w � m)T � � 1(w � m) + E(t) (130)

wherem and� are given by (7.82) and (7.83), respectively, and

E(t) =
1
2

�
� tT t � m T � � 1m

�
: (131)

Using (130), we can evaluate the integral in (129) to obtain
Z

expf� E (w)g dw = exp f� E (t)g(2� )M= 2j� j1=2: (132)

Considering this as a function oft we see from (7.83), that we only need to deal
with the factorexpf� E (t)g. Using (7.82), (7.83), (C.7) and (7.86), we can re-write
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(131) as follows

E(t) =
1
2

�
� tT t � m T � � 1m

�

=
1
2

�
� tT t � � tT ��� � 1�� T t�

�

=
1
2

tT
�
� I � � ��� T �

�
t

=
1
2

tT
�
� I � � � (A + � � T � ) � 1� T �

�
t

=
1
2

tT
�
� � 1I + �A � 1� T

� � 1
t

=
1
2

tT C � 1t:

This gives us the last term on the r.h.s. of (7.85); the two preceding terms are given
implicitly, as they form the normalization constant for the posterior Gaussian distri-
butionp(tjX ; � ; � ).

7.12 Using the results (129)–(132) from Solution 7.10, we can write (7.85)in the form of
(3.86):

ln p(tjX ; � ; � ) =
N
2

ln � +
1
2

NX

i

ln � i � E (t) �
1
2

ln j� j �
N
2

ln(2� ): (133)

By making use of (131) and (7.83) together with (C.22), we can takethe derivatives
of this w.r.t� i , yielding

@
@�i

ln p(tjX ; � ; � ) =
1

2� i
�

1
2

� ii �
1
2

m2
i : (134)

Setting this to zero and re-arranging, we obtain

� i =
1 � � i � ii

m2
i

=

 i

m2
i
;

where we have used (7.89). Similarly, for� we see that

@
@�

ln p(tjX ; � ; � ) =
1
2

�
N
�

� k t � �m k2 � Tr
�
�� T �

�
�

: (135)

Using (7.83), we can rewrite the argument of the trace operator as

�� T � = �� T � + � � 1�A � � � 1�A
= � (� T � � + A )� � 1 � � � 1�A

= ( A + � � T � ) � 1(� T � � + A )� � 1 � � � 1�A
= ( I � A� )� � 1: (136)

Here the �rst factor on the r.h.s. of the last line equals (7.89) written in matrix form.
We can use this to set (135) equal to zero and then re-arrange to obtain (7.88).
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7.15 Using (7.94), (7.95) and (7.97)–(7.99), we can rewrite (7.85) as follows

ln p(tjX ; � ; � ) = �
1
2

�
N ln(2� ) + ln jC � i jj1 + � � 1

i ' T
i C � 1

� i ' i j

+ tT

�
C � 1

� i �
C � 1

� i ' i '
T
i C � 1

� i

� i + ' T
i C � 1

� i ' i

�
t

�

= �
1
2

�
N ln(2� ) + ln jC � i j + tT C � 1

� i t
	

+
1
2

�
� ln j1 + � � 1

i ' T
i C � 1

� i ' i j + tT C � 1
� i ' i '

T
i C � 1

� i

� i + ' T
i C � 1

� i ' i
t

�

= L(� � i ) +
1
2

�
ln � i � ln( � i + si ) +

q2
i

� i + si

�

= L(� � i ) + � (� i )

7.18 As the RVM can be regarded as a regularized logistic regression model, we can
follow the sequence of steps used to derive (4.91) in Exercise 4.13 to derive the �rst
term of the r.h.s. of (7.110), whereas the second term follows from standard matrix
derivatives (see Appendix C). Note however, that in Exercise 4.13 we are dealing
with thenegativelog-likelhood.

To derive (7.111), we make use of (106) and (107) from Exercise 4.13. If we write
the �rst term of the r.h.s. of (7.110) in component form we get

@
@wj

NX

n =1

(tn � yn )� ni = �
NX

n =1

@yn
@an

@an
@wj

� ni

= �
NX

n =1

yn (1 � yn )� nj � ni ;

which, written in matrix form, equals the �rst term inside the parenthesis on the r.h.s.
of (7.111). The second term again follows from standard matrix derivatives.

Chapter 8 Graphical Models

8.1 We want to show that, for (8.5),

X

x 1

: : :
X

x K

p(x) =
X

x 1

: : :
X

x K

KY

k=1

p(xk jpak ) = 1 :

We assume that the nodes in the graph has been numbered such thatx1 is the root
node and no arrows lead from a higher numbered node to a lower numbered node.
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We can then marginalize over the nodes in reverse order, startingwith xK

X

x 1

: : :
X

x K

p(x) =
X

x 1

: : :
X

x K

p(xK jpaK )
K � 1Y

k=1

p(xk jpak )

=
X

x 1

: : :
X

x K � 1

K � 1Y

k=1

p(xk jpak );

since each of the conditional distributions is assumed to be correctly normalized and
none of the other variables depend onxK . Repeating this processK � 2 times we
are left with X

x 1

p(x1j; ) = 1 :

8.2 Consider a directed graph in which the nodes of the graph are numbered such that
are no edges going from a node to a lower numbered node. If there exists a directed
cycle in the graph then the subset of nodes belonging to this directed cycle must also
satisfy the same numbering property. If we traverse the cycle in the direction of the
edges the node numbers cannot be monotonically increasing since we must end up
back at the starting node. It follows that the cycle cannot be a directed cycle.

8.5 NOTE: In PRML, Equation (7.79) contains a typographical error:p(tn jxn ; w ; � � 1)
should bep(tn jxn ; w ; � ). This correction is provided for completeness only; it does
not affect this solution.

The solution is given in Figure 3.

Figure 3 The graphical representation of the relevance
vector machine (RVM); Solution 8.5.

tn

xn

N

wi�

� i

M

8.8 a ?? b; cj d can be written as

p(a; b; cjd) = p(ajd)p(b; cjd):

Summing (or integrating) both sides with respect toc, we obtain

p(a; bjd) = p(ajd)p(bjd) or a ?? b j d;

as desired.

8.9 Consider Figure 8.26. In order to apply the d-separation criterion we need to con-
sider all possible paths from the central nodex i to all possible nodes external to the
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Markov blanket. There are three possible categories of such paths. First, consider
paths via the parent nodes. Since the link from the parent node to the nodex i has its
tail connected to the parent node, it follows that for any such path the parent node
must be either tail-to-tail or head-to-tail with respect to the path. Thus the observa-
tion of the parent node will block any such path. Second consider paths via one of
the child nodes of nodex i which do not pass directly through any of the co-parents.
By de�nition such paths must pass to a child of the child node and hence will be
head-to-tail with respect to the child node and so will be blocked. The third and
�nal category of path passes via a child node ofx i and then a co-parent node. This
path will be head-to-head with respect to the observed child nodeand hence will
not be blocked by the observed child node. However, this path will either tail-to-
tail or head-to-tail with respect to the co-parent node and hence observation of the
co-parent will block this path. We therefore see that all possiblepaths leaving node
x i will be blocked and so the distribution ofx i , conditioned on the variables in the
Markov blanket, will be independent of all of the remaining variables in the graph.

8.12 In an undirected graph ofM nodes there could potentially be a link between each
pair of nodes. The number of distinct graphs is then 2 raised to the power of the
number of potential links. To evaluate the number of distinct links, note that there
are M nodes each of which could have a link to any of the otherM � 1 nodes,
making a total ofM (M � 1) links. However, each link is counted twice since, in
an undirected graph, a link from nodea to nodeb is equivalent to a link from node
bto nodea. The number of distinct potential links is thereforeM (M � 1)=2 and so
the number of distinct graphs is2M (M � 1)=2. The set of 8 possible graphs over three
nodes is shown in Figure 4.

Figure 4 The set of 8 distinct undirected graphs which can be constructed over M = 3 nodes.

8.15 The marginal distributionp(xn � 1; xn ) is obtained by marginalizing the joint distri-
butionp(x) over all variables exceptxn � 1 andxn ,

p(xn � 1; xn ) =
X

x 1

: : :
X

x n � 2

X

x n +1

: : :
X

x N

p(x):

This is analogous to the marginal distribution for a single variable, given by (8.50).
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Following the same steps as in the single variable case described in Section 8.4.1,
we arrive at a modi�ed form of (8.52),

p(xn ) =
1
Z2

4
X

x n � 2

 n � 2;n � 1(xn � 2; xn � 1) � � �

"
X

x 1

 1;2(x1; x2)

#

� � �

3

5

| {z }
� � (xn � 1)

 n � 1;n (xn � 1; xn )

2

4
X

x n +1

 n;n +1 (xn ; xn +1 ) � � �

"
X

x N

 N � 1;N (xN � 1; xN )

#

� � �

3

5

| {z }
� � (xn )

;

from which (8.58) immediately follows.

8.18 The joint probability distribution over the variables in a general directed graphical
model is given by (8.5). In the particular case of a tree, each node has a single parent,
sopak will be a singleton for each node,k, except for the root node for which it will
empty. Thus, the joint probability distribution for a tree will be similar to the joint
probability distribution over a chain, (8.44), with the difference that the same vari-
able may occur to the right of the conditioning bar in several conditional probability
distributions, rather than just one (in other words, although each node can only have
one parent, it can have several children). Hence, the argument inSection 8.3.4, by
which (8.44) is re-written as (8.45), can also be applied to probability distributions
over trees. The result is a Markov random �eld model where each potential function
corresponds to one conditional probability distribution in thedirected tree. The prior
for the root node, e.g.p(x1) in (8.44), can again be incorporated in one of the poten-
tial functions associated with the root node or, alternatively, can be incorporated as a
single node potential.
This transformation can also be applied in the other direction. Given an undirected
tree, we pick a node arbitrarily as the root. Since the graph is a tree,there is a
unique path between every pair of nodes, so, starting at root andworking outwards,
we can direct all the edges in the graph to point from the root to the leaf nodes.
An example is given in Figure 5. Since every edge in the tree correspond to a two-
node potential function, by normalizing this appropriately, weobtain a conditional
probability distribution for the child given the parent.
Since there is a unique path beween every pair of nodes in an undirected tree, once
we have chosen the root node, the remainder of the resulting directed tree is given.
Hence, from an undirected tree withN nodes, we can constructN different directed
trees, one for each choice of root node.

8.20 We do the induction over the size of the tree and we grow the tree one node at a time
while, at the same time, we update the message passing schedule. Note that we can
build up any tree this way.



Solution 8.21 67

Figure 5 The graph on the left is an
undirected tree. If we pick
x4 to be the root node and
direct all the edges in the
graph to point from the root
to the leaf nodes (x1 , x2 and
x5), we obtain the directed
tree shown on the right.

x1 x2

x3

x4 x5

x1 x2

x3

x4 x5

For a single root node, the required condition holds trivially true, since there are no
messages to be passed. We then assume that it holds for a tree with N nodes. In the
induction step we add a new leaf node to such a tree. This new leaf node need not
to wait for any messages from other nodes in order to send its outgoing message and
so it can be scheduled to send it �rst, before any other messages are sent. Its parent
node will receive this message, whereafter the message propagation will follow the
schedule for the original tree withN nodes, for which the condition is assumed to
hold.

For the propagation of the outward messages from the root back to the leaves, we
�rst follow the propagation schedule for the original tree withN nodes, for which
the condition is assumed to hold. When this has completed, the parent of the new
leaf node will be ready to send its outgoing message to the new leaf node, thereby
completing the propagation for the tree withN + 1 nodes.

8.21 NOTE: In the1st printing of PRML, this exercise contains a typographical error. On
line 2, f x (x s) should bef s(x s).

To computep(x s), we marginalizep(x) over all other variables, analogously to
(8.61),

p(x s) =
X

x nx s

p(x):

Using (8.59) and the de�ntion ofFs(x; X s) that followed (8.62), we can write this
as

p(x s) =
X

x nx s

f s(x s)
Y

i 2 ne( f s )

Y

j 2 ne(x i )nf s

Fj (x i ; X ij )

= f s(x s)
Y

i 2 ne( f s )

X

x nx s

Y

j 2 ne(x i )nf s

Fj (x i ; X ij )

= f s(x s)
Y

i 2 ne( f s )

� x i ! f s (x i );

where in the last step, we used (8.67) and (8.68). Note that the marginalization over
the different sub-trees rooted in the neighbours off s would only run over variables
in the respective sub-trees.
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8.23 This follows from the fact that the message that a node,x i , will send to a factorf s,
consists of the product of all other messages received byx i . From (8.63) and (8.69),
we have

p(x i ) =
Y

s2 ne(x i )

� f s ! x i (x i )

= � f s ! x i (x i )
Y

t 2 ne(x i )nf s

� f t ! x i (x i )

= � f s ! x i (x i ) � x i ! f s (x i ):

8.28 If a graph has one or more cycles, there exists at least one set of nodes and edges
such that, starting from an arbitrary node in the set, we can visit all the nodes in the
set and return to the starting node, without traversing any edge more than once.

Consider one particular such cycle. When one of the nodesn1 in the cycle sends a
message to one of its neighboursn2 in the cycle, this causes a pending messages on
the edge to the next noden3 in that cycle. Thus sending a pending message along an
edge in the cycle always generates a pending message on the next edge in that cycle.
Since this is true for every node in the cycle it follows that there will always exist at
least one pending message in the graph.

8.29 We show this by induction over the number of nodes in the tree-structured factor
graph.

First consider a graph with two nodes, in which case only two messages will be sent
across the single edge, one in each direction. None of these messages will induce
any pending messages and so the algorithm terminates.

We then assume that for a factor graph withN nodes, there will be no pending
messages after a �nite number of messages have been sent. Given such a graph, we
can construct a new graph withN + 1 nodes by adding a new node. This new node
will have a single edge to the original graph (since the graph mustremain a tree)
and so if this new node receives a message on this edge, it will induce no pending
messages. A message sent from the new node will trigger propagation of messages
in the original graph withN nodes, but by assumption, after a �nite number of
messages have been sent, there will be no pending messages andthe algorithm will
terminate.

Chapter 9 Mixture Models and EM

9.1 Since both the E- and the M-step minimise the distortion measure(9.1), the algorithm
will never change from a particular assignment of data points toprototypes, unless
the new assignment has a lower value for (9.1).

Since there is a �nite number of possible assignments, each with a corresponding
unique minimum of (9.1) w.r.t. the prototypes,f � k g, the K-means algorithm will
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converge after a �nite number of steps, when no re-assignment ofdata points to
prototypes will result in a decrease of (9.1). When no-reassignmenttakes place,
there also will not be any change inf � k g.

9.3 From (9.10) and (9.11), we have

p(x) =
X

z

p(x jz)p(z) =
X

z

KY

k=1

(� k N (xj� k ; � k )) zk :

Exploiting the 1-of-K representation forz, we can re-write the r.h.s. as

KX

j =1

KY

k=1

(� k N (xj� k ; � k )) I kj =
KX

j =1

� j N (xj� j ; � j )

whereI kj = 1 if k = j and 0 otherwise.

9.7 Consider �rst the optimization with respect to the parametersf � k ; � k g. For this we
can ignore the terms in (9.36) which depend onln � k . We note that, for each data
point n, the quantitiesznk are all zero except for a particular element which equals
one. We can therefore partition the data set intoK groups, denotedX k , such that all
the data pointsxn assigned to componentk are in groupX k . The complete-data log
likelihood function can then be written

ln p(X ; Z j � ; � ; � ) =
KX

k=1

(
X

n 2 X k

ln N (xn j� k ; � k )

)

:

This represents the sum ofK independent terms, one for each component in the
mixture. When we maximize this term with respect to� k and� k we will simply
be �tting the kth component to the data setX k , for which we will obtain the usual
maximum likelihood results for a single Gaussian, as discussed in Chapter 2.

For the mixing coef�cients we need only consider the terms inln � k in (9.36), but
we must introduce a Lagrange multiplier to handle the constraint

P
k � k = 1 . Thus

we maximize
NX

n =1

KX

k=1

znk ln � k + �

 
KX

k=1

� k � 1

!

which gives

0 =
NX

n =1

znk

� k
+ �:

Multiplying through by� k and summing overk we obtain� = � N , from which we
have

� k =
1
N

NX

n =1

znk =
Nk

N

whereNk is the number of data points in groupX k .
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9.8 Using (2.43), we can write the r.h.s. of (9.40) as

�
1
2

NX

n =1

KX

j =1


 (znj )(xn � � j )T � � 1(xn � � j ) + const :;

where `const.' summarizes terms independent of� j (for all j ). Taking the derivative
of this w.r.t. � k , we get

�
NX

n =1


 (znk )
�
� � 1� k � � � 1xn

�
;

and setting this to zero and rearranging, we obtain (9.17).

9.12 Since the expectation of a sum is the sum of the expectations we have

E[x] =
KX

k=1

� k Ek [x ] =
KX

k=1

� k � k

whereEk [x ] denotes the expectation ofx under the distributionp(x jk). To �nd the
covariance we use the general relation

cov[x] = E[xx T ] � E[x]E[x]T

to give

cov[x] = E[xx T ] � E[x]E[x]T

=
KX

k=1

� k Ek [xx T ] � E[x]E[x]T

=
KX

k=1

� k
�

� k + � k � T
k

	
� E[x]E[x]T :

9.15 This is easily shown by calculating the derivatives of (9.55), setting them to zero and
solve for� ki . Using standard derivatives, we get

@
@�ki

EZ [ln p(X ; Zj� ; � )] =
NX

n =1


 (znk )

�
xni

� ki
�

1 � xni

1 � � ki

�

=

P
n 
 (znk )xni �

P
n 
 (znk )� ki

� ki (1 � � ki )
:

Setting this to zero and solving for� ki , we get

� ki =

P
n 
 (znk )xniP

n 
 (znk )
;

which equals (9.59) when written in vector form.
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9.17 This follows directly from the equation for the incomplete log-likelihood, (9.51).
The largest value that the argument to the logarithm on the r.h.s. of (9.51) can have
is 1, since8n; k : 0 6 p(xn j� k ) 6 1, 0 6 � k 6 1 and

P K
k � k = 1 . Therefore, the

maximum value forln p(X j� ; � ) equals 0.

9.20 If we take the derivatives of (9.62) w.r.t.� , we get

@
@�

E [ln p(t; w j�; � )] =
M
2

1
�

�
1
2

E
�
w T w

�
:

Setting this equal to zero and re-arranging, we obtain (9.63).

9.23 NOTE: In the1st printing of PRML, the task set in this exercise is to show that the
two sets of re-estimation equations are formally equivalent, without any restriction.
However, it really should be restricted to stationary points of the objective function.

Considering the case when the optimization has converged, wecan start with� i , as
de�ned by (7.87), and use (7.89) to re-write this as

� ?
i =

1 � � ?
i � ii

m2
N

;

where� ?
i = � new

i = � i is the value reached at convergence. We can re-write this as

� ?
i (m2

i + � ii ) = 1

which is easily re-written as (9.67).

For � , we start from (9.68), which we re-write as

1
� ? =

kt � �m N k2

N
+

P
i 
 i

� ?N
:

As in the � -case,� ? = � new = � is the value reached at convergence. We can
re-write this as

1
� ?

 

N �
X

i


 i

!

= kt � �m N k2;

which can easily be re-written as (7.88).

9.25 This follows from the fact that the Kullback-Leibler divergence, KL( qkp), is at its
minimum, 0, whenq andp are identical. This means that

@
@�

KL( qkp) = 0;

sincep(ZjX ; � ) depends on� . Therefore, if we compute the gradient of both sides
of (9.70) w.r.t.� , the contribution from the second term on the r.h.s. will be0, and
so the gradient of the �rst term must equal that of the l.h.s.
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9.26 From (9.18) we get
N old

k =
X

n


 old (znk ): (137)

We getN new
k by recomputing the responsibilities,
 (zmk ), for a speci�c data point,

xm , yielding
N new

k =
X

n6= m


 old (znk ) + 
 new (zmk ): (138)

Combining this with (137), we get (9.79).

Similarly, from (9.17) we have

� old
k =

1
N old

k

X

n


 old (znk )xn

and recomputing the responsibilities,
 (zmk ), we get

� new
k =

1
N new

k

 
X

n6= m


 old (znk )xn + 
 new (zmk )xm

!

=
1

N new
k

�
N old

k � old
k � 
 old (zmk )xm + 
 new (zmk )xm

�

=
1

N new
k

�
�
N new

k � 
 new (zmk ) + 
 old (zmk )
�

� old
k

� 
 old (zmk )xm + 
 new (zmk )xm

�

= � old
k +

�

 new (zmk ) � 
 old (zmk )

N new
k

�
(xm � � old

k );

where we have used (9.79).

Chapter 10 Approximate Inference

10.1 Starting from (10.3), we use the product rule together with (10.4) to get

L (q) =
Z

q(Z) ln

�
p(X ; Z)

q(Z)

�
dZ

=
Z

q(Z) ln

�
p(X j Z) p(X )

q(Z)

�
dZ

=
Z

q(Z)

�
ln

�
p(X j Z)

q(Z)

�
+ ln p(X )

�
dZ

= � KL( q k p) + ln p(X ) :

Rearranging this, we immediately get (10.2).
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10.3 Starting from (10.16) and optimizing w.r.t.qj (Z j ), we get

KL( p k q) = �
Z

p(Z)

"
MX

i =1

ln qi (Z i )

#

dZ + const:

= �
Z  

p(Z) ln qj (Z j ) + p(Z)
X

i 6= j

ln qi (Z i )

!

dZ + const:

= �
Z

p(Z) ln qj (Z j ) dZ + const:

= �
Z

ln qj (Z j )

" Z
p(Z)

Y

i 6= j

dZ i

#

dZ j + const:

= �
Z

Fj (Z j ) ln qj (Z j ) dZ j + const:;

where terms independent ofqj (Z j ) have been absorbed into the constant term and
we have de�ned

Fj (Z j ) =
Z

p(Z)
Y

i 6= j

dZ i :

We use a Lagrange multiplier to ensure thatqj (Z j ) integrates to one, yielding

�
Z

Fj (Z j ) ln qj (Z j ) dZ j + �

� Z
qj (Z j ) dZ j � 1

�
:

Using the results from Appendix D, we then take the functional derivative of this
w.r.t. qj and set this to zero, to obtain

�
Fj (Z j )
qj (Z j )

+ � = 0 :

From this, we see that
�q j (Z j ) = Fj (Z j ):

Integrating both sides overZ j , we see that, sinceqj (Z j ) must intgrate to one,

� =
Z

Fj (Z j ) dZ j =
Z " Z

p(Z)
Y

i 6= j

dZ i

#

dZ j = 1 ;

and thus

qj (Z j ) = Fj (Z j ) =
Z

p(Z)
Y

i 6= j

dZ i :
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10.5 We assume thatq(Z) = q(z)q(� ) and so we can optimize w.r.t.q(z) andq(� ) inde-
pendently.

For q(z), this is equivalent to minimizing the Kullback-Leibler divergence, (10.4),
which here becomes

KL( q k p) = �
ZZ

q(� ) q(z) ln
p(z; � j X )
q(z) q(� )

dz d� :

For the particular chosen form ofq(� ), this is equivalent to

KL( q k p) = �
Z

q(z) ln
p(z; � 0 j X )

q(z)
dz + const:

= �
Z

q(z) ln
p(z j � 0; X ) p(� 0 j X )

q(z)
dz + const:

= �
Z

q(z) ln
p(z j � 0; X )

q(z)
dz + const:;

where const accumulates all terms independent ofq(z). This KL divergence is min-
imized whenq(z) = p(zj� 0; X ), which corresponds exactly to the E-step of the EM
algorithm.

To determineq(� ), we consider

Z
q(� )

Z
q(z) ln

p(X ; � ; z)
q(� ) q(z)

dz d�

=
Z

q(� ) Eq(z) [ln p(X ; � ; z)] d� �
Z

q(� ) ln q(� ) d� + const:

where the last term summarizes terms independent ofq(� ). Sinceq(� ) is con-
strained to be a point density, the contribution from the entropy term (which formally
diverges) will be constant and independent of� 0. Thus, the optimization problem is
reduced to maximizing expected complete log posterior distribution

Eq(z) [ln p(X ; � 0; z)] ;

w.r.t. � 0, which is equivalent to the M-step of the EM algorithm.

10.10 NOTE: In the 1st printing of PRML, there are errors that affect this exercise.L m
used in (10.34) and (10.35) should really beL , whereasL m used in (10.36) is given
in Solution 10.11 below.

This completely analogous to Solution 10.1. Starting from (10.35), we can use the
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product rule to get,

L =
X

m

X

Z

q(Zjm)q(m) ln

�
p(Z; X ; m)

q(Zjm) q(m)

�

=
X

m

X

Z

q(Zjm)q(m) ln

�
p(Z; mjX ) p(X )

q(Zjm) q(m)

�

=
X

m

X

Z

q(Zjm)q(m) ln

�
p(Z; mjX )

q(Zjm) q(m)

�
+ ln p(X ):

Rearranging this, we obtain (10.34).

10.11 NOTE: Consult note preceding Solution 10.10 for some relevant corrections.

We start by rewriting the lower bound as follows

L =
X

m

X

Z

q(Zjm)q(m) ln

�
p(Z; X ; m)

q(Zjm)q(m)

�

=
X

m

X

Z

q(Zjm)q(m) f ln p(Z; X jm) + ln p(m) � ln q(Zjm) � ln q(m)g

=
X

m

q(m)

�
ln p(m) � ln q(m)

+
X

Z

q(Zjm)f ln p(Z; X jm) � ln q(Zjm)g

�

=
X

m

q(m) f ln (p(m) expfL m g) � ln q(m)g; (139)

where

L m =
X

Z

q(Zjm) ln

�
p(Z; X jm)

q(Zjm)

�
:

We recognize (139) as the negative KL divergence betweenq(m) and the (not nec-
essarily normalized) distributionp(m) expfL m g. This will be maximized when the
KL divergence is minimized, which will be the case when

q(m) / p(m) expfL m g:
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10.13 In order to derive the optimal solution forq(� k ; � k ) we start with the result (10.54)
and keep only those term which depend on� k or � k to give

ln q?(� k ; � k ) = ln N
�
� k jm 0; (� 0� k ) � 1�

+ ln W(� k jW 0; � 0)

+
NX

n =1

E[znk ] ln N
�
xn j� k ; � � 1

k

�
+ const:

= �
� 0

2
(� k � m 0)T � k (� k � m 0) +

1
2

ln j� k j �
1
2

Tr
�
� k W � 1

0

�

+
(� 0 � D � 1)

2
ln j� k j �

1
2

NX

n =1

E[znk ](xn � � k )T � k (xn � � k )

+
1
2

 
NX

n =1

E[znk ]

!

ln j� k j + const: (140)

Using the product rule of probability, we can expressln q?(� k ; � k ) asln q?(� k j� k )
+ ln q?(� k ). Let us �rst of all identify the distribution for� k . To do this we need
only consider terms on the right hand side of (140) which depend on � k , giving

ln q?(� k j� k )

= �
1
2

� T
k

"

� 0 +
NX

n =1

E[znk ]

#

� k � k + � T
k � k

"

� 0m 0 +
NX

n =1

E[znk ]xn

#

+const:

= �
1
2

� T
k [� 0 + Nk ] � k � k + � T

k � k [� 0m 0 + Nk x k ] + const:

where we have made use of (10.51) and (10.52). Thus we see thatln q?(� k j� k )
depends quadratically on� k and henceq?(� k j� k ) is a Gaussian distribution. Com-
pleting the square in the usual way allows us to determine the mean and precision of
this Gaussian, giving

q?(� k j� k ) = N (� k jm k ; � k � k ) (141)

where

� k = � 0 + Nk

m k =
1
� k

(� 0m 0 + Nk x k ) :

Next we determine the form ofq?(� k ) by making use of the relation

ln q?(� k ) = ln q?(� k ; � k ) � ln q?(� k j� k ):

On the right hand side of this relation we substitute forln q?(� k ; � k ) using (140),
and we substitute forln q?(� k j� k ) using the result (141). Keeping only those terms
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which depend on� k we obtain

ln q?(� k ) = �
� 0

2
(� k � m 0)T � k (� k � m 0) +

1
2

ln j� k j �
1
2

Tr
�
� k W � 1

0

�

+
(� 0 � D � 1)

2
ln j� k j �

1
2

NX

n =1

E[znk ](xn � � k )T � k (xn � � k )

+
1
2

 
NX

n =1

E[znk ]

!

ln j� k j +
� k

2
(� k � m k )T � k (� k � m k )

�
1
2

ln j� k j + const:

=
(� k � D � 1)

2
ln j� k j �

1
2

Tr
�
� k W � 1

k

�
+ const:

Here we have de�ned

W � 1
k = W � 1

0 + � 0(� k � m 0)( � k � m 0)T +
NX

n =1

E[znk ](xn � � k )(xn � � k )T

� � k (� k � m k )( � k � m k )T

= W � 1
0 + Nk Sk +

� 0Nk

� 0 + Nk
(x k � m 0)(x k � m 0)T (142)

� k = � 0 +
NX

n =1

E[znk ]

= � 0 + Nk ;

where we have made use of the result

NX

n =1

E[znk ]xn xT
n =

NX

n =1

E[znk ](xn � x k )(xn � x k )T + Nk x k xT
k

= Nk Sk + Nk x k xT
k (143)

and we have made use of (10.53). Note that the terms involving� k have cancelled
out in (142) as we expect sinceq?(� k ) is independent of� k .

Thus we see thatq?(� k ) is a Wishart distribution of the form

q?(� k ) = W(� k jW k ; � k ):

10.16 To derive (10.71) we make use of (10.38) to give

E[ln p(D jz; � ; � )]

=
1
2

NX

n =1

KX

k=1

E[znk ] f E[ln j� k j] � E[(xn � � k )� k (xn � � k )] � D ln(2� )g :
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We now useE[znk ] = r nk together with (10.64) and the de�nition ofe� k given by
(10.65) to give

E[ln p(D jz; � ; � )] =
1
2

NX

n =1

KX

k=1

r nk
�

ln e� k

� D� � 1
k � � k (xn � m k )T W k (xn � m k ) � D ln(2� )

	
:

Now we use the de�nitions (10.51) to (10.53) together with the result (143) to give
(10.71).

We can derive (10.72) simply by taking the logarithm ofp(zj� ) given by (10.37)

E[ln p(zj� )] =
NX

n =1

KX

k=1

E[znk ]E[ln � k ]

and then making use ofE[znk ] = r nk together with the de�nition ofe� k given by
(10.65).

10.20 Consider �rst the posterior distribution over the precision of componentk given by

q?(� k ) = W(� k jW k ; � k ):

From (10.63) we see that for largeN we have� k ! Nk , and similarly from (10.62)
we see thatW k ! N � 1

k S� 1
k . Thus the mean of the distribution over� k , given by

E[� k ] = � k W k ! S� 1
k which is the maximum likelihood value (this assumes that

the quantitiesr nk reduce to the corresponding EM values, which is indeed the case
as we shall show shortly). In order to show that this posterior is also sharply peaked,
we consider the differential entropy,H[� k ] given by (B.82), and show that, asNk !
1 , H[� k ] ! 0, corresponding to the density collapsing to a spike. First consider
the normalizing constantB (W k ; � k ) given by (B.79). SinceW k ! N � 1

k S� 1
k and

� k ! Nk ,

� ln B (W k ; � k ) ! �
Nk

2
(D ln Nk + ln jSk j � D ln 2)+

DX

i =1

ln �

�
Nk + 1 � i

2

�
:

We then make use of Stirling's approximation (1.146) to obtain

ln �

�
Nk + 1 � i

2

�
'

Nk

2
(ln Nk � ln 2 � 1)

which leads to the approximate limit

� ln B (W k ; � k ) ! �
Nk D

2
(ln Nk � ln 2 � ln Nk + ln 2 + 1) �

Nk

2
ln jSk j

= �
Nk

2
(ln jSk j + D) : (144)
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Next, we use (10.241) and (B.81) in combination withW k ! N � 1
k S� 1

k and� k !
Nk to obtain the limit

E [ln j� j] ! D ln
Nk

2
+ D ln 2 � D ln Nk � ln jSk j

= � ln jSk j;

where we approximated the argument to the digamma function byNk =2. Substitut-
ing this and (144) into (B.82), we get

H[� ] ! 0

whenNk ! 1 .

Next consider the posterior distribution over the mean� k of thekth component given
by

q?(� k j� k ) = N (� k jm k ; � k � k ):

From (10.61) we see that for largeN the meanm k of this distribution reduces to
x k which is the corresponding maximum likelihood value. From (10.60) we see that
� k ! Nk and Thus the precision� k � k ! � k � k W k ! Nk S� 1

k which is large for
largeN and hence this distribution is sharply peaked around its mean.

Now consider the posterior distributionq?(� ) given by (10.57). For largeN we
have� k ! Nk and so from (B.17) and (B.19) we see that the posterior distribution
becomes sharply peaked around its meanE[� k ] = � k =� ! Nk =N which is the
maximum likelihood solution.

For the distributionq?(z) we consider the responsibilities given by (10.67). Using
(10.65) and (10.66), together with the asymptotic result for the digamma function,
we again obtain the maximum likelihood expression for the responsibilities for large
N .

Finally, for the predictive distribution we �rst perform the integration over� , as in
the solution to Exercise 10.19, to give

p(bxjD ) =
KX

k=1

� k

�

ZZ
N (bxj� k ; � k )q(� k ; � k ) d� k d� k :

The integrations over� k and� k are then trivial for largeN since these are sharply
peaked and hence approximate delta functions. We therefore obtain

p(bxjD ) =
KX

k=1

Nk

N
N (bxjx k ; W k )

which is a mixture of Gaussians, with mixing coef�cients given byNk =N.

10.23 When we are treating� as a parameter, there is neither a prior, nor a variational
posterior distribution, over� . Therefore, the only term remaining from the lower
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bound, (10.70), that involves� is the second term, (10.72). Note however, that
(10.72) involves theexpectationsof ln � k underq(� ), whereas here, we operate
directly with � k , yielding

Eq(Z ) [ln p(Zj� )] =
NX

n =1

KX

k=1

r nk ln � k :

Adding a Langrange term, as in (9.20), taking the derivative w.r.t. � k and setting the
result to zero we get

Nk

� k
+ � = 0 ; (145)

where we have used (10.51). By re-arranging this to

Nk = � �� k

and summing both sides overk, we see that� � =
P

k Nk = N , which we can use
to eliminate� from (145) to get (10.83).

10.24 The singularities that may arise in maximum likelihood estimation are caused by a
mixture component,k, collapsing on a data point,xn , i.e., r kn = 1 , � k = xn and
j� k j ! 1 .

However, the prior distributionp(� ; � ) de�ned in (10.40) will prevent this from
happening, also in the case of MAP estimation. Consider the product of the expected
complete log-likelihood andp(� ; � ) as a function of� k :

Eq(Z ) [ln p(X jZ; � ; � )p(� ; � )]

=
1
2

NX

n =1

r kn
�
ln j� k j � (xn � � k )T � k (xn � � k )

�

+ ln j� k j � � 0(� k � m 0)T � k (� k � m 0)
+( � 0 � D � 1) ln j� k j � Tr

�
W � 1

0 � k
�

+ const:

where we have used (10.38), (10.40) and (10.50), together with the de�nitions for
the Gaussian and Wishart distributions; the last term summarizes terms independent
of � k . Using (10.51)–(10.53), we can rewrite this as

(� 0 + Nk � D ) ln j� k j � Tr
�
(W � 1

0 + � 0(� k � m 0)( � k � m 0)T + Nk Sk )� k
�

;

where we have dropped the constant term. Using (C.24) and (C.28), wecan compute
the derivative of this w.r.t.� k and setting the result equal to zero, we �nd the MAP
estimate for� k to be

� � 1
k =

1
� 0 + Nk � D

(W � 1
0 + � 0(� k � m 0)( � k � m 0)T + Nk Sk ):

From this we see thatj� � 1
k j can never become 0, because of the presence ofW � 1

0
(which we must chose to be positive de�nite) in the expression on the r.h.s.
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10.29 NOTE: In the 1st printing of PRML, the use of� to denote the varitional param-
eter leads to inconsistencies w.r.t. exisiting literature. To remedy this� should be
replaced by� from the beginning of Section 10.5 up to and including the last line
before equation (10.141). For further details, please consult thePRML Errata.

Standard rules of differentiation give

d ln(x)
dx

=
1
x

d2 ln(x)
dx2

= �
1
x2

:

Since its second derivative is negative for all value ofx, ln(x) is concave for0 <
x < 1 .

From (10.133) we have

g(� ) = min
x

f �x � f (x)g

= min
x

f �x � ln(x)g:

We can minimize this w.r.t.x by setting the corresponding derivative to zero and
solving forx:

dg
dx

= � �
1
x

= 0 = ) x =
1
�

:

Substituting this in (10.133), we see that

g(� ) = 1 � ln

�
1
�

�
:

If we substitute this into (10.132), we get

f (x) = min
�

�
�x � 1 + ln

�
1
�

��
:

Again, we can minimize this w.r.t.� by setting the corresponding derivative to zero
and solving for� :

df
d�

= x �
1
�

= 0 = ) � =
1
x

;

and substituting this into (10.132), we �nd that

f (x) =
1
x

x � 1 + ln

�
1

1=x

�
= ln( x):

10.32 We can see this from the lower bound (10.154), which is simply a sumof the prior
and indepedent contributions from the data points, all of whichare quadratic inw. A
new data point would simply add another term to this sum and we can regard terms
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from the previously arrived data points and the original prior collectively as a revised
prior, which should be combined with the contributions from the new data point.

The corresponding suf�cient statistics, (10.157) and (10.158),can be rewritten di-
rectly in the corresponding sequential form,

m N = SN

 

S� 1
0 m 0 +

NX

n =1

(tn � 1=2)� n

!

= SN

 

S� 1
0 m 0 +

N � 1X

n =1

(tn � 1=2)� n + ( tN � 1=2)� N

!

= SN

 

S� 1
N � 1SN � 1

 

S� 1
0 m 0 +

N � 1X

n =1

(tn � 1=2)� n

!

+ ( tN � 1=2)� N

!

= SN
�
S� 1

N � 1m N � 1 + ( tN � 1=2)� N

�

and

S� 1
N = S� 1

0 + 2
NX

n =1

� (� n )� n � T
n

= S� 1
0 + 2

N � 1X

n =1

� (� n )� n � T
n + 2 � (� N )� N � T

N

= S� 1
N � 1 + 2 � (� N )� N � T

N :

The update formula for the variational parameters, (10.163), remain the same, but
each parameter is updated only once, although this update will be part of an iterative
scheme, alternating between updatingm N andSN with � N kept �xed, and updating
� N with m N andSN kept �xed. Note that updating� N will not affect m N � 1 and
SN � 1. Note also that this updating policy differs from that of the batch learning
scheme, where all variational parameters are updated using statistics based on all
data points.

10.37 Here we use the general expectation-propagation equations (10.204)–(10.207). The
initial q(� ) takes the form

qinit (� ) = ef 0(� )
Y

i 6=0

ef i (� )

whereef 0(� ) = f 0(� ). Thus

qn0(� ) /
Y

i 6=0

ef i (� )

andqnew (� ) is determined by matching moments (suf�cient statistics) against

qn0(� )f 0(� ) = qinit (� ):
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Since by de�nition this belongs to the same exponential family form asqnew (� ) it
follows that

qnew (� ) = qinit (� ) = qn0(� )f 0(� ):

Thus
ef 0(� ) =

Z0 qnew (� )
qn0(� )

= Z0f 0(� )

where

Z0 =
Z

qn0(� )f 0(� ) d� =
Z

qnew (� ) d� = 1 :

Chapter 11 Sampling Methods

11.1 Since the samples are independent, for the mean, we have

E
h
bf

i
=

1
L

LX

l =1

Z
f (z( l ) )p(z( l ) ) dz( l ) =

1
L

LX

l =1

E [f ] = E [f ] :

Using this together with (1.38) and (1.39), for the variance, we have

var
h
bf

i
= E

� �
bf � E

h
bf

i� 2
�

= E
h
bf 2

i
� E [f ]2 :

Now note

E
�
f (z(k ) ); f (z(m ) )

�
=

�
var[f ] + E[f 2] if n = k,
E[f 2] otherwise,

= E[f 2] + � mk var[f ];

where we again exploited the fact that the samples are independent.

Hence

var
h
bf

i
= E

"
1
L

LX

m =1

f (z(m ) )
1
L

LX

k=1

f (z(k ) )

#

� E[f ]2

=
1

L 2

LX

m =1

LX

k=1

�
E[f 2] + � mk var[f ]

	
� E[f ]2

=
1
L

var[f ]

=
1
L

E
�
(f � E [f ])2�

:
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11.5 SinceE [z] = 0,
E [y ] = E [� + Lz ] = � :

Similarly, sinceE
�
zzT

�
= I ,

cov [y ] = E
�
yy T

�
� E [y ] E

�
y T

�

= E
h
(� + Lz ) ( � + Lz )T

i
� �� T

= LL T

= � :

11.6 The probability of acceptance follows directly from the mechanism used to accept or
reject the sample. The probability of a samplez being accepted equals the probability
of a sampleu, drawn uniformly from the interval[0; kq(z)], being less than or equal
to a valueep(z) 6 kq(z), and is given by is given by

p(acceptancejz) =
Z ep(z)

0

1
kq(z)

du =
ep(z)
kq(z)

:

Therefore, the probability of drawing a sample,z, is

q(z)p(acceptancejz) = q(z)
ep(z)
kq(z)

=
ep(z)

k
: (146)

Integrating both sides w.r.t.z, we see thatkp(acceptance) = Zp, where

Zp =
Z

ep(z) dz:

Combining this with (146) and (11.13), we obtain

q(z)p(acceptancejz)
p(acceptance)

=
1

Zp
ep(z) = p(z)

as required.

11.11 This follows from the fact that in Gibbs sampling, we sample a single variable,zk ,
at the time, while all other variables,f zi gi 6= k , remain unchanged. Thus,f z0

i gi 6= k =
f zi gi 6= k and we get

p?(z)T(z; z0) = p?(zk ; f zi gi 6= k )p?(z0
k jf zi gi 6= k )

= p?(zk jf zi gi 6= k )p?(f zi gi 6= k )p?(z0
k jf zi gi 6= k )

= p?(zk jf z0
i gi 6= k )p?(f z0

i gi 6= k )p?(z0
k jf z0

i gi 6= k )
= p?(zk jf z0

i gi 6= k )p?(z0
k ; f z0

i gi 6= k )
= p?(z0)T(z0; z);

where we have used the product rule together withT(z; z0) = p?(z0
k jf zi gi 6= k ).
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11.15 Using (11.56), we can differentiate (11.57), yielding

@H
@ri

=
@K
@ri

= r i

and thus (11.53) and (11.58) are equivalent.

Similarly, differentiating (11.57) w.r.t.zi we get

@H
@zi

=
@E
@zi

;

and from this, it is immediately clear that (11.55) and (11.59) areequivalent.

11.17 NOTE: In the1st printing of PRML, there are sign errors in equations (11.68) and
(11.69). In both cases, the sign of the argument to the exponential forming the second
argument to themin-function should be changed.

First we note that, ifH (R) = H (R 0), then the detailed balance clearly holds, since
in this case, (11.68) and (11.69) are identical.

Otherwise, we either haveH (R) > H (R 0) or H (R) < H (R 0). We consider the
former case, for which (11.68) becomes

1
ZH

exp(� H (R)) �V
1
2

;

since themin-function will return1. (11.69) in this case becomes

1
ZH

exp(� H (R 0)) �V
1
2

exp(H (R 0) � H (R)) =
1

ZH
exp(� H (R)) �V

1
2

:

In the same way it can be shown that both (11.68) and (11.69) equal

1
ZH

exp(� H (R 0)) �V
1
2

whenH (R) < H (R 0).

Chapter 12 Continuous Latent Variables

12.1 Suppose that the result holds for projection spaces of dimensionality M . TheM +
1 dimensional principal subspace will be de�ned by theM principal eigenvectors
u1; : : : ; uM together with an additional direction vectoruM +1 whose value we wish
to determine. We must constrainuM +1 such that it cannot be linearly related to
u1; : : : ; uM (otherwise it will lie in theM -dimensional projection space instead of
de�ning anM + 1 independent direction). This can easily be achieved by requiring
thatuM +1 be orthogonal tou1; : : : ; uM , and these constraints can be enforced using
Lagrange multipliers� 1; : : : ; � M .
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Following the argument given in section 12.1.1 foru1 we see that the variance in the
directionuM +1 is given byuT

M +1 SuM +1 . We now maximize this using a Lagrange
multiplier � M +1 to enforce the normalization constraintuT

M +1 uM +1 = 1 . Thus we
seek a maximum of the function

uT
M +1 SuM +1 + � M +1

�
1 � uT

M +1 uM +1

�
+

MX

i =1

� i uT
M +1 u i :

with respect touM +1 . The stationary points occur when

0 = 2SuM +1 � 2� M +1 uM +1 +
MX

i =1

� i u i :

Left multiplying with uT
j , and using the orthogonality constraints, we see that� j = 0

for j = 1 ; : : : ; M . We therefore obtain

SuM +1 = � M +1 uM +1

and souM +1 must be an eigenvector ofS with eigenvalueuM +1 . The variance
in the directionuM +1 is given byuT

M +1 SuM +1 = � M +1 and so is maximized by
choosinguM +1 to be the eigenvector having the largest eigenvalue amongstthose
not previously selected. Thus the result holds also for projection spaces of dimen-
sionalityM + 1 , which completes the inductive step. Since we have already shown
this result explicitly forM = 1 if follows that the result must hold for anyM 6 D.

12.4 Using the results of Section 8.1.4, the marginal distributionfor this modi�ed proba-
bilistic PCA model can be written

p(x) = N (x jWm + � ; � 2I + W T � � 1W ):

If we now de�ne new parameters

fW = � 1=2W
e� = Wm + �

then we obtain a marginal distribution having the form

p(x) = N (x je� ; � 2I + fW T fW ):

Thus any Gaussian form for the latent distribution therefore gives rise to a predictive
distribution having the same functional form, and so for convenience we choose the
simplest form, namely one with zero mean and unit covariance.

12.6 Omitting the parameters,W , � and� , leaving only the stochastic variablesz and
x, the graphical model for probabilistic PCA is identical with the the `naive Bayes'
model shown in Figure 8.24 in Section 8.2.2. Hence these two models exhibit the
same independence structure.
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12.8 NOTE: In the 1st printing of PRML, equation (12.42) contains a mistake; the co-
variance on the r.h.s. should be� 2M � 1.

By matching (12.31) with (2.113) and (12.32) with (2.114), we havefrom (2.116)
and (2.117) that

p(zjx) = N
�
zj(I + � � 2W T W ) � 1W T � � 2I (x � � ); (I + � � 2W T W ) � 1

�

= N
�
zjM � 1W T (x � � ); � 2M � 1

�
;

where we have also used (12.41).

12.11 Taking� 2 ! 0 in (12.41) and substituting into (12.48) we obtain the posterior mean
for probabilistic PCA in the form

(W T
ML W ML ) � 1W T

ML (x � x):

Now substitute forW ML using (12.45) in which we takeR = I for compatibility
with conventional PCA. Using the orthogonality propertyU T

M U M = I and setting
� 2 = 0 , this reduces to

L � 1=2U T
M (x � x)

which is the orthogonal projection is given by the conventional PCA result (12.24).

12.15 NOTE: In PRML, a termM=2 ln(2� ) is missing from the summand on the r.h.s. of
(12.53). However, this is only stated here for completeness as itactually does not
affect this solution.

Using standard derivatives together with the rules for matrix differentiation from
Appendix C, we can compute the derivatives of (12.53) w.r.t.W and� 2:

@
@W

E[ln p
�
X ; Zj� ; W ; � 2

�
] =

NX

n =1

�
1
� 2

(xn � x )E[zn ]T �
1
� 2

W E[zn zT
n ]

�

and

@
@�2

E[ln p
�
X ; Zj� ; W ; � 2

�
] =

NX

n =1

�
1

2� 4
E[zn zT

n ]W T W

+
1

2� 4
kxn � xk2 �

1
� 4

E[zn ]T W T (xn � x ) �
D

2� 2

�

Setting these equal to zero and re-arranging we obtain (12.56) and (12.57), respec-
tively.
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12.17 NOTE: In PRML, there are errors in equation (12.58) and the preceding text.In
(12.58),eX should beeX T and in the preceding text we de�ne
 to be a matrix of size
M � N whosenth columnis given by the vectorE[zn ].

Setting the derivative ofJ with respect to� to zero gives

0 = �
NX

n =1

(xn � � � Wz n )

from which we obtain

� =
1
N

NX

n =1

xn �
1
N

NX

n =1

Wz n = x � W z:

Back-substituting intoJ we obtain

J =
NX

n =1

k(xn � x � W (zn � z)k2:

We now de�neX to be a matrix of sizeN � D whosenth row is given by the vector
xn � x and similarly we de�neZ to be a matrix of sizeD � M whosenth row is
given by the vectorzn � z. We can then writeJ in the form

J = Tr
�

(X � ZW T )(X � ZW T )T
	

:

Differentiating with respect toZ keepingW �xed gives rise to the PCA E-step
(12.58). Similarly setting the derivative ofJ with respect toW to zero withf zn g
�xed gives rise to the PCA M-step (12.59).

12.19 To see this we de�ne a rotated latent space vectorez = Rz whereR is anM � M or-
thogonal matrix, and similarly de�ning a modi�ed factor loading matrixfW = WR .
Then we note that the latent space distributionp(z) depends only onzT z = ezT ez,
where we have usedR T R = I . Similarly, the conditional distribution of the ob-
served variablep(x jz) depends only onWz = fW ez. Thus the joint distribution
takes the same form for any choice ofR . This is re�ected in the predictive distri-
butionp(x) which depends onW only through the quantityWW T = fW fW T and
hence is also invariant to different choices ofR .

12.23 The solution is given in �gure 6. The model in which all parameters are shared (left)
is not particularly useful, since all mixture components will have identical param-
eters and the resulting density model will not be any different toone offered by a
single PPCA model. Different models would have arisen if only some of the param-
eters, e.g. the mean� , would have been shared.
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Figure 6 The left plot shows the
graphical model correspond-
ing to the general mixture of
probabilistic PCA. The right
plot shows the correspond-
ing model were the param-
eter of all probabilist PCA
models (� , W and � 2) are
shared across components.
In both plots, s denotes
the K -nomial latent variable
that selects mixture compo-
nents; it is governed by the
parameter, � .

zk

W k

� k

� 2
k

K

x

s

�
zk

K

W

�

� 2

x

s

�

12.25 Following the discussion of section 12.2, the log likelihood function for this model
can be written as

L(� ; W ; � ) = �
ND

2
ln(2� ) �

N
2

ln jWW T + � j

�
1
2

NX

n =1

�
(xn � � )T (WW T + � ) � 1(xn � � )

	
;

where we have used (12.43).

If we consider the log likelihood function for the transformed dataset we obtain

L A (� ; W ; � ) = �
ND

2
ln(2� ) �

N
2

ln jWW T + � j

�
1
2

NX

n =1

�
(Ax n � � )T (WW T + � ) � 1(Ax n � � )

	
:

Solving for the maximum likelihood estimator for� in the usual way we obtain

� A =
1
N

NX

n =1

Ax n = A x = A � ML :

Back-substituting into the log likelihood function, and using the de�nition of the
sample covariance matrix (12.3), we obtain

L A (� ; W ; � ) = �
ND

2
ln(2� ) �

N
2

ln jWW T + � j

�
1
2

NX

n =1

Tr
�

(WW T + � ) � 1ASA T
	

:

We can cast the �nal term into the same form as the corresponding termin the origi-
nal log likelihood function if we �rst de�ne

� A = A� � 1A T ; W A = AW :
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With these de�nitions the log likelihood function for the transformed data set takes
the form

L A (� A ; W A ; � A ) = �
ND

2
ln(2� ) �

N
2

ln jW A W T
A + � A j

�
1
2

NX

n =1

�
(xn � � A )T (W A W T

A + � A ) � 1(xn � � A )
	

� N ln jA j:

This takes the same form as the original log likelihood function apart from an addi-
tive constant� ln jA j. Thus the maximum likelihood solution in the new variables
for the transformed data set will be identical to that in the old variables.

We now ask whether speci�c constraints on� will be preserved by this re-scaling. In
the case of probabilistic PCA the noise covariance� is proportional to the unit ma-
trix and takes the form� 2I . For this constraint to be preserved we requireAA T = I
so thatA is an orthogonal matrix. This corresponds to a rotation of the coordinate
system. For factor analysis� is a diagonal matrix, and this property will be pre-
served ifA is also diagonal since the product of diagonal matrices is again diagonal.
This corresponds to an independent re-scaling of the coordinate system. Note that in
general probabilistic PCA is not invariant under component-wise re-scaling and fac-
tor analysis is not invariant under rotation. These results are illustrated in Figure 7.

12.28 If we assume that the functiony = f (x) is strictly monotonic, which is necessary to
exclude the possibility for spikes of in�nite density inp(y), we are guaranteed that
the inverse functionx = f � 1(y) exists. We can then use (1.27) to write

p(y) = q(f � 1(y))

�
�
�
�

df � 1

dy

�
�
�
� : (147)

Since the only restriction onf is that it is monotonic, it can distribute the probability
mass overx arbitrarily overy. This is illustrated in Figure 1 on page 8, as a part of
Solution 1.4. From (147) we see directly that

jf 0(x)j =
q(x)

p(f (x))
:

12.29 NOTE: In the 1st printing of PRML, this exercise contains two mistakes. In the
second half of the exercise, we require thaty1 is symmetrically distributed around0,
not just that� 1 6 y1 6 1. Moreover,y2 = y2

1 (not y2 = y2
2).
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Figure 7 Factor analysis is covariant under a componentwise re-scaling of the data variables (top plots), while
PCA and probabilistic PCA are covariant under rotations of the data space coordinates (lower plots).
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If z1 andz2 are independent, then

cov[z1; z2] =
ZZ

(z1 � �z1)(z2 � �z2)p(z1; z2) dz1 dz2

=
ZZ

(z1 � �z1)(z2 � �z2)p(z1)p(z2) dz1 dz2

=
Z

(z1 � �z1)p(z1) dz1

Z
(z2 � �z2)p(z2) dz2

= 0 ;

where

�zi = E[zi ] =
Z

zi p(zi ) dzi :

For y2 we have
p(y2jy1) = � (y2 � y2

1);

i.e., a spike of probability mass one aty2
1 , which is clearly dependent ony1. With �yi

de�ned analogously to�zi above, we get

cov[y1; y2] =
ZZ

(y1 � �y1)(y2 � �y2)p(y1; y2) dy1 dy2

=
ZZ

y1(y2 � �y2)p(y2jy1)p(y1) dy1 dy2

=
Z

(y3
1 � y1�y2)p(y1) dy1

= 0 ;

where we have used the fact that all odd moments ofy1 will be zero, since it is
symmetric around zero.

Chapter 13 Sequential Data

13.1 Since the arrows on the path fromxm to xn , with m < n � 1, will meet head-to-tail
at xn � 1, which is in the conditioning set, all such paths are blocked by xn � 1 and
hence (13.3) holds.

The same argument applies in the case depicted in Figure 13.4,with the modi�cation
thatm < n � 2 and that paths are blocked byxn � 1 or xn � 2.

13.4 The learning ofw would follow the scheme for maximum learning described in
Section 13.2.1, withw replacing� . As discussed towards the end of Section 13.2.1,
the precise update formulae would depend on the form of regression model used and
how it is being used.
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The most obvious situation where this would occur is in a HMM similar to that
depicted in Figure 13.18, where the emmission densities not only depends on the
latent variablez, but also on some input variableu. The regression model could
then be used to mapu to x, depending on the state of the latent variablez.

Note that when a nonlinear regression model, such as a neural network, is used, the
M-step forw may not have closed form.

13.8 Only the �nal term ofQ(� ; � old given by (13.17) depends on the parameters of the
emission model. For the multinomial variablex, whoseD components are all zero
except for a single entry of 1,

NX

n =1

KX

k=1


 (znk ) ln p(xn j� k ) =
NX

n =1

KX

k=1


 (znk )
DX

i =1

xni ln � ki :

Now when we maximize with respect to� ki we have to take account of the con-
straints that, for each value ofk the components of� ki must sum to one. We there-
fore introduce Lagrange multipliersf � k g and maximize the modi�ed function given
by

NX

n =1

KX

k=1


 (znk )
DX

i =1

xni ln � ki +
KX

k=1

� k

 
DX

i =1

� ki � 1

!

:

Setting the derivative with respect to� ki to zero we obtain

0 =
NX

n =1


 (znk )
xni

� ki
+ � k :

Multiplying through by� ki , summing overi , and making use of the constraint on
� ki together with the result

P
i xni = 1 we have

� k = �
NX

n =1


 (znk ):

Finally, back-substituting for� k and solving for� ki we again obtain (13.23).

Similarly, for the case of a multivariate Bernoulli observed variablex whoseD com-
ponents independently take the value 0 or 1, using the standard expression for the
multivariate Bernoulli distribution we have

NX

n =1

KX

k=1


 (znk ) ln p(xn j� k )

=
NX

n =1

KX

k=1


 (znk )
DX

i =1

f xni ln � ki + (1 � xni ) ln(1 � � ki )g :
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Maximizing with respect to� ki we obtain

� ki =

NX

n =1


 (znk )xni

NX

n =1


 (znk )

which is equivalent to (13.23).

13.9 We can verify all these independence properties using d-separation by refering to
Figure 13.5.

(13.24) follows from the fact that arrows on paths from any ofx1; : : : ; xn to any of
xn +1 ; : : : ; xN meet head-to-tail or tail-to-tail atzn , which is in the conditioning set.

(13.25) follows from the fact that arrows on paths from any ofx1; : : : ; xn � 1 to xn
meet head-to-tail atzn , which is in the conditioning set.

(13.26) follows from the fact that arrows on paths from any ofx1; : : : ; xn � 1 to zn
meet head-to-tail or tail-to-tail atzn � 1, which is in the conditioning set.

(13.27) follows from the fact that arrows on paths fromzn to any ofxn +1 ; : : : ; xN
meet head-to-tail atzn +1 , which is in the conditioning set.

(13.28) follows from the fact that arrows on paths fromxn +1 to any ofxn +2 ; : : : ; xN
to meet tail-to-tail atzn +1 , which is in the conditioning set.

(13.29) follows from (13.24) and the fact that arrows on paths from any of x1; : : : ;
xn � 1 to xn meet head-to-tail or tail-to-tail atzn � 1, which is in the conditioning set.

(13.30) follows from the fact that arrows on paths from any ofx1; : : : ; xN to xN +1

meet head-to-tail atzN +1 , which is in the conditioning set.

(13.31) follows from the fact that arrows on paths from any ofx1; : : : ; xN to zN +1

meet head-to-tail or tail-to-tail atzN , which is in the conditioning set.

13.13 Using (8.64), we can rewrite (13.50) as

� (zn ) =
X

z1 ;:::; zn � 1

Fn (zn ; f z1; : : : ; zn � 1g); (148)

whereFn (�) is the product of all factors connected tozn via f n , includingf n itself
(see Figure 13.15), so that

Fn (zn ; f z1; : : : ; zn � 1g) = h(z1)
nY

i =2

f i (zi ; zi � 1); (149)

where we have introducedh(z1) andf i (zi ; zi � 1) from (13.45) and (13.46), respec-
tively. Using the corresponding r.h.s. de�nitions and repeatedly applying the product
rule, we can rewrite (149) as

Fn (zn ; f z1; : : : ; zn � 1g) = p(x1; : : : ; xn ; z1; : : : ; zn ):
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Applying the sum rule, summing overz1; : : : ; zn � 1 as on the r.h.s. of (148), we
obtain (13.34).

13.17 The emission probabilities over observed variablesxn are absorbed into the corre-
sponding factors,f n , analogously to the way in which Figure 13.14 was transformed
into Figure 13.15. The factors then take the form

h(z1) = p(z1ju1)p(x1jz1; u1) (150)
f n (zn � 1; zn ) = p(zn jzn � 1; un )p(xn jzn ; un ): (151)

13.19 Since the joint distribution over all variables, latent and observed, is Gaussian, we
can maximize w.r.t. any chosen set of variables. In particular,we can maximize
w.r.t. all the latent variables jointly or maximize each of the marginal distributions
separately. However, from (2.98), we see that the resulting means will be the same in
both cases and since the mean and the mode coincide for the Gaussian, maximizing
w.r.t. to latent variables jointly and individually will yield the same result.

13.20 Making the following substitions from the l.h.s. of (13.87),

x ) zn � 1 � ) � n � 1 � � 1 ) V n � 1

y ) zn A ) A b ) 0 L � 1 ) � ;

in (2.113) and (2.114), (2.115) becomes

p(zn ) = N (zn jA � n � 1; � + AV n � 1A T );

as desired.

13.22 Using (13.76), (13.77) and (13.84), we can write (13.93), for the casen = 1 , as

c1N (z1j� 1; V 1) = N (z1j� 0; V 0)N (x1jCz 1; � ):

The r.h.s. de�ne the joint probability distribution overx1 andz1 in terms of a con-
ditional distribution overx1 given z1 and a distribution overz1, corresponding to
(2.114) and (2.113), respectively. What we need to do is to rewrite this into a con-
ditional distribution overz1 given x1 and a distribution overx1, corresponding to
(2.116) and (2.115), respectively.

If we make the substitutions

x ) z1 � ) � 0 � � 1 ) V 0

y ) x1 A ) C b ) 0 L � 1 ) � ;

in (2.113) and (2.114), (2.115) directly gives us the r.h.s. of (13.96).

13.24 This extension can be embedded in the existing framework by adopting the following
modi�cations:

� 0
0 =

�
� 0
1

�
V 0

0 =

�
V 0 0
0 0

�
� 0 =

�
� 0
0 0

�
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A 0 =

�
A a
0 1

�
C0 =

�
C c

�
:

This will ensure that the constant termsa andc are included in the corresponding
Gaussian means forzn andxn for n = 1 ; : : : ; N .

Note that the resulting covariances forzn , V n , will be singular, as will the corre-
sponding prior covariances,P n � 1. This will, however, only be a problem where
these matrices need to be inverted, such as in (13.102). These cases must be handled
separately, using the `inversion' formula

(P 0
n � 1) � 1 =

�
P � 1

n � 1 0
0 0

�
;

nullifying the contribution from the (non-existent) variance of the element inzn that
accounts for the constant termsa andc.

13.27 NOTE: In the 1st printing of PRML, this exercise should have made explicit the
assumption thatC = I in (13.86).

From (13.86), it is easily seen that if� goes to0, the posterior overzn will become
completely determined byxn , since the �rst factor on the r.h.s. of (13.86), and hence
also the l.h.s., will collapse to a spike atxn = Cz n .

13.32 NOTE: In PRML, V 0 should be replaced byP 0 in the text of the exercise; see also
the PRML errata.

We can write the expected complete log-likelihood, given by the equation after
(13.109), as a function of� 0 andP 0, as follows:

Q(� ; � old ) = �
1
2

ln jP 0j

�
1
2

EZ j � old

�
zT

1 P � 1
0 z1 � zT

1 P � 1
0 � 0 � � T

0 P � 1
0 z1 + � T

0 P � 1
0 � 0

�
(152)

=
1
2

�
ln jP � 1

0 j � Tr

�
P � 1

0 EZ j � old

�
z1zT

1 � z1� T
0 � � 0zT

1 + � 0� T
0

�
��

; (153)

where we have used (C.13) and omitted terms independent of� 0 andP 0.

From (152), we can calculate the derivative w.r.t.� 0 using (C.19), to get

@Q
@� 0

= 2P � 1
0 � 0 � 2P � 1

0 E[z1]:

Setting this to zero and rearranging, we immediately obtain (13.110).

Using (153), (C.24) and (C.28), we can evaluate the derivatives w.r.t. P � 1
0 ,

@Q
@P � 1

0

=
1
2

�
P 0 � E[z1zT

1 ] � E[z1]� T
0 � � 0E[zT

1 ] + � 0� T
0

�
:

Setting this to zero, rearrangning and making use of (13.110), we get (13.111).
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Chapter 14 Combining Models

14.1 The required predictive distribution is given by

p(t jx ; X ; T ) =
X

h

p(h)
X

zh

p(zh )
Z

p(t jx ; � h ; zh ; h)p(� h jX ; T ; h) d� h ; (154)

where

p(� h jX ; T ; h) =
p(T jX ; � h ; h)p(� h jh)

p(T jX ; h)

/ p(� jh)
NY

n =1

p(t n jxn ; � ; h)

= p(� jh)
NY

n =1

 
X

znh

p(t n ; znh jxn ; � ; h)

!

(155)

The integrals and summations in (154) are examples of Bayesian averaging, account-
ing for the uncertainty about which model,h, is the correct one, the value of the cor-
responding parameters,� h , and the state of the latent variable,zh . The summation
in (155), on the other hand, is an example of the use of latent variables, where dif-
ferent data points correspond to different latent variable states,although all the data
are assumed to have been generated by a single model,h.

14.3 We start by rearranging the r.h.s. of (14.10), by moving the factor1=M inside the
sum and the expectation operator outside the sum, yielding

Ex

"
MX

m =1

1
M

� m (x)2

#

:

If we then identify� m (x) and1=M with x i and� i in (1.115), respectively, and take
f (x) = x2, we see from (1.115) that

 
MX

m =1

1
M

� m (x)

! 2

6
MX

m =1

1
M

� m (x)2:

Since this holds for all values ofx, it must also hold for the expectation overx,
proving (14.54).

14.5 To prove that (14.57) is a suf�cient condition for (14.56) we haveto show that (14.56)
follows from (14.57). To do this, consider a �xed set ofym (x) and imagine varying
the� m over all possible values allowed by (14.57) and consider the values taken by
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yCOM (x) as a result. The maximum value ofyCOM (x) occurs when� k = 1 where
yk (x) > ym (x) for m 6= k, and hence all� m = 0 for m 6= k. An analogous result
holds for the minimum value. For other settings of� ,

ymin (x) < y COM (x) < y max (x);

sinceyCOM (x) is a convex combination of points,ym (x), such that

8m : ymin (x) 6 ym (x) 6 ymax (x):

Thus, (14.57) is a suf�cient condition for (14.56).

Showing that (14.57) is a necessary condition for (14.56) is equivalent to show-
ing that (14.56) is a suf�cient condition for (14.57). The implication here is that
if (14.56) holds for any choice of values of the committee members f ym (x)g then
(14.57) will be satis�ed. Suppose, without loss of generality, that� k is the smallest
of the� values, i.e.� k 6 � m for k 6= m. Then consideryk (x) = 1 , together with
ym (x) = 0 for all m 6= k. Thenymin (x) = 0 while yCOM (x) = � k and hence
from (14.56) we obtain� k > 0. Since� k is the smallest of the� values it follows
that all of the coef�cients must satisfy� k > 0. Similarly, consider the case in which
ym (x) = 1 for all m. Thenymin (x) = ymax (x) = 1 , while yCOM (x) =

P
m � m .

From (14.56) it then follows that
P

m � m = 1 , as required.

14.6 If we differentiate (14.23) w.r.t.� m we obtain

@E
@�m

=
1
2

 

(e� m =2 + e� � m =2)
NX

n =1

w(m )
n I (ym (xn ) 6= tn ) � e� � m =2

NX

n =1

w(m )
n

!

:

Setting this equal to zero and rearranging, we get
P

n w(m )
n I (ym (xn ) 6= tn )

P
n w(m )

n

=
e� � m =2

e� m =2 + e� � m =2
=

1
e� m + 1

:

Using (14.16), we can rewrite this as

1
e� m + 1

= � m ;

which can be further rewritten as

e� m =
1 � � m

� m
;

from which (14.17) follows directly.

14.9 The sum-of-squares error for the additive model of (14.21) is de�ned as

E =
1
2

NX

n =1

(tn � f m (xn )) 2:
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Using (14.21), we can rewrite this as

1
2

NX

n =1

(tn � f m � 1(xn ) �
1
2

� m ym (x)) 2;

where we recognize the two �rst terms inside the square as the residual from the
(m � 1)-th model. Minimizing this error w.r.t.ym (x) will be equivalent to �tting
ym (x) to the (scaled) residuals.

14.13 Starting from the mixture distribution in (14.34), we follow the samesteps as for
mixtures of Gaussians, presented in Section 9.2. We introduce aK -nomial latent
variable,z, such that the joint distribution overz andt equals

p(t; z) = p(tjz)p(z) =
KY

k=1

�
N

�
t jw T

k � ; � � 1
�

� k
� zk :

Given a set of observations,f (tn ; � n )gN
n =1 , we can write the complete likelihood

over these observations and the correspondingz1; : : : ; zN , as

NY

n =1

KY

k=1

�
� k N (tn jw T

k � n ; � � 1)
� znk :

Taking the logarithm, we obtain (14.36).

14.15 The predictive distribution from the mixture of linear regression models for a new
input feature vector,b� , is obtained from (14.34), with� replaced byb� . Calculating
the expectation oft under this distribution, we obtain

E[tjb� ; � ] =
KX

k=1

� k E[tjb� ; w k ; � ]:

Depending on the parameters, this expectation is potentiallyK -modal, with one
mode for each mixture component. However, the weighted combination of these
modes output by the mixture model may not be close to any singlemode. For exam-
ple, the combination of the two modes in the left panel of Figure14.9 will end up in
between the two modes, a region with no signicant probability mass.

14.17 If we de�ne  k (t jx) in (14.58) as

 k (t jx) =
MX

m =1

� mk � mk (t jx);
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Figure 8 Left: an illustration of a
hierarchical mixture model,
where the input depen-
dent mixing coef�cients
are determined by linear
logistic models associated
with interior nodes; the
leaf nodes correspond to
local (conditional) density
models. Right: a possi-
ble division of the input
space into regions where
different mixing coef�cients
dominate, under the model
illustrated left.

� (v T
1 x)

� (v T
2 x)

 1(t jx)

 2(t jx)  3(t jx)

� 1

� 2

� 3

we can rewrite (14.58) as

p(tjx) =
KX

k=1

� k

MX

m =1

� mk � mk (t jx)

=
KX

k=1

MX

m =1

� k � mk � mk (t jx):

By changing the indexation, we can write this as

p(tjx) =
LX

l =1

� l � l (t jx);

whereL = KM , l = ( k � 1)M + m, � l = � k � mk and � l (�) = � mk (�). By
construction,� l > 0 and

P L
l =1 � l = 1 .

Note that this would work just as well if� k and� mk were to be dependent onx, as
long as they both respect the constraints of being non-negativeand summing to1 for
every possible value ofx.

Finally, consider a tree-structured, hierarchical mixture model,as illustrated in the
left panel of Figure 8. On the top (root) level, this is a mixture with two components.
The mixing coef�cients are given by a linear logistic regression model and hence are
input dependent. The left sub-tree correspond to a local conditional density model,
 1(t jx). In the right sub-tree, the structure from the root is replicated, with the
difference that both sub-trees contain local conditional density models, 2(t jx) and
 3(t jx).

We can write the resulting mixture model on the form (14.58) with mixing coef�-
cients

� 1(x) = � (v T
1 x)

� 2(x) = (1 � � (v T
1 x)) � (v T

2 x)
� 3(x) = (1 � � (v T

1 x))(1 � � (v T
2 x)) ;
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where� (�) is de�ned in (4.59) andv1 andv2 are the parameter vectors of the logistic
regression models. Note that� 1(x) is independent of the value ofv2. This would
not be the case if the mixing coef�cients were modelled using asingle level softmax
model,

� k (x) =
eu T

k x

P 3
j eu T

j x
;

where the parametersuk , corresponding to� k (x), will also affect the other mixing
coef�ecients,� j 6= k (x), through the denominator. This gives the hierarchical model
different properties in the modelling of the mixture coef�cientsover the input space,
as compared to a linear softmax model. An example is shown in theright panel of
Figure 8, where the red lines represent borders of equal mixing coef�cients in the
input space. These borders are formed from two straight lines, corresponding to
the two logistic units in the left panel of 8. A corresponding division of the input
space by a softmax model would involve three straight lines joined at a single point,
looking, e.g., something like the red lines in Figure 4.3 in PRML; note that a linear
three-class softmax model could not implement the borders show inright panel of
Figure 8.


