











Figure 2. Incorporating depth features. (Top row) Images of a
corridor, cubicle space and kitchen, respectively. (Bottom row)
Corresponding disparity maps computed using the dense stereo
algorithm in [3].

Thus, when the sizes of disparity images are rescaled by
factor s, the disparity values need to be rescaled accordingly
as Dy = SDorigin-

4.3. Local histograms

In section 4.1 accumulating gist responses into 4 x 4
grids has advantages both in terms of memory and com-
putational efficiency and with respect to generalization. A
similar effect is achieved here by accumulating RGB and
disparity features over spatially localized histograms. Lo-
cal histograms of appearance and depth cues capture coarse
spatial layout information with a small number of model
parameters, thus encouraging good generalization. In fact,
local histograms of features add invariance to small rota-
tion, translation and non-rigid deformations. Furthermore,
the complexity reduction increases the training and testing
efficiency considerably.

Local histograms are applied here to project each image
into a matrix with By x By cells in total. In our exper-
iments, we used By = 3 and Bj; = 2. The feature re-
sponses are quantized within each cell into B bins (B = 50
for RGB and B = 6 bins for disparity), and the training im-
ages are represented by By X By X B vectors from which a
Gaussian epitome can be learned. Some examples of RGB
local histograms are shown in fig. 7. Larger By and B,
are used for visualization purposes.

5. Location Recognition Results

This section validates our “location epitome” model by
comparing recognition accuracy and efficiency to the Gaus-
sian mixture model in [15]. The advantages of using depth
features and localized histograms are also explored and
quantified.

Our model can be trained to recognize both location in-
stances (e.g. “I am in my own kitchen”) or location classes
(e.g. “I am in a kitchen”). In order to use the epitome for
recognition it is necessary to augment it with a location
map, which defines a distribution p(L|7") over locations la-

Figure 3. The recognition process. The input testing image (a)
is convolved with the location epitome (b). Then the best label is
found as the one that maximizes (14). Note that the posterior of
mappings p(7 |I) tends to be very peaky, and the optimal label is
usually decided by the best mapping position (the green rectangles
in the location map (d)). In this example, the corridor class gets
much more “votes” than cubicle.

bels for each position in the epitome (fig. 3d). For a previ-
ously unseen test image I, recognition is achieved by com-
puting the label posterior p(L|I) using

p(L|T) = [[ p(L, T|T) = /T pLIT)P(TID)  (4)

which can be done efficiently using convolution (see sec-
tion 5.4). The whole recognition process is illustrated in
fig. 3.

5.1. Location Instance Recognition on the MIT Data

We compared the location epitome model to our care-
ful re-implementation of Torralba’s mixture of Gaussians
model on the MIT data set used in [15]. In the GMM ap-
proach, the mixture means are set to training images chosen
at random from the training set, and the mixture variances
are fixed to a value found using cross validation.

A separate epitome model is trained for each location,
using the same number of parameters and gist features as
for the mixture of Gaussians. The 62 different location
epitomes {e; };—1.62 were initialized by tiling the features
of a randomly chosen set of images and then learned as de-
scribed in section 3. The mapping variable 7 was extended
to be over the union of mappings to all epitomes. This ini-
tialization was found to work surprisingly well in the test,
hence a strong prior (b = 0.175 times the inverse data vari-
ance, a = 5.7 times the square of b and 3 = 200) was found
to make the epitomes stay close to the initialization patches.

When performing recognition on video rather than single
images, recognition accuracy can be improved by exploiting
temporal consistency between frames. This is achieved by
incorporating the label posterior p(L|I) in a hidden Markov
Model as described in [15], and using the forward-backward
algorithm to compute the new label posteriors (fig. 4). The
HMM is used in an identical fashion with both methods.

The results obtained for each method are shown in the
precision-recall curves of fig. 5. This comparison demon-
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Figure 4. Location recognition result for one of the 17 testing
sequences in the MIT database. The red solid line represents the
true labels, and the black dots indicate the label posterior p(L|I)
after HMM filtering. See fig. 3 of [15] for comparison. The great
majority of frames are correctly classified with a few inaccuracies
concentrated on transitions between two locations.

strates that introducing translation and scale invariance via
the epitome model leads to a much higher precision-recall
curve (blue). Note that the results for the GMM (red) are
actually slightly better than those reported in the original
paper [15]. This effect is due to small differences in the
implementation and the database itself. In [15], the authors
apply a PCA dimensionality reduction to the gist features.
We found that such step made no appreciable difference to
performance and so omitted it.

5.2. Location Class Recognition on the MIT Data

This section evaluates the algorithm’s generalization
power.

After having trained our epitome model on a specific lo-
cation category (e.g. office, corridor) in a given building and
floor, we measure recognition accuracy on images of a dif-
ferent building or floor. In contrast to the previous instance
recognition test, the nearest-neighbor-like approach tends
to fail due to large inter-class differences. Consequently, a
weaker prior is used here (a = 0.1, b is a times the data
variance, and 3 = 0.1).

As before, we compared the epitome model with our im-
plementation of [15]. We used the sequences from floor 9
in building 200 and floor 6 in build 400 as the training set,
which includes all the category labels found in the test set,
floor 7 in building 200.

Fig. 6 shows the precision-recall curves computed for
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Figure 5. Location epitome vs. GMM. Precision-recall curves il-
lustrate the median recognition success for the GMM model (red)
and the proposed epitome model (blue). The scale and translation
invariance of the location epitome leads to more accurate recogni-
tion results. Following [15], the error bars indicate variability in
accuracy across different image sequences.
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Figure 6. Location class recognition. Precision-recall curves for

the epitome and GMM model on the task of recognizing unfamiliar
places.

both our approach (blue) and Torralba’s algorithm (red).
The results show higher recognition accuracy for the epit-
ome model in the case of unfamiliar places, thus suggesting
a higher generalization power. Note that here, again, the
same features are used and the only variation is in the scale
and translation invariance properties of the model.

5.3. Incorporating Different Visual Features

Location epitomes can incorporate diverse visual fea-
tures, leading to further improvements in generalization. To
demonstrate this point, we acquired a new data set con-
sisting of several thousand stereo video frames acquired in



(d) (e)
Figure 7. Epitomes of local histograms of RGB features. (a,b)
Two sample images from the cubicle area. (c) The epitome con-
structed from all cubicle images. (d) A sample image from the
kitchen area. (e) The epitome constructed from all kitchen images.
Note that the epitomes (c,e) are visualized by 9 x 9 dot patterns
in the epitome cells. The RGB colors of each pattern are sam-
pled from the local histogram distribution contained in that cell.
The colour-coded rectangles indicate the best match of each of the
three input images into their respective epitomes. Since (c) and
(e) are visually very distinct, local histograms of RGB features are
sufficient for discriminating between cubicle and kitchen in this
dataset.

a large office space containing the following seven differ-
ent locations: ‘“cubicle”, “corridor”, “kitchen”, “stairs 17,
“stairs 27, “small lecture room”, and “large lecture room”.
Some sample images are shown in fig. 2. The images were
randomly split into 50% training and 50% testing.

In the experiment we used 2 x 3 x 50 local histograms of
RGB colours. Often such RGB features may be sufficient
for discriminating between visually distinct locations (e.g.
kitchen and cubicle in fig. 7). However, that is not always
the case, and fusing a variety of visual features promises to
deliver better generalization.

In this paper we incorporate depth cues in the form of
disparities. In fact, for example, the images of two differ-
ent corridors may appear very different (fig. 8a,b); however,
their disparity maps are often very similar to each other
(fig. 8c,d). Integrating depth together with colour during
training allows both of the cues to be combined when per-
forming recognition. Specifically, we use 2 x 3 local his-
tograms of disparities (quantized into only 6 bins).

As this data set is smaller than the MIT one, it suffices to
train a single epitome for the entire data set. The resulting
epitome in this case contains the information from all differ-
ent locations. The supervised learning technique described

(c) (d)
Figure 8. Stereo vs. RGB for the corridor class (a,b) Two im-
ages of two corridors in an office building. (c,d) The correspond-
ing disparity maps of (a,b). Although the RGB images look very
different, their depths show great similarities. Incorporating depth
cues in our model delivers increased generalization.

in section 3.1 was employed. This supervision allows the
algorithm to put greater emphasis on those features which
provide good discrimination between locations, in a super-
vised fashion. For example, corridors may be more simi-
lar in depth than appearance and so the learned variance in
the corridor region of the epitome will be lower for dispar-
ity than appearance features. Conversely, for other location
classes the learned epitome may be more depth invariant
and more sensitive to appearance features. The resulting
precision-recall curves are plotted in fig. 9. Note how in this
dataset the gist features appear to work less well than the
simpler RGB features. The reason is that the MIT data set
has dramatically different illuminations between sequences,
hence the gist features generated from gray-scale images
are more robust than RGB. On the other hand, the illumina-
tion in our data set is more consistent, hence the RGB in-
formation becomes more effective. However, in both cases
the additional depth information improves recognition quite
considerably; with the RGB+stereo combination leading to
the overall best results.

5.4. Efficiency

All the experiments in this paper were carried out on a
2.16 GHz Intel Core Duo laptop. Most of the computation
load in learning and testing is carried by convolutions.

In the case where no local histograms are used, for
an epitome of size N x M x D and an image of size
N.xM,.x D, the convolution takes O(DN M N, M., ) flops.
When using local histograms, if each B-dimensional his-
togram corresponds to Cy x Cpy = (N/By) x (M/Bys)
pixels in original images then the computation becomes
O(BNMN_.M./C%C3,) flops. For instance, when lo-
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Figure 9. Comparing RGB, Gist and Depth features. The
precision-recall curves when using RGB or gist features, with and
without stereo disparity features.

cal histograms are applied to RGB features, and we have
D = 3, B = 50 and CnyC); = 200, the computation is
reduced by a factor of 2400.

For the experiments reported in section 5.3 learning the
epitome from all 693 stereo images (assuming the dispar-
ity maps are precomputed) takes around 120sec. using our
Matlab implementation. Classifying 660 input testing im-
ages takes about 5.7sec; equivalent to 116 fps, fast enough
for real-time recognition on low-end or embedded systems.
Implementing convolutions on graphics hardware would
yield even greater efficiency.

6. Conclusion and Future Work

This paper has presented a new visual model of locations
which is compact and efficient at recognizing new images,
and generalizes well to previously unseen data.

A probabilistic, generative approach extending epitomes
to represent environments allows us to incorporate transla-
tion and scale invariance effectively. Comparisons with a
state of the art GMM model on existing and new databases
demonstrate the validity of the proposed model.

A variety of visual features such as color, gist and stereo
disparities have been integrated together to yield increased
recognition accuracy. High efficiency is achieved by ag-
glomerating feature responses into local histograms while
increasing generalization further.

Future directions include tests in different types of envi-
ronments (e.g. beach scenes, mountain scenes, school en-
vironments etc.), and inventing new, effective techniques to
increase generalization further.
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