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Abstract

This paperaddresseghe problemof applying powerful
patternrecaynition algorithmsbasedon kernelsto ef cient
visualtradking. RecentlyAvidan[1] hasshownthat object
recanizes usingkernel-SVMgan be eleggantlyadaptedo
localization by meansof spatial perturbationof the SVM,
usingoptic ow. WheeasAvidan's SVM appliesto each
frameof a videoindependentlpf otherframesthebene ts
of tempoal fusionof dataare well known.Thisissueis ad-
dressechere by usinga fully probabilistic "RelezanceVec-
tor Machine' (RVM) to genemte observationswvith Gaus-
sian distributionsthat can be fusedover time To improve
performancdurther, ratherthanadaptinga recaynizer we
build a localizer directly using the regressionform of the
RVM. A classi cation SVMis usedin tandem,for object
veri cation, and this providesthe capability of automatic
initialization andrecovery.

Theappmoad is demonstatedin real-timefaceand ve-
hicle tracking systems.The “spassity' of the RvMs means
that only a fraction of CPU time is required to track at
framerate Tradker outputis demonstatedin a camen
manaementtaskin which zoomand panare contmolled in
responseo speakr/vehiclepositionand orientation, over
an extendedperiod. Theadvantagesof tempoal fusionin
this systerrare demonstated.

1. Intr oduction

Systemsfor tracking moving objectsmay be feature-
basedor model-based Feature-basettackingcanrely on
persistenceof image curves [10, 4] or image appearance
[8]. Likewise model-basedrackingcanusecurves,either
in 3D [12] or in 2D [20], or appearanc§?]. Furthermore,
statistically-baseabject recognizersusing supportvector
machine{SVMs) [13, 15] andboosting[18] have now be-
comefastenoughto runataroundvideorate,despitehaving
to searcheachvideo frame. Most recently the distinction
betweenlocalization and tracking has beenbroken down
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still furtherby theintroductionof “supportvectortracking'
[1], andit is this paradignthatwe seekto extendhere.

1.1 The support vector tracker

The SVM is a powerful algorithmfor binary classi ca-
tion [5], in which the classof atestimage-patchy is deter
minedaccordingto the signof aclassi cationfunction

X
f@= v ik(@x)+b @)

i=1

in which x;, i 2 [1;N] are vectorsfrom a training set
with labelsy; 2 f 1;+1g, ; andbarereal-\aluedcoef-
cients which mustbe determinedy alearningalgorithm,
andk( ; ) is a “kernel' function which computesa gener
alisedinner product. A greatattractionof the SVM is the
“sparsity' conferredby the SVM training algorithmwhich
typically setsmostof the ; to zero,leaving just afew ac-
tive termsin thesum(1), involving a subsebf thex; which
areknown as’supportvectors'.

A classi er trainedto recognizea particularclassof ob-
ject, can be usedfor tracking suchan objectby applying
the classi er on eachneighbourhoodn a tessellatiorover
somecon guration spacesuch as the Euclideansimilari-
ties (imagetranslation rotationandzoom). Sucha search
is labourintensie and Avidan's [1] supportvectortracker
seeksto mitigatethis (in the spaceof translations)y per
turbing the classi cationfunctionf in (1) with respectto
imagetranslation. Given an objectq, perturbationanaly-
sis allows the translationT,, by a vectoru, to be found
suchthatthevaluef (T, q) of theclassi cationfunctionis
maximized. The perturbedclassi cation function, Avidan
shaws, is expressedn termsof imagegradientas

f(Tua)=f(@+u ra): )

Using (2) to computeapproximatelythe displacemenu
thatmaximizesthe classi cationfunctionf cansave com-
putationby reducingthe densityof tessellatiorrequiredto
achieve a given degreeof tracking precision. In principle



this perturbatiorcanbe extendedeyondthe spaceof trans-
lations,for exampleto Euclidearsimilaritiesor af ne trans-
formations,in which casethe gradientoperatonr in (2) is
extendedo thefull setof afne o w operators.
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Figure 1. Classication function of an SVM
trained for recognition. A maximuris preseniat

the true position,thoughthe signal is noisy produc-
ing additionallocal maxima.

1.2 Probabilistic support vector tracking

Avidan's supportvectortracker appliesto eachframeof
avideoindependentlyof otherframes.However, the bene-
ts of temporalfusion[7] of datain visualtrackingarewell
known [4]: improvedef ciency andenhancedbility to deal
with clutterin the background.Temporalfusioncanbe ac-
complishedin an effective and principledway in a proba-
bilistic setting. Thereforewe seekto placea probabilistic
constructionon classi er output. Oneapproachs to inter
pret SVM classi er outputin probabilisticterms[11, 14].
Onthe otherhandthe "ReleranceVectorMachine' (RVM)
[17] isasparselassi erthatis directly probabilistic.More-
over, it canbe usedfor regressionasopposedo classi ca-
tion. That ts exactly the problemaddressetiere,in which
regressiorontothedisplacementi is required.This means
thatinsteadof training a machineto recognizeknown ob-
jects versesnon-objects,a machineis trainedto estimate
thedisplacementbf knowvn objectsalone.(Regressiorwith
SVMsis possiblebut relatively awkward,andnotknown to
be susceptibleo a probabilisticinterpretation.) Therefore
the systemdevelopedand demonstratedn this paperhas
thefollowing distinctive properties.

Fully probabilisticregressionfor displacementyusing
RVMs

Displacementis modelledas a Euclideansimilarity
transformation

Obsenations of displacementare fused temporally
with motionprediction

Initialization andrecovery arehandledby an SVM for
objectrecognitionrunningin tandem

Trackingis ef cient — betterthanreal-time(i.e. leav-
ing processoryclesfree for otherprocesses}— and
this is demonstrateavith a realtime cameramanage-
mentsystenfor teleconferencing.

2. Motion classi cation

Supportvectortracking[1] usesan SVM optimizedfor
recognitionbut for trackingit is motion, ratherthan clas-
si cation, thatis of primary interest. The SVM, with its
goodgeneralizingability, would give more satishctoryre-
sultsif it weretrainedto discriminatemotion ratherthan
object/non-objectind, as a possibly easiergeneralization,
the resultingmachineswould have fewer supportvectors,
makingthemmoreef cient.

2.1.Inferring state

Thetrackerfollows a2D imageregion containinganob-
ject. Intensity changeswithin this region are assumedo
be dueto motiononly. Therefore a four-dimensionaktate
vectoris useddescribinga Euclideansimilarity transforma-
tion:

X =[u;v;s; 12 GE(2) 3)

An obsened imageat time t, |, is a vectorizedpixel ar
ray that is some unknavn function of the presentstate:
I = H(X¢). However, treatingthe stateas the depen-
dentvariable X; = H (1), it shouldbe possibleto nd
aregressioninferring a stateestimate X from a givenim-
age.Several SVM arenow requiredto cover all degreesof
freedomof allowed motion. The olvious con guration is
for oneSVM to be assignedo eachstatespacedimension.
For example,for x translation,the training setincludesa
negative subsetimagesof the objecttranslatedight by 20
pixels,anda positive subsetimagestranslatedeft 20 pix-
els. Whenavectoris testedascoreof +1/-1would indicate
that our testregion shouldmove 20 pixels right/left to re-
align with thetruelocation. Translationof magnitudeless
than 20 pixels shouldyield a scorebetween 1, asFigure
2 shaws. The sameholdsfor vertical translation,rotation
andzoom. 20 pixels was chosenasa compromise:more
than this givesthe tracker a larger capturerange,but the
mauginal responsas lessconsistentjessthanthis givesa
smallcapturerangeleadingto alessrobusttracker.
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Figure 2. Advantages of an SVM trained for
displacement.  (top) Avidan's displacemengsti-
mation: the derivative with respectto translation,
of the classi cation function for the SVM of gure
1, shownfor several testexamples. (bottom)Clas-
si cation functionfor an SVMtrainedspeci cally for
objectdisplacemenfas opposedo objectidenti ca-
tion). Notethe superiorlinearity of responsén the
displacement-tinedcase

2.2.Linear Regression

Givenavectorof SVM scoreswe wantto infer the state
changeghat createdthem. As the maginal responsebe-
tweenthetraining setsis almostlinear, it seemgeasonable
to t astraightline to this data.Stateestimatesretherefore
madein two stages.Thetestregionis passedo the SVMs
which give a vectorof scoresthis is theninterpretedvia a
multi-regressve function to yield the estimatedchangein
state, X:

X = Af(l)+ b 4)
b2R* A2R* 4

wheref (1) is avectorof SVM scoredike (1) andl is the
vectorizedmagepatchgivenby the presenestimate.

2.3.Tracking with motion SVMs

Four SVMs are trainedto classify the sign of eachof
the four dimensionsof Euclideansimilarity space. Each
SVM requiregtraining datawith wide variationsin the cor
respondinglimension.In addition,theremustalsobesome
variationin the otherthreedimensionsn orderto learnthe
desirednvarianceto thosedimensions.

Residualcross-talkbetweenSVMs is attenuatedy the
A matrixwhichis learnedtogethemith b, by corventional
regressionafterthe SVMs have beenx ed. For this,afresh
training setis used,choseruniformly atrandomfrom a hy-
percubicdomainin the 4-dimensionaktate-spaceln addi-
tion, the regressiondeliversa covariancematrixon X so
that X canberegardedasarandomvariable—obsenations
capableof statisticalfusion.

Obijectlocalizationexperimentsvereperformedwith the
four SVMs, usingthe X measure.Details of resultsare
omittedhere but our mainconclusionsaregivenasmotiva-
tion for developinga morepowerful approacHater. Frame-
to-framelocalizationwas frail with the 4-SVM approach
andthereasonseento beasfollows. EachSVM is trained
on datalying at the positive andnegative extremesof vari-
ation of the relevant state spacedimension. Probability
distributionsobtainedrom regressiorunderestimatencer
tainty: they re ect only the deviation from linearity of the
SVM, ratherthanthe variability found over a fully repre-
sentatve setof trainingexamples.

3. Sparseprobabilistic learning

Thetwo-stageinferenceof SVM classi cationfollowed
by linear regressionis effective only up to a point, andis
inelegant. It seemghatsomeform of singlestageregression
might be more powerful, both for dealingwith the range
of variation of testexamples,andfor correctly modelling
statisticalvariability.

A single-stage probabilistic, learning paradigmis re-
quiredfor regression. It is possibleto performregression
with an SVM; however, an approximationmust be made
( -SVM [16]) in orderto retain a sparsesolution and, as
mentionedabore (sec.1.2),therehave beensomeattempts
at making this probabilistic. There is however a clear
Bayesiarformulationaddressingll theseissues.

3.1.Therelevancevector machine

Tipping [17] proposedhe relevancevectormadine or
RVM to recastthe mainideasbehindSVMs in a Bayesian



contet, and using mechanismssimilar to Gaussianpro-

cesse$19]. Theresultshave beenshavn to be asaccurate
andsparse@asSVMsyet t naturallyinto aregressiorframe-

work andyield full probabilitydistributionsastheir output.

A briefreview of Tipping's papelis presentedherefor those
unfamiliar with thework.

An RVM is trainedwith a training set consistingof a
vectorof dependenvariables)y 2 RN andtheassociated
independentariablevectorsx; i = 1:::N. Assumingthat
themeasuredlependentariablesin thetrainingset,Y are
corruptedoy Gaussiamoisewith variance 2 the PDFcan
bewritten:

kY K k2

F— .2y — N
p(Yj ixi; 9)=(2 ) 2exp 52

- (5
Like the SVM, the RVM is a kernel methodand as such
replacesinstancesof dot productsbetweeninput vectors
with thevalueof a kernelfunction[6]. K is a ‘designma-
trix' containingthe inter-training setkernelvalues,K j =
K(Xi;Xj).

Treating asarandomvariable,(5)is alikelihoodfunc-
tionwhichcouldbemaximizedto nd . However, in order
to emulatethe sparsitypropertiesof SVMs, someof the
canbe setto zero,allowing correspondingdraining vectors
to bediscardedThisis expressedn a Bayesiarcontet via
aGaussiarprior over , pulling it towardszero:

N(©; ) (6)
with hyperparameters; suchthat = diad 1;:::; N)
Now the posteriorPDFfor is:
pCJYixii % )/ N )
where
A= %“KTY and " t= 1+ iZKTK

andthe maximuma posterioriestimate,* canbeexpressed
asa function of noisevariance, 2 andthe variancesover
theprior, ; whichareunknawn.

The bestvaluesfor thesehyperparametersre deter
minedfrom the evidence

z n )
p(Yj % )= L P TG LA G I
=(2) Vsj Fexp iYTs ly (8)
where S= 2?1 +K KT

by optimizationwith respectto ; and 2 (type-ll maxi-
mumlik elihood).As optimizationproceedsit is foundthat
someof the ; and corresponding ; tendto zero. This
is anindicationthat the associatedraining vectorsare not

“relevant' (analogougo a non-supporivector) and canbe
“pruned'from thesolution.

Commonchoicesfor thekernelfunctionarethe polyno-
mialkernelk(xi;x;) = (x{x; + 1)¢ andtheGaussiaRBF,
usedhere

. 12 X
kx'zg'k wherekxk? Ni x2:

j=1

k(xi;xj) = exp

Being smoothand e xible it is a versatilekerneland has
proved empirically to be a goodchoice. Note that thereis
now a further parameteito worry about: . If it is too
large it may not be possibleto t closelyto the dependent
variablesleadingto a long training time and poor output.
Corverselyif  istoosmallover tting will occuraround
eachtrainingexampleleadingto a non-sparseolutionwith
equally poor characteristics. ¢ is chosenby handwith

k = 0:15beingusedthroughoutheexperimentslescribed
in sec.5.

3.2.Inferring statewith RVMs

The aim hereis to obtainan RVM which, given a sub-
imageexcisedfrom theinputimageframeaccordingo the
currentstateestimate will outputan estimateof the error
in thatestimate.To createa regressiorbetweenerroneous
imagesandthe errorsthatgeneratedhemdemands train-
ing setof ( X; ;) pairs(i 2 [1;N]). Thesearecreatedby
randomly perturbingseveral differentimagesof the same
object (althoughfor an objectwith rich featuresjust one
imagecansufce). In facetracking,it is usefulto include
sometraining imageswith out-of-planerotations,to make
the resultingtracker tolerantto suchvariations. Figure 3
shavs sometypical trainingexamples.

This method normally provides good coverageof the
statespacebut with a smallertraining setit may be pos-
sible that a quadrantof the 4D hypercubegetsneglected.
Small training setsare desirableas they typically contain
fewer relevance vectors making evaluation fasterat run-
time, however this cancauseproblemsif the motionenters
aneglectedpartof statespace To reinforcesmallertraining
sets,extra examplesareadded forcedto lie in eachquad-
rant(of whichthereare16in 4-space)Similarto the SVM

e

Figure 3. Training examples. Sometypical ex-
amplesusedto train the relevancevector madines
on changesin translation,rotationandzoom.




trackerdescribeckarlier avectorof RVMs is requiredn or-

derto obtaina vectorestimateasoutput. Eachelementhas
oneof thefour statespacedimensionsasits dependentari-

ablebut now they all usethesamerainingset:acontinuous
functionis beingestimatedandthereis no needto partition

examplesinto positive and negative. This still meansthat
the machineinferring x-translation,say hasbeentrained
on imagesperturbedn the otherthreedimensiongoo and
is insensitve to these.

An interestingquestionis: “whatis specialaboutthose
training examplesthat are kept as “relevant™?" Figure 4
shaws a plot of the training examplesusedfor a tracker
which, for clarity, follows x; y translationonly. It canbe
seenthat thosechosenasrelevant are prototypicalof x or
y translationdeingthe mostextremeexamples.Thisis in
contrastto SVMs wherethe supportvectorsrepresenthe
leastprototypical— mostmaiginal — examplesin atrain-
ing set.
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Figure 4. The relevance vector s span the state
space. As a tutorial example this gure shows
the positionsof examplesusedto train a tracker in a
spaceof 2D translations.Relezancevectoss are indi-
catedfor horizontal(x) translationgcircles),vertical

(y) ones(squaes).

4. Probabilistic stateinference

To securebene ts of temporalfusion of data,obsera-
tionsmustbeobtainedn aprobabilisticsetting. Thisis one
of the principaladvantage®f RVMs over SVMs: anRVM
givesnot only an estimateof changen state,but alsogen-
eratesanoutputprobability distribution.

4.1.Kalman ltering

For each state spacedimension,an estimateis made
whichis expressedn vectorform as:

Xi = Tk (9)

wherek is avectorde ned sothatky = 1, to allow for bias,
andeach
ki = k(x;;1(X)) for j > O: (10)

is akernelfunctionbetweerthej " relevancevectorandthe
currentimagevector From(7) is Gaussiaristributedas
N (~; ™), making X; alsoGaussianwith mean” "k and
variance

v=kT"k: (11)

This probabilisticoutputcanbe treatedas an observation
z, andincorporatednto a Kalman-Bug lter [9, 7].

For eachiterationof thetracker we setup stateequations
for theevolution of the stateandthe obsenation. The RVM
actuallygeneratesn estimateof the change in the current
state,andis hencean innovation, ¢ = zx X, with
Gaussiardistributed obsenation noise, v N (0; Rk).
Here Ry is a diagonalcovariancematrix, whosetermsare
thescalarvarianceg11) v from eachof the4 RVMs for the
4 statespacedimensions.

The dynamicalprocessis modelledas a secondorder
auto-rgressie process(ARP) [3], augmentingthe state
equationgo take accountof thetwo previousobsenrations.

P(X %11 X %) =
exp 2(X% X%)TQ 1(X %1 X%) ;
(12)
whereX ? is the augmentedorm of X for a secondorder
processDynamicalcoefcients andQ arelearnedusing
maximumlik elihoodfrom asequencef parametersaptur

ing typical motionsof the objectin questior4].
4.2 |Initialization and validation

For ef cient operation,the RVM tracker exploits tem-
poral coherencdully. However, a robust tracking system
capableof operatingfor aninde nite period alsoneedsa
recognitionsystemyunningin tandemfor initializationand
recosery. Herethis takesthe form of an SVM recognizer
asin gure 1, operatingn two distinctmodes.During con-
tinuoustrackingit is appliedatthe currentlyestimatedstate
to verify the stateandtheidentity of thetracked object. For
efciency, this testis madeonly every M frames(in ex-
perimentshereM = 4 hasbeensuccessful).Absenceof
veri cation triggersa searchin which the SVM is applied
overatessellatiorof neighbourhoodm theEuclidearsimi-
larity spaceandthis continuesuntil veri cation is obtained,



afterwhich RVM trackingresumes.The samemechanism
is usedto initialize from the rst frame.

It is obsered, from gure 1, that as estimatedobject
statestraysfrom the true state,the SVM scoredegrades
progressiely, andeventually changessign, indicatingthat
the obsenation of the RVMs is invalid. Furthermore,if
the object changesin ways that are not modelledwithin
the statespace(e.g.out of planerotation),obsenrationsbe-
comeinvalid. For initialization, the progressie degradation
of SVM scorewith displacemenhbasa furthersigni cance:
therecorery searchdoesnotneedto coverthestatespacen
excessve detail. Thewidth of thepeakin gure 1indicates
thedensityof therequiredtessellatiorof SVM locations.

5. Results

The experimentsconductechereall useonly oneinitial
imageregion which was perturbed45 timesto createthe
RVM trainingsetsasdescribedn section3.2.

Figure 5 shaws the estimatesmadeby the RVM con-
cernedwith x-translation An image(notin thetrainingset)
wasdisplacedry aknovn numberof pixels,andthe RVMs'
posteriorestimateof thatchangds plotted.
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Figure 5. RVM as a statistical observer of
state. An RVM trained for regressiononto hor-
izontal translation delivers a linear mean-esponse
as shown, together with observationvariance (up-
per and lower dotted curves: 3 standad devia-
tions). Crossedndicate the training examples,with
relevancevectos markedwith circles.

Figure6 shavs how advantageoust is to useprobabilis-
tic inference. The sequencéeingtracked is onethat be-
comesprogressiely more rapid, andwithout ltering the
errorsgrow to the point wherelock is lost, andthe tracker
requiresreinitialization. With a Kalman lter in placethe

errort is an orderof magnitudelower. Probabilisticinfer-

encehasgreatlyincreasedoththe stability andthe robust-
nessof tracking. As temporalfusionhasreinforcedthe out-
put, we canpermitthe RVMs to be more sparseby using
smallertraining sets: the quality of the RVM posteriores-
timatesis correlatedwith the numberof relevancevectors.
Thisin turnleadsto fasterrun-timeevaluationof the RVMs

andalower computationatostperframe.
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Figure 6. Probabilistic inference improves
performance . This gure showsthe error perfor-
manceof the RVM tradker with KalmanFilter (solid),
compaedwith raw; un Iltered RVM output(dashed).

Trackingmightbeconsiderededundantf it werepossi-
bleto performraw detectioratframerate. Thisis apopular
approach[13, 15, 18] but Figure 7 con rms the substan-
tial ef ciency saving availableby trackingovertime. RVM
trackingconsume®nly 15msof CPU time per frame, but
when brute-forceSVM searchis running consumptionof
CPU time rises by a factor of about70 to 1 secondper
frame. (This datawas gatheredfrom code with no opti-
mizationsusing double-precisionoating point arithmetic
throughout: it is anticipatedthis can be improved upon
greatly)

Figure 8 containssnapshotf the tracking of a talk-
ing headand this leadsnaturally to an importantvideo-
conferencingpplicationjn whichaclose-upof thetalkeris
broadcastvhenaddressinghe camerarecedingto a wide-
angleshotwhenthetalker turnsto a third party, or departs
altogether The camerausedto createtheseresultsis a
cheapstandardvebcamwith aplasticlens.Imagepatches
(I elsavherein this document)are sub-sampleduchthat
N = 704pixelsareexaminedateachiterationandit is only
theintensitythatis tested:no colouris employed. A movie-

1Theground-truthpositionwasfoundby allowing thistrackerto iterate
to convergenceon eachframe treatedas a still. The resultswere then
inspectedy hand.
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Figure 8. Long-term tracking behaviour. This gure showsthat tracking continuesrobustly over an extended
period— 2 minutesin this example but hasrun for several hours in experimentaluse
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Figure 7. RVM tracking is highly ef cient. The
graph showsmillisecondsof CPU time required per
videoframe (2.6 GHz Pentium4). During continu-
oustrading only around 15ms/fameof CPU timeis
required, thanksto the exploitation of tempoal co-
herencein the Kalman lter. Thisrisesdramatically
to aroundls/framewhencoheenceis lost, in initial-
izationor recorerymodes.

clip is available? shawing a teleconferencingpplicationin
whichthereal-timetrackingoutputis usedto controlzoom

andpan. This wascapturedusinga hand-heldDV camera.

This tracker is also capableof following a generalobject
undegoing 2D deformation,suchasthe caranda license
platein gure 9.

2ftp://mi.eng.cam.ac.uk/pub/data/paneakpg

6. Discussionand conclusions

We have demonstrated tracker usingsparseprobabilis-
tic regressionby RVMs, with temporalfusion for high ef-
ciency androbustness.Furtherrobustnesss obtainedby
running,in tandemanobject-\eri cation SVM which sim-
ply senesto validateobserationsduring normalrunning,
but alsofor intensve objectsearchduringinitialization and
recosery. Training, both of the SVM and RVM, is per
formedfrom a singleobjectinstanceperturbedo generate
atraining set,andrequiresonly a few minutes. The result
is areliablereal-timetracker whichimposesamodesicom-
putationalloadand,thanksto its recorery mechanismguns
continuously We have demonstratedeal time operation
with a face-trackingcamera-managemeanystemfor tele-
conferencingThisis a generaimethodfor trackingand,to
illustratethis, trackingof carshasalsobeenshown.

The probabilisticframevork would also permit the re-
placementof the Kalman lter with a particle lter [4].
Particle lters are also popularfor their robustnessn the
presenceof clutter, however the object speci city of an
SVM/RVM is alreadya powerful Iter for clutter, sothere
is somedoubtwhetherapatrticle Iter wouldaddsigni cant
power in practice.

Futurework will address numberof issues:

greatelinvarianceo illuminationchangegouldbeob-
tainedby pre-processingf imageintensitiesbeyond
thesimpleintensitynormalizationusedhere;

adaptve re-trainingin parallelwith tracking;

greatewariationof view andarticulation.



Figure 9. Tracking cars Digital videorecodingsof a passingvehicleanda licenseplate Thetracker wastrained
froma singleframeand successfulljollowsthe regionsdespiteclutter and an unsteadycameas.
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