
Very Preliminary F# Library Design Guidelines
F# is often seen as a functional language, but in reality it is a mixed paradigm language: the OO, functional and procedural paradigms are all equally well supported.  That is, F# is a functionally-oriented language, rather than “just” a functional language - many of the defaults are set up to encourage functional programming, but programming in the other paradigms is effective and efficient, and a combination is best of all.
A multi-paradigm language brings challenges for library designs and coding conventions.  Library design is always non-trivial, and relatively little emphasis has been placed on library and coding conventions in the context of functional programming.  Finally, the question of cross-compiling compatibility with existing F# code and OCaml code sometimes arises.
This document is a draft that attempts to chart these waters.  The importance of doing this is enormous: without stable, community-accepted coding guidelines scaling a language and its associated libraries is extremely difficult.

This document should be seen as an addition to the .NET coding guidelines.  Some of the rules in the .NET guidelines should not apply to F# - for example, in many F# programs it is entirely appropriate to have a local named "x" or a function argument named "f".  However, the design guidelines for .NET types are extremely good and have given rise to the clean, discoverable .NET library design that F# rests upon.

Note: These guidelines are not yet comprehensive.  There are major omissions: you won’t find answers to all of your questions here.
Note: The guidelines are violated at a few points in the F# library design and are samples, and also in the major libraries authored by the F# team such as the Abstract IL library.  This stresses the importance of consistency - the usability of libraries such as Abstract IL suffers from the lack of enforced coding standards.

We will fix these as various guidelines are settled.
Note: These guidelines are NOT intended to apply to code that must cross-compile as both F# code and OCaml code (e.g., some parts of the core of Abstract IL, and the F# compiler itself).  OCaml doesn’t permit much in the way capitalization conventions and does not permit type names to be used to refer to arbitrary (non-virtual) members using the “.” notation.
Note: Some application domains such as hardware design and matrix algebra have dominant formatting conventions that should be respected over and above those listed here.
Naming types
Recommendation: Use uppercase for

· any public concrete types, especially in a library to be used from other .NET languages

· any public types deriving from .NET types

( type DatabaseListener = 

       { successCallback: int -> string;

         failureCallback: exn -> string;

         mutable state: int64 } 
Recommendation: Use uppercase for all class and interface types

( type SmoothForm = 
      class

          inherit System.Windows.Forms.Form

          new() = { inherit Form(); }

      end

( type INotificationReceiver = 
      interface

          abstract Success: int -> string
          abstract Failure: exn -> string 

      end
Recommendation: Use upper or lower case for

· Types internal to a library or part of an adhoc script
· Types in a prototype implementation where the lowercase name is also a reasonable abbreviation of the uppercase name
· Type abbreviations
( type matrix = Math.Matrix<float>

( type int = System.Int32

Recommendation:  Avoid using underscores in publicly accessed abstract and concrete type names, especially in types used in publicly accessed libraries or libraries to be used from other .NET languages.  Strongly avoid multiple underscores in type names.  

( type db_listener = 

    { successCallback: int -> string;

      failureCallback: exn -> string;

      mutable state: int64 }
Recommendation: Use any capitalization (Upper, camelCase or underscores) for private private type abbreviations and private concrete types. The use of underscores should be restricted to where a well-known suffix or prefix is required (e.g. db_XX for a family of database types)
( type db_listener = DataConnection.Listener

( type databaseListener = ... 
Naming modules and namespaces
Recommendation: Use namespaces and modules according to .NET guidelines, e.g. MyOrganization.MyLibrary.MyLibraryModule or Application.ModuleName

( namespace Microsoft.AbstractIL

( namespace Sample.Library

( namespace Library

( module Library 
Recommendation: If a module provides functional values for a single type then use uppercase variations on the type name:

( module String
( module List
( module IEvent
Recommendation: Otherwise use any uppercase noun that describes, for example, the name of the language that covers the collection of types defined in the module 
( module Microsoft.AbstractIL.IL 
Module/value/type organization
Recommendation: Use a signature file for your library components.

Recommendation: Strongly consider using a module that contains values and combinators related to a type, especially those that cannot be encoded as simple instance properties and instance members.  This can have the same name as the type and be placed in the same namespace, if you provide the attribute

    type Matrix<'a> =
       ...   

    [<CompilationRepresentation(CompilationRepresentationFlags.ModuleSuffix)>]

    module Matrix = begin
         ...

    end

The ModuleSuffix attribute flag adds the suffix “Module” to the compiled class used as a container for the module’s functions.

For example, the module Microsoft.FSharp.Collections.List contains functions related to the type Microsoft.FSharp.Collections.List<T>  (yes, the names are the same and they are accessed by the same paths. 

You may ask “why not use static members in the type, e.g. in List<T>??   The behaviour of .NET generic types makes that difficult: the statics acquire the generic parameters of the enclosing class, when this is not necessarily what you want for many interesting values.  
Naming Values, Constructors and Fields
Naming values
Recommendation: Generally use lowercase for variable names

( let x = 1
( let now = System.DateTime.Now
Recommendation: Generally use lower case for all variable names bound in pattern matches, functions definitions and anonymous inner functions 

( let f I J = I+J

( let f I j = I + j
An exception is when the natural mathematical convention is to use uppercase, as in the case of matrices:

( let f (A:matrix) (B:matrix) = A+B
Recommendation: Use uppercase only for values that distinctly require it.  Do not use uppercase names for private values

( let Monday = 1

( let I x = x
Recommendation: Use underscore naming conventions to qualify existing names.  

· suffixes such as “_left”, “_right”

· prefix verbs such as “add_”, “remove_”, “try_”, “is_”, “do_”  

· prefix connectives such as “to_”, “of_”, “from_”, “for_”

( List.fold_left 

( List.fold_right 
( List.to_IEnumerable 
( List.of_IEnumerable 
( Int32.to_string 
( Int32.of_float 
Recommendation: Use camelCase for other values, including

· adhoc functions in scripts 
· values making up the internal implementation of a module.
· locally bound values in functions

( let emailMyBossTheLatestResults = ...

( let doSomething () = 

     let firstResult = ... in
     let secondResult = ... in

     ...

Recommendation: Strongly avoid using two or more underscores in a value name.  Always avoid three or more underscores in a value name. Instead define a new module or use OO features to organise and structure your API.

( let post_back_to_user  : ...

Rationale: although much OCaml code uses this convention, that is mainly because the style is forced byt the capitalization rules of OCaml. The style is often strongly disliked by others who have a choice about whether to use it.  It has the small advantage that abbreviations can be used in identifiers without them being run together.
Note: The F# library currently violates this principle in a few places.  This should be fixed. The F# compiler codebase breaks it everywhere, as it began life as a purely OCaml codebase.
Recommendation: Use verbatim type names where value names need to be qualified by types:

( val from_TextReader: #TextReader -> lexbuf
Avoid using underscores in type names embedded in identifiers:

( val from_text_reader: #TextReader -> lexbuf
Note: The F# library currently violates this principle in a few places.  This should be fixed.

Recommendation: If necessary, use camelCase for the values in the public signature of stable functional programming libraries, with the exception of the underscore conventions mentioned above for suffixes such as “to_” and “from_”. However, you should strongly consider organising your values into modules to minimize the need for camelCase’d values, and/or using types and members according to the .NET guidelines.  
? module Matrix = begin
    val getCol  : Matrix<'a> -> int -> Vector<'a>

    val getRow  : Matrix<'a> -> int -> RowVector<'a>

    val getCols : Matrix<'a> -> int -> int -> Matrix<'a>

    val getRows : Matrix<'a> -> int -> int -> Matrix<'a>

  end

Recommendation: When naming values it is reasonable to use succinct abbreviations as part of the value names within a consistent naming scheme
? module Matrix = begin
    val getCol  : Matrix<'a> -> int -> Vector<'a>

    val getRow  : Matrix<'a> -> int -> RowVector<'a>

    val getCols : Matrix<'a> -> int -> int -> Matrix<'a>

    val getRows : Matrix<'a> -> int -> int -> Matrix<'a>

  end

Rationale: This is because values are generally for use within the context of functional programming, where succinctness is highly valued, and an emphasis is placed on compositionality instead of long names.  For example, in the following "Col" and "Cols" are used as abbreviations for "Column" and "Columns".  Likewise, other abbreviations such as "iter", "mapi" are commonplace.

Recommendation: Avoid using abbreviation suffixes to qualify all the values in a module by the type of values manipulated by the functions in that module.  

( module Set = begin 

    val emptyS : ...
    val addS : ...
    val getS : ...
    val mapS : ...

  end

(some people use this technique, e.g. to get :

   open Map

   let map = emptyS |> addS "a" |> addS "b"

)

Rationale: Although abbreviating in this form makes client code succinct, and the technique is common in functional programming circles, it scales poorly within an open-ended library design, since any conflict in abbreviation conventions leads to the need to perform widespread renaming or qualification of values.  

Instead prefix uses of those values by the module name. 

( module Set = begin 

    val add : ...
    val get : ... 
    val map : ...

  end

common usage becomes:

   let s = Set.empty |> Set.add "a" |> Set.add "b"
If further succinctness is necessary use a local module abbreviation: 

( 
module S = Set

common usage becomes:

   let s = S.empty |> S.add "a" |> S.add "b"
Recommendation: Where necessary suffixes or abbreviations may be used to disambiguate multiple potentially overloaded values within a module.  However, if this is very common you should consider moving to an OO oriented model where overloading is explicitly supported, e.g. by using static members.
( module Matrix : begin

    val mul       : matrix -> matrix -> matrix

    val mulV      : matrix -> vector -> vector

  end
Naming values related to collections

Recommendation: Strongly consider using the following standard names for common operators:
( choose -- select a portion of the data structure based on a partial function

( first  -- select the first value from a data structure based on a partial function

( find   -- return the first value from a data structure based on a partial function, raising Not_found if not found

( fold/fold_left/fold_right  

         -- apply an accumulating function to the data structure

( exists -- return ‘true’ if any value satisfies the given predicate

( for_all -- return ‘true’ if all values satisfy the given predicate

( partition -- divide a data structure into two based on a predicate

( group_by -- categorize a data structure into multiple substructures based on a key/value projection function

( filter  -- select a portion of the data structure based on a predicate

( map    -- map function(s) over a data structure

( mapi   -- indexed map 
( map2   -- map function(s) over two identically            shaped data structures

( map2i  -- indexed map over two identically shaped data structures

( iter   -- iterate function(s) over a data structure
( iteri  -- indexed iterate
( iter2  -- iterate over two identically shaped data structures

( iter2i -- indexed iterate over two identically shaped data structures

Naming Discriminated Unions 

Recommendation: Use uppercase for all data constructor names

( type ScopeRef =

  | Local 
  | Module   of ModuleRef
  | Assembly of AssemblyRef

Recommendation: Consider hiding constructors in public interfaces.  If you don’t you may find it very hard to version your library.
Recommendation: Use type names to qualify the constructor where necessary.  
( match x with 

  | ScopeRef.Local -> ...

  | ScopeRef.Module _ -> ...

  | ScopeRef.Assembly _ -> ...

Recommendation: Avoid using suffixes or prefixes to qualify constructor names:

( type ScopeRef =

  | ScopeRefLocal 
  | ScopeRefModule   of ModuleRef
  | ScopeRefMssembly of AssemblyRef

note: accessing constructors by the type-qualified name is new in F# 1.1.11

Recommendation: Avoid using underscores in data constructor names

( type ScopeRef =

  | ScopeRef_local 
  | ScopeRef_module   of ModuleRef
  | ScopeRef_assembly of AssemblyRef

Naming record fields
Recommendation: Use lowercase value names for any private fields hidden by signatures or where the natural name of the field distinctly requires it.

( type Complex = { r: real; i: real }
Recommendation: Consider prefixing private (or assembly-private) record field names with a unique tag, to aid type inference and the process of tracking down uses and definitions of particular record fields.  However, this technique should not be used in library designs to be used from other .NET languages, or for record types where the containing module can act as a qualifier.

? type Point = { ptX : int; ptY: int }
Using Properties and Methods
Using instance properties and methods

Recommendation: Strongly consider using properties for features intrinsic and essential to understand the logical of a type.  

( type HardwareDevice
  with 

    member ID: string
    member SupportedProtocols: protocol list

  end

Recommendation: Strongly consider supporting using methods for the intrinsic operations essential to  a type
In signature:

( type HashTable<'k,'v> 
 with 
   member Add           : 'k * 'v -> unit
   member ContainsKey   : 'k -> unit
   member ContainsValue : 'v -> unit
 end 
Recommendation: Strongly consider using static methods to hold a 'Create' function.  

( type HashTable<'k,'v> 

       with 

           static member Create : #IHashProvider<'k> -> HashTable<'k,'v> 
       end 

Note that should you wish to have your library be "dual use" as a functional programming library and an OO library then some or all of this functionality may be in addition to a module that contains values that provide a value-oriented version of this functionality:

module HashTable<'k,'v> 

val create : #IHashProvider<'k> -> HashTable<'k,'v> 
val map : ('v -> 'u) -> HashTable<'k,'v> -> HashTable<'k,'u>
Recommendation: Strongly consider using static properties to hold values intrinsically part of all intended uses of a type:  In signature:

( type FormatOptions 
    = { PrintWidth : int ; 

        PrintDepth : int ;  }

      with 
          static member Default : FormatOptions

      end 

At point-of-use:

let options = 
   { FormatOptions.Default 
     with PrintWidth=10; PrintDepth=12 } 
In implementation:

type FormatOptions = 
    { PrintWidth : int; 

      PrintDepth : int; }

    with 
        static member Default =
            { PrintWidth = 80 ; 
              PrintDepth = 100 ; }
    end

Choosing Between Types

Tuples and Records

Recommendation:  Use tuples for adhoc tupling of return values, arguments and intermediate values
( val divmod : int -> int -> int * int

Recommendation: Use data constructors for products that take 2-5 arguments.  This technique is especially powerful for constructs internal to an application, due to its succinctness and the way it works with pattern matching

( type Point = Point of int * int

Recommendation: Use data constructors for products in public libraries when the constructor matches precisely a corresponding mathematical notion, and where there is a natural ordering to the data fields.  

( type Point = Point of int * int

( type Packet = Packet of Header * byte[]

Rationale: the succinctness is very effective when programming internal implementations:

let origin = Point(0,0)

let dist2 (Point(x,y)) = x*x + y*y

Even in this case consider augmenting the type with properties to allow independent access to the members of the record.

( type Point = Point of int * int

    with 

      member X : int

      member Y : int

    end

Recommendation: Strongly consider hiding the record that implements a type and instead defining accessors using properties.  However, this technique usually requires the definition of one or more auxiliary modules containing sophisticated operations associated with the type to avoid an abundance of methods in the type definition itself.

( type Packet 
    with 

      member Header: Header;

      member Contents: byte[];

    end

  module Packet : begin

    is_fancyPacket     : Packet -> bool

    is_veryFancyPacket : Packet -> bool

  end

Recommendation: Use records for products with a large number of fields or whenever a field is mutable

Interfaces or Records of Functions

Recommendation: In public interfaces generally use interfaces in favour of records of functions

Mutliple Arguments 

Recommendation: Use currying for multiple arguments for all arithmetic values, binary operators and combinators.

( let divmod n m = ...

( let map f x = ...

( let fold f z x = ...

Recommendation: Tuple together related arguments, especially for functions taking 4 or more arguments.
( let buildAllResults (name1,name2,name3) (outputFile1,outputFile2) = ...

Recommendation: Use tupled arguments for object members, especially if there is any chance that the member will be used from other .NET languages. 
(    static member Create : IEqualityComparer<'k> * int -> HashTable<'k,'v>
Exceptions can be made for object members taking functions as arguments (e.g. .Fold)
(    member Fold : ('a -> 'b -> 'b) -> 'b -> 'b
