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Apology
ÅIn the ógood old days of SIGIRô

ïtalks were about theory

ïnot burdened by actual results

Åin some mature disciplines (chemistry, 

physics) there is an acceptable division 

between theory and experimentation

Åi  used to be a theoretical physicist

Åthereforeé...this talk will have no 

experimental results.  J
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Overview
ÅPhenomenological approach to IR

ÅDiversity as a virtue

ïA few approaches

Åaround center of mass

Åat and away from the best

Åsticking out

Åquantum searchers 

ÅPsychology: what does ranking have to do 

with matching the userôs needs?
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Phenomenology

ÅñThis course deals with the factsé[] 

teaches the theory.  My only apology is that 

next year the facts will be the same, but the 

theories will be different..ò Sam B.Treiman

ÅIn IR, a variety of theories , sit behind a 

factual array of computations -- in many 

cases the computations are alike, although 

theories are different
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The (vector?) space of documents

ÅA document might be

ïwhole book

ïarticle

ïparagraph

ïpassage

ÅA document is represented by its features

( )d f d­
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What kind of a vector space

ÅThe components are real numbers (ñover 

the realsò) 

ïshould it be over the complex?

ÅVan Rijsbergen

Åcase not yet made

Åis it a linear vector space?

ïSalton -- by default

ïpermits linear combination

ïcan be equipped with inner product
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Linear VS - more

ÅHas a very nice property: the space of linear 

functions on the space is also a LVS

Åso we can órepresentô queries and 

documents in the same space

Åevery linear function can be written as an 

inner product (f,d) for some (dual) vector f

Åso the problem is to map each query into a 

dual vector.
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Actual computations

ÅQuery -> a function Q

ÅDocument -> a variable: d

ÅñScoreò  a real number assigned to the doc

Åor any other ordered set. Not so good if

:Q D½½­R 

: nQ D½½­R
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The static view

ÅThe static view: user unaffected by what 

he sees

ïThere are documents D={d..} where D is 

called the corpus.  Might be 

Åcompany files; 

Åthe web; 

Åeavesdropped messages, 

Åetc.
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There are needs: quests

ÅThere is some set of óinformation needsô 

(ñquestsò) that we hope to serve or support 

Q={qé}

ÅOne might say that the combined set (Q,D) 

is a special kind of entity (a ñbicorpusò) that 

defines the static  problem that we face.
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A System sees only the query

Åsystem sees not the Quest, but a sparse 

indication of it, the query, hereafter, q. 

ïset of words (most web queries); or a 

ïset of words with weights (Inquery) or a 

ïset of  ordered word strings (ñlike thisò) or a

ïBoolean structure (these AND (those OR 

others) BUT NOT  undesirables) or 

ïwindows:  this(5w)that; this(5n)that. DIALOG®
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Less is more (popular)

ÅThis was a surprise to many who are expert 

in the more esoteric forms, 

ÅThe  most simple form of query, {words, 

more, words} has become hugely popular. 
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System returns lists

Åat each stage in a search, the system 
presents to the user an ordered (ranked) list 
of offereddocuments.

ïOffer_1

ïOffer_2

ïOffer_3

ïOffer_4

ïOffer_5
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What order is best?

ÅThe goal is to put this in ñthe bestò order.  

ÅIôll assume that ñbestò relates to  

ïñmaximum total expected clicks [for system 

revenue] OR 

ïñminimum clicks until satisfactionò [for  

customer satisfaction and thus loyalty].

Åcompromise  ólargest number of reasonably 

satisfied usersô. (Not a formula)
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Offers Out of order are less good

ÅConsider the short list:

ïOffer_4

ïOffer_5

ÅSuppose  ósatisfactionô is some kind of 
discounted gain. Then if Offer_5 would 
completely satisfy more people than 
Offer_4, we have them in the wrong order 
here. 
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The case where a single item 

satisfies

ÅTo provide a formalism, we will focus on 

the case of ófinding any one item that 

satisfiesô and 

Åconsider the function p(q,d), defined as

Åthe probability that a user whose quest has 

been currently represented by q will be 

completely satisfied by finding document d

16SIGIR 2009 Workshop on Learning 

to Rank (LR4IR 2009)

7/23/2009



Smoothness

ÅWe hope that we can learn about p by 

observations. If p is a completely unsmooth 

function, this would not be possible. So we 

all assume that it is, in some sense, smooth 

as a function of d.
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Smoothness requires a metric

ïCan we really imagine that  documents are of 

such a nature that one may believe that some 

pairs are closer than others. 

ïItôs very  easy to believe this about documents 

(because it might well depend on the reader)

ïFor example:

ÅñRomeo and Julietò in English  and

ÅñRomeo and Julietò in Chinese 

ïare entirely different for me, but rather close to 

each other, for many at this workshop. 
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We will agree representations 

admit a metric

ÅLetôs not say that documentsare close, but 

lets talk about the representationsof them. 

ÅSo in some settings(I hate to be saying this) 

we can say that d and dôare close to each 

other. 

ÅThis is described mathematically by a 

metric, which we might write as  r(d,dô).
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Vectors: sets of labeled features

ÅAll  the work  I know of represents a 

document in terms of numerical features

Åcould be summarized as a set of pairs 

{label:value}. 

ÅAs we noted, when the values are real 

numbers, mathematicians call such a set a 

ñvector over the realsò.  
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Willful suspension of disbelief

ÅUsually we deal with sets of vectors that 

form a ólinear vector spaceô. This imposes a 

lot of conditions such as: if v,vô are vectors, 

then  v+3vô is also a vector; and so is ïv a 

vector.   

ÅSo we donôt really believe that documents 

naturally form a linear vector space.  We 

agree to pretend.
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Linearity of probability

ÅAlso, we  often pretend that the probability 

function would be linear in d if we could 

just find the right representation.

ÅThis means  p(q,d) is linear in d. But any 

linear function on D, 

ïif D is a linear vector space ! 

Åcan be written as an inner product 

(something(q), d) =<something|d> (Dirac).  
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Two notations

ÅIn mathematics we often write (x,y) for the 

inner product of the vectors x,y.

ÅIn quantum mechanics Paul Dirac 

introduced the notation |x> for a ñstate 

vector xò and called it a ñketò. The state 

space is a Hilbert space, and the dual vector 

is called a ñbraò <x|; the inner product (x,y)

then becomes the óbra(c)ketò <x|y>.
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The dual space

ÅFor finite dimensional (or Hilbert) spaces 

there is a natural map of the space of 

somethings representing queriesto the space 

of vectors such as d. So we could say that 

something(q)is the (dual) vector 

representing the query q.

Åif somethingis also linear in q, we  have the 

general representation for a linear rule
( , ) ( , ) =( , )Tp q d Wq d q W d=
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Word- or term- based diagonal 

models

ÅConsider W. If the features are indexed by 

words (stemmed?) and W is diagonal, we 

have the general family of functions based 

on term frequencies: note indices same: t

Åtruth in advertising. We allow monotone 

transforms of p to get actual probability

( , ) ( ) ( )
t tt t

t

p q d q W df h=ä
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Off diagonal terms

ÅBut we  know that terms may be ñrelated 

toò each other,  

ÅAnd so there are many ingenious schemes  

ï(LSI,

ïspreading activation, 

ïPCA, é) 

Åfor computing W in a way that is not 

diagonal. 
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Corpus or bi-corpus

ÅLSI uses only information about the 
documents. 

ÅDr. Bing* Bai (of NEC, this workshop) will 
present a very interesting dimension 
reduction scheme based on using both parts 
of the  bi-corpus.

ÅNot a Microsoft system
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Weakness of linearity

ÅLinearity has implications

ïFor example: linearity means that if 

ïthen the value of p will be the corresponding 

linear combinations of values for d,dô

ïthis rules out queries whose answers fall into 

separate (green) islands as shown above

ïLinear mixing of scores cannot solve this 

problem because linear combinations of linear 

functions are still linear.

'' 1 ) 'd is near d da a+( -
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There are tricksé.

ÅNon-linear features can do it (SVM) ïbut 

we must be careful about size of space

ÅNon ïlinear combinations rules can do it 

Boolean; continuous Boolean; fuzzy 

Boolean)

ÅProgress is made, and the web gives us new 

features (link based)

ÅAnd users are ósatisfiedô  é..But can we do 

more?
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The effect of memory: 

Non-static case

ïReally, users are influenced by what they see. If 

the quest is not resolved by single documents, 

then  order matters. How do we represent that?

Åsomewhat related to diversity).

ïTwo steps: consider as set {U} é

ï{U} contains all dógood enough to considerô

ïWe have two options: 

Å(a) keep them similar ïassume that the answer is 

ómonolithicô 

Å(b)  try not to keep them similar (multi-lithic?)
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Promoting diversity
ïWe need ways to make them different.

ï(a) find centroid (first); look at the u-c then most 

remote; then most remote from those two,é

ï(b) portfolio --- look at each vector (centered) and 

divided by its norm (so the inner product is a 

ñcorrelationò) and ñminimize the variance of the 

selected setò Ąfind  negatively ócorrelatedô documents

ïanti-clustering ïuse any similarity measure ïform an 

inverse; then do ordinary (hierarchical) clustering on 

the resulting measure.
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Why should we cluster?
ÅWe need  it for the multi-lithic case

ïIf the same query can arise from several quests 

that are quite different 

ïThis is the multilithic case. 

ÅThen, if components of the answer form 

single islands,  

Åwe believe the set U consists of components that are 

óclusterableô.

Åcluster U by your favorite means

Åmy favorite means: lower order projections and 

convex hull ïnot yet based on evidence.  
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My preferred idea*
ÅThink of the entities as points in a vector 

space. 

ïThis set has a convex hull

ïPoints on the hull are as different from each 
other as they can be

ïRestrict the search for exemplars to that hull

ïThere are fast convex hull algorithms, O(N), 
rather than 

ïSuppose there are H clusters to be found

2N

* Due to time limitations the slides with green background were 

not discussed in detail.
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So it looks like this

|H|=8; N=1,000
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But document space is not 2-

dimensional

ÅActual dimension is a matter of some 
debate. 

ïNaively, ~400,000 words in English

ïMany millions of proper names

ïLSI/LSA techniques get away with a few 
hundred

ÅBut, roughly, the actual returned set is more 
like a very high dimensional porcupine: 
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In high dimensional space

ÅFinding the convex hull is much larger

ÅIt has a huge number of points (potentially 

all of them)

ïRelated to the (folk) theorem

ïGiven any document d, there is a query q for 

which d is the very best match

ÅSo we need some help 
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Random Projections

ÅRather than work in the high dimensional 

space, 

Å(1) We could project onto a smaller space 

(d=10, or 15)

Å(2) But we are even lazier, and simply 

consider the pairs of axes

ÅThis gives us very easy 2-D hull problems

ÅWe solve them over and over, and keep 

track of the vertices (entities) that appear
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Simulation Studies
ÅMake ten clusters, each with 100 elements 
(so 1,000 ñdocumentsò overall). 

ÅThere are ten distinct dimensions on which 
these clusters differ (rather than, for 
example, being groups specifically at high 
and low values of some key discriminator

ïSpecifically: center 3=(0,0,1,0,0,0,0,0,0,0), etc.

ÅWe add 1,000 more dimensions on which 
the documents differ randomly. U~[-.5,.5]
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Typical projection
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Number of projection pairs

Each red bar marks another pair

Vertices found
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How fast does this work?

ÅWe ask if we have picked up all ten 

clusters, after saving N different vertices of 

projection hulls. Here are quite a few runs.

Vertices found

Optical

illusion
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How well does it work?

ÅThe result is fundamentally stochastic:

ïProb{still missing some clusters| v vertices}

ïDecreases; details not worked out yet

ïQuestion: if we color the dots in one cluster, do 

they seem attracted to their vertices

Åwould require that the vertices from one cluster be 

near each other along the convex hull

Ålabel them to see

ïif not, must cluster real documents to find the centers.
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Doesnôt look too good
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And even worse,  !!!

ÅI am kidding myself because the clusters are 

big (each is 10%) of whole, and

Å1-.9 2̂8.433=    0.9500

ÅSo I could see each cluster, with 95% 

confidence, just by picking points at random

ÅSo, letôs make one cluster tiny (n=2)
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To find cluster of size n=2

775.0614 n

1000 224.9386 0.224939

999 223.9386 0.224163

0.050423 chance to miss

998 1000
Pr{ | } /

(998 1)(998 2)

1000 999

.05

miss sample sizek
k k

k k

å õ å õ
=æ ö æ ö
ç ÷ ç ÷

- + - +
=

³

=
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But

ÅUsing the 2-D projections plus 

ÅConvex Hull trick
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It still canôt hide

Vertices 

found
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Real Users are Affected by what 

they see: The persistence of memory

ÅCan we represent the fact that a user does 

not want to see the same thing over and 

over?

Å. Copy of a

Painting 

by 

Salvador

Dali
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The Density Matrix

ÅIn Quantum Mechanics, the D.M. this is 

used to represent states of physical systems. 

ÅLetôs speculate that one may use a Density 

matrix to represent states of the user:

ÅThe density matrix  can include both 

quantum effects and classical. I am using it 

only for classical mixtures, but I am 

borrowing the quantum idea of the óeffect of 

measurementô.
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Projections

ÅIf |k> then the operator written as |k><k|

(note that they are in the reverse order)

has the effect of projecting any ket |x> into 

its component along the ket k.

Åx --> \k><k|x>  corresponds to x--> (k,x)k 

in ordinary notation.
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Sum of projections on pure states

| |

.

,

(1 | |) (1 | |)

q q

k
k

q

We can forma weighted sumof projections

s p k k

Theeffect of observation I proposethat

if we see document m theuser states ischanged

s m m s m m

= ><ä

­ - >< - ><
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The usersô state ñcollapsesò
ÅPresumably, when |m> is seen,  some value 

ñaccumulatorò  is increased by an amount 

related to p

ÅThe transformation of s means that the state  

|m> is not worth seeing again

ÅThis is an irreversible ñcollapse of the 

stateò.
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Details are not complete

ÅThis can be expanded to deal with queries 

that represent a mixture of users, 

ïNot the usual measurement model

ïNotation a bit messy. 

ïNot quite clear how to handle the impact of the 

several documents

ÅWork in progress

53SIGIR 2009 Workshop on Learning 

to Rank (LR4IR 2009)

7/23/2009



Can we move Beyond Ranking?

ÅAll of this research is done in the context of 
presenting a ranked list at any step in the 
search

ÅAnd, indeed,  this is surely a hard enough 
problem

Åbut might we serve the users better if we 
made our problem  even harder?.

ÅConsider the modern food court
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The food court

ÅWhen we go to the food court, there are 
many options

ÅI prefer Chinese food for lunch

Åwhy isnôt the Chinese food shop ñfirstò (like 
a ranked list)

ïwhen I arrive?

ÅBut, of course, that would not make sense 
for my friend who likes Indian food  
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Psychology

ÅPhilip Golden (1926-2006)*

ÅAn innovator in cafeteria design

ïWe do not have a web photo 

ïBut we was my uncle, and looked a lot like me. 

Å * my motherôs brother. We donôt have a photo, but I resemble him a great deal
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Benefits of innovation

ÅCafeteria design

ÅUsed to be linear ïslide trays on rails; then pay

ÅHe designed 

ïfree flow layout

ïcustomers can move to any station (in the forward 

direction)

ïcomputable increase in throughput, freshness of food; 

ïdecrease in unsold food; customer irritation
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A talk should have pictures

Å'and what is the use of a book,' thought Alice, 

'without pictures or conversations?' 

ÅñAlice in Wonderlandò, Lewis Carroll, 

ÅI have searched for relevant images of the 

free flow concept onlineé..

ÅSearch not yet perfect
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Query: Cafeteria free flow
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