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Introduction

• decentralized services are increasingly important
– e.g. lookup services, web caches, online monitoring 

systems

• lower latency, availability, and scalability

• decentralized in a different ways
– independently managed wide area servers (DNS)

– centrally managed wide area servers (CDNs)

– centrally managed and centrally located (web crawlers) 
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Problems with Heavy Tailed Distributions

• workloads are typically heavy-tailed

– populairty (zipf), size (log normal), update rate

• renders less-informed techniques ineffective

– e.g. opportunistic caching with ttl-based invalidation

• no performance guarantees

– difficult to predict performance

– difficult to tradeoff cost for performance
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Cost-Aware Resource Allocation

• fundamental cost and performance tradeoff
– e.g. lookup latency vs. memory / bandwidth 

consumption

• mathematical optimization
– system-wide performance goals become constrained 

optimization problems

Min. cost s.t. performance meets target

Max. performance s.t. cost ≤ limit

• high complexity even to express the problem
– number of objects x number of nodes (M x N)
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Beehive/Honeycomb Resource Allocation 

Framework

• fully decentralized framework for resource allocation 
based on mathematical optimization

• structured, self-organizing overlays (DHTs)

• allocate resources at well-defined levels
– level ℓ means all nodes ℓ hops away from home node

• low complexity resource allocation
– number of objects x diameter (e.g. M x log N) 

 practical and scalable

 inherit failure resilience from the overlay
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Structured Overlays: Pastry
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Opportunistic Caching
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Structured Caching

• analytically model 
performance-overhead 
tradeoff
– object replicated at all nodes 

ℓ hops from home node

lookup latency: (D-ℓ) hops

replicas: bℓ

• inexpensive to locate and 
update replicas
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Analytical Modeling

• level of allocation (ℓ)
– object hosted at all nodes ℓ hops from the home node

• cost function: Ci(ℓi)
– e.g., number of objects, memory consumption, network 

bandwidth

• performance function: Pi(ℓi)
– e.g., lookup latency, cache hit rate, update detection time

• workload characteristics of each object
– e.g., popularity, size, update rate
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Analytical Modeling

• optimization problem: find optimal values of ℓi
– min.  Ci(ℓi),  s.t.  Pi(ℓi)  T

– max.  Pi(ℓi),  s.t.  Ci(ℓi)  T

• additive and separable
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Analytical Modeling: Examples

• Achieve target hit rate with minimal memory 
consumption:

min.  si.bℓi s.t.,  qi.bℓi  H

• Minimize update detection time with bounded bandwidth 
consumption:

min.  ui/b
ℓi s.t., τ.si.bℓi  C

• Achieve target latency with minimal bandwidth 
consumption:

min.  si (b
ℓi - bℓ’i)s.t.,  qi.(D - ℓi)  L
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Centralized Optimization

• can use off-the-shelf solvers

• analytical (beehive)
– closed-form solution

– assumed models for workload characteristics
• e.g, zipf popularity, uniform size and update rate

• numerical (honeycomb)
– use actual workload characteristics 

– fast and accurate approximate algorithm
• O(M D log(M D)) running time

• at most one object per node (more or less than optimum)
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Decentralized Optimization

• ideally, each node should perform only local 
optimization

• global optimum requires global information
– using local knowledge alone leads to sub-optimal 

solutions

• solution
– approximate tradeoffs for non-local objects

– aggregate coarse-grained information between 
neighbors

– only decisions on local objects matter
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Decentralized Optimization

• Approximate Workload

– cluster objects with similar values of P(ℓ) / C(ℓ) (e.g., qi/si)

– cluster independently for each level

– constant number of clusters per level

objects
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Decentralized Optimization 3

• Aggregating Clusters

– exchange clusters with 

one-hop neighbors

– hierarchical aggregation 

through structured overlay

– O(log2 N) clusters 

exchanged per node
Honeycomb

Level 0

Target

Level 1
Level 2
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Decentralized Management

• each object managed by its home node

– home nodes are duplicated for failure resilience

• home nodes monitor workload characteristics of 

the objects

– size and update rate are locally monitored

– popularity is aggregated from the network

• resource assignment is decentralized in a local 

and independent manner
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Decentralized Popularity Aggregation

• problem: popularity of objects may change 
drastically
– flash-crowds, denial of service attacks

• solution: aggregate hierarchically using the DAG 
rooted at each overlay node
– periodic communication with one-hop neighbors

• issue: orders of magnitude difference in query 
rates of popular and unpopular objects
– How to pick a suitable aggregation period?
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Decentralized Popularity Aggregation

• combine inter-arrival times and query counts
– count queries at each node hosting an object

– send aggregation messages only if query count > 0

– home node counts number of aggregation intervals between 
which queries arrive

– fractional if multiple queries arrive in the same interval

• each object is monitored at independent rates
– monitoring overhead proportional to the query rate of the object

– estimation times proportional to the query rate of the object
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Decentralized Management

• independent decisions

• local aggregation
– estimate popularity

– compute clusters

• communication only with 
overlay neighbors
– replicas managed by one-

hop neighbors
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Decentralized Management

• independent decisions

• local aggregation
– estimate popularity

• communication only with 
overlay neighbors
– replicas managed by one-

hop neighbors

• failure resilience inherited 
from the overlay
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Decentralized Internet Services

• name service for the Internet

– Cooperative Domain Name System (CoDoNS)

• content distribution network

– Cooperative Beehive Web (CoBWeb)

• on-line data monitoring

– Cornell On-line News Aggregator (CorONA)
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Applications: CoDoNS (DNS)

• cooperative cache for DNS bindings

• overcomes fundamental problems in legacy DNS

poor failure resilience due to limited replication

high response times due to multi-hop lookups

no support for spontaneous updates

• self-certifying data to preserve integrity (DNSSEC) 

• incremental deployment path

[Ramasubramanian and Sirer SIGCOMM 04]
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Applications: CoBWeb (CDN)

• content distribution network for the web
– deployed on PlanetLab

– similar to CoDeeN and CoralCDN (academic CDNs)

• overcomes limitations of heuristics-driven caching
– several heuristics have been proposed for web caching

– cache hit rate (20%-40%) [Breslao et al. 99, Wolman et al. 01]

• quick response to traffic walls, flash crowds, and DoS 
attacks

• easy-to-use interfaces
– url rewriting & dns redirection (http://cnn.com.cob-web.org:8888)

– web proxy

http://cnn.com.cob-web.org:8888/
http://cnn.com.cob-web.org:8888/
http://cnn.com.cob-web.org:8888/
http://cnn.com.cob-web.org:8888/
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Applications: Corona (RSS Syndication)

• topic-based publish-subscribe for the web
– Instant Messaging interface

• cooperative polling

• low update detection times with minimal network load on 
content servers and corona servers

Corona Cloud

subscribe

notify

subscribe

notify

content

poll

content

poll

clients servers

[Ramasubramanian, Peterson, and Sirer NSDI 06]
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Evaluation

• PlanetLab Experiments

• PlanetLab Deployment

• Simulations

• Real-world workloads

– MIT DNS trace

– IRCache web trace

– Cornell RSS trace
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CoDoNS: Lookup Latency (Target = 0.5 hops)

Legacy DNS CoDoNS

median 39 ms 2 ms

mean 382 ms 199 ms

90th % 337 ms 213 ms

MIT-DNS trace: 265111 queries, 30000 names, 65 nodes

CoDoNS gives 1.5 to 2 times better latency75 nodes   

47,230 names   

281,143 queries
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CoBWeb: Cache Hit Rate (Target = 50%)

90 nodes   

10-12 million 

queries/day
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CoBWeb: Simulations

Target Hit 

Rate

Achieved 

Hit Rate

Memory 

Used

Expected 

Memory

0 % 0.44 % 0.20 MB 0.20 MB

25 % 26.1 % 0.33 MB 0.22 MB

50 % 51.2 % 1.15 MB 1.02 MB

75 % 74.9 % 5.02 MB 3.57 MB

1024 nodes   

10,000 objects   

8 million queries
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CoBWeb vs. Opportunistic Caching (Hit Rate)

1024 nodes   

10,000 objects   

8 million queries
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CoBWeb vs. Opportunistic Caching (Memory)

1024 nodes   

10,000 objects   

8 million queries
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CoBWeb: Flash Crowd (Latency)
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CoBWeb: Flash Crowd (Bandwidth)
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Corona: Deployment

Corona improves 
update detection 
time from 15 min
to 45 sec

Corona keeps load 
lower than Legacy 
RSS

60 nodes

7500 channels   

150,000 subscriptions
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Corona: Update Performance
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Conclusions

• Principled approach for achieving performance 

goals in distributed systems

– Mathematical optimization

• Enables high performance, robust, and scalable 

network services

• CoDoNS, CobWeb, and Corona

http://www.cs.cornell.edu/people/egs/beehive


