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ABSTRACT

RFID is widely used to track the movement of goods through
a supply chain. In this paper, we extend the domain of
RFID by presenting SixthSense, a platform for RFID-based
enterprise intelligence systems. We consider an enterprie
setting where people (or rather their employee badges) and
their personal objects such as books and mobiles are tagged
with cheap, passive RFID tags, and there is good coverage of
RFID readers in the workplace. SixthSense combines mobil-
ity information obtained from RFID-based sensing with in-
formation from enterprise systems such as calendar and pres
ence, to automatically draw inferences about the association
and interaction amongst people, objects, and workspaces.
For instance, SixthSense is able to automatically distingu ish
between people and objects, learn the identities of people,
and infer the ownership of objects by people.

We characterize the performance of a state-of-the-art RFID
system used in our testbed, present our inference algorithms,
and evaluate these both in a small testbed and via simula-
tions. We also present the SixthSense programming model
that exposes a rich API to applications. To demonstrate
the capabilities of the SixthSense platform, we present a
few applications built using these APIs, including a mis-
placed object alert service, an enhanced calendar service,
and rich annotation of video with physical events. We also
discuss the issue of safeguarding user privacy in the contex
of SixthSense.
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1. INTRODUCTION

Radio Frequency Identi cation (RFID) [15, 27, 13] is an
electronic tagging technology that allows the detection and
tracking of tags, and consequently the objects they are af-
xed to. An RFID tag typically comprises a passive transpon-
der that responds with identifying information when ener-
gized remotely by an RFID reader. This ability to do re-
mote detection and tracking coupled with the low cost of
passive tags has led to the widespread adoption of RFID in
the supply chain world. RFID is used to track the move-
ment of goods through a supply chain, whether it be pallets
shipped between warehouses, cases delivered to stores, or
items placed on the store shelves, thereby optimizing inven-
tory management and yielding signi cant cost savings.

The promise of cheap \connectivity" to any object carry-
ing an RFID tag has led to the vision of an \Internet of
Things" [11, 26]. Our work on SixthSense is inspired by
this vision. SixthSense focuses on applying RFID to an
enterprise setting, such as a corporate oce or university
department. An enterprise setting is di erent from the sup-
ply chain scenario in one fundamental way: the central role
of people. Unlike in a supply chain, an enterprise setting
involves rich interaction amongst people, between people
and objects, and between people and workspaces. For in-
stance, people own objects such as books, cell phones, and
laptops, which they often carry around and sometimes mis-
place. SixthSense provides a platform for tracking and infer-
ring such interactions, and then exposing these to the higher
layers via APIs that enable useful applications and services
to be built. Thus SixthSense raises the level of abstraction
for applications in this domain beyond tag-level events, ak in
to how RFID stacks such as Microsoft's BizTalk [7] do so in
the supply chain context. In short, SixthSense represents a
form of mobile computing applied to non-computing entities.

SixthSense assumes a setting where most people (or rather
their employee badges) and objects are tagged with passive
RFID tags, and the coverage of RFID readers spans much
of the workspace. However, we donot assume that this
tagging is always catalogued systematically. Indeed, many
objects present in a workplace may not even belong to the
enterprise (e.g., a user's personal mobile phone). Even if dl
objects (and people) were cataloged, this would be a man-
ual process prone to errors and furthermore would require
updating each time a new object is added or an object needs
to be retagged because of the deterioration of its old tag [8].
Therefore, a key goal of SixthSense is to make all inferences
automatically, without requiring any human input. Even in
settings where human input is available, the inference algo-



rithms in SixthSense can help catch errors, e.g., the wrong
ownership information for an object being recorded in a cat-
alog.

SixthSense incorporates algorithms that start with a mass
of undi erentiated tags and automatically infer a range of i n-
formation based on an accumulation of observations. Sixth-
Sense is able to automatically di erentiate between people
tags and object tags, learn the identities of people, infer t he
ownership of objects by people, learn the nature dierent
zones in a workspace (e.g., private o ce versus conference
room), and perform other such inferences. Mobility of peo-
ple and objects is key to the inference performed by Sixth-
Sense. For example, tags attached to people are more likely
to move, with less dependence on other tags, than tags at-
tached to objects. Likewise, the owner of an object is likely
to be the person who carries it around the most.

Since RFID by itself only provides very limited informa-
tion | basically, just the presence or absence of a tag in
a particular zone | SixthSense also leverages information
from other enterprise systems, e.g., calendar, presence, lo-
gin information, etc. By combining information from these
diverse sources, SixthSense records all tag-level eventsni
a raw database. The inference algorithms consume these
raw events to infer events at the level of people, objects,
and workspace zones, which are then recorded in a sepa-
rate processeddatabase. Applications can either poll these
databases (e.g., by running SQL queries) or set up triggers
to be noti ed of specic events of interest. We present a
few applications that we have implemented on top of Sixth-
Sense: lost object alert, enhanced calendar and presence,
semi-automated image cataloging of objects, and rich anno-
tation of video with physical events.

We envision SixthSense being run centrally by the en-
terprise rather than by individual users. This includes the
raw and processed databases, and the applications that con-
sume the information contained in these databases. While
such a model limits exibility, it greatly simpli es deploy -
ment issues, speci cally with regard to privacy. Individua |
user's are unable to access the SixthSense databases; they
are only presented with information that the centrally-run
application chooses to expose, e.g., alerts regarding a useés
own objects that have been misplaced. We also employ a
simple tag relabeling scheme to defeat any attempts to re-
construct the database surreptitiously, say using input fr om
rogue readers. While the enterprise itself will have accessto
potentially privacy-sensitive data, this is not fundament ally
di erent from the present situation, where the enterprise
has access (with legal sanction, in some countries [17]) to
arguably more sensitive information such as the employees'
email and les (largely in an unencrypted form), and indeed
also the ability to track user movements to an extent based
on card key based access control (which is, in fact, based
on short-range RFID) to various physical spaces. We be-
lieve that the safeguards in place to guard against leakage
or abuse of such sensitive information could be extended to
SixthSense.

In summary, the main contribution of our work is the de-
sign, implementation, and evaluation of SixthSense, a plat-
form for RFID-based enterprise intelligence that combines
RFID events with information from other enterprise systems
and sensors to automatically make inferences about people,
objects, workspaces, and their interaction.

Class 0 Passive Read only
Class 1 Passive Read only write once
but with rewritable 96-bit EPC
Class 2 Passive 65 KB read-write
Class 3 | Semi-passive 65 KB read-write
with built-in battery

Class 4 Active Built-in battery
Class 5 Active Communicates with other

class 5 tags and devices

Table 1: Dierent classes of tags.

2. RFID BACKGROUND

Radio Frequency ldenti cation (RFID) [15, 27, 13] has
been around for decades. It is generally believed that the
roots of RFID can be traced back to World War 11 [10], when
the British rst put transmitters on their aircraft, whicho n
receiving radar signals, broadcast back a signal to ground
station identifying the plane as a friend. Since then, the
technology has improved tremendously and RFID has seen
large deployments, especially in the supply chain and asset
tracking domains.

An RFID system comprises a reader, with one or more
antennas attached to it, and tags. When a reader energizes
an antenna, the tags in the corresponding zone get activated
and respond with their ID (e.g., a 96-bit electronic product
code (EPC)) and possibly other data.

RFID tags come in three types: passive active and semi-
passive Passive tags do not have any internal power supply.
Instead, they use the electric current induced in the tag's
antenna by the incoming RF signal from a reader to power
the tag's IC and transmit a response. Such tags typically
have a read range of about 10 cm up to a few meters. The
simplicity of these tags has also meant a low cost | about
15 U.S. cents per tag today, expected to go down to 5 U.S.
cents [9]. Active tags, on the other hand, have their own
internal battery to power the IC and transmit a response
using an arbitrary RF technology such as WiFi. They have a
read range of hundreds of meters, due to the internal battery.
Semi-passive tags have their own power supply to power the
IC and to help with reception, but like passive tags they use
the RF induced current for transmitting a response back to
the reader.

Passive tags typically receive power through inductive or
radiative coupling. Inductive coupling is used for powerin g
LF (low frequency, 30-300kHz) and HF (high frequency, 2-
20 MHz) tags. Such tags receive power in the near eld,
which refers to the region within a few wavelengths of the
reader's antenna. A reader antenna generates a magnetic
eld, inducing an electric current in the tag's antenna and
charging a capacitor in the tag. Radiative coupling is used
for UHF tags (Ultra High Frequency, above 100 MHz). In
this case, the tag antenna receives signals and energy from
the electromagnetic eld emitted by the reader in the far
eld, the area beyond a few wavelengths.

With increasing RFID deployments, a need for standard-
ization was felt for ensuring interoperability of the RFID s ys-
tems from di erent vendors. The Auto-ID Center at MIT,
which is now being managed by EPCglobal [1], developed
the electronic product code (EPC). EPCglobal has de ned
di erent classes of tags, as shown in Table 2.



Class-0 and Class-1 tags are not interoperable and they
are not compatible with ISO standards. In 2004, EPCglobal
began developing a Class-1 Generation-2 protocol (Class-1
Gen-2 or just Gen-2), which would not be backward com-
patible with either Class-1 Generation-1 (Class-1 Gen-1) or
Class-0 tags. The aim was to create a single, global stan-
dard that would be more closely aligned with ISO standards.
Class-1 Gen-2 was approved in December 2004.

With the increasing use of RFID technology for retail sys-
tems, there has been a concern that the privacy of individu-
als that purchase items would be jeopardized by the ability
to identify items uniquely and surreptitiously. Respondin g
to this concern, the Auto-ID center, and later EPCglobal,
included an option to kill a tag after purchase if a customer
desires to protect their privacy. For example, in Class-0 ta gs,
a 24-bit password is programmed into the tag during man-
ufacturing. The password can be used to kill the tag. Once
a reader accesses a tag with the correct 24-bit password and
issues the kill command, a fusible link on the tag becomes
open, rendering it unreadable.

3. EXPERIMENTAL SETUP

We brie y discuss our experimental setup.

3.1 RFID Equipment

We used an Impinj Speedway reader [4] for our experi-
ments. This is a state-of-the-art UHF Class 1 Gen 2 reader
that is compliant with EPCglobal and I1SO standards. It
operates in the 865-956 MHz band. Our setup is equipped
with 4 patch antennas, each measuring 26 cm by 26 cm. The
RF power output by the antennas is +30 dBm (1 W). The
receiver sensitivity of the reader is -80 dBm.

We tag objects with Impinj Monza passive RFID tags [3].
These are UHF Class 1 Gen 2 tags that have been certi ed
by EPCglobal. It includes a 96-bit eld-rewritable EPC and
supports a 32-bit password-protected kill command. The
tag, including the chip and packaging, measures 9 cm by 5
cm.

The reader connects to the corporate network using Eth-
ernet and the host computer connects to the reader using
its IP Address. The reader can be connected to 4 RFID
antennas. The Speedway reader exposes the RSSI of a tag
being read in addition to its EPC. The reader also has the
capability to write tags.

Figure 1 shows a picture of the reader with its antennas
and a few objects that were tagged.

3.2 Physical Setup and Enterprise Setting

Our work is set in the Microsoft Research India Lab.
We deployed our RFID reader to cover a section of the
workspace on one oor measuring 10 meters by 6 meters.
This space is occupied by 4 users, who served as the test sub-
jects for our experiments. We tagged several objects belong
ing to each user: their employee badges, mobile phones, lap-
tops, books, water bottles, etc. These users used a calendar
system hosted on Microsoft's corporate Exchange servers.
Also, they logged in to a corporate domain and signed in to
a Microsoft Universal Communicator presence service, both
of which indicated user activity at their computer.

Figure 2 shows a view of the workspace, including the

1we would want to lter out login or sign-in activity per-
formed remotely, which would be straightforward to do.

Figure 1. Speedway Reader, Antenna and Monza
Tags

Figure 2: RFID deployment

RFID reader antennas and the users along with their tagged
objects. While the antennas are placed on the users' desk in
the current setup, our eventual plan is to have these mounted
on the ceiling.

3.3 SixthSense Simulator and Visualizer

Given the small size of our testbed, we developed a sim-
ulator to enable experiments at larger scale. The simulator
incorporates simple models of object ownership, user mobit
ity (possibly carrying one or more objects), objects being
misplaced, user logins, etc. The simulator then generates
a synthetic trace of RFID and other events, which is then
fed into the SixthSense system for analysis and inference.
Our tool also incorporates a visualizer that depicts users,
objects, and their movements.

4. RFID PERFORMANCE MEASUREMENTS

While there have been many measurement studies of RFID,
as discussed in Section 11, we would like to characterize the
performance of the Impinj Speedway reader in our particu-
lar setting. To this end, we present some basic performance
measurements.
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Figure 3: Measurement setup

Figure 4: E ect of displacement from antenna axis
on read range

Figure 5: E ect of distance from antenna on allowed
displacement from axis
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Figure 6: Read ranges for tags on objects carried by
a person

In the rst set of experiments, we studied the attainable
read range for di erent displacements of the tag from the
normal axis of the antenna. Figure 3 shows the measure-
ment setup. At each displacement from the antenna axis,
the maximum read range is recorded as the farthest distance
at which the tag can still be read. It can be inferred from
Figure 4 that as the tag moves away from the antenna axis,
the read range decreases. Also, when a tag is in a perpendic-
ular orientation with respect to the plane of the antenna, th e
read range is lower. In another experiment, we kept the tag
at di erent distances from antenna and measured the maxi-
mum allowable displacement from the antenna axis that still
allowed the tag to be read. Figure 5 shows that as the tag
moves farther from antenna, the allowed displacement from
axis also increases proportionally. Also, a tag in perpendicu-
lar orientation allows a much smaller displacement from axi s
as compared to a tag in parallel orientation.

We also noted that when a tag is in the range of the reader,
the read rate or response rate (i.e., percentage of times a
tag is read when probed) is 100% and when it is outside the
range, the read rate immediately falls to 0%. This behav-
ior is in sharp contrast to the more gradual degradation in
read rate at the read range boundary, as reported in other
studies [22, 23]

We then characterized the read ranges for tags a xed to
objects such as cell phone, wallet, books and laptops, which
are often carried by people in an enterprise environment.
Figure 6 shows the observed read ranges for dierent ob-
jects in both parallel and perpendicular orientations. Tag s
a xed to books have a read range similar to that of tags in
the open, i.e., not a xed to any object. An interesting ob-
servation was the e ect of insulation layers on tags attache d
to metallic bodies (e.qg., laptops). We observed that withou t
any insulation, such tags had very low read ranges (50 cm).
However, with just 3 layers of thin card board insulation, we
were able to obtain read ranges of 150 cm. In general, our
experiments showed that the read range increases with an
increasing number of insulation layers. It can also be noted
from Figure 6 that the read range is lower when the tag is
oriented perpendicular to the antenna as compared to when
it is oriented parallel to the antenna.

Setting the transmission power of the reader to di erent
values, we experimented with the read ranges obtained. We
observed that as the power increases, the read range also in-
creases. With the highest power level, the observed antenna



range was about 750 cm (7.5 m), which is large enough to
cover most rooms in an o ce building. This is the power
setting we used in all of the SixthSense experiments.

5. SIXTHSENSE ARCHITECTURE

We now lay out the overall architectural rationale and
structure of SixthSense.

5.1 Assumptions

SixthSense assumes an enterprise setting with widespread
coverage of RFID readers, and where most or all people
and objects are tagged with passive RFID tags. However,
we do not assume that the tagging of people and objects
is cataloged. Users are free to pick up new tags and ax
them to objects, as and when needed. This low-overhead
model with little control is appropriate for SixthSense be-
cause these long-range UHF tags do not serve any security
function, unlike the short-range HF tags embedded in em-
ployee card keys.

We also assume that users have access to a computing
environment that provides services such as network logins,
shared calendars, and online presence, which can be mon-
itored by SixthSense. This is increasingly the case in en-
terprises, with the adoption of networked systems such as
Microsoft Exchange and IBM Lotus Notes.

5.2 Architectural Components

Figure 7 shows the SixthSense architecture. The key com-
ponents of the system, including the databases, inference
engine, and applications, are run centrally by the enter-
prise. This provides the (trusted) inference engine access
to the complete set of sensed data across all users, objects,
and zones, allowing it to make e ective inferences. Like-
wise, the (trusted) application is allowed the exibility o f
working with a complete set of inferences (i.e., inferences
pertaining to all users and their objects), yet control what
processed information is presented to the users to ensure pi
vacy. In contrast, if the inference engine or the applicatio n
were run by individual users on their own desktop machines,
privacy consideration would restrict the set of informatio n
made available to these, and hence limit their functional-
ity. For example, privacy considerations would disallow an
application run by one user from accessing inferences per-
taining to another user, making it di cult to implement new
functionality such as the automatic conference room book-
ing feature discussed in Section 9.3.

Next, we brie y discuss the various components of Sixth-
Sense.

5.2.1 RFID Monitor

The RFID Monitor issues a read command every 500 ms to
the RFID reader. The reader reports the EPC and the signal
strength (RSSI) of the tags read via each of its antennas.
This data then gets pushed into the raw database.

5.2.2 Other Enterprise Monitors

These other monitors monitor the information listed below
and push their updates into the the raw database:

Calendar Monitor : This resides on each user's desktop
machine, and monitors the time and location of the
user's appointments.

‘ Applications ‘
)

API
Y

Lookups Callbacks
|

‘ Processed Database |

I

‘ Inference Engine |

‘ Raw Database |

i

RFID Monitor

Other Enterprise
Maonitors

Figure 7: SixthSense Architecture

Presence Monitor: This monitors the status of each
user's interaction with their desktop. A machine is said
to be idle when it receives no user input for 2 minutes.
Transitions from idle to active state are detected and
reported.

Login Monitor: This is similar to the presence monitor
except that in general login is a much stronger indica-
tion of a user being present than simply a change in
their machine's idle.

Cameras: O ce buildings are often equipped with
cameras for security reasons. The camera feed is stored
in a video database for future analysis, if the need
arises. We show in 9.2 how we combine the camera
system in an enterprise with other sensors to build
useful applications.

5.2.3 Raw database

The RFID monitor and the other enterprise monitors push
data into the raw database.

5.2.4 Inference engine

The inference engine operates on the raw database us-
ing the algorithms explained in Section 6 to draw inferences
about people, objects, and workspaces.

5.2.5 Processed database

The processed database is populated by the inference en-
gine with its inferences, making these available to applica-
tions built on top of the SixthSense platform.

5.2.6 API

SixthSense provides a set of APIs for applications to lookup
the inferences stored in the processed database or to receie
callbacks when new inferences are made. We elaborate on
this in our discussion of the SixthSense programming model
in Section 8.

5.2.7 Applications

A range of applications can be built using the APIs ex-
posed by the SixthSense platform. We discuss a few that we
have built in Section 9.



6. ALGORITHMS

We discuss the algorithms used by the SixthSense infer-
ence engine to perform automatic inference and to address
some systems challenges.

6.1 Automated Inference

The algorithms in SixthSense operate on a stream of events,
both from the RFID readers and from other enterprise sys-
tems, to make several inferences automatically. We discuss
these in sequence, from the basic ones to the derived ones.

For ease of exposition, we assume that all people and ob-
jects are tagged and that these tags are read reliably by
the reader antenna that covers the zone they are in. How-
ever, we also discuss the impact of deviations from this ided.
Movement is quanti ed in terms of the number of inter-zone
transitions. For instance, if a person takes a walk that take s
them through 4 zones along the path A! B! C! D,
this would correspond to 3 units of movement.

Finally, much of our analysis is based on the movement
of tags between zones, so we conceptually assume that the
zones are non-overlapping. In practice, however, multiple
zones may overlap (i.e., the tag is read by more than one
antenna at the same time), but we e ectively eliminate the
overlap by Itering out all of the concurrent reads of a tag
from multiple antennas except for the one with the strongest
signal strength. To eliminate the possibility of incorrect
inferences made because of spurious inter-zone movement,
we could also disregard any movement between overlapping
zones. However, we defer further investigation of this poss-
bility to future work.

6.1.1 Person-Object Differentiation

The goal of person-object di erentiation is to take an un-
di erentiated mass of tags and classify each tag as either
belonging to a person or to an object. A\person tag" refers
to a tag a xed, say, to a person's employee badge, which is
(almost) always carried by him/her.

The essential di erence between people and objects per-
tains to their mobility. People can move on their own whereas
objects move only when carried by a person. To make this
di erentiation, we might be tempted to measure the amount
of inter-zone movement exhibited by each tag and classify
the ones with a high degree of movement as people and the
rest as objects. Besides the problem of de ning a suitable
threshold on the degree of movement to decide whether a
tag is a person tag, there is also the more basic problem
that this heuristic could yield the wrong inference in many
cases. For instance, an object belonging to an active per-
son (e.g., his/lher mobile phone) might well exhibit far more
movement than a sedentary person.

To address this diculty, we use a co-movement based
heuristic. The basic idea is to consider the movement of
a tag not in isolation but in relation to the movement of
other tags it moves with. We say that two tags move to-
gether when they make the same inter-zone transition at
about the same time. The movement of a tag is compared
with the movement other tags, whether attached to objects
or to people, that it moves with at some point. If on aver-
age the tag moves more than these other tags, it is deemed
to be a person. Otherwise, it is classi ed as an object. So
in the above example, the high degree of movement exhib-
ited by an active person's mobile phone would be compared
with the even higher degree of movement of the active per-

son himself/herself. Consequently, the phone would not be
misclassi ed as a person.

Formally, consider atag T that exhibits a total movement
of m. (Recall that this corresponds to m inter-zone transi-
tions.) Let the set of tags that T moves with at some point
in time (i.e., makes a near-simultaneous inter-zone transition
with at some point) be CM+t = fTy; To; ;Tng. We refer
to CMt as the co-movement setfor T. Let m1; my; TMp
represent the amount of total movement (with or without
T being present) exhibited by Ti; To; ; Tn, respectively,
and ¢;;Cz;  ;Cn be the amount of co-movemerg exhibited
by each of these tags together with T. Let C= ,_; | Gi.
Then we de ne the relative movement metric, RM 1, for tag
T as:

RMt =m *oq m
T = — i
i=1 n c

Intuitively, RM 1 is the amount by which T moves minus
the average movement exhibited by the tags it moves with.
We weight the movement of each other tag by the amount
of its co-movement with T (as re ected in the & factor)
to avoid having occassional co-movements skew the metric.
For instance, a sedentary person might occassionally move
with a highly active person. However, we would not want
this to obscure the much more frequent co-movements that
the sedentary person exhibits with one or more for his/her
objects.

We compute RM 1 for all tags T. Then we nd the tag
T that has the largest (positive) RM 1 and declare it to be
a person. We then adjust the co-movement sets for other
tags as follows. Consider two other tags, say T: and T»,
that exhibit co-movement with T. To decide whether there
are any instances of co-movement betweenT; and T,, we
rst eliminate all instances where T (which has already been
declared to be a person tag) also moved. Only if T; and T,
move together without co-movement by T as well do we
consider T, to be part of Ti's co-movement set, and vice
versa. The intution is that when there is already a person
present to explain a movement, we should not use the same
movement as evidence of another tag being a person. For
instance, this would prevent a person's mobile phone, which
is often carried by him/her, from itself being mistakenly
classied as a person based on its apparent co-movement
with a book that the person also carries on occassion.

Once the co-movement information has been adjusted as
noted above, we recompute RMt for all of the remaining
tags and repeat the above process so long as there remains
a tag with a positive RM 1. Once we reach the point where
RM 1 is negative for all of the remaining tags, we declare
these to be object tags and terminate the algorithm.

Finally, tags that do not exhibit any movement are classi-
ed as objects. People are very unlikely to remain immobile
for days or even hours at a stretch. On the other hand,
an object such as a book may never move out of the zone
corresponding to the owner's o ce.

6.1.2 Object Ownership

Having classi ed tags as people or objects, we turn to
the question of inferring the owner (obviously a person) of
each object. Although co-movement might correlate with
ownership (i.e., an object is generally carried by its owner),
it might fail in some not-so-uncommon situations. For in-
stance, a person might refer to a book he/she owns only in
his/her own oce. The only time when the book moves



across zones is when someone else borrows it.
movement based inference would likely get confused and at-
tribute ownership of the book to the occassional borrower.

Instead, we use a simpleco-presencebased heuristic, which
works as follows. For each object, we simply keep track of
the amount of time that the object is concurrently present
in the same zone as a person. The person with which an
object is co-present the most is deemed to be the owner of
the object. For instance, all of the objects that are owned
by a person and that are generally in his/her o ce would be
deemed to be owned by that person since it is he/she who
would be spending the most amount of time in the same zone
(i.e., his/her own o ce) and at the same time as the objects.
While there is the possibility of misclassi cation (e.g., w hen
an object that is borrowed by someone, who holds it for
longer than the owner himself/herself had it), the likeliho od
of this is low.

There are also cases of objects that are not owned by
anyone in particular, e.g., a book in a common lounge or a
mug in a kitchen. The above heuristic would nd that no one
person dominates the co-presence metric for such an object,
and this observation could be used to identify it as a shared
object. However, we have not investigated this further as of
this writing.

6.1.3 Zone ldenti cation

An o ce building typically has di erent kinds of workspaces
There are workspaces assigned to individuals, be they pri-
vate o ces, semi-private cubicles, or desks. There are shared
spaces, either reserved spaces such as meeting rooms or non-
reserved spaces such as lounges or reading rooms. Finally,
there are also common areas such as hallways and stairwells,
which people generally move through rather than stay put
in for signi cant lengths of time (occasional hallway conve r-
sations notwithstanding).

Although an enterprise may know the nature of each phys-
ical workspace, it would be an overhead to keep this in
sync with the RFID deployment and the zone of cover-
age of the many RFID antennas (e.g., an antenna may be
moved or pointed di erently without the master database
being updated). So in SixthSense, we automatically clas-
sify workspaces (actually, the RFID zones covering those
workspaces) using information on the presence, movement,
and calendar information of people (not objects), as follow s:

Individual workspace: If there is one person who is
predominantly present in a zone, we deem that to be
an individual workspace for that person.

Shared workspace: If no one person is predominantly
present in a zone and the mean residence time of a
person in the zone (i.e., the length of time from when
the person enters the zone to when they exit it) is
greater than a threshold, we deem the zone to be a
shared workspace. Even a threshold of just 5-10 min-
utes would be su cient to di erentiate such a space
from a common area that people simply pass through.

Reserved shared workspace:A shared space such that
people who are present in the space for more than a
threshold period often have common meeting entries
in their calendars, with matching locations and times,

is deemed to be a reserved shared workspace (e.g., a
reserved meeting room).

So a co-

Common areas: Any space that is not classi ed as one
of the above is deemed a common area.

6.1.4 Person Identi cation

Having identi ed the nature of tags (person vs. object)
and the nature of workspaces, we now turn to inferring the
identity of the person corresponding to a person tag. The
basic idea is as follows. In a modern workplace, with com-
puters at every desk, a user often interacts with their com-
puter soon after entering their o ce (e.g., by logging in or
causing their presence information to transition from\awa y"
to\online"). So we can expect to nd a correlation, even if
not perfect, between the stream of events corresponding to
users entering their individual workspaces (entrance events)
and the same users interacting with their computers ( login
events). This can help identify the person corresponding to
a tag.

To codify this intuition, we maintain a graph where person
tags and person identities are the nodes, and the weight of
the directed edge from a person tag to a person identity re-
ects our belief in their correspondance. When an entrance
event corresponding to a person tag and the login event cor-
responding to a (possibly di erent) person happen within a
short window of time, we increment the coincidence count
for the corresponding edge. Note that many (entrance,login)
events may happen within the same window, and so we may
increment the coincidence countsfor multiple edges. We also
keep track of the total nhumber of entrance events for each
tag. The ratio of the coincidence count for a (tag,identity)
pair to the total number of entrance events for the (person)
tag yields the weight for the corresponding directed edge.
The highest weight edge emanating from the node corre-
sponding to a person tag would then point to the identity
of the corresponding person. Note that we would need to
gather a su cient number of samples to avoid situations
where multiple tags point to the same identity with their
highest weight edges.

To help scale this algorithm, we would want to compart-
mentalize the entrance and login events, say based on ge-
ographic regions. For instance, in the Microsoft context,
there is little point in mixing up login events that happen in
a subnet in Bangalore with entrance events that happen in
a zone in Redmond. We plan to investigate this re nement
in future work.

6.1.5 Object Interaction

Finally, we turn to examining events within an RFID zone.
Speci cally, we consider the problem of inferring that an ob -
ject has been \interacted" with, e.g., picked up by a person.
Our approach is simple. Consider a set of tagged objects
in a zone. |If the environment is stable, the RSSI of the
backscatter from the tags as recorded at the reader would
also be stable. However, if an object is picked up, this would
typically change its distance from and/or its orientation w ith
respect to the reader antenna, thereby causing the RSSI of
its tag to change.

Based on empirical observations, we use the following pro-
cedure to detect a signi cant change. We sample the RSSI
of each object tag every 200 ms. Then, in a sliding 4-second
wide window containing 20 samples, we determine the 10"
and 90" percentiles of the RSSI. If these di er by at least 10
dBm, we conclude that there has been a signi cant change
in the RSSI and declare that the object has been interacted
with.



The RSSI could also change because of the introduction
of an obstruction, e.g., the movement of a person. To mini-
mize spurious detection of interaction because of such evets,
we could have multiple antennas, each mounted in a di er-
ent position and orientation, covering the region of intere st.
We would then insist that each antenna detect a signi cant
chance in the RSSI of a tag (based on the thresholds noted
above) for it to be deemed as an interaction. The chances
are low that a non-interaction event would cause the RSSI
measured by all antennas to change signi cantly. As our
results in Section 7.1.2 show, a conjunction of two antennas
yields excellent results.

Note that prior work [16] has used variations in the re-
sponse rate of tags to infer object interactions. However, as
mentioned in Section 4, we nd that there is little variation
in the (100%) response rate when a tag is well within the
range of a reader. Indeed, the range of our reader reported
in Figure 4 is larger than the size of a typical individual of-
ce. Hence we nd that using RSSI information as a more
promising approach to detecting object interactions.

6.2 Systems Challenges

We now discuss a couple of key systems challenges that
arise in the context of SixthSense: improving reliability a nd
ensuring privacy.

6.3 Improving Reliability

To improve the reliability of RFID tag reads, we use a
simple multi-tagging scheme, where we a x multiple tags,
in di erent orientations, onto each object. The orientatio n
diversity helps increase the probability of at least one of an
object's tags being detected. This technique has been used
with success in prior work [22].

However, in the context of SixthSense, where automation
is key, multi-tagging raises the issue of automatically learn-
ing which setof tags is attached to the same object. We start
with the assumption that all tags belong to one giant super-
object, represented as a fully-connected graph over the tags.
Any time two tags are detected simultaneously in di erent
zones, we conclude that the tags belong to di erent objects
and so delete the edge between them. (A re nement, for
robustness, would be to insist that the di erent zones be
non-adjacent.) After running a large number of tag sighting
events through this algorithm, we would be left with a set
of connected components, each of which we infer as corre-
sponding to the set of tags attached to the same object.

6.4 Ensuring Privacy

As noted in Section 1, we do not worry about defending
against privacy attacks by the enterprise itself, which is a fter
all the entity that would deploy and manage a system such
as SixthSense. Instead, we focus on attempts to compromise
privacy by surreptitiously monitoring RFID tags, say using
rogue readers.?

We use a simple relabeling technique where the ID (e.g.,
EPC code) on each tag is rewritten by the SixthSense in-
frastructure at random times, thereby defeating attempts
by an attacker to track specic tags. This is akin to the
relabeling technique discussed in [19] except that relabeing
in SixthSense is a continual process rather than just a one-

2Note that deploying such rogue RFID readers would be far
more challenging for an attacker than say deploying rogue
WiFi APs because of the much more limited range of RFID.

Object Reliability
(at 1 m) (at 2 m)
Badge on belt clip 100% 96%
Small box in hand 94% 88%

Table 2: Detection of inter-zone movement.

time step performed at the time of checking an item out
from a retail store. Only the infrastructure would be aware
of the mapping between the old and new tag IDs. Note that
unless the relabeling process is password protected (which
it is not with our RFID setup), a rogue reader can mount
a DoS attack by randomly relabeling tags, unbeknownst to
SixthSense. However, this still would not compromise pri-
vacy. Furthermore, if such rogue attacks are sporadic, the
automated inference algorithms in SixthSense (Section 6.1)
would be able to converge back to the correct inferences soon
enough.

7. EVALUATION

We now present an evaluation of SixthSense's inference
algorithms. We start with experimental results based on
the testbed described in Section 3. This evaluation focuses
primarily on inferences that are impacted by physical RFID
e ects. The small scale of our testbed, comprising one reade
with four antennas, means that we need to turn to simula-
tions to evaluate many of the inferences algorithms at scale.

7.1 Testbed-based Evaluation

We start with an evaluation inter-zone movement detec-
tion and object interaction detection. We then present some
results from our small-scale deployment of SixthSense.

7.1.1 Inter-zone Movement Detection

Several of the inference algorithms in SixthSense depend
on the detection of inter-zone movement. To evaluate the
reliability of inter-zone movement detection, we set up two
RFID antennas along a wall and had the user walk past
the antennas at a certain distance from the plane of the
antennas. The experiment involved the user making 100
inter-zone crossings, while wearing their employee badge o
their belt clip and carrying a small cardboard box in their
hand. Each of the badge and the cardboard box was tagged.

Table 2 reports the fraction of inter-zone movements that
were detected depending on the object type and the distance
of the user from the plane of the antennas. In general, we
nd that the reliability of detection is high. The reliabili ty
is a little lower for the box carried in the hand as compared
to the badge left hanging since the operation of the tag is
interfered by direct contact with the hand.

7.1.2 Object Interaction Detection

Next, we present an evaluation of object interaction de-
tection in SixthSense. We placed two RFID antennas on
a table such that they faced each other. We placed three
tagged objects | an empty water bottle, an empty co ee
mug, and a cardboard box | at various locations on the
table, in between the two antennas. So a larger separation
between the antennas also meant that the objects were typi-
cally at a greater distance from either or both antennas. The
experiment involved the user picking up each object in turn
and interacting with it as one normally would. Each object
was interacted with 6-7 times, for a total of 20 interactions



Distance between antennas Detection Time
1.5m 2.39s
2m 3.4s
2.5m 5.03s

Table 3: Detection of inter-zone movement.
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across all three objects. We recorded the time it took after
the user started interacting with an object for the interac-
tion to be detected. We also looked for false positives, i.e,
spurious detection of interaction.

Figures 8 and 9 show the impact of interaction with one
object (X) on the RSSI of all three objects as recorded at the
two antennas. As expected, we see large swings in the RSSI
of object X as recorded at both antennas. So measurements
from either antenna would have allowed detection of this in-
teraction. However, as Figure 9 shows, there is a signi cant
swing (exceeding the 10 dBm threshold from Section 6.1.5)
in the RSSI of object Z as well at around 5 seconds. Thus
if we were to depend on antenna 2 alone, we would have de-
tected a spurious interaction with object Z. However, since
there is no corresponding swing in the RSSI of object Z as
recorded at antenna 1, a conjunction of detections based on
the two antennas would have helped avoid the false positive.
This is the algorithm we use in our evaluation below.

Table 3 reports the detection time for di erent distances
between the antennas. We nd that detection takes longer,
i.e., requires continued interaction of a longer duration, when
the distance is larger. This is intuitive since the impact of
the interaction on the RSSI would be weaker at greater dis-
tances. On a separate note, there were no false positives.

7.1.3 Testbed Deployment

Finally, we turn to the small-scale deployment in our testbe d,
which is described in Section 3.2. We deployed the RFID
reader in such a way that each antenna covered one user's
workspace. The deployment spanned four zones in all, each
occupied by one user. We tagged the employee badges of the
users as well as their objects such as cell phones, laptops,
water bottles, books, and coee mugs. We also installed
the calendar, presence, and login monitors on the desktop
machine of each user.

Besides spending time at their own workspace, users walked
to the pantry or the conference room on occasion, in the
process moving across multiple zones. The timing of these
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walks, which subset of their objects users carried with them,
and when they returned to their workspace to log in were
chosen arti cially, to exercise various aspects of the Sixth-
Sense inference algorithms (e.g., on occassion, we had muk
ple users enter their workspaces and log in simultaneously).

We collected several sets of traces of such activity and
fed these to the SixthSense inferences algorithms. We found
that person-object di erentiation and ownership inferenc es
were performed correctly. The average number of inter-zone
movements of tags needed to make correct inferences was 4
and the average number of logins per user needed to estab-
lish the identities of all four users was 3.

7.2 Simulation-based Evaluation

Since we had only had a small-scale deployment, with
a single reader, we evaluate the SixthSense inference algo-
rithms at scale using the simulator mentioned in Section 3.3.
The simulator uses a probablistic model to generate arti ci al
traces of movement of tagged people and objects. While it
is able to simulate inter-zone movement, the simulator does
not model physical aspects such as the RSSI.

7.2.1 Person-Object Differentiation and Object Own-
ership Inference

In this experiment, we simulate 20 users, each owning 4
objects, so that there are a total of 100 tags in the system.
We assume that each user is has a home zone of their own
and that the zones are laid out in a line (akin to rooms along
a hallway) so that moving from zone i to zone |, wherei <]
and i;j 2 [1;20], would involve passing through all zones
k2 (i) ).

We simulate the movement of users as follows. At each
timestep, a user who is in their home would decide whether
to start walking with a probability of 10%. If the decision
is to walk, a destination is picked uniformly at random ac-
cording to the desired average walk length. Then in each
timestep, the user advances towards the chosen destination
by one hop. After reaching the destination, the user turns
around and heads back to their home zone, again one step
at a time. During each walk, the user carries along 0 to 4 of
their objects, picked at random. We assume that the RFID
infrastructure is able to reliably detect and record inter- zone
transitions made by all tags.

Figure 10 shows how well person-object di erentiation and
object ownership inference perform as the average count of



Figure 10: Simulating people movement with an av-
erage walk length of 10

Figure 11: Simulating people movement with a walk
length of 2

Figure 12: E ect of untagged people movement

inter-zone movement of tags is varied. The average walk
length of a person in this experiment was 10 inter-zone tran-
sitions for the round-trip from their home zone to the desti-
nation, and then back to their home zone.

We then repeat the same experiement, with the walk length
of each user set to 2 instead of an average of 10 (i.e., a
user's walk involves going to a neighbouring zone and then
back). As shown in Figure 11, our algorithm is able to make
correct inferences with fewer average inter-zone movemens
compared to the case in Figure 10. Note that a user carries
the same set of objects throughout a walk but can change
the set of objects from one walk to the next. So for the same
total number of inter-zone movements, a larger number of
shorter walks results in a greater diversity in the combina-
tions of people and objects that move, providing a richer set
of observations that enable the SixthSense inference algo-
rithm to perform better.

We also evaluate the SixthSense inference algorithms in
anomalous situations. A user may occasionally leave their
badge in their workspace, and walk down to a colleague's
0 ce or to get a cup of co ee. In such a situation, the tagged
objects carried by the untagged user would seem to move
by themselves. To evaluate the robustness of the inference
algorithms in SixthSense to such misleading observations,
we simulate the movement of untagged people and vary the
probability of its occurrence. As shown in Figure 12, our
algorithms continue to make correct inferences as long as
the probability of a user moving when untagged is under
0.4.

7.2.2 Person Identi cation

Next, we turn to evaluating the person identi cation al-
gorithm. We simulate a population of users, each with a
home zone that has already been identied. We simulate
10% of users entering their workspaces simultaneously at
any point in time. Note that 10% is a large fraction in this
context and is a conservative assumption since multiple users
entering their workspaces simultaneously creates ambiguity
when inferring the identities of the individual users. We
vary the probability with which users log in upon entering
their workspace. We evaluate our person identi cation algo -
rithm with 1000, 100 and 10 people, as shown in Figure 13.
In a setting with 100 users, each of whom logs in with a
probability of 0.5 (i.e., 50% of the time) soon after enterin g
their workspace, the average number of logins needed per
user for SixthSense to infer the identity of all users is 17. If
we reduce the fraction of users who enter their workspaces
simultaneously to 5%, the average number of logins needed
per user drops to 10.

8. PROGRAMMING MODEL

Many applications can be built by leveraging the Sixth-
Sense inferences. In this section, we brie y explain the pro-
gramming model that SixthSense provides for such applica-
tions to be built. SixthSense exposes a set of events (call-
backs), which an application can subscribe to, and a set of
lookup functions, which an application can call to get infor -
mation from the processed database. We believe that this
basic set of events and lookups are su cient to build a rich
set of applications.

Note that the SixthSense APIs refer to a tag by its tagID,
which corresponds to the unique EPC for each tag in our
prototype system.



Figure 13: Person identi cation

8.1 Events

The system provides the following events to which appli-
cations can subscribe:

InterZoneMovementEvent(tagID, startZone, endZone,
Time): This event is raised when a tag moves across
zones.

ObjectinteractedEvent(taglD, Zone, Time)
is raised when someone interacts with a tagged object.

8.2 APIs

SixthSense exposes the following set of APIs:
GetTagList() : Returns all the tagIDs in the system

GetPersonTags() : Returns all the person taglDs in
the system

GetOwnedObjects(taglD) : Returns all the object tagIDs
owned by a person

GetTagType(taglD) : Returns the type of a tag, i.e.,
person or object

GetTagOwner(taglD): Returns the owner of the speci-
ed object tag

GetPersonTagldentity(taglD) : Returns the user name
corresponding to the speci ed person tag

GetZoneType(Zone). Returns the type of a zone (pri-
vate/shared/reserved/public)

GetTagsInZone(Zone): Returns the list of tags cur-
rently present in a zone

GetTagWorkSpaceZone(tagID) Returns the set of zones
identi ed as the workspace of a person

GetCurrentTagZone(taglD) : Returns the zone that a
tag is currently in. Returns unknown if the tag is cur-
rently not found.

GetCalendarEntry(ID, Time) : ID can be a person ID
or a conference room ID. It returns appointment in-
formation for a give time in a person's or conference
room's calendar.

SetCalendarEntry(ID, StartTime, EndTime, Location)
This APl is used to automatically add an appointment

in the calendar corresponding to the ID (user or con-
ference room) for the speci ed time and location.

. This event

9. APPLICATIONS

In this section, we detail a few applications that we have
built on top of the SixthSense system. These applications
use the APIs and events provided by the SixthSense pro-
gramming model described in Section 8.

9.1 Misplaced Object Alert

The misplaced object alert service tracks the movement
of users and objects, and noti es a user when it thinks that
he/she may have misplaced an object. An object is said to
be misplaced when it is in a shared workspace or a public
area, and the object's owner, who was also in the same zone,
moves away to a di erent zone. When such a situation is
detected, the system suspects that the object may have been
misplaced and alerts the user via email or phone.

To implement this service, we rst invoke GetTagList()
to learn of all the tags in the system. We then invoke Get-
TagType() on each tag to learn whether it corresponds to a
person or an object. For the object tags alone, we invoke
GetTagOwner() to learn the tagID of its owner. Finally, we
register for the inter-zone movement event on all person tags.
Armed with the ownership and movement information, we
are in a position to detect whether an object is misplaced,
as noted above. If it is, we invoke GetPersonTagldentity()
on the aected person taglD to learn the identity of the
corresponding person and then alert him/her.

We can de ne simple variants of this service that, say,
insist on a minimum separation in terms of time or distance
between an object and its owner, for the object to be deemed
as having been misplaced. Using the same set of events
and APIs as above, a user can also query the system for
information about the objects he/she owns. For example,
the user can ask the system: \When was the object | had
with me around 4:30 PM last detected?"

9.2 Annotated Video

We have built a simple application that the annotates the
video feed from a camera with RFID events corresponding
to inter-zone movement and object interaction. To anno-
tate a video with events, we store the video as an AVI le.
Separately, we record an event log that is temporally cor-
related with the video but is separate from it. Besides the
time of occurence, an event also records the taglD involved
and the zone where the event took place. To support rich
querying, we could also store additional information regar d-
ing each event obtained from invocations of GetTagType(),
GetTagOwner(), and GetPersonTagldentity() , as appropri-
ate. When a query is issued for a speci c event, we extract
the corresponding time o set from the event log and seek
directly to the corresponding point in the video.

One application of such an annotated video solution is
annotating the video recorded by the security cameras in a
building. The authors have had the occassion in the past to
sift through hours of security video recordings for want of
a suitable indexing mechanism. With our annotated video
application, a user who is searching for an untagged object
that he/she has misplaced could, for instance, query for all
sections of the video recording corresponding to when he/she

was in the zone of interest.

9.3 Automatic Conference Room Booking

SixthSense automatically identi es a shared space as a re-
served space (e.g., a conference room) using user calendar



Figure 14: Automatic Conference Booking

Figure 15: Semi-Automated Image Catalog

information, as described in Section 6.1.3. While reserving
such a room may be the norm, people may sometimes oc-
cupy it without reservation, if it is not already occupied an d
they are looking for space to hold an unplanned, last-minute
meeting. Despite the barging in, if the room has in fact not
been reserved for the time in question, it would be desirable
to reserve it for the group that has barged in, to avoid the
possibility of someone else trying to reserve the apparently
free but in fact occupied room.

We have built an automatic conference room booking ap-
plication to accomplish precisely this. From SixthSense's
zone identi cation procedure (Section 6.1.3), we rst reco g-
nize that the room in question is a reserved space. We then
invoke GetTagsInZone() to detect all the tags in the current
zone. Invocations of GetTagType() on each such tag would
identify the people, if any, present in the room. If we nd
a group of people staying in the room for longer than say
5 minutes, we presume that they are meeting in the room,
and so invoke GetCalendarEntry() on the room to see if
there is a reservation for the current time. (Note that it is
common practice to treat reserved rooms also as persons,
with their own calendars.) If there is not one, we create an
automatic reservation by invoking SetCalendarEntry() for
the room and each person in the meeting. Figure 14 shows
an example of such an automatic reservation created by our
application.

9.4 Semi-Automated Image Catalog

We have also built a semi-automated image cataloging
application that works as follows. The user picks up a tagged
object, holds it in front of their camera, and clicks a pictur e.
By looking for ObjectinteractedEvent() events in the zone
that the user is currently in, we can automatically identify
the tagID of the object that was picked up. (If SixthSense
nds that more than one object was interacted with, the user
could be alerted to repeat the process, if they so desire.)
This tagID is then cataloged along with the picture that
was just taken. Figure 15 shows a screenshot of our semi-
automated image cataloging system. A catalog such as this
would allow users to identify their objects more naturally
using images rather than tagIDs.

10. DISCUSSION

In this section, we consider various issues pertaining to
achieving widespread RFID coverage in the workplace, as
assumed by SixthSense.

10.1 Economic Feasibility

With the growth in the market opportunity in RFID, and
the maturing and standardization of RFID technologies, the
prices of both RFID readers and tags have been declining.
The price of a passive RFID tag is expected to drop to 5 U.S.
cents in volume production [9]. On the reader front, Intel re -
cently announced [5] the integration of a substantial numbe r
of RFID components into a single chip (Intel's R1000), lead-
ing to the expectation that the price of UHF RFID readers
would drop to just U.S. $500 from about U.S. $1600 today.
(Note that in a typical con guration, a single RFID reader
would have 4 antennas attached to it with cables long enough
to allow the antennas to cover non-overlapping spaces.) We
can expect prices to drop further if past trends for other
technologies such as WiFi is any guide. In fact, compared
to WiFi, the \client end"in RFID, i.e., the tag, is very inex-
pensive, so it is only a question of the one-time cost for the
infrastructure becoming a ordable.

Even a limited deployment of RFID, covering say just high
tra c areas such as conference rooms and stairwells, could
provide some of the benets of a system like SixthSense,
although some of the automatic inferencing may have to
be replaced with manual input. In fact, RFID readers in
such spaces could subsume the role of other sensors such as
motion detectors that are often deployed in such spaces.

10.2 Privacy Implications

The unique identi er (e.g., EPC) carried by RFID tags
coupled with the non-line-of-sight operation of RFID im-
plies the ability to \see" and track objects far beyond what
the human eye can do. For instance, an RFID reader could
detect and identify objects that are inside a bag (termed
X-Ray vision in [25]), with privacy implications as well as
security implications (e.g., a thief can tell exactly which bags
contain valuable items). Worse, a person and their posses-
sions could be scanned repeatedly without them realizing it
because of non-line-of-sight operation.

Juels [19] provides a survey of recent research on prac-
tical approaches to address the privacy problem, which we
summarize here:

Killing tags: As noted in Section 2, it is possible to
kill a tag, thereby rendering it unreadable, by issuing a
special reader command along with a password. While
this might be suitable in some settings (e.g., consumers
getting the tags on their purchases killed), this would
not be applicable in settings where the ability to track
objects in normal course is desired.

Renaming Approach: Rather than being killed, tags
could be renamed, perhaps repeatedly, to defeat at-
tempts to track them surreptitiously. One possibility

is for the reader to relabel tags. An alternative ap-
proach is for a tag to maintain multiple pseudonyms
known only to legitimate readers and to cycle through
them when queried. Of course, this would require more
advanced tags.

Proxying Approach: Users could carry their own privacy-
enforcing guardian devices for RFID, say integrated



with their mobile phones, that act like personal RFID
rewalls and intermediate reader requests to their tags.

Distance Approach: If a tag is able to estimate its
distance from the reader, say using the signal-to-noise
ratio of the reader's signal, it could estimate how far
the reader is and reveal little when scanned from afar.

SixthSense could employ any approach that is practical.
In our current prototype, we use a simple renaming scheme
based on relabeling, as discussed in Section 6.4.

10.3 Health Implications

As with other forms of RF technology, RFID has evoked
concerns about the health impact of exposure to a reader's
RF transmissions. The primary concern with regard to RF
elds in the 10 MHz to 10 GHz range (which includes the
UHF band used by far- eld RFID readers) is the heating of
tissue due to the absorption of radiation. However, a sci-
enti ¢ review by the World Health Organization (WHO) [2]
concludes that the RF eld limits for safety are well above
the levels found in the living environment and that there is
no convincing evidence that exposure to RF shortens the life
span of humans, or induces or promotes cancer.

Speci cally with regard to RFID, although the transmit-
ted RF power (up to 2 W) could be higher than that from
other sources such as WiFi access points (up to 1 W but of-
ten just 100 mW), it is still well within safe limits even when
a subject is just a few centimeters from the antenna [6].

Thus, based on current knowledge and understanding of
the impact of RF elds on human health, there is no cause
for concern, although this question will undoubtedly con-
tinue to receive much attention and study.

11. RELATED WORK

There exist a large body of work on measurement of RFID
performance. Ramakrishnan et al. [23] report on the read
performance of di erent tags in terms of read range, read
rate, orientation sensitivity, and environmental factors such
as the impact of crowding (i.e., many tags in the vicinity)
and the presence of water or metal. They report a relatively
sharp drop o between a 100% response rate in the in- eld
region and a 0% response rate in the out-of- eld region, with
a relatively narrow weak in- eld region sandwiched in be-
tween. As reported in Section 4, our experiments suggest a
much sharper drop-o. They also report on the signi cant
impact of tag orientation, which is consistent with our nd-
ings. However, while the experiments in [23] are inspired
by the supply chain setting (e.g., testing on a conveyer),
our experiments are set in an o ce building and include
objects one might nd in such a setting (e.g., laptops, mo-
bile phones, etc.). Furthermore, our state-of-the-art rea der
enables measurement of RSSI, which is not reported in [23].

Rahmati et al. [22] also report on measurements of tag
read reliability. They report a much more gradual drop-o
in the read response rate (i.e., a much wider weak in- eld
region) compared to [23]. To improve reliability, they stud y
the impact of attaching multiple tags to an object. They
report that attaching multiple tags in di erent orientatio ns
and with an inter-tag spacing of at least 20-40 mm (to avoid
interference), can improve read reliability by over 50%. As
noted in Section 6.3, we use the same multi-tagging approach
to improve read reliability in SixthSense, and also develop a

simple algorithm to automatically identify the group of tag s
attached to the same object.

There has been much research interest in RFID-based lo-
calization because, unlike conventional systems like GPS,
infrared sensors (e.g., Active Badge [14]), and wireless LAN
RF (e.g., RADAR [12], RFID allows any and all objects,
not just computing or communication devices, to be tagged
very cheaply and thereby tracked. Hahnel et al. [18] propose
a method to localize RFID tags using a mobile platform to
automatically generate tag maps. These maps are subse-
quently used to localize robots people.

Ferret [20] is a system for nding locations of mostly static
objects augmented with RFID tags, by interatively re ning
observations made from multiple locations and in di erent
directions by a mobile RFID reader, which is assumed to
know its own location. This setup is integrated with a cam-
era, which allows the image to be annotated with the es-
timated locations of RFID tagged objects and displayed in
real time. Our annotated video application (Section 9.2)
is related to this but does not require a mobile reader, al-
though it settles for zone-level localization rather than a c-
tually pinpointing objects within a video frame as in Ferret
Furthermore, it leverages SixthSense's ability to automat i-
cally infer the identities of and the relationship between t ags
based on their mobility pattern and information from other
enterprise sensors and systems. So it can automatically an-
swer a query like\show me all video frames where person A
interacted with object X."In contrast, Ferret would needth e
actual identity of each tagged entity to be known a priori.

Several scenarios in ubiquitous computing require auto-
matic inferencing of what a person is doing or intends to do.
One of the key objectives of SixthSense is to provide such
inferences in enterprise environments using RFID technol-
ogy and other available sensors and systems. In the past,
researchers have applied three main techniques to human-
activity inference: computer vision, active sensor beacons,
and passive RFID. While vision based inferencing techniques
su er from robustness and scalability problems, active sen-
sor beacons require batteries. Approaches based on passive
RFID tags avoid these di culties, making them particu-
larly attractive. Smith et al. [24] present pioneering work
on RFID-based human-activity detection. While the pro-
posed techniques can provide rich information about inter-
actions, these are either obstrusive, or require non-standard,
customized RFID tags or devices (e.g., a special glove or
bracelet to be worn by the user). Assuming that reliable
detection of people-object interactions is possible, Philipose
et al. [21] present a framework for inferring activities from
such interactions. For example, if it can be detected that a
person interacted with tea, water, and sugar, can we infer
that the person is trying to make tea? The solution pro-
posed uses RFID coupled with data mining techniques and
a probabilistic inference engine to recognize activities.

There has also been work on alternative, unobtrusive tech-
niques for detecting interaction with RFID-tagged objects .
Fishkin et al. [16] use variations in the response rate (i.e.,
the fraction of reads that are responded to) of individual
tags and groups of tags to detect interaction. However, as
reported in [23], we nd that there is typically a sharp drop
o in the response rate from 100% down to 0%, making it
hard to use response rate for detection. Instead, as pre-
sented in Section 6.1.5, we use variations in the RSSI of a
tag's response to infer interaction.



The deployment of RFID-based systems in public or en-
terprise environments raises several important issues and
challenges, as noted by Welbourne et al. [28]. They dis-
cuss a range of deployment challenges having to do with the
mounting of tags, the positioning of antennas, the use of
multiple antennas for redundancy, compliance with health
regulations, and privacy concerns.

In addition to the specic points of di erentiation made
above, the key distinction of SixthSense from prior work is
that it combines RFID information with information from
other enterprise sensors and systems to make inferences au-
tomatically.

12. CONCLUSION

We have presented SixthSense, an enterprise intelligence
system that extends the reach of RFID to enterprise set-
tings, where there is a rich interaction amongst people, ob-
jects, and workspaces. By combing RFID events with in-
formation obtained from other enterprise systems such as a
shared calendar, SixthSense is able to make several infer-
ences automatically. For example, it can automatically dif -
ferentiate between person and object tags, and learn who the
likely owner of an object is. Our limited evaluation of Sixth -
Sense in a small testbed and our more extensive evaluation
in simulation con rm the e cacy of SixthSense's inference
algorithms.

We have built SixthSense as a platform, exposing a rich set
of API, on top of which a range of applications can be built.
We have presented a few of these applications, including a
misplaced object alert service and enhanced calendar.

In future work, our goal is to deploy SixthSense on a more
extensive RFID setup that also covers shared spaces such
as conference rooms and hallways. We also plan to re ne
our programming model, as we gain experience with more
applications.
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