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Abstract—Effective identification of coexpressed genes and coherent patterns in gene expression data is an important task in
bioinformatics research and biomedical applications. Several clustering methods have recently been proposed to identify coexpressed
genes that share similar coherent patterns. However, there is no objective standard for groups of coexpressed genes. The
interpretation of co-expression heavily depends on domain knowledge. Furthermore, groups of coexpressed genes in gene expression
data are often highly connected through a large number of “intermediate” genes. There may be no clear boundaries to separate
clusters. Clustering gene expression data also faces the challenges of satisfying biological domain requirements and addressing the
high connectivity of the data sets. In this paper, we propose an interactive framework for exploring coherent patterns in gene
expression data. A novel coherent pattern index is proposed to give users highly confident indications of the existence of coherent
patterns. To derive a coherent pattern index and facilitate clustering, we devise an attraction tree structure that summarizes the
coherence information among genes in the data set. We present efficient and scalable algorithms for constructing attraction trees and
coherent pattern indices from gene expression data sets. Our experimental results show that our approach is effective in mining gene
expression data and is scalable for mining large data sets.

Index Terms—Bioinformatics, gene expression (microarray) data, clustering, interactive data mining.
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1 INTRODUCTION

MICROARRAY technology can simultaneously monitor the
expression levels of thousands of genes during

important biological processes and across collections of
related samples. An important task of analyzing gene
expression data is the detection of coexpressed genes and
coherent gene expression patterns. A group of coexpressed
genes exhibits a common expression pattern, while a coherent
gene expression pattern (or, briefly, coherent pattern) charac-
terizes the collective trend of the expression levels of a
group of coexpressed genes. In other words, a coherent
pattern is a “template,” while the expression profiles of the
corresponding coexpressed genes conform to the template
with only small divergences.

For example, Iyer et al.’s data set [17] records the
expression profiles of 517 human genes with respect to a 12-
point time-series. In [17], Iyer et al. gave a list of 10 groups
of coexpressed genes and the corresponding coherent gene
expression patterns in the data set, which has been well
accepted as the ground truth. In Fig. 1, we plot three groups
of coexpressed genes and their corresponding coherent
patterns from the ground truth. The top row shows the
expression profiles of genes in each of the three groups. The
profiles in each group appear to share a common trend
shown in the bottom row, which is the point-wise median of
the profiles. The error bars indicate the standard deviations.

Why are clustering coexpressed genes and finding coherent
patterns interesting and meaningful? As indicated by previous
studies, coexpressed genes may belong to the same or
similar functional categories and indicate co-regulated
families [35], while coherent patterns may characterize
important cellular processes and suggest the regulating
mechanism in the cells [26].

To find coexpressed genes and identify coherent pat-
terns, various clustering algorithms (e.g., [1], [4], [8], [18],
[31], [32], [34], [35]) have been developed to partition a set of
genes into clusters. Each cluster is considered as a group of
coexpressed genes, and the corresponding coherent pattern
can be simply the centroid of the cluster. Previous studies
have confirmed that clustering algorithms are useful in
identifying coexpressed gene groups and coherent patterns.
However, the specific characteristics of gene expression
data and special requirements arising from the domain of
biology still pose challenges to the effective clustering of
gene expression data.

1.1 Challenge 1: It Is Subtle to Unfold the
Hierarchies of Coexpressed Genes and
Coherent Patterns

A microarray data set typically contains multiple groups of
coexpressed genes and their corresponding coherent pat-
terns. As a general observation, there is usually a hierarchy of
coexpressed genes and coherent patterns in a typical gene
expression data set. For example, as shown in Fig. 2, a group
of coexpressed genes S taken from Iyer’s data set can be
split into two subgroups S1 and S2, and S2 can be further
split into two subsubgroups S21 and S22. The expression
profiles of genes within each smaller subgroup become
increasingly more uniform and the patterns more coherent
when compared with the higher-level groups. Therefore,
these groups of coexpressed genes form a hierarchy. At the
upper levels of the hierarchy, large groups of genes
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generally conform to “rough” coherent expression patterns.
At lower hierarchical levels, these larger groups are broken
into smaller subgroups. Those smaller groups of coex-
pressed genes conform to “fine” coherent patterns; these
patterns inherit some features from the “rough” patterns
and add some distinct characteristics.

The apparent simplicity of this organization is compli-
cated by the lack of a rigorous definition or objective standard to
unambiguously identify coexpressed gene groups. The inter-
pretation of co-expression often depends on the knowledge
from domain experts. Typically, three situations may
happen in the analysis of gene expression data:

. Biologists can often bring some prior knowledge to
the analysis of a microarray data set. For example,
some genes are known to be closely related in
function, while some genes are known not to stay
in the same cluster. If such prior knowledge is
integrated into the clustering process, the mining
results may be substantially improved.

. A microarray experiment often involves thousands
of genes. However, only a small subset (perhaps
several hundred) of those genes may play important
roles in the underlying biological processes. In an
initial examination, biologists may browse through
the “rough” patterns in the data set. They may then
choose several patterns of particular interest and
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Fig. 1. Examples of coexpressed gene groups and corresponding coherent patterns.

Fig. 2. The hierarchy of a coexpressed gene group.
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decompose them into “finer” patterns in further
analysis. In other words, biologists may have
different requirements for the coherence of different
parts of the data set.

. The domain knowledge of biologists is typically
incomplete. That is, the functions of many genes in a
data set are still unclear, and there could be various
hypotheses regarding the functions of those genes.
For example, in Fig. 2, the subset of genes S2 can be
split into two subsubsets S21 and S22. The genes in
S21 and S22 exhibit similar expression profiles. The
critical difference is that the genes in S21 are up-
regulated1 at the third time point, while the
expression levels of genes in S22 peak at the fourth
time point. Two hypotheses could explain this
phenomenon. It is possible that the genes in S22 are
up-regulated by the genes in S21.2 If this is the case, it
is meaningful to split S2 into S21 and S22 may have
similar functions, and it would be appropriate not to
split S2. Given such uncertainties, biologists would
prefer an exploratory tool which can illustrate the
possible options for partitioning the data set and
assist in evaluating the range of hypotheses based on
the underlying data structure.

Can we provide a flexible tool which allows biologists to
interactively unfold the hierarchy of groups of coexpressed genes
and derive the corresponding coherent patterns? Various users
may want to explore the structure of a data set using a variety
of criteria according to their research goals and background
knowledge.

1.2 Challenge 2: It Is Difficult to Address the High
Connectivity of Gene Expression Data Sets

In gene expression data, there are typically a large amount
of genes which stay between the groups of coexpressed
genes. These genes are called “intermediate” genes since
they build “bridges” across different coexpressed gene

groups. An example taken from yeast expression data
(CDC28 [33]) is shown in Fig. 3. The two genes in the first
row have very different expression profiles and, thus,
cannot belong to the same coexpressed gene group.
However, in the same data set, we can find a series of
genes in which each gene is quite similar to its predecessor;
such a series is illustrated in the lower rows of Fig. 3.

The biological role of “intermediate” genes can be
different. On the one hand, some “intermediate” genes
may participate in multiple cellular processes and, thus,
should be classified into multiple clusters. On the other
hand, the majority of “intermediate” genes may not involve
in any biological processes of interest and, thus, do not
belong to any clusters. In other words, these “intermediate”
genes are simply noise. For example, in [7], only 416 out of
6,220 monitored transcripts were recognized as five cell-
cycle regulated clusters, while the remaining 5,804 located
around the clusters were considered as noise. Among the
416 cell-cycle regulated genes, 22 belong to multiple cell
cycle phases. The large amount of “intermediate” genes
pose a big challenge: Gene expression data are often highly
connected, and it is difficult to determine the borders between
clusters. Most existing methods make the decisions by force
and may fall in one of the following two situations:

. The data set is decomposed into numerous small
clusters. Some clusters will consist of groups of
coexpressed genes, while many clusters will be made
up of intermediate genes. Since there is no absolute
standard, such as size or compactness, with which to
rank the resulted clusters, it may require significant
user effort to distinguish meaningful clusters from
those trivial ones. This situation is illustrated in Fig. 4a.

. The data set is decomposed into several large
clusters, each of which contains both coexpressed
genes and many intermediate genes. However, the
heavy representation of intermediate genes may lead
to the skewing of cluster centroids. These “warped”
centroids do not accurately represent the coherent
patterns in the groups of coexpressed genes. This
situation is exemplified in Fig. 4b.
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1. A gene is called “up-regulated” when its expression level increases
significantly.

2. The genes in S21 are up-regulated at the third time point. The product
of those genes may in turn cause the up-regulation of the genes in S22 at the
fourth time point.

Fig. 3. The gradual change from one expression profile to a completely different profile.
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For both situations, the crisp borders forced between
clusters do not allow a single gene to participate in multiple
clusters.

In this paper, we examine the challenges of mining
coherent patterns from gene expression data and make the
following contributions:

. We propose a framework of interactive exploration for
the analysis of microarray data. This approach
supports exploration by users as guided by their
domain knowledge and accommodates disparate
user requirements for varying degrees of coherence
in different parts of the data set.

. We develop a novel strategy for handling “inter-
mediate” genes. A user first identifies coherent
patterns. He/she can then determine the borders of
groups of coexpressed genes on the basis of the
distance between a gene and the coherent patterns.
In particular, an “intermediate” gene is allowed to
participate in more than one cluster.

. We design a coherent pattern index to give users
ranked indications of the existence of coherent
patterns. To derive a coherent pattern index, we
adopt a density-based model to describe the coher-
ence relationship between genes and devise an
attraction tree structure to summarize the coherence
information for the interactive exploration.

. We conduct an extensive performance study on both
synthetic data sets and some real-world gene expres-
sion data sets to verify our design. The experimental
results indicate that our approach is effective and
scalable in mining gene expression data.

The remainder of the paper is organized as follows: In
Section 2, we review related work. The attraction tree
structure is introduced in Section 3. In Section 4, we present
the interactive exploration of coherent patterns using the
coherent pattern index. An extensive performance study is
reported in Section 5. We discuss some related issues in
Section 6 and conclude the paper in Section 7.

2 RELATED WORK

Clustering is the process of grouping data objects into a set
of disjoint clusters, so that objects within a cluster have high
similarity, while objects in different clusters are dissimilar.
To find coexpressed genes and discover coherent expres-
sion patterns, a number of clustering algorithms have been
applied—some are adapted from the previous methods and
the others are newly devised. These algorithms can be
classified into three categories: partition-based approaches,
hierarchical approaches, density-based approaches, and pattern-
based approaches.

2.1 Partition-Based Approaches
The partition-based algorithms divide a data set into several
mutually exclusive subsets based on certain clustering
assumptions (e.g., there are k clusters in the data set) and
optimization criteria (e.g., minimize the sum of distances
between objects and their cluster centroids). We can further
divide the partition-based methods into four subcategories:
the K-means algorithm and its derivatives [15], [22], [25], [32],
[35], the Self-Organizing Map (SOM) and its extensions [14],
[20], [34], [36], graph-based algorithms [4], [13], [31], [39], and
model-based algorithms [10], [12], [23], [41].

Although partition-based approaches have been shown
useful in identifying coexpressed genes and coherent
expression patterns, they may not be effective in addressing
the two challenges discussed in Section 1. Many partition-
based approaches (such as K-means, SOM, and model-
based algorithms) require users to input the number of
clusters, which is often unknown a priori. Additionally, a
partition-based approach usually makes brute force deci-
sions on the cluster borders and, thus, may fall into one of
the two situations illustrated in Fig. 4.

2.2 Hierarchical Approaches
Hierarchical approaches organize objects into a hierarchy of
nested clusters called a dendrogram. Depending on how the
dendrogram is formed, hierarchical approaches can be
further divided into agglomerative methods [3], [8], [27] and
divisive methods [1], [14], [18]. Hierarchical approaches
typically have two fundamental components: a strategy
for merging or splitting nodes and a principle for cutting
the dendrogram to derive clusters.

Most hierarchical approaches adopt a specific merge/
split strategy to form the dendrogram. The strategy is
intrinsic to the algorithm and, thus, determines the
clustering results. For example, different agglomerative
approaches adopt different measures for cluster proximity,
such as single link, complete link, minimum-variance, etc.
The divisive approaches, such as SPC [1], [5], DHC [18] and
SOTA [14], are characterized by their splitting criteria. The
diverse range of clustering algorithms suggests that a given
set of data objects in high-dimensional space can be
partitioned in multiple ways. For gene expression data,
different partitions may correspond to various hypotheses
regarding gene functions. Biologists may be interested in
evaluating a range of the hypotheses and selecting the most
appropriate one on the basis of their domain knowledge.
However, most existing approaches generate the hierarch-
ical structure in a deterministic manner, so that users are
not exposed to the universe of possible options.

Another component of the hierarchical approaches is a
method for cutting the dendrogram to derive clusters. As
illustrated in Fig. 5a, users employing TreeView, a popular
analysis tool, have to traverse the graphical dendrogram
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Fig. 4. Handling intermediate genes. (a) Deriving many (small clusters) and (b) deriving large clusters.
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