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Abstract
Dryad is a high-performance, general-purpose distributed computing engine that simplifies the task of implementing distributed applications on clusters of computers running Windows® operating systems. DryadLINQ allows developers to implement Dryad applications in managed code by using an extended version of the LINQ programming model and API.

This paper describes how to implement DryadLINQ applications, based in large part on a set of working DryadLINQ samples. Although Dryad can run on top of various cluster technologies, this paper is limited to Dryad on a Microsoft® HPC Server 2008 cluster.

Note: 

· Most resources discussed in this paper are provided with the DryadLINQ package. For a complete list describing how to obtain all documents referenced in this paper, see “Resources” at the end of this paper.
· For project updates and software availability news, see 
http://research.microsoft.com/en-us/collaboration/tools/dryad.aspx 

· Please submit comments on this document to dryadlnq@microsoft.com.
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Introduction

Dryad is a high-performance, general-purpose distributed computing engine that is designed to manage execution of large-scale applications on various cluster technologies, including Windows® HPC Server 2008. You can run Dryad on clusters that include as many as thousands of computers. DryadLINQ provides a simple, straightforward way for developers to implement distributed data-parallel applications and execute them as Dryad jobs on a cluster. 

DryadLINQ is based on LINQ, which was introduced with Microsoft® .NET Framework version 3.5 and is included with Microsoft Visual Studio® 2008. Developers implement and build DryadLINQ applications on a computer running a Windows® operating system—referred to in this paper as the client workstation. Those parts of the application that are not DryadLINQ-based queries—such as the application’s user interface—run on the workstation. The DryadLINQ-based parts of the application are converted into a Dryad job and executed as a distributed application on a Windows HPC cluster.

From a programming perspective, implementing a DryadLINQ application is much like implementing a LINQ application. Developers use Visual Studio to implement their applications, and much of the code in a typical DryadLINQ application is similar to LINQ-to-Objects code.

The core of DryadLINQ is a DryadLINQ provider, which translates the application’s LINQ queries into a Dryad job and runs the job as a distributed application on a Windows HPC cluster. A developer thus does not need to know much about Dryad—or even about parallel or distributed computing—to write a DryadLINQ application. However, developers who are familiar with these technologies can take advantage of their knowledge to optimize performance.

This paper provides a detailed discussion of how to implement DryadLINQ applications, based in large part on a set of working DryadLINQ samples. 
Notes: 
· If you are unfamiliar with Dryad or DryadLINQ, you should first read “Dryad and DryadLINQ: An Introduction,” which provides the conceptual background for this paper.

· If you are unfamiliar with LINQ, see “LINQ: .NET Language-Integrated Query,” “Language-Integrated Query (LINQ),” or any of the numerous books on the subject.
· The purpose of the samples discussed in this paper is to introduce the DryadLINQ API and programming model, so they are all quite simplistic. For some real-world examples that demonstrate the full power of Dryad and DryadLINQ, see “Some Sample Programs Written in DryadLINQ.”
For links to all of these documents, see “Resources” at the end of this paper.

Getting Started

This paper assumes that you have access to a Windows HPC cluster running Dryad software and have already installed DryadLINQ on your workstation. For details on how to install Dryad and DryadLINQ, see “Dryad and DryadLINQ Installation and Configuration Guide.”
The DryadLINQ installation includes complete Visual Studio 2008 projects for all the samples used in this paper. Some additional samples aren’t discussed here, including an implementation of the Terasort application that is discussed in “Some Sample Programs Written in DryadLINQ.”

The DryadLINQ samples are located under the DryadLINQ root folder in the Samples folder, which is typically C:\Program Files\Microsoft Research DryadLINQ\Samples. To simplify working with the samples, you should make a copy of the Samples folder and put it in a convenient location on your hard drive.
How DryadLINQ Applications Run
The basic arrangement for running DryadLINQ applications on a Windows HPC cluster is shown in Figure 1.
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Figure 1. Running DryadLINQ applications on a cluster
For a detailed discussion of this figure, see “Dryad and DryadLINQ: An Introduction.” For the purposes of this paper, the key parts of the figure are:

· The client workstation builds and runs the application.

· The job manager creates a Dryad job from the DryadLINQ queries and executes the job on the cluster.

· The head node hosts the cluster management software, and the compute nodes handle computations.
Dryad software is installed on the cluster computers to handle Dryad-specific details.
· Each compute node handles a subset of the data processing
Each compute node has a copy of the data processing software, called a vertex. 
Access Configuration
Cluster-based Dryad applications depend on numerous elements:

· A client workstation.
· Compute nodes.

· Computers or databases that host the data, which could be separate from either the cluster or the client workstation.

Everything must be properly configured for Dryad applications to run correctly. This section discusses how to configure your systems.
File Access

A typical DryadLINQ application must be able to move data among numerous different computers, which must all have appropriate access to each other. In general, DryadLINQ requires a high degree of privilege. If a DryadLINQ application encounters file-access errors, it is probably because the user account on the client workstation does not have adequate privileges on at least one of the associated systems.
Important: The user account running the job from the client workstation must have permission to submit and run jobs on the Windows HPC cluster. In addition, the application must have at least read access to any input data that is stored in a database or in files on separate computers.

Access rights are usually configured during installation. For details, see “Dryad and DryadLINQ Installation and Guide.”
Standard Input and Output Folders

Dryad applications depend on shared access to input data. To provide this access, the installer creates the following standard shares and folders on the cluster’s head and each compute node: 
	Share/folder
	Purpose

	DryadData share
	To store users’ input data files.

	XC share
	To store any intermediate data files that might be generated by Dryad applications. 

The intermediate files generated by an application are stored in a folder that is named with the user identifier.

	output folder under each XC share
	To serve as the default folder for users’ output data files.


The standard shares and folders are usually on the same drive on each node. If you don’t want to use XC\output, you can specify a different folder in the DryadLINQ configuration file. The configuration file is discussed later in this paper.

Dryad users typically create their own folder under the DryadData share to contain their input data. For example, if your user name is DryadUser_1, you would create a folder named \\NodeName\DryadData\DryadUser_1 on each node.
Dryad creates the following folders under the XC share on each node. They contain information that can be useful for purposes such as debugging.
	Share/folder
	Purpose

	\\NodeName\XC\UserName\Job_ID
	Where any intermediate files that your applications generate are placed. 
The files for each DryadLINQ query are placed in a separate folder that is named for the corresponding Windows HPC job ID.

	\\NodeName\XC\output
	Where your output data are placed, unless you specify a different folder.


DryadLINQ Configuration
Each DryadLINQ project must include a configuration file named DryadLinqConfig.xml that DryadLINQ accesses for information such as the cluster name. Typically, you split the configuration data into local and global files, as follows:

	File
	Contents

	global 
DryadLinqConfig.xml 
	DryadLINQ settings that do not change from project to project, such as the cluster location.

Because most of the settings don’t vary from project to project, this file contains most if not all of the settings. 

This file should be in the DryadLINQ root folder, which is typically C:\Program Files\Microsoft Research DryadLINQ.

	 local 
DryadLinqConfig.xml
	DryadLINQ settings that are specific to a particular application.

This file is placed in the application’s project folder, and must be copied to the project’s output folder, along with the executable and related files. You can have Visual Studio copy the file automatically by setting the file’s Copy to Output Directory property to “Copy always.”


In case of conflict, the settings in the local DryadLinqConfig.xml file take precedence. This paper uses only local configuration files.
The DryadLINQ installer places a template for the global DryadLinqConfig.xml file in the DryadLINQ root folder. The template contains the following code:

<DryadLinqConfig>

  <ClusterName>MyClusterName</ClusterName>

  <Cluster name="MyClusterName"

           schedulertype="Hpc"

           partitionuncdir = "XC\output"

           dryadoutputdir="file://\\MyClusterName\XC\output"

  />

</DryadLinqConfig>

To create your global configuration file, modify the italicized attributes in the template to appropriate values for your workstation and cluster, as follows:

	Attribute
	Change

	ClusterName element
	Change MyClusterName to the name of your cluster’s head node.

	Cluster element
	Change MyClusterName in the name and dyadoutputdir attributes to the name of your cluster’s head node.

If you don’t want to use the default output folder, change “XC\output” in the dryadoutputdir attribute to your preferred folder.


You should be able to use the default values for the other elements and attributes.

Most project-level DryadLINQConfig.xml files don’t require project-specific settings, so they contain only a DryadLinqRoot directive. This directive specifies the DryadLINQ root folder, which contains the global DryadLINQConfig.xml file. This example shows a typical project-level DryadLINQConfig.xml, which sets DryadLinqRoot to the typical root folder, C:\Program Files\Microsoft Research DryadLINQ:
<DryadLinqConfig>

  <DryadLinqRoot>

    C:\Program Files\Microsoft Research DryadLINQ

  </DryadLinqRoot>

</DryadLinqConfig>

For a complete list of DryadLINQConfig.xml settings, see Appendix A.

A Simple DryadLINQ Application

This section covers the basics of how to implement a DryadLINQ application using two versions of a simple string-matching application named MatchString as examples:

· A standard LINQ-to-Objects implementation, which serves as a reference for the DryadLINQ versions.
· A DryadLINQ implementation that runs on a cluster and uses partitioned input data.

A LINQ MatchString Application

The LINQ version of MatchString—MatchString1—uses LINQ-to-Objects to query a text file for those lines that contain a specified string, and it prints the selected lines to the console window. The application runs locally and does not use the cluster or Dryad. The application’s primary purpose is to provide a reference point for the DryadLINQ implementation.
The complete code for MatchStrings is shown in Listing 1.
Listing 1: The MatchString1 Application
using System;

using System.Collections.Generic;

using System.Linq;

using System.IO;

static class MatchString1

{

  public static IEnumerable<string> Contents(string path)

  {

    using (StreamReader reader = File.OpenText(path))

    {

      string line = null;

      while ((line = reader.ReadLine()) != null)

      {

        yield return line;

      }

    }

  }

  public static IEnumerable<string> Match(string path,

                                          string toSearch)

  {

    return Contents(path).Where(s => (s.IndexOf(toSearch)) >= 0);

  }

  static void Main(string[] args)

  {

    IEnumerable<string> results = Match("TestFile.txt", "here");

    foreach (string s in results)

      Console.WriteLine(s.ToString());

    Console.ReadLine();

    return;

  }

}
The core of the application is the Match method, which queries a text file for those lines that contain a specified string. 
The Contents method returns an IEnumerable<string> collection that represents the lines of text in TestFile.txt. This example assumes that TestFile.txt is located in the same folder as the executable. Match applies the LINQ Where operator to search each line for the string “here” and returns an IEnumerable<string> collection that represents the selected lines. The IndexOf method returns the index of the specified string in the line—or ‑1 if the string is not present—so any value greater than or equal to zero indicates that the line contains the search string.

The Main method calls foreach to enumerate the IEnumerable<string> collection returned by Match, and it prints the selected lines to the console window.

To compile and run the LINQ MatchString example:

1.
Open MatchString1 in Visual Studio.

2.
Build the application.

3.
Press Ctrl+F5 to run the application.

TestFile.txt is located in the project folder, contains some text for the application to process. The file is included in the project with its Copy to Output Directory property set to Copy Always. This guaranteed that the project’s output folder contains a copy of TestFile.txt, along with the application’s executable file

A Simple DryadLINQ MatchString Application

This section implements MatchString as a DryadLINQ application that takes a single input file.

The corresponding sample is named MatchString2. The example in Listing 2 shows the complete MatchString2 code.
Listing 2: The MatchString2 Application
using System;

using System.IO;

using System.Linq;

using LinqToDryad;

class MatchString2

{

  // Extracts lines that contain the search string in a given file

  public static IQueryable<string> Match(string directory,

                                         string fileName,

                                         string toSearch)

  {

    string uri = DataPath.FileUriPrefix + Path.Combine(directory, fileName);

    PartitionedTable<LineRecord> table = PartitionedTable.Get<LineRecord>(uri);

    return table.Select(s => s.line)
                .Where(s => s.IndexOf(toSearch) >= 0);

  }

  static void Main(string[] args)

  {

    IQueryable<string> results = Match(@"\\NodeName\DryadData\Input\UserName",

                                       "TestFile-sample.pt",

                                       "here");

    foreach (string s in results)

      Console.WriteLine(s.ToString());

    Console.ReadLine();

    return;

  }

}
The Match method performs the same operation as the LINQ version, although the operators are slightly different. The following sections explain the DryadLINQ-specific aspects of the application.
IQueryable<T> 

The DryadLINQ Match method returns an IQueryable<T> collection instead of IEnumerable<T>. IQueryable<T> inherits from IEnumerable<T> so—from an application perspective—IQueryable<T> collections are used much like IEnumerable<T> collections. Applications apply LINQ operators to the collections to define queries, use foreach to enumerate the data, and so on.

The two types of collection work quite differently, though:
IEnumerable<T> represents an iterator over the collection’s data, which is typically on the local computer.

During evaluation, the collection object is compiled by the local .NET JIT compiler, and the iterator is used to perform the computation locally.
IQueryable<T> represents a query over the collection’s data.

During evaluation, the collection object is passed to the DryadLINQ provider, which translates the query into a Dryad job, performs the computation as a distributed application on a cluster, and returns the processed data to the application.

PartitionedTable<T>

The MatchString input data is represented by a PartitionedTable<T> object. DryadLINQ uses these objects to represent persistent data as an IQueryable<T> collection. PartitionedTable <T> inherits from IQueryable<T>, so DryadLINQ programs can apply LINQ query operators to PartitionedTable <T> objects, use foreach to enumerate the data, and so on, much like any other IQueryable<T> collection. DryadLINQ applications represent non-persistent data—such as the collection returned by Match—by IQueryable<T> collections.
For simplicity, MatchString2 uses a single partition. However, this is an inefficient approach for large input data sets, because a vertex can process only the data that is stored on its compute node. This means that the associated stage must do all of its processing on a single compute node. Figure 2 shows how MatchString2 application would be processed.
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Figure 2. A DryadLINQ application with a single data partition

To improve performance, DryadLINQ applications typically break persistent input data into multiple partitions, which can then be processed in parallel on multiple compute nodes. The details—including the optimal number of partitions—depend on the particular application and data set. For MatchString2, the obvious approach is to break TestFile.txt at line boundaries into multiple files with approximately the same number of lines.

Figure 3 shows how MatchString2 would be processed with TestFile.txt divided into four partitions. 
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Figure 3. A DryadLINQ application with partitioned data

The output data is also broken into four partitions, but they are presented to the application as a single collection.

Four is a convenient number for a figure, but typical DryadLINQ applications run on large clusters, and they usually have many more input partitions than shown in Figure 3. The number of partitions can even exceed the number of compute nodes, but DryadLINQ must then process the partitions in multiple passes.

How to Partition Persistent Data

The current public release of DryadLINQ does not partition persistent data automatically. You must partition it yourself and distribute it across the cluster before running any DryadLINQ queries on that data. MatchString2 uses only single input data file, but it is handled in much the same way as data sets with multiple partitions. 

One convenient way to partition data is to use a DryadLINQ application. The application reads the original data and uses DryadLINQ partitioning operators and the ToPartitionedTable<T> method to distribute the data across the cluster. You can also create and distribute the files manually.

A partitioned data set consists of two types of files:

· A metadata file, which is a text file containing metadata that describes the partitions.

· A set of partition files, one for each data partition.

The partition files can be in whatever format is convenient for your application, including binary formats.

For example, the metadata file for a four-partition version of MatchString2 might look like the following:

\DryadData\UserName\InputData
4

0,2000,NODE01

1,2000,NODE02,NODE03:LocalName

2,2000,NODE03,NODE04

3,2000,NODE04
The metadata file conventionally has a .pt extension and contains three sections, as described in the following list:
	Metadata file section
	Description

	File path and name
	The first line specifies the data share and standard name for the partition files.

Each compute node has a standard share for input data named DryadData, often with subfolders for each user. Each partition file must be placed in the specified folder on the appropriate compute node. 

For MatchString2, the partition files are located in the \DryadData\UserName\ folder, and the standard filename is InputData.

	Number of partitions
	The second line is set to the number of partitions. This example has four partitions.

	Partition files
	The remainder of the file—one line per partition—describes how the partition files are distributed among the compute nodes. Each line consists of three or more comma-separated elements in the following order:

· Partition number, as a decimal value
· Partition size, in bytes
· Name of the compute node where the partition file resides
Important: 
· The comma-separated list must not contain any spaces.
· Node names should be all upper case.


If you specify only the compute node name in the list of partition files in the metadata file, DryadLINQ assumes that the partition file uses the standard file name from line 1 followed by an eight-digit file extension, which is a hexadecimal number set to the partition number. The partition numbers must be in sequence, starting with 00000000.

To specify a partition file path

· Use NODENAME:FilePath. 

If you specify all file paths explicitly, you can omit the standard file name on line 1 and just use a blank line. 

Important: Do not omit line1 entirely, or the job will not run.

For fault tolerance, it is sometimes useful to place the same partition on multiple computers. In that case, the final element on the line is a comma-separated list of computer names. 
The partition files in the example are located in the \DryadData\Username\Input folder on four compute nodes, as follows:

· NODE01 contains a single partition file, InputData.00000000.

· NODE02 contains a single partition file, InputData.00000001.

· NODE03 contains two partition files, InputData.00000002, and LocalName.

· LocalName is a copy of InputData.00000001.

· NODE04 contains two partition files, InputData.00000002, and InputData.00000003.

MatchString2 Data File

MatchString2 uses a single partition. The metadata file for MatchString2 is named TestFile-sample.pt, and contains the following:

1

0,170,ComputeNode_01:\DryadData\Input\UserName\TestFile.txt

This file represents a single 170-byte partition, TestFile.txt, stored on ComputeNode_01, under the DryadData\Input\UserName folder. Because TestFile-sample.pt uses an explicit file path, line 1 is blank. To run the sample, you must replace this data with the appropriate compute node and file path.
Important: Line 1 of a .pt file can be blank, but it must be present. If you omit line 1 entirely, the application fails with the following error message:

Unhandled Exception: System.Exception: The format of partitioned table is ill-formed. Line 2 must be the partition count.
MatchString3 Data File

MatchString3—which is not discussed in detail here—is similar to MatchString2 but uses two input data partitions. The metadata file is named InputFile.pt and contains the following:

\DryadData\UserName\TestFilePart

2

0,0,ComputeNode_01
1,0,ComputeNode_02
This file represents two partitions, both under the DryadData\UserName folders:
· ComputeNode_01 has a file named TestFilePart.00000000.
· ComputeNode_02 has a file named TestFilePart.00000001.

Query Operators

Match creates a PartitionedTable<LineRecord> object—table—that contains the lines of text from TestFile.txt. Match selects those lines that contain the search string by applying the standard LINQ Select and Where operators to the table, much like the LINQ version of MatchString. Match then returns an IQueryable<string> collection to the caller that represents the selected lines. 
In practice, DryadLINQ applications use regular LINQ syntax and lambda expressions for most standard operations, and they implement custom delegates in the same way as standard LINQ delegates. The compiler recognizes the difference and produces the appropriate code. For example, the Where operator specifies which lines are to be selected, and MatchString1 and MatchString2 both use the same lambda expression:
.Where(s => (s.IndexOf(toSearch)) >= 0)

However, the expression resolves quite differently at compile time for the two applications, as follows:
· MatchString1 uses an IEnumerable<T> version of Where:

public static IEnumerable<T> Where<T>(

    this IEnumerable<T> source,

    Func<T, bool> filter
)

The filter argument corresponds to the lambda expression, and it compiles to a Func<T, bool> delegate that handles the operation on the local system.
· MatchString2 uses an IQueryable<T> version of Where:

public static IQueryable<T> Where<T>(
    this IQueryable<T> source,
    Expression<Func<T, bool>> filter
)
The filter argument is the same lambda expression, but it compiles to an Expression<Func<T, bool>> object, which represents the lambda expression as an expression tree and is passed to the DryadLINQ provider for evaluation.
DryadLINQ Evaluation Process

Main calls foreach to enumerate and print the selected lines, which triggers the evaluation process. The DryadLINQ provider then converts the shaded code in Listing 2 to a Dryad job and executes the job on the cluster. For more details on the DryadLINQ evaluation process, see “Dryad and DryadLINQ: An Introduction.”
During query evaluation, the application blocks in the iterator code. If you step through the code in the debugger, you will notice that evaluation starts after the highlight reaches “results” in the foreach argument, and it completes before any of the Console.WriteLine calls execute. After evaluation is complete, Main regains control, and the foreach loop prints the results.

DryadLinqConfig.xml

The configuration file, DryadLinqConfig.xml, defines how a DryadLINQ application executes. The file must be in the same folder as the application’s executable file. The following example is the DryadLinqConfig.xml file that was used to run MatchString2:
<DryadLinqConfig>

  <DryadLinqRoot>C:\Program Files\Microsoft Research DryadLINQ\</DryadLinqRoot>

</DryadLinqConfig>

MatchString2 does not have any project-specific configuration settings, so this file simply points to the global configuration file, which is in the DryadLINQ root folder, C:\Program Files\Microsoft Research DryadLINQ.

The following example is a slightly edited version of the global DryadLinqConfig.xml file that was used to run MatchString2:
It was run on a cluster named MyCluster.
· The output data was stored on the default output folder on ComputeNode_01.

To use this example on your system, modify the cluster name, domain name, UNC names, and so on, as appropriate.
<DryadLinqConfig>

  <ClusterName>MyCluster</ClusterName>

  <Cluster name="MyCluster"

           schedulertype="Hpc"

           partitionuncdir = "XC\output"

           dryadoutputdir="file://\\ComputeNode_01\XC\output"

  />

</DryadLinqConfig>
The settings for DryadLinqConfig.xml are shown in the following list:

	Setting
	Description

	ClusterName
	MyCluster, the name of the selected cluster. 
The configuration can contain multiple Cluster elements, each with a unique name. ClusterName specifies the cluster to which the Dryad jobs are to be submitted.

	Cluster
	name
“MyCluster”—which is the head node’s computer name.
schedulertype
Attribute is always set to “Hpc”.
partitionuncdir
Attribute is set to the default folder on the XC share, XC\output.
dryadoutputdir
Head node is not a compute node, so this attribute is set to the default output folder on ComputeNode_01.


LinqToDryad.dll

All DryadLINQ projects must reference LinqToDryad.dll, which exposes the DryadLINQ class library and also contains the DryadLINQ provider. The DLL is located in the DryadLINQ installation’s lib folder—typically C:\Program Files\Microsoft Research DryadLINQ\lib—which contains Retail and Debug subfolders for the corresponding DLL flavors.

The DryadLINQ class library is in the LinqToDryad namespace, so most DryadLINQ applications simplify their code by including a using LinqToDryad directive.
How to Run the MatchString2 Application
The first two steps of the procedure are the same as for the LINQ example. The remainder is specific to DryadLINQ.
To compile and run the DryadLINQ MatchString application

1.
Open MatchString2 in Visual Studio.

2.
Add a new reference to LinqToDryad.dll, if necessary.
3.
Create a global DryadLINQConfig.xml file, if you haven’t already done so.
4.
Modify the project level DryadLINQConfig.xml file to point to the correct DryadLINQ root folder, if necessary.

5.
Put a copy of TextFile.txt under the DryadData share on the appropriate compute node.

6.
Modify the partition file data in TestFile-sample.pt so that it points to TextFile.txt.

7.
Copy TestFile-sample.pt to the same folder as TextFile.txt.

8.
In Main, modify the Match call so that the first parameter points to the folder that contains TestFile-sample.pt.
9.
Build the application and press Ctrl+F5 to run it.

Important: Make sure that the cluster is running before pressing Ctrl+F5.

The application runs as a console application. The first time you run a DryadLINQ application, the job manager prints some status information and then asks for your password, to connect to the head node. Type the password and press Enter to continue. You then have the option of saving the password, so that you don’t have to enter it for subsequent runs.

Important: When you enter the password, the job manager does not echo your key strokes, so it might appear as though nothing is happening. Just type the correct password and press Enter.

As the application runs, the job manager displays messages in the lower right corner of your screen with status information.

How to Examine the MatchString2 Output
The following example shows the MatchString2 output.
Query 0 Output: file://\\ComputeNode_01\XC\output\7603f2b9-699d-4acf-a2f0-750c0ac9693d.pt

DryadLinq0.dll was built successfully.

Input:

        [PartitionedTable: file://\\ComputeNode_01\DryadData\Input\UserName\TestFile.pt]

Super__0:

        Select(s => s.line)

        Where(s => (s.IndexOf(_) >= 0))

6/12/2009 1:20:51 PM Connecting to HPC cluster.

6/12/2009 1:20:53 PM Creating job submission information.

6/12/2009 1:20:53 PM Copying 7 files to server

6/12/2009 1:21:49 PM Submitting job.

Enter the password for 'DOMAIN\UserName' to connect to 'ComputeNode_01':

Remember this password? (Y/N)n

6/12/2009 1:26:54 PM Job submitted.

The job to create this table is still running. Waiting ...

The job to create this table is still running. Waiting ...

Table 7603f2b9-699d-4acf-a2f0-750c0ac9693d.pt was created successfully.

over there and back to now

Some text here and there

The text that follows Input: shows the execution plan. Although the query includes two operators—Select and Where—there is only one stage, whose vertex is named Super__0. Vertex names are usually based on the associated LINQ operation. However, the DryadLINQ optimizer often determines that it is more efficient to run multiple operations in the same vertex—Select and Where, in this case. Vertices that run multiple operations are named Super_XX.
As the program runs, the console window displays a series of job manager messages, which track the progress of the job. The application’s output—the highlighted text—appears after the job manager’s messages have ceased. As discussed earlier, the foreach loop does not enumerate the result collection and print the results until the job manager has completed the evaluation and shut itself down.

How to Monitor a DryadLINQ Job

To monitor your DryadLINQ applications, you can use the HPC Job Manager, as shown in Figure 4. 
To run the job manager
· On the Start menu, click All Programs > Microsoft HPC Pack > HPC Job Manager.
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Figure 4. HPC Job Manager

For details on how to use the HPC Job Manager, see the Microsoft HPC Pack documentation. 
Each DryadLINQ query evaluation corresponds to an HPC console job. By default, the job name is the DryadLINQ application name. 
To specify a job name:

· Include a JobFriendlyName element in the DryadLINQ configuration file. 

An HPC job consists of a set of tasks. For a Dryad job, the first task corresponds to the Dryad job manager and the remaining tasks correspond to Dryad vertices. The task name summarizes the task.

For each task, Dryad creates a working directory, \\NodeName\XC\UserName\JobID\TaskID\WD, which contains the executable files and resources required by the application. The working directory also contains standard output (STDOUT.TXT) and standard error (STDERR.TXT) files, which are often useful for debugging. You can use the HPC Job Manager to determine which node is associated with a particular task.

DryadLINQ can use the Graphviz application to produce an image of the execution graph.

To produce an image of the execution graph

1.
Install the Graphviz application.

For a download link, see “Graphviz - Graph Visualization Software” in the Resources section. 

2.
Add a Visualization element to the project’s DryadLinqConfig.xml file, as follows:

<Visualization>jpg<Visualization>

DryadLINQ will create an image of the graph named Staticgraph.jpg. and place it in the application’s working directory.

How to Implement a Simple MapReduce Application

MapReduce is an effective programming model for processing large amounts of data in parallel. A standard example used to illustrate the basic principles is counting the instances of each word in a document.

A MapReduce operation has two stages:

1.
Map—maps each element of input data to a key and groups the data by key.

The word counting example starts with a collection of words, and uses the word itself as the key. By grouping words with the same key, each group contains all instances of the associated word.

2.
Reduce —“reduces” the group associated with each key to a single value.

The word counting example reduces each group of words to the number of words in the group.

The operation returns a collection of key-value pairs: the keys used by Map and the associated values produced by Reduce.
DryadLINQ provides a simple, straightforward way to implement MapReduce operations. This section is a walkthrough of Histogram, which implements the canonical MapReduce example—counting word frequency in a text file.

Histogram has two primary components:

A Pair structure, which serves as a data container.

A BuildHistogram method, which counts word frequency and returns the top five words.

Pair Structure

Pair has two properties:

Word is a string that holds a word or key.

Count is an int that holds the word count.

The structure also overrides ToString to simplify printing the results. The following example shows the Pair implementation:
public struct Pair

{

    private string word;

    private int count;

    public Pair(string w, int c)

    {

        word = w;

        count = c;

    }

    public int Count { get { return count; } }

    public string Word { get { return word; } }

    public override string ToString()

    {

        return word + ":" + count.ToString();

    }

}

Histogram Application

Histogram is a console application that consists of the BuildHistogram method and a brief Main method that invokes BuildHistogram and prints the results. For simplicity, the input data for this example is in a single file on the client workstation. However, for large data sets, the input data would be partitioned and distributed across the cluster.

The source code for Histogram is shown in Listing 3.
Listing 3: Histogram Application
public class Program

{

  public static IQueryable<Pair> BuildHistogram(string directory,

                                                string fileName,

                                                int k)

  {

    string uri = DataPath.FileUriPrefix + Path.Combine(directory, fileName);

    PartitionedTable<LineRecord> inputTable = PartitionedTable.Get<LineRecord>(uri);

    IQueryable<string> words = inputTable.SelectMany(x => x.line.Split(' '));

    IQueryable<IGrouping<string, string>> groups = words.GroupBy(x => x);

    IQueryable<Pair> counts = groups.Select(x => new Pair(x.Key, x.Count()));

    IQueryable<Pair> ordered = counts.OrderByDescending(x => x.Count);

    IQueryable<Pair> top = ordered.Take(k);

    return top;

}

static void Main(string[] args)

{

    IQueryable<Pair> results =

                    BuildHistogram(@"\\ComputeNode_01\DryadData\Input\UserName\",
                                   "InputParts-sample.pt",

                                   100);

    foreach (Pair words in results)

      Console.WriteLine(words.ToString());

    Console.ReadLine();

    return;

  }

}

The example in Listing 3 uses two partitions. The partition file is named InputParts-sample.pt and contains the following:

\DryadData\Input\UserName\InputPart

2

0,170,ComputeNode_01
1,170,ComputeNode_02
The data files are named InputPart.00000000 and InputPart.00000001 and are stored on ComputeNode_01 and ComputeNode_02, respectively. This example assumes that the files contain the same text as the MatchString1 data file, TextFile.txt, so the size is set to 170 bytes.
The BuildHistogram method does the following:

1.
Takes the partition file’s path and file name and creates a PartitionedTable<LineRecord> object—inputTable—to represent the lines of input text.

The final parameter specifies how many words to return. In this case, BuildHistogram returns the top 100.

2.
Applies the SelectMany operator to inputTable to transform the collection of lines into collection of words.

The String.Split method converts the line into a collection of words.

SelectMany concatenates the collections created by Split into a single IQueryable<string> collection named words, which represents all the words in the file.

3.
Performs the Map part of the operation by applying GroupBy to the words object.
The GroupBy operation groups elements with the same key, which is defined by the selector delegate. This creates a higher order collection whose elements are groups. In this case, the delegate is an identity function, so the key is the word itself, and the operation creates a groups collection that consists of groups of identical words.

4.
Performs the Reduce part of the operation by applying Select to groups
This operation reduces the groups of words from Step 3 to an IQueryable<Pair> collection named counts that represents the unique words in the file and how many instances there are of each word. Each key value in groups represents a unique word, so Select creates one Pair object for each unique word. IGrouping.Count returns the number of items in the group, so each Pair object’s Count member is set to the number of instances of the word. 

5.
Applies OrderByDescending to counts.

This operation sorts the input collection in descending order of frequency and creates an ordered collection named ordered.

6.
Applies Take to ordered to create an IQueryable<Pair> collection named top, which contains the 100 most common words in the input file and their frequency.
Main then uses the Pair object’s ToString implementation to print the top 100 words and their frequency.

The core of the MapReduce operation is thus implemented with two lines of code—the highlighted lines in Listing 3—which correspond to Steps 3 and 4 for the BuildHistogram method.

Note: For readability, the code example in Listing 3 divided the elements of the query into several separate statements. DryadLINQ applications often use a much more compact way to represent the query, as shown in the following example:

return inputTable

 

.SelectMany(x => x.line.Split(' '))

 

.GroupBy(x => x)

 

.Select(x => new Pair(x.Key, x.Count()))

 

.OrderByDescending(x => x.Count)

 

.Take(k);
To compile and run the DryadLINQ MatchString application

1.
Open Histogram in Visual Studio.

2.
Add a new reference to LinqToDryad.dll, if necessary.

3.
Create a global DryadLINQConfig.xml file, if you haven’t already done so.

4.
Modify the project level DryadLINQConfig.xml file to point to the correct DryadLINQ root folder, if necessary.

5.
In InputParts-sample.pt:

Modify the standard file path so that it points to your input data folder.

Change ComputeNode_01 and ComputeNode_02 to the appropriate node names.

6.
Place a copy of InputParts-sample.pt in the \DryadData\Input\UserName\ folder or its equivalent on ComputeNode_01.

7.
Place copies of TextFile.txt from the MatchString1 sample in \DryadData\Input\UserName folder on the compute nodes listed in TestFile-sample.pt, and name the files as follows:
Change the name of TextFile.txt on ComputeNode_01 to InputPart.00000000.

Change the name of TextFile.txt on ComputeNode_02 to InputPart.00000001.

8.
In Main, modify the Match call so that the first parameter points to the folder that contains TestFile-sample.pt.

9.
Build the application, and then press Ctrl+F5 to run it.

How DryadLINQ Executes the Histogram Application on a Cluster

Although DryadLINQ constructs the Dryad graph for Histogram, it is instructive to examine the graph to see how a moderately complex sequence of queries executes on the cluster. In particular, an understanding of how the job executes on the cluster is essential for debugging the application.
The following example shows the execution plan, which has been edited slightly for readability:

Query 0 Output: file://\\ComputeNode_01\XC\output\88ee2963-99e8-44c0-9778-b13010cf56be.pt

DryadLinq0.dll was built successfully.

Input:

        [PartitionedTable:

              file://\\ComputeNode_01\DryadData\InputUserName\InputParts-sample.pt]

Super__1:

  SelectMany(x => x.line.Split(new [] {_}))

  DryadGroupBy(x => x,(k__0, x) => new LinqToDryad.Pair<String,Int32>(k__0, x.Count()))

  DryadHashPartition(e => e.Key,e => e.Key)

Super__9:

  DryadMerge()

  DryadGroupBy(e => e.Key,e => e.Value,(k__0, g__1) =>

           new LinqToDryad.Pair<String,Int32>(k__0, g__1.Sum()))

  Select(x => new Histogram.Pair(x.Key, x.Count()))

Super__20:

  DryadSort(x => x.Count)

  Take(100)

Super__25:

  DryadMergeSort()

  Take(100)

Note: This plan is optimized for a particular cluster and a particular configuration. If the application is run in a different environment, DryadLINQ might produce a different graph.
Figure 5 shows the graph that is associated with this plan—assuming four input partitions for convenience.
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Figure 5. Dryad graph for Histogram

The graph has four stages:
Stage 1

Each Super_1 vertex processes its input partition into an IQueryable<string> collection that represents the individual words.

The DryadLINQ optimizer divides the GroupBy query into two operations. The GroupBy operation in this stage runs separately on each input partition, and it reduces each group of identical words in the partition to key-value pair—the word and the count. If the input partition contains 10 instances of “the”, then the data that is passed to Stage 2 consists of just {″the″, 10}. This approach can substantially reduce the amount of data that must be passed to Stage 2. 
The final operation in Stage 1 uses a hash-partition scheme to distribute the data to be sent to Stage 2. The keys are simply words, so the operation generates a hash value for each key by calling the word’s .NET GetHashCode method. HashPartition then uses the hash values to distribute the key-value pairs across the vertices of the next stage. All keys with the same hash value—which represent identical words, in this case—go to the same vertex. 
Stage 2

After merging the data that it receives from the vertices of Stage 1, each Super_9 vertex performs the final part of the GroupBy operation, which groups identical words across the entire data set. Hash-partitioning the data from Stage 1 improves performance by guaranteeing that all instances of a word are sent to the same vertex, so the GroupBy operation doesn’t have to spend time transferring data between vertices. 

Stage 3
Stage 3 orders the collection. Each Super_20 vertex performs a Take operation, which sends the partition’s top 100 unique words and their frequency to Stage 3. Because Stage 4 selects the top 100 words from the entire data set, there is no point in sending it more than 100 words from any individual partition.
Stage4
The final stage consists of a single vertex, Super_25, which merges and orders the data from Stage 2 and performs a Take operation that yields the top 100 words in the data set and their frequency. The graph uses a single output partition for this stage because Take works only on a single computer. The output from Stage 2 must therefore be merged into a single ordered collection before Take can pick the top 100 words for the entire data set. 
In this case, the decision to hash-partition the output from Stage 1 was made by DryadLINQ. However, developers can explicitly direct DryadLINQ to partition data by applying the HashPartition or RangePartition operators. For more detail, see “How to Partition Dynamic Data” later in this paper.
How to Use the Apply Operator

Apply is one of several operators that are specific to DryadLINQ. Apply returns a transformed version of the input, much like the Select operator. However:

· Select operates on a single input collection and returns a transformed collection. 
The delegate that performs the transformation processes the collection one element at a time, and it cannot use the values of other elements in the collection to calculate the transformed output value. 

· Apply operates on one or two input collections and returns a transformed collection. 
The delegate receives iterators over the input collections. The delegate thus has access to every element in the input collections, and it can use the values of multiple input elements when it calculates each transformed output value. 
Note: Apply has one key limitation—the delegate cannot reset the iterators that it receives, so it can enumerate an input collection only once.
Apply is a very powerful operator. By using partitioning and Apply with the Homomorphic annotation, an application can implement most DryadLINQ operations and manually control parallelization of the operations at the partition level. 
Apply can be used to perform operations that transform two input collections. This section is a walkthrough of the AddTwo application, which uses Apply to implement a Select-like operation to implement a binary operation on two input collections.

Apply Operator

Apply has four overloads:

public static IQueryable<T2> Apply<T1, T2>(

     this IQueryable<T1> source1, 

     Expression<Func<IEnumerable<T1>, 

                     IEnumerable<T2>>> procFunc);

public static IQueryable<T3> Apply<T1, T2, T3>(

     this IQueryable<T1> source1, 

     IQueryable<T2> source2, 

     Expression<Func<IEnumerable<T1>, 

                     IEnumerable<T2>, 

                     IEnumerable<T3>>> procFunc);

public static IQueryable<T> Apply<T>(

     this IQueryable<T> source,

     Expression<Func<Stream, IEnumerable<T>>> procFunc)

public static IQueryable<T> Apply<T>(

     this IQueryable<T> source,

     Expression<Action<IEnumerable<T>, Stream>> procFunc)
The first two overloads operate on one or two input collections, respectively, and return a single transformed collection. The final two overloads operate on a Stream object and are rarely used.
AddTwo Application

AddTwo is a console application that performs element-wise addition on two collections of integers and returns a transformed collection containing the sum of each pair of input elements. The code for the application is as follows:
using System;

using System.Collections.Generic;

using System.Linq;

using System.Text;

using LinqToDryad;

public class AddTwo

{

  public static IEnumerable<int> AddEach(IEnumerable<int> left,

                                         IEnumerable<int> right)

  {

    IEnumerator<int> left_enu = left.GetEnumerator();

    IEnumerator<int> right_enu = right.GetEnumerator();

    while (true)

    {

      bool more_left = left_enu.MoveNext();

      bool more_right = right_enu.MoveNext();

      if (more_left != more_right)

        throw new Exception("Streams have different length");

      if (!more_left)

        yield break; //finished

      int sum = left_enu.Current + right_enu.Current;

      yield return sum;

    }

  }

  static void Main(string[] args)

  {

    int arrayLength = 50;

    int[] right_array = new int[arrayLength];

    int[] left_array = new int[arrayLength];

    for (int i = 0; i < arrayLength; i++)

    {

      right_array[i] = i;

      left_array[i] = i * 2;

    }

    string uri = "righttable.pt";

    IQueryable<int> right_table = right_array.ToPartitionedTable(uri);

    uri = "lefttable.pt";

    IQueryable<int> left_table = left_array.ToPartitionedTable(uri);

    IQueryable<int> results = left_table.Apply(right_table,

                                               (x, y) => AddEach(x, y));

    foreach (int i in results)

      Console.WriteLine(i.ToString());

    Console.ReadLine();

    return;

  }

}

The two input collections are labeled “right” and “left.” 

Previous examples created a PartitionedTable<T> object from an existing file. However, an application can also create PartitionedTable <T> objects from IEnumerable<T> or IQueryable<T> collections by applying the ToPartitionedTable operator. These operators also store the tables in files in a binary format that can be read without any special preparation.
AddTwo uses a for loop to generate a pair of input data arrays and then creates PartitionedTable<T> objects to represent the arrays by applying ToPartitionedTable. ToPartitionedTable stores the tables in the folder specified by the DryadOutputDir attribute in DryadLinqConfig.xml. The application does not specify a file name, so DryadLINQ creates a unique file name internally. Other ToPartitionedTable overloads allow you to specify the file name.
To add the arrays, the program applies the second overload of the Apply operator to the left_table collection. The first parameter is the right_table collection and the second specifies the operator’s delegate, AddEach.

AddEach receives an IEnumerable<int> iterators for left_table and right_table, which provide AddEach with access to the entire collection rather than just a single element. AddTwo uses the iterators’ MoveNext methods to step through the collections one element at a time and add each pair of elements.
Important: One easily overlooked difference between AddTwo and MatchString is that the AddTwo Program class is public. When you compile a DryadLINQ application, DryadLINQ builds a DLL (DryadLinq0.dll) which contains the vertex assemblies. If an application uses a DryadLINQ operator that depends on a user-defined function—as opposed to a lambda expression—DryadLINQ must be able to access the associated class to build DryadLinq.dll. Because AddTwo depends on the AddEach method, Program must be declared as a public class.

If a user-defined DryadLINQ function is not public, the application throws an exception, which generates an error message that is similar to the following:

error CS0122:

 'Program' is inaccessible due to its protection level
Unhandled Exception: System.Exception: DryadCodeGen.BuildAssembly:

  Failed to build DryadLinq.dll

...

Tip: If you use the Visual Studio 2008 Console Application template to create your project, the Program class has no declared access rights, so you must explicitly add public to the class declaration.
How to Use DryadLINQ Attributes

DryadLINQ usually constructs efficient graphs, but there are some exceptions. For example, it is usually more efficient to process partitioned data in parallel on multiple vertices. However, Apply and Fork operations do not always work correctly with partitioned data.
Apply, for example, is defined to operate on the entire input collection. However, Apply depends on user-defined delegates, and delegates are not necessarily implemented so that operation is homomorphic. One of the characteristics of a homomorphic operation is that it commutes with concatenation, so it doesn’t matter which operation is performed first. If Apply is homomorphic, it can thus operate on partitioned data. Otherwise, Apply must operate on a single partition.

The basic issue is that DryadLINQ cannot always infer enough information from an Apply delegate’s implementation to determine whether Apply is homomorphic. In that case, DryadLINQ chooses correctness over efficiency, and has Apply operate on a single partition. This produces a correct but sometimes relatively inefficient graph.
In cases such as the preceding example, applications can often improve efficiency by applying DryadLINQ attributes. These attributes provide DryadLINQ with some additional information about the operation, which allows DryadLINQ to construct a smarter computation plan than it would by default. For example, applying a Homomorphic annotation to an Apply delegate indicates that the delegate commutes with concatenation and can handle multiple partitions. DryadLINQ can then improve the efficiency of the graph by having Apply operate on multiple partitions, instead of the single partition that DryadLINQ would have chosen by default. 
Important: DryadLINQ does not check the correctness of annotations. Developers are responsible for ensuring that the application’s behavior is consistent with the annotation.
This section takes the AddTwo example from the “How to Use the Apply Operator” section and shows how to use the Homomorphic attribute to improve the efficiency of the graph. Other DryadLINQ attributes can be used to improve efficiency for other scenarios. For information on the other attributes and how to use them in an application, see “DryadLINQ API Reference.”
Default AddTwo Graph
If you use AddTwo from the previous section to add large collections of integers, the obvious approach is to partition the input data so it can be processed in parallel on multiple vertices. However, when you run AddTwo with partitioned data, you will discover that the default Dryad graph is not very efficient.
Most LINQ operators receive their data one element at a time. The calculations do not depend on other elements in the collection, and can be expected to work correctly with partitioned data. The Apply delegate, on the other hand, has access to the entire collection. By default, DryadLINQ must therefore assume that an Apply operation could depend on any element in the collection at any time, and it must construct a graph that avoids any risk of undesirable side effects.
For example, for two input partitions, the default graph looks something like Figure 6. Note that the figure has been simplified somewhat to show the operations on each pair of input partitions as a single operation.
The graph shown in Figure 6 works as follows:

1.
The Apply delegate receives an iterator to the entire input collection, so the first step is to select all the elements in each pair of partitions.

2.
The graph merges the two pairs of partitions into a single pair of partitions.

3.
Apply operates on the merged partitions.

The net result is that—regardless of how many input partitions—the graph eventually merges all the data into a single partition which is processed by a single vertex.
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Figure 6. AddTwo Dryad graph
Homomorphic Attribute

The Apply delegate from AddTwo operates on each pair of elements in isolation, so there is no risk of side effects. However, absent any information to the contrary, DryadLINQ must assume that the risk is present and construct the Dryad graph accordingly. The solution to this problem is to annotate AddEach with a Homomorphic attribute, as shown in the following example:

[Homomorphic]

  public static IEnumerable<int> AddEach(IEnumerable<int> left,

                                         IEnumerable<int> right)

{

  ...

}

The Homomorphic annotation informs DryadLINQ that AddEach respects data partitioning, which allows DryadLINQ to create the graph shown in Figure 7.
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Figure 7. AddTwo graph with homomorphic annotation
This graph keeps the data from the two input partitions separate for the entire job, and Apply operates on the partitioned input in parallel on separate vertices. 
Note: This graph assumes that the two input files are partitioned in the same way. In particular, the partitions must be the same size.

How to Use the Fork Operator

Fork is another DryadLINQ operator that has no counterpart in LINQ and is the only operator that can produces multiple output collections. Like Apply, Fork receives iterators to collections rather than individual elements. However, in a loose sense, Fork and Apply are inverse operations:

· Apply can operate on one or two input collections and returns a single transformed output collection.

· Fork operates on a single input collection and returns multiple transformed output collections.

This section is a walkthrough of the DeMux application, which uses Fork to demultiplex an array containing two time series.

Fork Operator

Fork has four overloads:

public static IMultiQueryable<R1,R2> Fork<T, R1, R2> (

 
this IQueryable<T> source

 
Expression<Func<IEnumerable<T>,IEnumerable<ForkTuple<R1,R2>>>> mapper

)

public static IMultiQueryable<R1,R2> Fork<T, R1, R2> (

 
this IQueryable<T> source

 
Expression<Func<T,ForkTuple<R1,R2>>> mapper

)

public static IMultiQueryable<R1,R2,R3> Fork<T, R1, R2, R3> (

  this IQueryable<T> source

  Expression<Func<IEnumerable<T>,IEnumerable<ForkTuple<R1,R2,R3>>>> mapper

)

public static IKeyedMultiQueryable<TSource, TKey> Fork<TSource, TKey>(




IQueryable<TSource> source,




Expression<Func<TSource,TKey> keySelector,

 


TKey [ ] keys

)

The first two overloads split an input collection into two output collections. The third yields three output collections. All of these overloads depend on an interface (IMultiQueryable) and a structure (ForkTuple) that are used only by Fork.
The fourth overload generates an arbitrary number of output collections by splitting the input into buckets defined by the specified key array. The overload returns the collections through an IKeyedMultiQueryable<TSource,TKey> interface. You can use this Fork overload for any computation that splits one IQueryable<T> collection into multiple collections in a single stage. For example, you can use this overload of Fork to efficiently implement N Where operations in parallel.
ForkTuple

Most Fork delegates use a ForkTuple structure to return the elements of the split collections. For example, the DeMux example uses the first Fork overload and implements the following delegate:

public static IEnumerable<ForkTuple<double, double>>
    Split(IEnumerable<double> inputData)
{

...

}

Each ForkTuple structure represents a single set of output elements, one for each output collection. The structure has two versions—ForkTuple<T1,T2> and ForkTuple<T1,T2,T3>—which are used to split the input collection into two or three output collections, respectively. 
The ForkTuple<T1,T2> class has four properties:
· First sets or gets the element of the first output collection and is of type T1.

· Second sets or gets the element of the second output collection and is of type T2.

· HasFirst and HasSecond are bool properties that indicate whether First and Second have assigned values.

ForkTuple<T1,T2,T3> has two additional properties—Third and HasThird—which apply to the elements of the third output collection.

IMultiQueryable
Fork takes the data in the ForkTuple structures, packages the output into two or three IQueryable<T> collections, and returns the collections to the caller through an IMultiQueryable interface. The interface has two versions—IMultiQueryable<T1,T2> and IMultiQueryable<T1,T2,T3>—which are used to return two or three output collections, respectively.

IMultiqueryable<T1,T2> has two properties:

· First is an IQueryable<T1> type that represents the first output collection.

· Second is an IQueryable<T2> type that represents the second output collection.

IMultiQueryable<T1,T2,T3> adds a Third property, which is an IQueryable<T3> type that represents the third output collection.

Although First, Second, and Third represent IQueryable<T> collections, any subsequent queries that are submitted for evaluation must apply to all the returned collections. You can apply operators to the individual Fork outputs and then converge the query chains prior to evaluation, but a Fork output collection cannot become “dead code.” For example, an application cannot use foreach to enumerate the contents of First—or a query chain based on First—because that would evaluate only First.

If you attempt an evaluation that includes only some of the output collections, Fork throws an exception with an error message similar to:

Index 1 of Fork is not used

Examples of how to use the collections returned by Fork include:

· For IMultiQueryable<T1,T2>, operate on the both collections with a binary operation such as Apply or Join, which issue a single query for the computation.
· For either interface, apply ToPartitionedTableLazy or ToDryadPartitionedTableLazy to First and Second—and Third, if it exists—to convert the collections to “lazy” PartitionedTable<T> objects.

The “lazy” methods create tables that exist only as queries until the application calls Materialize. The Materialize method takes an array of lazy table objects as input, issues a single query to handle all the computations, and returns a corresponding array of PartitionedTable<T> objects. These table objects can then be used individually, just like tables created with ToPartitionedTable<T> or ToDryadPartitionedTable<T>.

The DeMux application, discussed in the next section, includes examples of two ways to handle IMultiQueryable.
DeMux Application

DeMux takes a simple two-stream multiplexed array, demultiplexes the array, and then performs element-wise addition to stack the two streams. The following example shows the basic structure of the application. The Demux and AddEach implementations are discussed later.

using System;

using System.IO;

using System.Collections.Generic;

using System.Linq;

using System.Text;

using LinqToDryad;

public class DeMuxApp

{

  public static IEnumerable<ForkTuple<double, double>> DeMux(IEnumerable<double> inputData)

  {

    ...

  }

  public static IEnumerable<double> AddEach(IEnumerable<double> left,

                                            IEnumerable<double> right)

  {

    ...

  }

  static void Main(string[] args)

  {

    int arrayLength = 1000;

    Random ranf = new Random();

    double[] inputArray = new double[arrayLength];

    for (int i = 0; i < arrayLength; i = i + 2)

    {

      inputArray[i] = Math.Sin((double)i) + ranf.NextDouble() / 50;

      inputArray[i + 1] = Math.Sin((double)i) + ranf.NextDouble() / 50;

    }

    string uri = "DeMuxFile.pt";

    IQueryable<double> input_table = inputArray.ToPartitionedTable(uri);

    IMultiQueryable<double, double> demuxedArrays = input_table.Fork(x => DeMux(x));

    IQueryable<double> stackedArray = demuxedArrays.First.Apply<double, double, double>(demuxedArrays.Second, (x, y) => AddEach(x, y));

    foreach (double d in stackedArray)

      Console.WriteLine(d.ToString());

    Console.ReadLine();

    return;

   }

}

Main generates a simple multiplexed time series that consists of two slightly noisy sine waves, which are stored as alternate elements of an array. A more realistic application would import a stream that has been multiplexed by using a much more sophisticated encoding scheme. After calling ToPartitionedTable to convert the multiplexed input array to a PartitionedTable<T> object, Main applies Fork to split the table into two collections, one for each stream.
Fork Operation
Fork uses the Demux delegate to demultiplex the input collection. The code for Demux is as follows:
public static IEnumerable<ForkTuple<double, double>> DeMux(IEnumerable<double> inputData)

{

    IEnumerator<double> input_enu = inputData.GetEnumerator();

    double firstArray, secondArray;

    while (true)

    {

        bool more_input = input_enu.MoveNext();

        if (!more_input)

            yield break; //finished

        firstArray = input_enu.Current;

        more_input = input_enu.MoveNext();

        if (!more_input)

            yield break; //finished

        secondArray = input_enu.Current;

        yield return new ForkTuple<double, double>(firstArray,

                                                   secondArray);

    }

}
Note: For simplicity, this code assumes that inputData has an even number of elements.

The mechanics of demultiplexing a time series depend on how the data is encoded. In this case—with the two series stored in alternating elements—the operation is very simple. Demux obtains the input collection’s enumerator, calls MoveNext to step through the input collection two elements at a time, and returns a ForkTuple structure containing the pair of elements.
Fork returns the two output collections through an IMultiQueryable<double, double> interface. The application demonstrates one way to use the returned collections, by using Apply to stack them.

Apply Operation
Main uses the Apply operation to stack the two series by passing the First and Second collections to the AddEach delegate, which stacks the series by adding the corresponding elements of each collection. This AddEach method is nearly identical to the one used by the AddTwo application, except that it handles double values and divides the sum by 2.
public static IEnumerable<double> AddEach(IEnumerable<double> left,

                                       IEnumerable<double> right)

{

    IEnumerator<double> left_enu = left.GetEnumerator();

    IEnumerator<double> right_enu = right.GetEnumerator();

    while (true)

    {

        bool more_left = left_enu.MoveNext();

        bool more_right = right_enu.MoveNext();

        if (more_left != more_right)

            throw new Exception("Streams have different length");

        if (!more_left)

            yield break; //finished

        double sum = left_enu.Current + right_enu.Current;

        yield return sum;

    }

}

How to Partition Dynamic Data

The first stage of a DryadLINQ application typically operates on persistent data that is partitioned and assigned to various compute nodes before the query is evaluated. The first stage generates processed data, which is passed to the vertices of the second stage and so on. The way in which this dynamically generated data is distributed to the next stage can have a substantial effect on the overall performance of the application.
This section discusses how DryadLINQ partitions dynamically generated data.

Data Partitioning Models

For efficiency, a stage’s output data should be distributed so that the next stage doesn’t have to spend unnecessary time moving data around. For example, keeping all the data for a computation on the same computer is more efficient than computations that must move data between different computers in the same rack, which is in turn more efficient than moving data between computers in different racks.
The simplest way to pass data from stage to stage is to pass the output from a vertex in Stage N to a vertex in Stage (N+1), as shown in Figure 8.

[image: image9.emf]Stage N

Vertex 1 Vertex 2 Vertex 3 Vertex 4

Vertex 1 Vertex 2 Vertex 3 Vertex 4

Stage N +1


Figure 8. Simple data distribution

This model works well for many scenarios, but not all. For example, assume that your application’s Stage N produces data records that include a key-value pair and Stage N+1 groups the data by key and passes the grouped records to the Stage N+2.
The distribution model in Figure 8 is likely to distribute records with a particular key across most if not all of the of the Stage N+1 vertices. The GroupBy operation thus might have to move large quantities of data between the various computers in the cluster. Stage N+1 will have better performance if all records with the same key are processed by the same vertex on a single computer. 
A more efficient distribution model for this scenario is to take data with a particular key from each of the Stage N vertices and pass it to just one of the Stage N+1 vertices. The simplest way to implement such a distribution model —referred to as hash partitioning—generates a hash value for each output key and then assigns records with the same hash value to a particular partition. All data with a particular key can thus be processed without moving any data between computers.
Figure 9 shows how hash-partitioning is usually represented in a Dryad graph.
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Figure 9. Hash distribution

DryadLINQ hash-partitions the output of some stages automatically, which is sufficient for many applications. For an example of automatic partitioning, see the Histogram application discussed earlier. However, there are several cases where applications can benefit from explicitly partitioning their data:

· To override automatic partitioning and specify a more efficient scheme.

· To partition data that DryadLINQ does not partition automatically.

DryadLINQ Partition Operators

DryadLINQ provides two operators—HashPartition and RangePartition—that explicitly partition the output of a stage. Both operators use a key value from each element of a collection to assign related elements to a common partition. The difference lies in how the elements are distributed:

· RangePartition distributes elements into a set of partitions, each of which is associated with a specified range of key values.

· HashPartition distributes elements into a set of partitions based on the hash value of the associated key.

Keys are assigned to partitions based on a hash value, so each partition contains what is effectively a randomly selected subset of the available keys. 

RangePartition and HashPartition have multiple overloads that allow the application to specify a variety of details about how the data is to be partitioned. For more information, see “DryadLINQ API Reference.”

The following two examples use the AddPair application to show how to use the RangePartition and HashPartition operators.

AddPair Application, Without Partitioning

The AddPair application performs the same operation as the AddTwo application discussed earlier; it takes two collections of integers and performs element-wise addition. However, instead of putting the integers into two separate collections, AddPair stores each pair of integers—named Left and Right, for convenience—in a Pair structure, as follows:
public struct Pair

{

  private int left;

  private int right;

  public Pair(int l, int r)

  {

    left = l;

    right = r;

  }

  public int Left { get { return left; } }

  public int Right { get { return right; } }

  public override string ToString()

  {

    return left.ToString() + ":" + right.ToString();

  }

}
The following example contains the application proper. The using declarations are the same as in other DryadLINQ examples, so they have been omitted for brevity.

public class AddPair

{

  static void Main(string[] args)

  {

    int arrayLength = 10;

    Pair[] pairs = new Pair[arrayLength];

    int[] partitions = new int[] { 2, 4, 6, 8, 10 };

    int[] left_array = new int[] { 9, 5, 3, 4, 2, 6, 7, 8, 1, 10 };

    int[] right_array = new int[] { 18, 10, 6, 8, 4, 12, 14, 16, 2, 20 };

    for (int i = 0; i < arrayLength; i++)

    {

      pairs[i] = new Pair(left_array[i], right_array[i]);

    }

    string uri = "AddPair.pt";

    IQueryable<Pair> pair_Table = pairs.ToPartitionedTable(uri);

    IQueryable<int> results = 

        pair_Table.RangePartition(p => p.Left, partitions)

                  .Select(x => (x.Left + x.Right));

    foreach (int i in results)

      Console.WriteLine(i.ToString());

    Console.ReadLine();

    return;

  }

}
AddPair creates an array of ten Pair structures, fills them with integers, and then calls ToPartitionedTable to transform the array into a table. AddPair applies RangePartition to the table, which partitions the data, and then performs element-wise addition by applying a Select operation to the table. This operation transforms the original table into an IQueryable<T> object that contains the sum of each pair of elements.

This example uses the following RangePartition overload:

public static IQueryable<TSource> RangePartition<TSource,TKey>(




IQueryable<TSource> source,




Expression<Func<TSource,TKey>> keySelector,




TKey [ ] rangeKeys

)
This overload allows the application to specify the following:

· A key selector.

The key selector in this case is a lambda expression—p => p.Left—which specifies the Left member of each Pair structure as the key.

· An array of keys that define the buckets.

The partitions array contains five integers—{2, 4, 6, 8, 10}—so the first bucket contains keys less than 2, the second contains keys from 2–4, and so on.

The following example shows the first few lines of the AddPair output (which displays the Dryad execution plan for the application) and the last few lines (which show the output).
DryadLinq0.dll was built successfully.

Query 0 Output: file://\\ComputeNode_01\XC\output\805f403b-a13d-4476-930a-0cd31493c539.pt

DryadLinq1.dll was built successfully.

Input:

        [PartitionedTable: file://\\ComputeNode_01\XC\output\AddPair.pt]

RangePartition__5:

        RangePartition(p => p.Left,_)

Super__8:

        DryadMerge()

        Select(x => (x.Left + x.Right))

...
6
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21
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30

27
The basic execution plan has two stages:

· RangePartition__5 range-partitions the input data set and passes the partitioned data to stage 2.

· Super__8 merges the data for each partition and then applies Select to perform element-wise addition. Because of the partitioning, multiple instances of this vertex execute in parallel to process the data.
Note: The RangePartition overload used in this example uses ascending order by default, but other overloads allow you to specify the ordering direction.

How to Hash-Partition Data
The following version of AddPair shows how to modify the Main method to explicitly apply hash partitioning. To provide a convenient key, the example modifies the Pair structure to include a bool value (Parity) that indicates whether the Left member is even or odd. 
public struct Pair

{

  private int left;

  private int right;

  private bool parity;
  public Pair(int l, int r)

  {

    left = l;

    right = r;

    parity = (left % 2) == 0;

  }

  public int Left { get { return left; } }

  public int Right { get { return right; } }

  public bool Parity { get { return parity; } }

  public override string ToString()

  {

    return left.ToString() + ":" + right.ToString();

  }

}

The following example shows the Main method, and highlights the modified code.

static void Main(string[] args)

{

    int arrayLength = 10;

    Pair[] pairs = new Pair[arrayLength];

    int[] left_array = new int[] { 9, 5, 3, 4, 2, 6, 7, 8, 1, 10 };

    int[] right_array = new int[] { 18, 10, 6, 8, 4, 12, 14, 16, 2, 20 };

    for (int i = 0; i < arrayLength; i++)

    {

        pairs[i] = new Pair(left_array[i], right_array[i]);

    }

    string uri = "AddPair2.pt";

    IQueryable<Pair> pair_Table = pairs.ToPartitionedTable(uri);

    IQueryable<int> results = pair_Table.HashPartition(x => x.Parity, 2)

                                        .Select(x => (x.Left + x.Right));

    foreach (int i in results)

        Console.WriteLine(i.ToString());

    Console.ReadLine();

    return;

}

This code is similar to the range-partitioned version of AddPair, except for the HashPartition operator, which uses the following overload:

public static IQueryable <TSource> HashPartition<TSource, TKey> (




IQueryable<TSource> source,

 


Expression<Func<TSource,TKey>> keySelector,




int count

)

This overload allows the application to specify the following:

· A key selector.

The key selector in this case is a lambda expression—p => p.Parity—which selects the Parity property of each Pair structure as the key.

· The number of partitions.

This example sets the count to 2, one for each Parity value. More realistic applications would usually specify a much larger number of partitions.

The following example is an edited version of the output, showing the execution plan and the output data.

DryadLinq0.dll was built successfully.

Query 0 Output: file://\\ComputeNode_01\XC\output\7bbfc8e1-47d0-489b-90d9-ac7dc21db509.pt

DryadLinq1.dll was built successfully.

Input:

        [PartitionedTable: file://\\ComputeNode_01\XC\output\AddPair2.pt]

HashPartition__7:

        DryadHashPartition(x => x.Parity,x => x.Parity)

Super__10:

        DryadMerge()

        Select(x => (x.Left + x.Right))

...
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The execution plan is similar to the range-partition example. Two instances of the Super__10 vertex execute in parallel, because the number of partitions was set to two.
Appendix A: DryadLINQ Configuration Settings
This section contains the XML elements that can be included in a DryadLinqConfig.xml file. Most of these settings can also be specified programmatically, by assigning values to the appropriate field or property of the DryadLinq class. For details, see “DryadLINQ API Reference.” 
AllowNullFields
Content Type: Boolean
Specifies whether object fields can have null values. If this option is not set, each field that can be null must be annotated with the [Nullable(true)] attribute.
Cluster

Content Type: N/A
Sets the cluster properties. This element has no content, but supports the following attributes:

	dryadoutputdir
	Path to the default folder for output tables

	name
	The head node’s computer name. The head node is the computer on which Microsoft HPC Services is installed.

	partitionuncdir
	Local path to the default folder on each compute node for partition files

	SchedulerType
	The type of cluster. The current public release supports only “Hpc”.


ClusterName

Content Type: String
The cluster name. The configuration file can contain multiple Cluster elements, each with a unique name. ClusterName specifies the cluster to which the Dryad jobs are to be submitted.
CompilerOptions

Content Type: String
Additional C# compiler options, to be invoked dynamically.

DefaultPartitionCount

Content Type: Integer
The number of partitions to use for static resource management.

DryadLinqBinRoot

Content Type: String
The path to the folder that contains the DryadLINQ binaries.

DryadLinqRoot

Content Type: String

The path to the DryadLINQ installation’s root folder.

DryadOutputDir

Content Type: String
The path to the folder that is to receive output tables.

DynamicOptLevel

Content Type: Integer
The runtime graph optimization:  

	0 
	No dynamic optimization, which specifies a static graph

	1 
	Enable partial aggregation and FIFO management

	2 
	Same as 1, but also manage redistributions


This setting primarily affects dynamic resource management.

JobFriendlyName

Content Type: String
The name used to describe the job.

LaunchDebugger

Content Type: Boolean
Whether to stop execution of vertices in a debugger.

LocalDebug

ContentType: Boolean
Whether to run the DryadLINQ queries on the client workstation. Running the queries on the workstation allows you to use the Visual Studio debugger to debug your query code.

NativeInfoPath
Content Type: String
The path to Wrappernativeinfo.dll, which ties Dryad to DryadLINQ. This DLL is normally located under the DryadLINQ installation’s bin folder. 

PartitionUncDir

Content Type: String
The path of the standard data folder on each compute node. Each cluster has a standard share for data files, such as c:\DryadData. When an application uses ToDryadPartitionedTable to convert a collection to a partitioned DryadLINQ table, DryadLINQ stores each associated partition file under the specified share. Often, each user has a separate folder under the share, such as c:\DryadData\User_1.

PFXDllPath

Content Type: String
Path to the System.Threading.dll file that contains the PLINQ implementation. A version of System.Threading.dll that supports PLINQ is typically in the DryadLINQ root folder’s \lib\Microsoft\Framework\v3.5 folder.

Resources

Content Type: List of Strings
A list of files that should be dispatched to all vertices, along with the assemblies.

UseCompression

Content Type: Boolean
Whether to use compressed output channels between intermediate vertices.

UseMemoryFifo

Content Type: Boolean
Whether to use shared-memory FIFO channels, as appropriate.

UsePLINQ

Content Type: Boolean
Whether to use PLINQ to optimize performance on multi-core computers.

Verbose

Content Type: Boolean
Whether to display job manager output when the job is running.

Visualization

Content Type: String
The type of visualization (jpg, gif, demojpg, table, or none).

Resources

This section provides links to additional information about Dryad, DryadLINQ, and related topics.

DryadLINQ 

DryadLINQ – Microsoft Research Project Page

http://research.microsoft.com/en-us/projects/dryadlinq/ 
Including:
“DryadLINQ Tutorial” 
http://research.microsoft.com/en-us/projects/dryadlinq/dryadlinqtutorial.docx
“DryadLINQ: A System for General-Purpose Distributed Data-Parallel Computing Using a High-Level Language”
http://research.microsoft.com/en-us/projects/dryadlinq/dryadlinq.pdf 
“Some sample programs written in DryadLINQ”
http://research.microsoft.com/apps/pubs/default.aspx?id=66811
Dryad
Dryad – Microsoft Research Project Page

http://research.microsoft.com/en-us/projects/dryad/
Including:
“Dryad: Distributed Data-Parallel Programs from Sequential Building Blocks”
http://research.microsoft.com/en-us/projects/dryad/eurosys07.pdf 
Dryad and DryadLINQ for Data Intensive Research

Microsoft External Research Tools and Presentations Page

http://research.microsoft.com/en-us/collaboration/tools/dryad.aspx 
Documentation package, presentations, and updates, including: 
“Dryad and DryadLINQ: An Introduction”
“DryadLINQ API Reference”
“DryadLINQ Programming Guide”
“DryadLINQ Installation and Configuration Guide”

Other References

Graphviz - Graph Visualization Software

http://www.graphviz.org/
Language-Integrated Query (LINQ)
http://msdn.microsoft.com/en-us/library/bb397926.aspx
LINQ: .NET Language-Integrated Query

http://msdn.microsoft.com/en-us/library/bb308959.aspx
MapReduce: Simplified Data Processing on Large Clusters
http://labs.google.com/papers/mapreduce.html
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