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Abstract
Dryad is a high-performance, general-purpose distributed computing engine that simplifies the task of implementing distributed applications on clusters of computers running a Windows® operating system. DryadLINQ allows developers to implement Dryad applications in managed code by using an extended version of the LINQ programming model and API. This paper is a general introduction to Dryad and DryadLINQ. Although Dryad can run on top of various cluster technologies, this paper is limited to Dryad on a Windows HPC Server 2008 cluster.
Note: 

· For software and papers referenced here, see “Resources” later in this document.
· For project updates and software availability news, see 
http://connect.microsoft.com/dryad 

· Please submit comments on this document to dryadlnq@microsoft.com.
Disclaimer: The information contained in this document represents the current view of Microsoft Corporation on the issues discussed as of the date of publication. Because Microsoft must respond to changing market conditions, it should not be interpreted to be a commitment on the part of Microsoft, and Microsoft cannot guarantee the accuracy of any information presented after the date of publication.

This White Paper is for informational purposes only. MICROSOFT MAKES NO WARRANTIES, EXPRESS, IMPLIED OR STATUTORY, AS TO THE INFORMATION IN THIS DOCUMENT.

Complying with all applicable copyright laws is the responsibility of the user. Without limiting the rights under copyright, no part of this document may be reproduced, stored in or introduced into a retrieval system, or transmitted in any form or by any means (electronic, mechanical, photocopying, recording, or otherwise), or for any purpose, without the express written permission of Microsoft Corporation. 

Microsoft may have patents, patent applications, trademarks, copyrights, or other intellectual property rights covering subject matter in this document. Except as expressly provided in any written license agreement from Microsoft, the furnishing of this document does not give you any license to these patents, trademarks, copyrights, or other intellectual property.

Unless otherwise noted, the example companies, organizations, products, domain names, e-mail addresses, logos, people, places and events depicted herein are fictitious, and no association with any real company, organization, product, domain name, email address, logo, person, place or event is intended or should be inferred. 

© 2009 Microsoft Corporation. All rights reserved.
Microsoft, MSDN, SQL Server, Visual C#, Visual Studio, and Windows are either registered trademarks or trademarks of Microsoft Corporation in the United States and/or other countries.

The names of actual companies and products mentioned herein may be the trademarks of their respective owners.
Document History

	Date
	Change
	
	
	

	Feb 18, 2009
	Preview draft v.0.9

	June 30, 2009
	Version 1.0

	November 10, 2009
	Version 1.0.1


Contents

4Introduction


5Terminology


6Dryad Basics


7Dryad Architecture


8The Dryad Programming Model


8A Simple Dryad Job


9Dryad Graphs


11How Dryad Executes a DryadLINQ Application


12Failure Recovery and Job Monitoring


12DryadLINQ


13Some Examples of DryadLINQ Applications


13DryadLINQ Basics


14How DryadLINQ Evaluates Queries


16How DryadLINQ Handles Persistent Data


16A Single Partition


17Multiple Partitions


18The PartitionedTable<T> Object


18Distributing Partitioned Data


19DryadLINQ API


19DryadLINQ Classes


20Standard and Modified LINQ Operators


20DryadLINQ-Specific Operators


21DryadLINQ Attributes


21DryadLINQ Limitations


22Appendix A: DryadLINQ API


22DryadLINQ Classes


23LINQ Operators


23Modified LINQ Operators


23DryadLINQ-Specific Operators


24DryadLINQ Attributes


25Resources




Introduction
Distributed computing is an increasingly important part of application development. At the single-system level, manufacturers are improving performance by adding increasing numbers of CPU cores to the motherboard, and several technologies take advantage of the parallel processing capabilities of modern GPUs. At the other end of the spectrum, large-scale Internet services use parallel processing technology to distribute computations involving petabytes of data across clusters of thousands of computers.
A distributed application must be implemented such that different parts can execute concurrently on different processors. Depending on the application, the different processors could be on the same motherboard or on multiple computers organized in a cluster. In general, dividing an application into concurrently executing parts represents a difficult problem. There are two basic approaches:

· Task-parallel computing is a variant of multithreaded computing that assigns different tasks to different processors.

· Data -parallel computing distributes the data for a task across the available processors and operates on the data concurrently.

The Dryad distributed computing engine from Microsoft is designed to support data-parallel computing for use in many important types of applications, including a variety of data-mining applications, image and stream processing, and some scientific computations. For these applications, distributing the data and the computations across a cluster is an effective way to process large volumes of data.
However, data-parallel computing on a cluster of computers poses a number of challenges. For example:

· Cluster-based computations must manage thousands of processes and allocate resources across thousands of individual computers.

· Members of the cluster are commodity computers, some of which can be expected to fail during the course of the computation.

· Programming models that most developers are familiar with—and that have the best tools and documentation—are designed for applications that run sequentially on a single computer, not as distributed applications on a cluster.

Dryad is a high-performance general-purpose distributed computing engine for running distributed applications on various cluster technologies, including Windows® HPC Server 2008. Dryad simplifies the task of implementing distributed applications by addressing the issues in the preceding list, as follows:
· The Dryad engine handles some of the most difficult aspects of large-scale distributed applications, including delivering data to the appropriate location, resource scheduling, optimization, and failure detection and recovery.

· Dryad supports an expressive programming model that is designed to support cluster-based computation.

· Dryad can handle large-scale data-parallel computations.

Some groups at Microsoft routinely use Dryad applications to process petabytes of data on clusters of several thousand computers. However, Dryad can be used effectively even on clusters of only a few computers. 

Implementing a native Dryad application is still a demanding task for most programmers. DryadLINQ—created at Microsoft Research—simplifies the development process. With DryadLINQ, developers can implement Dryad applications in managed code by using an extended version of the LINQ programming model and API. Developers use Microsoft® Visual Studio® to implement their applications. Much of the code in a typical DryadLINQ application is similar to that used by LINQ-to-objects applications. The DryadLINQ provider converts the LINQ queries into a Dryad job and then executes the job on a cluster.
Note: The native Dryad API has been used by researchers at Microsoft Research to implement higher-level abstractions such as DryadLINQ and SCOPE. Although this paper refers to native Dryad applications, the native Dryad API is not public. It can be accessed only indirectly, through DryadLINQ. 
For more information on Dryad applications, see the “Dryad: Distributed Data-Parallel Programs from Sequential Building Blocks” whitepaper.
This paper is a general introduction to Dryad and DryadLINQ for the current public release of Dryad, which runs on Windows® HPC Server 2008. For more information, see these topics in the DryadLINQ documentation package:

· “DryadLINQ Installation and Configuration Guide”
· “DryadLINQ Programming Guide,” which provides a detailed guide with code samples 
For links to these papers—and other related information—see “Resources” at the end of this paper.
Note: This paper assumes that you are familiar with the basics of LINQ programming, and so focuses on how to use the DryadLINQ extensions to LINQ. If you are new to LINQ programming, see “LINQ: .NET Language Integrated Query” or “Language-Integrated Query (LINQ)” topics in the MSDN® library, as listed in “Resources” later in this paper. There are also numerous books on LINQ available from a variety of publishers.

Terminology

This section defines the key Dryad and DryadLINQ terms used in this paper.

channel

The mechanism by which vertices communicate with each other over the data plane. DryadLINQ uses two channel mechanisms: files and shared memory.

control plane

Used by the job manager to control the execution of a Dryad job on a cluster.

data plane

Used by vertices to communicate with each other.

Dryad client

A workstation that builds Dryad applications and submits jobs to the cluster for processing.
Dryad graph

A directed acyclic graph (DAG) that represents the detailed execution plan for a Dryad job. 
Dryad job

A collection of processes that run on the cluster and are managed by a Dryad job manager. 
DryadLINQ provider

A LINQ provider that translates LINQ code into a Dryad job and runs the job on a cluster.
IEnumerable<T> object

Used by LINQ to represent data. IEnumerable<T> is an iterator over the associated data, not a data container.
IQueryable<T> object
Used by DryadLINQ to represent data. IQueryable<T> inherits from IEnumerable<T>, but it represents a query to be executed by a LINQ provider, rather than an iterator that is executed locally.
job manager

A process that manages the execution of a Dryad job on a cluster.
monitoring plane

Used by the job manager to monitor the execution of a Dryad job on a cluster.
partition

A subset of the data for the stage. Each vertex processes a separate partition.

PartitionedTable<T> object

Used by DryadLINQ to represent persistent data. The objects inherit from IQueryable<T>.
stage

A step in the Dryad job. Each stage consists of multiple identical vertices, each of which processes a subset of the stage’s data.

static partition

Data from a static source—such as a text file or a database—is typically divided into multiple static partitions.
vertex

An independent instance of the data processing code for a stage that runs on one of the cluster’s computers.

Dryad Basics

Dryad is a distributed execution engine that simplifies the process of implementing data-parallel applications to run on a cluster. Dryad has been deployed by Microsoft since 2006, and is used daily to analyze petabytes of data on Microsoft codename “Cosmos” clusters of thousands of commodity computers. The existing public release of Dryad runs on Windows HPC clusters.
The original motivation for Dryad was to execute data mining operations efficiently, which has also lead to technologies such as MapReduce or Hadoop. However, Dryad is a general-purpose execution engine and can also be used to implement a wide range of other application types, including time series analysis, image processing, and a variety of scientific computations.
DryadLINQ applications are implemented by using the DryadLINQ API; all interaction with Dryad is mediated by the DryadLINQ provider. However, to use DryadLINQ effectively, developers should have a solid conceptual understanding of the Dryad programming model and how Dryad executes applications on a cluster. This section provides a basic introduction to Dryad. For more information about Dryad, see “Dryad Home Page,” listed in Resources later in this paper.
Dryad Architecture

Figure 1 shows the essential elements of the Dryad and DryadLINQ stack.
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Figure 1. Dryad architecture

Elements in the Dryad architecture:
application layer

DryadLINQ applications are implemented in managed code and use the DryadLINQ API for the Dryad-based parts of the application. Applications are most commonly written in Visual C#®, but developers can use any managed language that supports LINQ. For example, some DryadLINQ applications have been implemented with F#. 
DryadLINQ API and provider
DryadLINQ exposes an extended version of the LINQ API that applications use to implement queries.
The DryadLINQ provider converts queries into a Dryad job and executes the job on the cluster.
Dryad execution engine
The Dryad execution engine manages the execution of a Dryad job on the underlying cluster.
server cluster

The cluster services node manages cluster resources and supports a scheduler that Dryad uses to execute its jobs. The version of Dryad described in this paper runs on a Windows HPC cluster, which is a collection of computers, called nodes. The head node hosts the cluster services, and the compute nodes handle the computation. 
The Dryad Programming Model

A Dryad application is hosted by a client workstation that is connected to the cluster by a network link. Much of the application code—such as the user interface—typically executes on the workstation. Those parts of the application that use Dryad are packaged as a Dryad job and executed on the cluster. This section provides the key details of how Dryad applications work and what constitutes a Dryad job.
A Simple Dryad Job
A Dryad job is a mechanism for executing a distributed application on a cluster. Consider a simple data-parallel programming operation—multiplying each element of an array by a constant value. Figure 2 shows a diagram of how this operation would be implemented as distributed job.
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Figure 2. Simple distributed job

The basic execution plan—shown on the left side of Figure 2—represents how the job would execute on a single computer. To convert this plan into a distributed job:

1.
The input data collection is partitioned into manageable pieces, and each partition is copied to one of the compute nodes.

2.
A separate instance of the processing code is dispatched to each compute node.
3.
Each compute node simultaneously processes the data partition on its computer.

4.
The processed partitions are reassembled into a single data set and returned to the client application.

Dryad Graphs

The plan in Figure 2 is basically a Dryad job. However, Dryad jobs are typically much more complex, so Dryad uses generalization of the UNIX piping mechanism to connect the various elements of the job. With conventional pipes, a job consists of a chain of processes, with each process piping its output to the next process in the chain. Dryad extends the standard pipe model to handle distributed applications running on a cluster. The execution plan for a Dryad job is represented by a directed acyclic graph (DAG), which is referred to in this paper as a Dryad graph.

Figure 3 shows an example of a more typical Dryad graph. The figure has two components:

· The basic execution plan—on the left—shows the structure of the operation as it would run on a single computer. It uses the standard pipe model, with each stage of the job piping its data to the next stage. 
· The Dryad graph on the right shows how Dryad might implement the operation as a distributed job running on a cluster of at least six computers. 
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Figure 3. A Dryad graph
A Dryad graph is composed of several types of element:

Input Data Partitions

A Dryad job typically starts with a collection of persistent input data, such as a log file, and returns a processed version of that data to the application. The input data is typically partitioned into reasonable-sized pieces, which are distributed across the cluster before the job starts. The partitioned input data can be created and distributed in any of several ways, including:

By manually partitioning the input data into a set of files and copying each file to a worker computer.

By using an application to prepare the input partitions and distribute the partitions across the cluster.

DryadLINQ is an effective tool for partitioning data.

Stage
A Dryad job consists of one or more stages. Each stage corresponds to an element of the basic execution plan.

Vertex

Each stage consists of one or more identical vertices. Each vertex is an independent instance of the data processing code for a stage, and processes a subset of that stage’s data. This calculation uses three vertex types, arbitrarily labeled R, M, and X. Some notes:

A typical stage usually involves many more vertices than shown in Figure 3.

The number of stages in a typical Dryad job is typically small relative to the number of vertices in a stage.
Different stages can have different numbers of vertices.

If a stage processes static data, the number of vertices is dictated by the number of data partitions.

If there are more data partitions than worker computers, Dryad uses multiple passes to process the data.

The same vertex type can be used in multiple stages.

For DryadLINQ, each vertex runs methods from a Microsoft .NET Framework assembly that was generated by DryadLINQ.
The code in the .NET assembly can call unmanaged code by using the platform’s P/Invoke, or invoke an external program by using the Process class.

Each vertex usually runs on a separate compute node.

Channel

Vertices pass processed data to the next stage of the job in serialized form over channels. DryadLINQ uses two Dryad channel mechanisms: files and shared memory. Shared memory channels are sometimes referred to as shared memory FIFO (first-in, first-out) channels or simply FIFO channels. Some notes:
DryadLINQ usually passes data by using file channels, which are the most flexible channel type.
DryadLINQ uses shared-memory channels only for certain scenarios.

A vertex can have a channel to more than one vertex in the next stage.

The details of how the vertex uses multiple channels depend on the particular application.

Different channel types can be used at different points in the graph.

The channels must connect vertices so that the graph is acyclic.

Channels are point-to-point. They connect the output of one vertex to the input of another vertex.

Details such as the number of vertices in each stage or the way that the vertices are connected by channels are chosen to optimize job performance. In addition, Dryad can sometimes take advantage of runtime information to dynamically modify the later stages of the graph to improve performance.

Note that the graph is a schematic representation of the job. In practice, the job is virtualized and resources are assigned for efficiency. For example, if a stage requires more resources than are available, execution is multiplexed. In addition, DryadLINQ can modify the graph as the job progresses to improve performance, so successive runs of the same job might not even use exactly the same graph.
To evaluate a query, the DryadLINQ provider automatically generates a Dryad graph and serialization code for channel communication, although the developer can control some of the details. DryadLINQ job performance is typically somewhat lower than what can be achieved with the native Dryad API, but the difference is usually relatively small. For some examples, see the “DryadLINQ: A System for General-Purpose Distributed Data-Parallel Computing Using a High-Level Language” whitepaper.
How Dryad Executes a DryadLINQ Application
A user runs a DryadLINQ application from a client workstation. After creating the Dryad graph for the application’s queries, the DryadLINQ provider executes the job on the Windows HPC cluster. Figure 4 is a schematic diagram of how Dryad executes applications.
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Figure 4. Dryad execution

Dryad execution involves several elements:

Client Workstation
The Dryad client is typically a workstation that runs the DryadLINQ application. The DryadLINQ provider creates a Windows HPC job on the cluster to handle the Dryad processing, receives the results, and returns them to the application.

Job Manager

The job manager is a Windows HPC task that manages execution of the associated Dryad job on the cluster. In particular, the job manager spawns the vertices, which are tasks that belong to the same Windows HPC job.
Head Node
The head node manages the cluster. It hosts the Windows HPC Administration Console and Dryad management service.
Vertices

Vertices perform the data processing on the compute nodes. 
Failure Recovery and Job Monitoring

Dryad is designed to run on clusters of commodity hardware, so it is common for one or more of the worker computers to fail during execution, with or without warning. The job manager monitors the status of all executing vertices—in part to watch for transient or permanent failure. A node must report within a set timeout value. If it fails to report within that period, the job manager assumes that the vertex has failed or the computer has crashed, and initiates recovery procedures.

Dryad vertices are assumed to be deterministic, and the Dryad graph is acyclic, so failure recovery is a relatively straightforward matter. When a vertex fails, Dryad re-executes the failed vertex, perhaps on a different computer. If failure was due to a read error, the job manager also marks the upstream vertex as failed and re-executes that process as well.

For more discussion of failure recovery and dynamic modification of the job, see “Dryad: Distributed Data-Parallel Programs from Sequential Building Blocks” in the Resources section.

Users monitor jobs through the HPC Job Monitor application.

DryadLINQ

A native Dryad application must construct an efficient Dryad graph for each job, implement the vertex code, and so on. Implementing a native Dryad application can thus be a relatively complex and demanding task. 
DryadLINQ was created to provide a much simpler way to implement Dryad applications. In general, DryadLINQ code is similar to that used by conventional LINQ-to-objects applications; the DryadLINQ provider handles all the complexities of creating a Dryad job and running it on a cluster. A developer thus does not need to know much about Dryad—or even about parallel or distributed computing—to write a DryadLINQ application. However, developers who are familiar with these technologies can take advantage of that knowledge to optimize performance. For examples of the range of applications that can be implemented with DryadLINQ, see “Some Sample Programs Written in DryadLINQ” on the Microsoft Research Web site.
DryadLINQ applications can handle very large datasets with performance that is typically close to that of a comparable hand-coded and performance-tuned native Dryad application. However, DryadLINQ applications are usually much smaller and simpler than equivalent native Dryad applications. For example, the following code is the general MapReduce operation—as defined in the “MapReduce: Simplified Data Processing on Large Clusters” whitepaper—implemented with DryadLINQ: 
public static IQueryable<S> MapReduce<T,M,K,S>(

     this IQueryable<T> input,

     Expression<Func<T, IEnumerable<M>>> mapper,

     Expression<Func<M,K>> keySelector,

     Expression<Func<IGrouping<K,M>,IEnumerable<S>>> reducer) 

{

     var map = input.SelectMany(mapper);

     var group = map.GroupBy(keySelector);

     var result = group.SelectMany(reducer);

     return result;

} 

This section is an introduction to DryadLINQ. For details on how to implement DryadLINQ applications, including code samples, see “DryadLINQ Programming Guide” in the DryadLINQ documentation package.
Some Examples of DryadLINQ Applications
DryadLINQ has already been used to implement a wide range of applications, and many additional possibilities are yet to be explored. This section provides brief descriptions of some existing DryadLINQ applications, which offer a few examples of the range of tasks that can be addressed with DryadLINQ. For a detailed discussion of these applications, see the “Some Sample Programs Written in DryadLINQ” on the Microsoft Research Web site.
Distributed Sorting
One common task that is well-suited to distributed programming is ordering very large data sets. With DryadLINQ, this task can be handled efficiently with a few lines of code. For example, DryadLINQ has been used to implement a Terasort application. The DryadLINQ samples include a version of this application.
SkyServer

This application looks for a “gravitational lens” effect by comparing locations and colors of stars in the Sloan Digital Sky Survey database. The computation involves a two-way join of an 11.8-GB and a 41.8-G table. The DryadLINQ implementation was about 30 percent slower than a comparable native Dryad application. However, the DryadLINQ implementation required approximately 100 lines of code, compared to approximately 1000 lines for the native Dryad application.
Machine Learning

DryadLINQ has been used to implement several machine-learning applications. For example, one application applies statistical inference algorithms to automatically discover host-server relationships. The core of the application consists of seven lines of DryadLINQ code.

DryadLINQ Basics

The DryadLINQ programming model is based on LINQ, which is a query technology for .NET applications. LINQ defines a set of general-purpose operators that allow applications to declaratively express query operations such as traversal, filtering, and projection. LINQ was introduced with .NET Framework Version 3.5, and is included with Visual Studio 2008.
DryadLINQ applications use the LINQ programming model, and most of a DryadLINQ application typically consists of standard LINQ code. DryadLINQ extends LINQ to allow applications to efficiently execute LINQ queries as distributed applications on a Windows HPC cluster.
DryadLINQ has two basic elements, a provider and an API:
DryadLINQ provider

LINQ supports pluggable providers, which allow applications to execute queries on different data engines. LINQ-to-SQL, for example, executes LINQ queries on a Microsoft SQL Server® database. The DryadLINQ provider—sometimes called the DryadLINQ runtime—is a LINQ provider that translates DryadLINQ queries into Dryad jobs and then runs the jobs on a Windows HPC cluster. 
DryadLINQ API

DryadLINQ applications are typically based largely if not entirely on standard LINQ operations. However, DryadLINQ extends the LINQ API with a small number of new classes, operations, and data types. In addition, to produce more efficient distributed code, DryadLINQ supports modified versions of the subset of LINQ operators that return scalar values. For details, see Appendix A.
How DryadLINQ Evaluates Queries
Data sets in LINQ are represented by collections, which applications can query by applying LINQ operators to the collection object. LINQ-to-objects applications are based on IEnumerable<T>, which represents an iterator over the collection. 
Data sets in DryadLINQ are based on IQueryable<T>. IQueryable<T> inherits from IEnumerable<T> and supports all of its methods. From an application perspective, collections that expose IQueryable<T> are used in much the same way as those that expose IEnumerable<T>. Applications apply LINQ operators to the collections, use foreach to enumerate the collections, and so on.

Both LINQ and DryadLINQ use deferred computation; the results of a query are not calculated immediately. As the application progresses through a set of LINQ operations, LINQ constructs a LINQ expression to represent the query and data, and continues adding operations to the expression until the application takes an action that requires the result of the query. For example, the application might call foreach to enumerate the collection that represents the final result, which triggers the evaluation process. 
Although both LINQ and DryadLINQ use deferred evaluation, the actual evaluation process for the two types of collection is quite different.

· IEnumerable<T> represents iterators.

Typically, IEnumerable<T> represents a collection on the local computer. During evaluation, the object is compiled by the local .NET JIT compiler and the computation is performed locally.
· IQueryable<T> represents queries.
During evaluation, the queries are passed to the DryadLINQ provider, which translates the queries into a Dryad job, performs the computation as a distributed application on the cluster, and returns the processed data to the application as .NET objects.
All DryadLINQ computations are based on PartitionedTable<T> objects, which are collections that expose IQueryable<T>. Applications construct queries over PartitionedTable<T> objects by applying LINQ operators, much like any other IQueryable<T>collection. The distinction is that PartitionedTable<T> is a specialized type of IQueryable<T> collection that represents a persistent data set for DryadLINQ applications.
Figure 5 shows a typical DryadLINQ evaluation process.
[image: image6.emf]Client Workstation

(9) foreach( ...)

{

...//.NET objects

}

Transform (4)

Input

Data

DryadLINQ

Provider

Transform (8)

HPC Cluster

DryadLINQ

Application

(1) PartitionedTable<T>

...

(2) foreach(...)

LINQ

Graph (3)

Job Manager (5)

Vertex 

Code

Output Data (7)

Execute Job (6)

DryadTable

Objects


Figure 5. How DryadLINQ works
The following procedure explains the details in Figure 5. The numbers correspond to the parenthetical numbers in the figure.
1.
An application creates one or more PartitionedTable<T> objects to represent persistent data such as a text file, and then it defines a query by applying one or more LINQ operators to the table.

DryadLINQ builds a LINQ expression to represent the query, but defers evaluation. 
2.
The application triggers the object evaluation process.

One way to trigger evaluation is by calling foreach to enumerate an IQueryable<T> object. If you step through a DryadLINQ application in the debugger, you will see that the foreach call itself is the trigger. The foreach operator calls the object’s GetEnumerator method, which initiates the evaluation. The actual enumeration doesn’t take place until evaluation is complete. Evaluation can also be triggered by other DryadLINQ methods, such as ToPartitionedTable.
3.
LINQ passes the LINQ expression to the DryadLINQ provider.

4.
The DryadLINQ provider:
Transforms the LINQ graph into sub-expressions and uses them to generate a query plan.
The query plan is used by the job manager to create a graph for the job.

Generates data processing code for the vertices.
The data processing code for each stage is compiled to a .NET assembly and then dispatched to the cluster’s computers at the appropriate stage of the operation. 
5.
The DryadLINQ provider creates a job manager, which constructs a Dryad graph for the job.

Because LINQ applications operate on data sets rather than individual items, the DryadLINQ provider has considerable flexibility in how it translates the LINQ query into an efficient Dryad graph. 
6.
The job manager executes the job on the cluster:
The job manager schedules and spawns vertices as resources are available.

Each vertex is a LINQ assembly which processes its associated data partition and passes the results to the next stage.
The input can be either static data or data from the preceding stage. 
The job manager applies DryadLINQ-specific policies, as appropriate, to rewrite the later stages of the graph to optimize performance.

7.
When execution completes, the results are written to one or more output tables.
8.
The job manager passes a reference to the results—and control—to the DryadLINQ provider.

9.
The DryadLINQ provider transforms the output tables into PartitionedTable<T> objects and then passes the objects—and control—to the DryadLINQ application.

10.
The foreach call can now enumerate the PartitionedTable<T> objects to obtain the data as .NET objects.

The application can also use the PartitionedTable<T> objects in subsequent DryadLINQ calculations.

Any subsequent evaluations are handled in the same way.
How DryadLINQ Handles Persistent Data

The purpose of most DryadLINQ applications is to process a body of persistent data, such as a data file. A common scenario is to distribute the persistent data to the cluster at the start of the job. The job’s first-stage uses that data as input, and subsequent stages operate on dynamically produced data passed through channels from the previous stage. However, DryadLINQ applications can use multiple input tables, and persistent data can be used as input by any stage. For example, multiple stages of the Terasort application use persistent input data. For details, see “Some Sample Programs Written in DryadLINQ” on the Microsoft Research Web site.
A Single Partition

The simplest approach is to put all persistent data in a single partition. However, the first-stage vertices can operate only on data that is located on the same computer. If all the data is in a single partition on one computer, all the first-stage processing must be performed by a single vertex. A simple job with only one stage would look something like Figure 6.
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Figure 6. A DryadLINQ application with data in a single partition
If the job has subsequent stages, they could use multiple vertices, but the application must still pass through that single vertex. This creates a “choke point” in the job graph and limits job performance, especially for very large input files.

Multiple Partitions

A more efficient approach is to divide the input data into multiple partitions, which can then be distributed across several worker computers. A PartitionedTable<T> object can represent any number of partitions. For example, if you divide the input data into four partitions, it is distributed across four computers, and the job now looks something like Figure 7.
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Figure 7. A DryadLINQ application with partitioned data

By putting the input partitions on separate computers, the job can use four vertices to read and process the data in parallel, so it will run approximately four times as fast as the previous example. The output data is also broken into four partitions, but DryadLINQ presents it to the application as a single data set.

The details of how to partition data—including the optimal number of partitions—depend on the particular application. As described later, the DryadLINQ API includes partitioning operators that make common types of partitioning easy for application programmers. The number of partitions can even exceed the number of worker computers. In that case, DryadLINQ uses multiple passes to process the data.

The PartitionedTable<T> Object

DryadLINQ applications use PartitionedTable<T> objects to represent persistent data as an IQueryable<T> collection. There are two primary ways to create a PartitionedTable<T> objects:

· Create a PartitionedTable<T> object to represent stored data.

This approach is typically used to create a table of input from persistent data. For example, you can create a PartitionedTable<LineRecord> object to represent lines of text in a text file.

· Convert a collection represented by IQueryable<T> or IEnumerable<T> to a PartitionedTable<T> object.

This approach stores the data on disk. For IEnumerable<T> collections, this approach is typically used to create an input table. For IQueryable<T> collections, this approach is typically used to create permanent storage for output data, which can be used as input for subsequent computations.
PartitionedTable<T> is basically an abstraction that represents stored data as a collection, and can represent an arbitrary storage. The data can be on the local system, in a SQL database, on the cluster, and so on. 

To represent a set of data, you must create the following:

· A text file that contains metadata that describes the partitions.

· A set of files—which can be binary files—with each file containing one of the data partitions.

The names and location of these files are specified in the metadata file.

Applications create a partitioned table by passing the metadata file to PartitionedTable.Get<T>, which returns a PartitionedTable<T> object that represents the data. 
Notice that DryadLINQ uses PartitionedTable<T> to represent all persistent data. From a programming perspective, once the table object has been created, it doesn’t matter where or how the data is stored, or how many partitions the data has been divided into. Applications simply apply operators to the object as needed, and DryadLINQ takes care of the details.

Distributing Partitioned Data

Persistent data must reside on the cluster before query execution starts. The distribution of partitioned data can be handled in several ways, including:

· Create the partitions by hand, put them on the computers in the cluster, and create a metadata file with the locations of each partition.

· Use ToDryadPartitionedTable<T> to create the table. DryadLINQ automatically saves the table as a partitioned file and creates a metadata file.

DryadLINQ API
The DryadLINQ API extends LINQ to support Dryad-based data-parallel programming by adding some additional set of classes and data types. DryadLINQ supports a set of operators, which can be broken into three categories:

· Unmodified LINQ operators

· Modified LINQ operators

· DryadLINQ-specific operators

DryadLINQ also supports several attributes, which developers can use to annotate their methods to improve application performance.
This section is a general discussion of the DryadLINQ API. For a summary of the API, see Appendix A. For a detailed discussion of how to use the DryadLINQ API to implement applications, see “DryadLINQ Programming Guide” in the DryadLINQ documentation package.
DryadLINQ Classes
The purpose of the DryadLINQ classes is to allow an application to evaluate IQueryable<T> objects by using the DryadLINQ provider.
The key DryadLINQ classes are PartitionedTable<T>, DryadLinq, DryadLinqEnumerable, and DryadLinqQueryable.
PartitionedTable<T>
PartitionedTable<T> objects represent persistent data as a strongly typed collection that derives from IQueryable<T>. Applications use PartitionedTable<T> objects much like any other IQueryable<T> collection.
DryadLinq

DryadLinq contains fields and properties that allow an application to control many of the details of the DryadLINQ configuration.
DryadLinqEnumerable and DryadLINQQueryable

These classes support the various DryadLINQ operations.
The basic pattern followed by Dryad applications is typically as follows:

1.
Create PartitionedTable<T> objects to represent the input data by calling PartitionedTable.Get.

2.
Create queries over the data by applying LINQ operations to the PartitionedTable<T> objects.

3.
Invoke the DryadLINQ provider to evaluate the objects on the cluster.

For example, the following code fragment creates a PartitionedTable<T> object that contains a collection of lines from a text file and queries the object for those lines that contain a toSearch string:
string uri = DataPath.FileUriPrefix + Path.Combine(directory, fileName);

PartitionedTable<LineRecord> table =

    PartitionedTable.Get<LineRecord>(uri);

table.Select(s => s.line).Where(s => s.IndexOf(toSearch) >= 0);

foreach(string s in table)

  //print the results

When the application calls foreach to evaluate the results of the query, the DryadLINQ provider executes the query on the cluster. LineRecord is a DryadLINQ structure that represents a line of text. For more details on how to implement DryadLINQ applications, see “DryadLINQ Programming Guide.”
Standard and Modified LINQ Operators

Many of the standard LINQ operators can be used in DryadLINQ applications in exactly the same way that they are with LINQ-to-object applications. Simply apply the operator to a PartitionedTable<T> or IQueryable<T> collection in the same way that you would apply it to an IEnumerable<T> object.
The DryadLINQ API includes modified versions of LINQ operators such as Aggregate that return a scalar value. The DryadLINQ scalar operators return the scalar value represented by an IQueryable<T> object. DryadLINQ applications can use the LINQ scalar operators, but the modified versions allow the DryadLINQ provider to produce code that functions more efficiently in a distributed environment. The DryadLINQ scalar operators are named XXXAsQuery, where XXX represents the name of the corresponding LINQ operator. 
For a complete list of standard and modified LINQ operators, see Appendix A.

DryadLINQ-Specific Operators

The DryadLINQ-specific operators represent operations that cannot be efficiently synthesized by composing native LINQ operators and that can substantially improve application performance in a distributed environment. This section discusses several of the commonly used DryadLINQ-specific operators. For a complete list, see Appendix A. For details on how to use these operators in an application, see “DryadLINQ Programmer’s Guide” in the DryadLINQ documentation package.
Apply and Fork Operators

Standard LINQ operators process each element in a collection in isolation. This approach supports a wide variety of useful computations, but there are some exceptions. For example, it is difficult to efficiently implement a sliding-window filter with LINQ, because the computed value for each element in the collection must incorporate the values of neighboring elements.
The Apply operator is somewhat similar to the LINQ Select operator. Like Select, Apply uses a delegate that takes the original collection and returns a transformed version. However, the way that the two operators handle collections is quite different:

The Select delegate receives the elements in a collection one element at a time.

The delegate must perform its calculation based on the value of that element; it cannot use the values of other elements in the collection.

The Apply delegate receives iterators to collections.

The iterators allow Apply to use the value of any element in an input collection when it calculates the transformed value for an element in the output collection. In addition, unlike Select, Apply can receive two collections as input, although it returns a single processed collection.
One simple example of how applications can use Apply is to implement a binary version of Select—called Zip in the literature—which is not available with LINQ. For an example, see “DryadLINQ Programming Guide.” Apply could also be used to implement operations such as applying a sliding-window filter to a time series.
The Fork operator is similar to Apply in that the delegate receives an iterator over the collection rather than one element at a time. However, the Fork delegate receives an iterator to a single collection as input and transforms that collection into multiple output collections.

Partition Operators

The number of data partitions determines the number of vertices in a stage. Persistent data must be partitioned by the developer, but the code generated by the DryadLINQ provider automatically partitions dynamic data—data that is created by vertices and passed to the next stage over channels. However, some applications might be able improve performance by explicitly partitioning their data.

DryadLINQ supports two partitioning operators—HashPartition<T, K> and RangePartition<T, K>—that applications can use to specify how dynamic data should be partitioned. These operators can be used to override the default DryadLINQ partitioning, or to partition data where DryadLINQ would not. For more details, see “DryadLINQ Programming Guide.”
DryadLINQ Attributes
The DryadLINQ provider is usually very good at producing efficient Dryad jobs. However, there are some cases—especially for applications that use the Apply or Fork operators—where developers can improve performance significantly by providing some explicit guidance to the DryadLINQ provider about how it should structure the Dryad job. Developers provide this guidance by applying attributes.
Attributes are basically a way of giving DryadLINQ permission to construct the graph in certain ways that it would not do by default. For example, developers apply the Homomorphic attribute to the Apply or Fork delegate to indicate that it can operate on each data partition independently. This allows the provider to produce a more efficient Dryad job by using multiple vertices for that stage.

Other attributes are used to improve performance for different scenarios. The available DryadLINQ attributes are briefly described in Appendix A. For details on how to use DryadLINQ annotations, see “DryadLINQ Programming Guide.”

DryadLINQ Limitations

DryadLINQ is almost completely compatible with LINQ-to-object applications, but there are a few limitations:
· Applications can be implemented in any language that supports LINQ, but DryadLINQ has been tested mostly with C#.

· All operations used in a DryadLINQ expression must have no side effects when they execute as vertices on a cluster. In particular, vertices can safely reference and read shared objects, but if they modify the object, the result of the computation is undefined.

· DryadLINQ does not support the LINQ ThenBy and ThenByDescending operators.

· PartitionedTable<T> objects cannot contain anonymous types.

· IEnumerable<T> objects that are passed as inputs to vertices can be iterated over only once. This limitation is an issue primarily for Apply and Fork.

· Deeply nested queries can cause stack overflows in DryadLINQ. The query optimizer is recursive and the recursion depth is linear with respect to query complexity.
· When using the PLINQ option, elements might be re-ordered.
Appendix A: DryadLINQ API
This appendix provides a brief summary of the DryadLINQ API. For details, see the “DryadLINQ API Reference” in the DryadLINQ documentation package.
The API can be divided into four basic categories:

· DryadLINQ-specific classes and data types
· LINQ operators that are also supported by DryadLINQ
· LINQ operators that are supported by DryadLINQ in modified form
· DryadLINQ-specific operators, which do not have a LINQ counterpart
DryadLINQ also supports several attributes that can be used to control some aspects of how the DryadLINQ provider constructs and executes jobs.
DryadLINQ Classes

The DryadLINQ API includes two key classes, PartitionedTable<T> and DryadLinq. The remaining classes are used for specialized purposes and are not discussed here.
PartitionedTable<T> Class
PartitionedTable<T> objects represent queries over partitioned and non-partitioned persistent data sets, to be processed as Dryad jobs. 
PartitionedTable<T> inherits from IQueryable<T>, and PartitionedTable<T> objects are used by DryadLINQ applications in much the same way that IEnumerable<T> objects are used by LINQ-to-object applications.
Applications typically use these objects by applying LINQ or DryadLINQ operators, rather than calling the object’s methods and properties, so they are not listed here.
DryadLinq Class
This class exposes most of the DryadLINQ configuration settings, including the settings defined in DryadLinqConfig.xml.
LINQ Operators

The following operators are supported by DryadLINQ and can be used in a DryadLINQ application in exactly the same was as any other LINQ application.
	Aggregate
	FirstOrDefault
	Min
	Skip

	All
	GroupBy
	OrderBy
	SkipWhile

	Any
	GroupJoin
	OrderByDescending
	Sum

	Average
	Intersect
	Reverse
	Take

	Contains
	Join
	Select
	TakeWhile

	Count
	Last
	SelectMany
	Union

	Distinct
	LastOrDefault
	SequenceEqual
	Where

	Except
	LongCount
	Single
	

	First
	Max
	SingleOrDefault
	


For details on how to use these operators, see “Language-Integrated Query (LINQ)” in the MSDN library.
Note: DryadLINQ does not currently support the LINQ OfType, ThenBy, and ThenByDescending operators.
Modified LINQ Operators

The DryadLINQ API includes modified versions of the LINQ operators that return scalar values, such as All or Min. The DryadLINQ operators are named XXXAsQuery, where XXX is the name of the corresponding LINQ operator. They return a scalar value represented by an IQueryable<T> object.
The following operators are IQueryable<T> equivalents of LINQ scalar operators.

	AggregateAsQuery
	FirstAsQuery
	MinAsQuery

	AllAsQuery
	FirstOrDefaultAsQuery
	SequenceEqualAsQuery

	AnyAsQuery
	LastAsQuery
	SingleAsQuery

	AverageAsQuery
	LastOrDefaultAsQuery
	SingleOrDefaultAsQuery

	ContainsAsQuery
	LongCountAsQuery
	SumAsQuery

	CountAsQuery
	MaxAsQuery
	


DryadLINQ-Specific Operators

Several operators are specific to DryadLINQ. The key operators are listed in this section. For details, see the “DryadLINQ API Reference” in the DryadLINQ documentation package.
Apply

This operator is similar to Select; it returns a transformed version of its input. However, Select takes only a single input collection. Apply can take one or two input collections, although it returns a single output collection. In addition, the Apply delegate receives an iterator to the input collections, rather than processing the input one element at a time. This gives the delegate access to the entire collection and allows Apply to be used for purposes such as digital filtering, where the transformed value of an element depends on the values of neighboring elements. 
Fork

This operator is similar to Apply, but it takes a single input collection and returns multiple output collections. The Fork delegate also receives an iterator to the input collection, rather than processing the input one element at a time.
HashPartition

This operator partitions records based on the hash value of a specified key for each element. Records with the same key are placed in the same partition, much like range partitioning. However, keys are assigned to partitions based on a hash value, so each partition contains what is effectively a randomly selected subset of the available keys. For this reason, hash-partitioned data has no defined order.

RangePartition

This operator partitions dynamically produced data by placing each element into one of a specified set of partitions—sometimes called “buckets.” Each bucket is associated with a fixed range of key values and records are placed in the appropriate bucket for their key. Each bucket is processed by a separate vertex. The key array that defines the buckets is typically monotonically increasing or decreasing, which preserves the order of the records.

DryadLINQ Attributes
DryadLINQ usually does a good job of constructing graphs and serializing the data that moves between vertices. However, for some applications, the DryadLINQ default assumptions can lead to relatively inefficient graphs. One common case is applications that use the Apply operator. DryadLINQ supports several attributes that can be used to annotate operations. The annotations provide additional information about the operation that DryadLINQ can use to construct a more efficient graph than it would by using the default assumptions.

These attributes basically make a promise to DryadLINQ that the operation will behave in a specified way. However, DryadLINQ does not enforce that behavior. The developer must ensure that the application’s behavior is consistent with the attribute. If you apply attributes incorrectly, the job can produce incorrect results.

The following table provides a brief description of some DryadLINQ attributes. Note that all of these attributes can take parameters, which have a significant effect on how the attribute works. For details, see “DryadLINQ API Reference.”
Example of DryadLINQ Attributes
	Attribute
	Description

	Associative
	Applied to the delegate for aggregation operators to indicate that the operation can use associativity to improve performance. 

	Homomorphic
	The delegate commutes with partitioning, so the operation can be performed in parallel on each partition.

	Resource
	Applied to a delegate to indicate that the operation can be pipelined with other operators.

	Nullable
	Applied to a field to indicate that it can have a null value at runtime.

	FieldMapping
	Applied to a field to specify field mapping for data transformations. Some DryadLINQ operators can transform records from one type to another by using an arbitrary method, which hampers optimization. The FieldMapping attribute provides DryadLINQ with the details of the transform, so that it can produce a better optimized graph.


Resources

This section provides links to information about Dryad, DryadLINQ, and related topics.
DryadLINQ 
DryadLINQ – Microsoft Research Project Page

http://research.microsoft.com/en-us/projects/dryadlinq/ 
Including:
“DryadLINQ: A System for General-Purpose Distributed Data-Parallel Computing Using a High-Level Language”
http://research.microsoft.com/en-us/projects/dryadlinq/dryadlinq.pdf 
“DryadLINQ Tutorial” 
http://research.microsoft.com/en-us/projects/dryadlinq/dryadlinqtutorial.docx
“Some sample programs written in DryadLINQ”
http://research.microsoft.com/apps/pubs/default.aspx?id=66811
Dryad
Dryad – Microsoft Research Project Page

http://research.microsoft.com/en-us/projects/dryad/
Including:
“Dryad: Distributed Data-Parallel Programs from Sequential Building Blocks”
http://research.microsoft.com/en-us/projects/dryad/eurosys07.pdf 
SCOPE
http://research.microsoft.com/en-us/um/people/jrzhou/pub/Scope.pdf
Dryad and DryadLINQ for Data Intensive Research

Microsoft External Research Tools and Presentations Page

http://research.microsoft.com/en-us/collaboration/tools/dryad.aspx 
Documentation package, presentations, and updates, including: 
“Dryad and DryadLINQ: An Introduction”
“DryadLINQ API Reference”
“DryadLINQ Installation and Configuration Guide”
“DryadLINQ Programming Guide”

LINQ

Language-Integrated Query (LINQ)
http://msdn.microsoft.com/en-us/library/bb397926.aspx
LINQ: .NET Language-Integrated Query
http://msdn.microsoft.com/en-us/library/bb308959.aspx
Running Queries On Multi-Core Processors
http://msdn.microsoft.com/en-us/magazine/cc163329.aspx
Other References
Hadoop Wiki

http://wiki.apache.org/hadoop/ 

MapReduce: Simplified Data Processing on Large Clusters
http://labs.google.com/papers/mapreduce.html
Windows HPC Server 2008

http://www.microsoft.com/hpc/
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